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Abstract

DreamerV?2 is able to achieve human-level performance on the Atari bench-
mark. It accomplishes this by learning an accurate model of the world in an
efficient latent space. However, the model encounters a problem when the
environments become more complex. The model gets distracted by many
environmental features and complex backgrounds which results in it being
unable train the agent accurately. This paper introduces an alteration on
DreamerV2 that aims to solve this problem. By adding a Convolutional
Neural Network (CNN) that combines previous observations of the world
into a single picture, it is able to extract some of the irrelevant features
of the world. By supplying this information to DreamerV2, the model can
focus on learning the relevant aspects of the environment that are needed
to obtain the rewards. This model is able to obtain comparable results to
DreamerV2 on a relatively complex game and it significantly improves on
DreamerV2 when a large distractor is added to the game.
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Chapter 1

Introduction

Reinforcement learning is an area of artificial intelligence specialised in cre-
ating agents that learn how to act in an environment. The agents are trained
in determining what action to take in a given state of a world such that they
maximize the obtained rewards. These rewards can be anything that deter-
mines how well the agent is doing, for example distance travelled or points
obtained in a game. Reinforcement learning can be applied to real world
scenarios as well. This can be done by training a robot to obtain rewards
and act in the real world [Lin et al., 2020].

Apart from learning what actions will return the highest rewards in each
situation, the agent can become more general and learn how to act in states
of the world they have not encountered before. To achieve this, it is re-
quired that the agent can speculate about how its actions will influence the
current environment. This can be accomplished by using a world model,
which is an internal representation the agent has of the environment. By
determining how the actions influence the internal world model, the agent
can predict which action will give the highest reward in the actual world
[Kaiser et al., 2019].

A recent development in this field is the model-based reinforcement agent
called Dreamer. This agent learns a model of the world and uses this model
to predict multiple actions ahead in latent space. This latent space contains
the world model encoded in a small space, which makes computations in
this model much faster. This gives the agent the ability to make predic-
tions about future states with lower computational costs. Due to the low
cost, it is feasible to predict multiple actions in the world to obtain a better
prediction of which action will result in the highest reward. Instead of only
looking what the reward of the current action is, it can ’dream’ multiple
actions in the future and determine the state of the world resulting from all
these actions [Hafner et al., 2019].

One problem with dreamer is how it can get distracted by unrelated fea-



tures of the environment. For example, there is a large chance that the
background of the environment will be encoded into the world model even
though it has a low correlation with obtaining rewards. DreamerV2 builds
on this problem by, among other things, limiting the size of the latent space.
This resulted in an algorithm which surpasses single-GPU Model-free algo-
rithms like Rainbow [Hafner et al., 2020, Hessel et al., 2018].

Figure 1.1: The game Pong with and without the added distraction. The
left picture depicts the normal game environment, the right picture depicts
the same environment with the added distractor.

However, even though this model performs significantly better than its pre-
decessor, it still has a large limitation. If a distractor is added to the back-
ground of the game, it can be seen that DreamerV2 is not able to obtain
a positive reward. Figure 1.1 shows how a GIF of a moving duck is added
to the game Pong. This results in an environment in which an agent has to
learn what is part of this moving distractor before it can fully focus on the
ball. It needs to learn this because the ball sometimes moves over the duck,
meaning the model has to understand what is part of the duck and what is
part of the ball.



Reward comparison of DreamerV2 on the game Pong with and without a distractor
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Figure 1.2: Rewards obtained by DreamerV2 on the game Pong. The orange
line represents the obtained reward in the original game. The blue line rep-
resents the rewards obtained in the altered game containing the distractor.

Figure 1.2 shows the difference between the reward obtained in the game
without the distractor and the game with the distractor. It can be seen that
the distractor causes DreamerV2 to have a significantly lower performance
as it is not able to obtain any reward.

Solving this problem is an essential step to create a more general Al that
can operate in a changing environment. Most environments contain many
distractors that can influence the agents in a negative way. By removing
these distractors, the agent will be able to focus on more important aspects
and be able to obtain better results.

The goal of this paper is to propose a solution to this problem for Dream-
erV2, which is to alter the framework of DreamerV2 such that it is able to
separate the relevant and irrelevant aspects of the world giving the agent
the ability to focus on the aspects that are relevant to obtaining rewards.



Chapter 2

Preliminaries

Dreamer

Dreamer is an algorithm which trains an agent to act upon a world using
a internal model of the world. By processing an observation of the current
state of the world, the agent learns to determine what action to take such
that it will obtain the highest reward. In the context of Atari games, the
agent would receive the current image of the game and it would determine
what action would result in the highest increase of the in-game score. After
taking this predicted action, the state of the game changes due to the influ-
ence of the agent. In the next step, the agent will obtain a new observation
of the world and determine what action will result in the highest reward
now [Hafner et al., 2019].

v,
3 a,

i S NN A A A A

==

(a) Learn dynamics from experience (b) Learn behavior in imagination (c) Act in the environment

Figure 2.1: The framework of Dreamer. (a) The model learns how to encode
observations and actions into the latent space. (b) The agent uses the latent
space to imagine what actions will result in the highest rewards. (c) The
agent uses the policy to determine what action to take in the current state
of the world. [Hafner et al., 2019]

The goal of Dreamer is to improve the general reinforcement learning process
by letting the agent plan ahead in latent space. Dreamer accomplishes this



using its three main components; learning a world model, learning behaviour
in this model and acting in the environment using the learned policy. This
framework is shown in Figure 2.1 [Hafner et al., 2019].

Learning the model is done iteratively by feeding the model a sequence of
experiences. It learns how to encode an observation of the state of the world
and the action taken in this state into its hidden state. From this hidden
state, it learns how to predict the reward obtained and how to decode it back
into the original observation. Since it knows how to encode an observation
into a compact hidden state and how to decode this state back into the
original observation, an informative model of the world is created. The
model encodes subsequent experiences into this hidden state such that it
learns how the taken actions move the current state of the world to the
next state. This creates the latent space which can be used to dream ahead
multiple steps into the future [Hafner et al., 2019].

This latent space is used to learn the behaviour of the agent. After
encoding a new observation of the world into the world model, it learns to
predict what action to take, the value of the state and the obtained reward.
By feeding this action back into the hidden state, the hidden state of the
world model is changed to the hidden state of the next state of the world.
By feeding multiple subsequently predicted actions into the world model,
the agent is able to predict what the world-model looks like multiple steps
into the future. This process results in the hidden state of the world acting
as a policy as the hidden state will determine what actions the agent should
take given the current state of the world [Hafner et al., 2019].

After training is completed, the policy can be used to determine what

actions an agent should take to obtain the highest reward possible. This
is done by encoding an observation of the world into the latent space and
predicting the most rewarding action. After taking this action, a new obser-
vation of the world is encoded into the latent space and the process repeats
[Hafner et al., 2019].
This process of acting in the environment using the policy can also be used
to generate new data. This new data can be used to improve the current
dataset and repeatedly train a new world model and policy. Doing this over
multiple iterations will result in the model converging towards the optimal
policy [Hafner et al., 2019].



Dreamer V2

DreamerV2 largely uses the same framework as the original Dreamer. It still
encodes the observation and the rewards of the world into a hidden state.
Furthermore, it also predict the rewards obtained in this state and it decodes
the original observation back from the hidden state. The largest change of
DreamerV2 is how the observation is encoded into the hidden state and how
this hidden state represents the model of the world.
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Figure 2.2: Framework of DreamerV2 which learns the model of the world
[Hafner et al., 2020].

Figure 2.2 shows the framework of DreamerV2. Instead of encoding the ob-
servation straight into the hidden state h,, the observation is first encoded
into a stochastic state z, using the current hidden state of the world model.
This stochastic state contains 32 categorical variables, where each variable
can be one of 32 different classes. What the categories and classes are, is
entirely learned by the model. This small space of 32 categorical variables
forces the model to compress the information in a small space, making com-
putations in this space cheap. The stochastic state z, is concatenated to
the hidden state h,, which together form the complete latent state of the
model of the world [Hafner et al., 2020].

Furthermore, the model also tries to predict the stochastic state Z,, from
the hidden state h,. This is done such that the model learns how to predict
what the next state of the world looks like without needing a new observa-
tion. A KL loss function is introduced such that the predicted state Z,, and
the actual state z, are as similar as possible. This creates a trade off. On
the one hand, the model wants to create the best representation of the world
using as much of the input observation as possible such that the predicted



reward and action and the decoded observation are as good as possible. On
the other hand, it wants to rely as little on the input observation as pos-
sible by being able to create better predictions of the input observations
[Hafner et al., 2020].
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Figure 2.3: Actor Critic Learning framework of DreamerV2 used to learn a
policy [Hafner et al., 2020].

After training the world model, it can be used to train the policy for the
agent using actor critic learning. The process is depicted in Figure 2.3
and is similar to that of Dreamer. An input observation is decoded into
the stochastic representation z,, which is concatenated to the hidden state.
The resulting latent space is used to predict the reward, value of the state
and the action to take. This action is given back to the model such that
the next state of the world is predicted. In the original Dreamer the next
reward, state value and action would be predicted from this state. However,
in DreamerV?2 this state is first used to predict the stochastic representation
Zn, which is concatenated back to the hidden state to obtain the predicted
future latent state. This means that the observation is not needed anymore
after encoding it once [Hafner et al., 2020].



Chapter 3

Related Work

Two papers have been found that also build on Dreamer and DreamerV2.
The first paper introduces LEXA, which builds on Dreamer by improving
how the agent learns the policy of the world [Mendonca et al., 2021]. After
learning the world model, it creates two different agents that imagine in this
model. The ’explorer’ is focused on finding new states that have not been
discovered yet. The states it finds are given to the other agent, called the
‘achiever’, which learns how to reach these states. This way the user can
supply a goal to the algorithm and it will know what steps to take to achieve
it [Mendonca et al., 2021].

The second paper introduces a model which learns how to make ’Task In-
formed Abstractions’ [Fu et al., 2021]. It builds on DreamerV2 by creating
two different models that learn different aspects of the world. One model is
exactly the same as DreamerV2 and it tries to optimize learning the rewards
of the world. The other model is altered such that it does the opposite, it
learns everything except how to obtain the rewards. This is done by training
the model such that it is able to predict the current state of the world given
its latent state while also increasing the loss when it is able to predict the
obtained rewards in this state more accurately. This means that it has to
learn as much as possible about the world, while also learning as little as
possible about the rewards. In the end, one model has learned the relevant
information of the world and the other model has learned the irrelevant in-
formation of the world. Next, the agent will use only the relevant model
to learn the policy. This way it will not get distracted by the irrelevant
information, as only the model trained to learn the relevant information is
used [Fu et al., 2021].



Chapter 4

Research

Extracting irrelevant information from the environment

DreamerV2 creates a model of the world in latent space by encoding and
decoding an observation of the current state of the world. Since the encoder
encodes the input observation into the latent space and the decoder decodes
the latent space back into the input observation, the latent space has to
hold information about the entire environment. This means that parts that
are not related to obtaining a reward will also be saved in this small latent
space. These irrelevant parts of the environment will not help the agent to
increase the reward, but it will occupy part of the latent space that could be
used to learn relevant information. This might cause the model to learn less
about the important environmental aspects, which can decrease the perfor-
mance of the model.

This paper will alter the auto-encoder of DreamerV2 such that the irrelevant
information will not be saved into the world model. This is done by adding
a CNN which learns how to extract the irrelevant features from the input
observations. This information containing the irrelevant aspects is supplied
to the encoder and decoder such that they can focus on the relevant infor-
mation.

10
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Figure 4.1: Altered framework of DreamerV2. A CNN, depicted in red, is
added to the network which learns how the extract the irrelevant information
from the environment. This information is supplied to the encoder and
decoder such that the latent space will only contain the relevant information.

Figure 4.1 shows the complete framework containing this alteration. First
of all, the output of the newly added CNN, shown in red, will be subtracted
from the input of the encoder of DreamerV2. This means that if the added
CNN is able to create an image only containing the irrelevant information,
the input of the encoder will only contain the relevant information as the
rest is subtracted. The output of the CNN is also added to the output of
the decoder before the loss of the decoder is calculated. This means that
the decoder only has to obtain relevant information from the latent space as
the irrelevant information will be added to the result to obtain the complete
input observation. In the end, this means that the irrelevant information
from the environment will not be saved in the latent space as the encoder
will not get it as input and the decoder will not need it to recreate the orig-
inal observation. The result is that the model can use its entire latent space
to model the relevant information of the environment.

The CNN itself will be shallow. This is done because the CNN is in a
critical position where it can overtake the entire world model. Namely, if
the CNN is able to recreate the entire input observation perfectly, the de-
coder will have to do nothing. If the decoder returns an empty picture, the
perfect output of the CNN will be added. This means that the decoder will
return the original input observation and still achieve a good loss. Further-
more, the encoder will obtain an empty input as the output of the CNN
is subtracted from the input observation. This means that the model falls
apart and it will not be able to learn a working world-model. By keeping the
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CNN simple, it will not have enough power to recreate the complete input
observation and take over the model.

3 x 3 channels 9 channels n channels 3 channels
concatenate images conv2d convTranspose2d

Figure 4.2: Framework of the added CNN. The CNN converts the 3 past
observations into a single output picture which ideally contains all the irrel-
evant information of the environment.

Figure 4.2 shows the framework of the added CNN. It takes the past 3 ob-
servations and converts it into a single output picture. First, the 3 input
pictures are stacked resulting in a total of 9 channels. Using convolution, the
size of the pictures is decreased while the number of channels is increased.
The number of channels is determined by the depth of the CNN. The larger
the depth, the more power it will have to model the output picture. The
final model uses a depth of 128. Next, the number of channels is decreased
again while the size of the pictures will be reverted back to normal. Impor-
tant is that the number of channels at the end will be 3, and not the original
9. This means that the 3 input observations are converted to a single output
picture.

The final model also applies instance norm to the output of the CNN.
This makes sure that the output of the CNN does not converge to nothing.
This is important to do, since if the CNN does output nothing, the entire
adaptation will have no influence. This would mean that it would become
exactly the framework of DreamerV?2.

12



Experiments

Both the original DreamerV2 and the altered model were evaluated on two
experiments. The first experiment is the original Atari game Video Pinball,
the other experiment is the game Pong after adding the distractor GIF
containing the duck shown in Figure 1.1.

Reward Comparison between DreamerV2 and the altered DreamerV2 on the game Video Pinball
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Figure 4.3: Comparison of the reward obtained by DreamerV2, depicted in
blue, and the altered DreamerV2, depicted in orange, on the unaltered game
Video Pinball.

Figure 4.3 shows the comparison between the rewards obtained in the game
Video Pinball. It shows the models achieve similar results on this relatively
complex game. The figure does show some fluctuations in the obtained
rewards overtime, but there is no significant difference.

13



Return comparison between DreamerV2 and DreamerV3
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Figure 4.4: Rewards comparison of DreamerV2, depicted in blue, and the
altered DreamerV2, depicted in orange, on the game Pong with the added
distractor.

Figure 4.4 shows the comparison of the models on the game Pong with the
added distractor. The comparison shows that the altered DreamerV2 starts
to obtain rewards after 20,000 steps and starts to obtain positive rewards
after 70,000 steps. It also shows that the unaltered DreamerV2 is not able
to obtain any rewards in the entire run.
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Figure 4.5: Final output of the added CNN on the game Pong with the
added distractor.

Figure 4.5 shows the output of the added CNN which has the aim to model
the irrelevant information of the environment. It can be seen that the CNN
is able to extract the general outline of the duck and some of the top and
bottom bars found in the game. Furthermore, the output does not show any
relevant information that should not be there.
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Figure 4.6: Final input of the encoder on the game Pong with the added
distractor.

Figure 4.6 shows the input of the encoder. This input is obtained by sub-
tracting the modeled irrelevant information from the input observation. This
means that it should only contain the relevant information in the environ-
ment. It can be seen that it contains the most important information,
namely the two paddles and the ball. It also contains the current score and
parts of the top and bottom bar, which gives relevant contextual informa-
tion. However, the duck is also still visible in this input, but less prominent
than in the raw input.
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Chapter 5

Discussion

This paper presents an alteration to the DreamerV2 framework. A CNN
is added with the aim to predict the irrelevant information in the current
environment using the past 3 observations. This information is supplied to
the encoder and decoder of the auto-encoder of DreamerV2 such that the
latent space of the model can focus on modeling the relevant information
of the environment. Figure 4.4 shows that this alteration greatly improves
on the rewards obtained by DreamerV2 when the environment contains a
large distractor. The altered model is able to obtain a positive reward while
the original DreamerV2 is not able to learn how to obtain any reward. Fur-
thermore, Figure 4.3 shows that the altered model obtains similar results to
DreamerV2 on more complex games without any added distractions.

There are some limitations to the resulting framework. First of all, the
added CNN is only expected to model the irrelevant aspects of the environ-
ment. The CNN does not have any guidance to do this. No loss function was
added or altered to make sure that the CNN does not model any relevant
information. If the output does contain important information, it will be
removed from the input of the CNN, which means that the information will
not be encoded into the latent space. In the current implementation, the
CNN is able to model only irrelevant information, as can be seen in Figure
4.5. However with more guidance it might be able to improve the quality
and the amount of irrelevant information. Figure 4.6 also shows that a large
portion of the duck is still being supplied to the model. Even though the
clarity of the duck is reduced significantly, the world model still has to deal
with some irrelevant information. Further research can look into altering
the framework further to guide the CNN more such that larger portions of
the duck are removed from the input of the encoder.

Next, it has to be stated that training DreamerV2 and the alteration
takes a significant amount of time. DreamerV2 is able to be trained on
a single GPU, but it will take around 10 days to fully complete a run.
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Especially since each experiment is ideally repeated multiple times, time
limitations significantly decreased the time each iteration of the model was
trained. The result is that most experiments were only ran for a total of 8
hours, only the final model and the original DreamerV2 where trained for
more than 1 day. Further research is needed to confirm that the alteration to
DreamerV2 obtains comparable results when trained for a longer period of
times. It might be the case that the original DreamerV2 is able to compete
with the altered model presented in this paper after running for a longer
time.

Lastly, due to the time limitations the alteration is evaluated on only two
different games. In this paper, Pong and Video Pinball were chosen. The
main reason for this choice is that Pong can be considered a relatively simple
game while Video Pinball is more complex, which means that the model is
evaluated on both ends of the spectrum. However, it is necessary to evaluate
the model on the entire Atari benchmark to determine more accurately how
it competes with DreamerV2 and other frameworks. It could be the case
that it works well on Pong with an added distractor, but fails on everything
else.
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Chapter 6

Conclusions

In conclusion, this paper shows that DreamerV2 can be greatly improved
by extracting the relevant information from the environment. The original
model struggles to learn how to obtain the rewards in the environment when
a large distractor is added. By adding a CNN to the model that is able to
model the irrelevant information of the environment, DreamerV2 will only
have to model the important parts. Using this, this paper has shown that
the improved model is able to obtain rewards where DreamerV2 was not.

18



Bibliography

[Fu et al., 2021] Fu, X., Yang, G., Agrawal, P., and Jaakkola, T. (2021).
Learning task informed abstractions. In International Conference on Ma-
chine Learning, pages 3480-3491. PMLR.

[Hafner et al., 2019] Hafner, D., Lillicrap, T., Ba, J., and Norouzi, M.
(2019). Dream to control: Learning behaviors by latent imagination.
arXiwv preprint arXiw:1912.016083.

[Hafner et al., 2020] Hafner, D., Lillicrap, T., Norouzi, M., and Ba, J.
(2020). Mastering atari with discrete world models. arXiv preprint
arXiv:2010.02198.

[Hessel et al., 2018] Hessel, M., Modayil, J., Van Hasselt, H., Schaul, T.,
Ostrovski, G., Dabney, W., Horgan, D., Piot, B., Azar, M., and Silver,
D. (2018). Rainbow: Combining improvements in deep reinforcement
learning. In Thirty-second AAAI conference on artificial intelligence.

[Kaiser et al., 2019] Kaiser, L., Babaeizadeh, M., Milos, P., Osinski, B.,
Campbell, R. H., Czechowski, K., Erhan, D., Finn, C., Kozakowski, P.,
Levine, S., et al. (2019). Model-based reinforcement learning for atari.
arXiv preprint arXiw:1903.00374.

[Lin et al., 2020] Lin, J., Ma, Z., Gomez, R., Nakamura, K., He, B., and Li,
G. (2020). A review on interactive reinforcement learning from human

social feedback. IFEFE Access, 8:120757-120765.

[Mendonca et al., 2021] Mendonca, R., Rybkin, O., Daniilidis, K., Hafner,
D., and Pathak, D. (2021). Discovering and achieving goals via world
models. Advances in Neural Information Processing Systems, 34.

19



	Introduction
	Preliminaries
	Related Work
	Research
	Discussion
	Conclusions

