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Abstract

The purpose of this thesis is to investigate if outlier detection is a suitable approach for de-
tecting confusion in humans caused by an artificial agent’s behaviour. To answer this question,
data has been collected in the form of video recordings which were used to train and anal-
yse our outlier detection algorithm. As the data are video recordings they are data streams
which provide unique challenges. To deal with these challenges, our outlier detection algorithm
extracts the relevant information from each frame of the recordings and analyses them using
auto-encoders. The auto-encoders learn from these incoming frames and attempt to recreate
them. By measuring how well a frame can be recreated and computing the reconstruction cost,
we can classify whether a frame is an inlier or an outlier. Since confusing events are rare,
they fall in the outlier category and the algorithm is unable to learn how to recreate them
resulting in higher reconstruction costs. The classification is based on the reconstruction cost,
Chebyshev’s inequality and the exponentially weighted moving average model. The results of
the experiments show that outlier detection does show promise for identifying confusing events
as our algorithm outperforms random chance. However, further research should be done to
optimize the algorithm and develop a better understanding of what information other than the
recordings is required to be able to distinguish between outliers that are generated by confusing
events and outliers which are caused by non-confusing events.

1 Introduction

Artificial Intelligence (AI) is an ever-growing field of research, and the resulting algorithms
continue to increase in size and complexity whilst maintaining their black-box nature, as often-
times, a hard-to-interpret deep neural network is used. This makes it difficult for both the user
and developer of an algorithm to understand what led an AI to a certain outcome. This can
become an issue when said algorithms are used in consumer products or by companies. Espe-
cially in cases of mission-critical systems such as in healthcare or self-driving vehicles, where
it is important that any decision made by an AI can be understood. This black-box nature
creates a lack of trust in AI, reducing the number of people willing to employ these systems
[1, 2]. It also creates judicial concerns. For example, the opacity of the algorithms does not
allow regulatory bodies to determine how and if data is being used fairly or in a secure manner
[3]. Furthermore, the lack of explainability makes it hard to reason about certain outcomes of
an algorithm which could be vital for its useability. For instance, a system which recommends
treatments to a doctor would likely require an explanation if they do not agree with the recom-
mendation. To allow the doctor to reason if this suggestion could be correct, they need to be
able to understand what led to this outcome. Otherwise, they either need to ignore the advice
or delve deeper into the suggested treatment themselves in an attempt to unearth why this
could be a successful treatment, which could be quite time-consuming.

Thus, it can be vital for an algorithm to be accompanied by a form of explanation to
be able to use them outside of the academic field. These concerns have led to research in
‘Explainable Artificial Intelligence’ (XAI) [4]. XAI is a field of research which explores and
develops various tools and techniques which are able to generate high-quality interpretable and
human-understandable explanations of AI-generated results. The focus of explainable AI has
thus far been on the explanations themselves but not towards the delivery of these explanations.
Providing an explanation for each interaction an artificial agent has with a user will repeatedly
interrupt the interaction which can be harmful to the user experience. Alternatively, a user
could request an explanation when desired, this reduces both the number of interruptions and
duration. However, it does still create added actions limiting the flow of the interaction. It
would thus be preferred to only provide explanations to the user whenever they want them
without them having to instigate this action as is the case in a large portion of human-to-
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human interaction. This is particularly useful when a layperson interacts with an AI or robot.
One such example of human-robot interaction is in healthcare robots. When and if a robot helps,
explains or does anything with the patient, being able to recognize when more information is
needed in a fluent manner could increase the effectiveness and level of comfort of the interaction.

From previous research, [5, 6] we have a general idea of when someone is likely to desire
further explanation. When an outcome of a system meets a user’s expectation, they generally
don’t question how a system arrived at its conclusion. But should the outcome not be expected,
that is when users become confused and want to understand what happened and what led the
algorithm to this outcome. This then begs the question: can we automatically identify
when a user’s expectation was not met? This would require some classification algorithm
that distinguishes between confusing and non-confusing events.

There is a wide array of classification algorithms available from decision trees [7] to deep
neural networks which classify facial expressions [8]. The problem with these, and most methods,
is that they require vast amounts of labelled data to train on which is, to the best of our
knowledge, not available. Instead, an approach is needed which does not require vast amounts
of data. Moreover, an algorithm that would be used to predict when to provide explanations
to a user should be able to work with time-series data in real time to improve the flow of the
interaction between the user and an artificial agent. Finally, confusing events should, during
normal interaction, be uncommon thus limiting the data even further if labelled data is needed.

To identify an approach that can deal with these challenges, we have investigated various
problems which deal with similar hurdles such as video surveillance. While video surveillance
and confusion detection may seem to be unrelated, they have a lot of overlapping challenges.
Both need to operate in real-time to identify sparsely occurring events for which it is difficult to
predefine what these events will look like, both can suffer from small amounts of training data
and require unsupervised learning. As such, both problems require the use of adaptive methods.
In the study by Ramchandran et al. [9] they set out to perform video surveillance by finding
events in a video recording that were different from the standard events. They successfully
identified these events through the use of outlier detection, also known as anomaly or novelty
detection [10] which analysed video recordings and flag frames where something happened that
deviated from the norm. Given that confusing events should also have a low occurrence, outlier
detection seems to be a natural fit which has seen success in cases with similar challenges. The
outlier detection would learn the normal, or baseline, behaviour of the user such that when they
behave in a way which is different from what it has learned, it can be flagged as an outlier with
the potential to signal a confusing event.

To develop such a system, we needed to acquire a data set which is fitted to this project’s
needs. As this data is not available, this data set was created over the course of this thesis in
the form of video recordings. This format was elected as most human emotion is present within
the face. Furthermore, limiting the data to an easily available source allows the algorithm to
be used without the need for niche equipment making it more widely accessible. This data was
created through an experiment where participants were recorded when interacting with a robot
via a game. This experiment was done in conjunction with another researcher [11].

Using this data, an outlier detection system was developed which is able to classify the
frames of the recording into standard behaviour and outliers, where ideally all outliers are
events in the game where the user’s expectation was not met.

Through this approach, we wanted to learn whether outlier detection is a possible solution
to the problem of recognizing confusing events that occur when a human interacts with an
artificial agent. As mentioned before, confusing events should not occur often and should elicit
different responses from humans than when they are not confused [12]. In such a scenario, these
events can be classified as outliers.

It is likely, however, that confusing events are not the only possible triggers to generate
behaviours that can be classified as outliers. Moreover, it is unclear what responses will be

3



generated during confusing events. Though it is known that confused or surprised individuals
show emotion on their faces, the extent to which this is shown depends on the intensity of the
emotion. As such, it is expected that intense confusion will indeed be found but it is unclear
how well outlier detection can identify less confusing events.

2 Background

2.1 Outliers

As stated before, to uncover special scenarios within the data an outlier detection algorithm
will be used. Outlier detection is the practice of identifying instances within the data that
significantly differ from the other data points. These other data points can consist of, among
others, the entire data set or some predefined subset such as a cluster of data points or, in the
case of time series data, within a certain time frame.

Outlier detection is often used as a data-cleaning tool [13]. It identifies data points not
matching the data set and remove them such that a model trained on this data will not learn
’weird’ characteristics. However, outliers have garnered an increasing amount of interest as they
can provide valuable insight and can be critical in understanding the data better. Moreover,
extracting these points themselves has become an important research problem in data mining
as outliers can represent desired information, as is the case for this thesis. It is useful in various
fields such as fraud detection, abnormal weather detection, medical anomaly detection [14] and
anomaly detection in urban traffic flow [15, 16].

There are various kinds of outlier detection systems which can broadly be split into two
different categories, outlier detection in static and dynamic environments. In static environ-
ments, most if not all of the data is available to the algorithm at the same time. Dynamic
environments are data streams where new data arrives indefinitely and the new data needs to
be incorporated at run time. The latter is often used for real-time outlier detection, such as the
case with surveillance videos.

Most research and established algorithms have been designed for the static environment and
can be broadly categorized into ’distance’, ’distribution’, ’nearest neighbour’, ’clustering’ and
’density’ based [17]. The most common algorithm for the static environment is the density-
based local outlier factor (LOF) [18] algorithm. The overall idea of the LOF algorithm is that
for the detection of outliers, it looks at the direct surroundings of a data point as opposed to the
entire data set. It assigns a value to each point within a cluster which determines the likelihood
of it being an outlier.

Figure 1: Visualisation of example dataset with local and global outliers where o2 is a local
outlier and o1 is a global outlier (figure obtained from [18])

Consider point o1 in figure 1, this point would likely be considered an outlier as it is far
removed from both clusters C1 and C2. However, point o2 is relatively close to C2 but when
examining C2 as the complete data set, o2 would be considered an outlier. o1 can be viewed

4



as a global outlier but o2 is a local outlier. These local outliers in particular are most likely to
provide insights into interesting events as the less confusing events are likely to be accompanied
by subtle movements.

2.2 Data Streams

The data used in this project belongs to the category of dynamic environments as it consists of
video recordings where each new frame has the potential to be an outlier based on the frames
prior to the one being examined and thus not all data is available a priori. A data stream is
essentially time series data where new information continuously arrives.

While the concept of the LOF algorithm is well suited for the type of outliers that are
considered critical, it is not suited to dynamic environments. Data from dynamic environments
are data streams. A data stream is categorised as an ordered and unbounded sequence of data,
as can be seen in equation (1), which arrives at a fast pace and the distribution that generates
the data is prone to change [19]. Due to the continuous nature of the data, a single data point
looks like (timestamp(T ), datapoint(d)). A more formal definition is then:

Data = {(T0, d0), (T1, d1), (T2, d3), ..., (T∞, d∞)} (1)

Data streams pose new challenges to the otherwise established outlier detection algorithms
which will need to be solved in this thesis as well. Algorithms aiming to perform outlier
classification on data streams need to solve the following four main challenges:

• As data streams generate a potentially infinite amount of data, standard algorithms would
need an infinite amount of storage to keep all this data which is simply infeasible.

• The distribution that generates the data stream can also change over time due to the
inherent temporal aspect of the data, thus the concepts that the algorithm has learned
are likely to fail as new data arrives. This problem is known as concept drift [19].

• As new data points arrive, the importance of the previous data diminishes as they become
less representative of the current state and data distribution. Thus each data point only
holds value for a certain amount of time.

• Due to the high arrival rate of the data, if live predictions are performed, these predictions
need to be done in a timely manner and by checking each data point once.

2.3 Related work

As data streams have become an increasingly more common and important form of data, a
plethora of research has gone in to accurately and efficiently determine outliers within these
data and various algorithms have been designed.

While the underlying model of each algorithm is different, the general approaches are fairly
similar to deal with the challenges described above. To deal with the 1st challenge of storage
size, algorithms have opted to summarize previously seen data in a variety of ways. For example,
preserving descriptive statistics like the mean and standard deviation and updating them using
exponentially weighted moving averages [20].

To deal with the 2nd challenge of concept drift, researchers have opted to update their
models with the new incoming data as it arrives.

To deal with the 3rd challenge of the transiency of the data points. a heavier emphasis is
placed on more recent arrivals. In doing so the algorithms are not fixated on prior distributions.
This is accomplished by using a window model [21] such as a sliding window; a set of frames
where the oldest data point is removed in favour of the new one. Or by updating descriptive
statistics where the new data points have a fairly large influence on them.
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To deal with the 4th and final problem of the high arrival rate, algorithms have access to
a data point only once. This minimized the amount of time each data point takes to process.
However, this also reduces each data point’s influence on the model.

Various algorithms, both neural networks and mathematical approaches, capable of dealing
with these challenges have been developed. Such as an adaptation to the LOF algorithm
which is the time-aware density-based incremental local factor (TADILOF) algorithm [22]. This
algorithm approximates a LOF score based on the most recent data instead of an entire data
set. Recent data is categorized as data that was recently perceived or used to compute a LOF
score, thus preserving relevant data whilst discarding older irrelevant data. Other algorithms
make use of an auto-encoder to identify outliers in dynamic environments [23].

An auto-encoder [24] takes an input and scales it down by reducing the size of the layers
before up-scaling it again to recreate the input, providing an hourglass architecture as can be
seen in figure 2. Due to the nature of this algorithm, it creates an information bottleneck [25]
during the down-sampling stage. This compresses the information and forces the system to
learn a compact latent representation of the original data. After this down-sampling stage. The
model up-samples this latent representation to recreate either the original input or an otherwise
provided label which is an adaptation of the input. This can be used for various purposes such
as eliminating noise and parts of images. However, it can also be used to detect outliers. This
is accomplished by inputting a data point in a trained auto-encoder and comparing its output
M̂ to the original input M , the difference between these data points is called a reconstruction
cost (Rc).

Rc = |M − M̂ | (2)

If this reconstruction cost is higher than what is expected of normal data on which the
algorithm was trained, it is likely that this point deviates from the rest of the data and is thus
an outlier.

These auto-encoders can be further expanded in the form of convolutional auto-encoders
[26]. These are particularly useful for data streams containing image or video data as the
convolutional layers learn the filters to preserve the spatial properties of the data. While for
image data, convolutional auto-encoders should already be more suitable, it still ignores the im-
portant temporal aspect of the data. Thus, some convolutional auto-encoders have integrated
long short-term memory (LSTM) aspects as proposed by Shi et al. [27] to learn and preserve
the temporal information of the data whilst maintaining the convolutional aspects, as normal
LSTM is generally unsuitable.

Figure 2: Visualisation of an auto-encoder. M represents a single frame in the recording, the
encoder takes information from the input to a latent space, and the decoder reconstructs the
input from the latent space represented as M̂ (figure obtained from [28]).

The training of these auto-encoders for the purpose of outlier detection can be done in two
ways, or a combination of the two depending on the use case. A model can be either pre-trained
on existing data, or, the model can be trained on the job with the incoming data. Auto-encoders
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are unsupervised algorithms meaning that they do not need extra labels in order to perform
their function since the label is the same as the input to the system. However, if the desired
functionality is outlier detection, the system must learn to recreate inputs that are the norm
and finds it difficult to reconstruct outliers. In the case of pre-training, there is indeed a need for
labels to determine which data should be fed into the system. Kieu et al. [28] have shown that
training a model and updating it with data that does not include outliers was quite effective
in time series data. This is not always possible however, instead the algorithms are trained at
run time where it first calibrates on the data and once done it will keep updating live with new
data as was done by Reunanen et al. [23].

Our approach makes use of both training methods. The experiment to collect data was
done multiple times per participant creating several different pieces of labelled data for the
same participant. This allows us to use one part of the data to pre-train and calibrate an
auto-encoder on clean data such that it can recreate the participants’ normal behaviour. The
remainder of the data is then used for testing to see how well the algorithm performs. While
predicting whether a frame of the data is an outlier, the algorithm is allowed to update its
model live on the incoming frames of the test data.

3 Data Acquisition

To acquire the required data for our outlier algorithm, an experiment was performed where
participants were recorded while playing a game of our choosing together with a robot and an
AI, thus the game is played with a total of three players. The purpose of having the participants
interact with a robot is to preserve the ecological validity of the experiment as the eventual use
case is for human-robot interaction. This experiment was conducted together with Heleen
Kerstholt [11]. Together, we designed the experiment as described in the experiment section,
and performed the data collection as well as conducted the pilot study. The game used for
this experiment and the data collection algorithms were implemented by me. After the data
collection, the projects diverge once more and thus no collaborative work is in the later sections
of this thesis.

3.1 Game

The game used for this experiment needed to meet three requirements to be of use for our
experiment.

• The game could not be too complex. If it was then participants would not be able to
learn the rules quickly, but more importantly, they would not be able to grasp the robot’s
actions. This could create a permanent state of confusion which defeats the purpose of
this experiment.

• The game needed to provide a player with several options for each turn such that each
action has a degree of correctness. This allows the player to build an expectation of what
is going to happen with branching paths, some of which they will agree with but others
with which they do not. If an artificial player opts for one of the paths the player did not
expect, this could result in confusing the player.

• Due to the above requirement, the game could also not be too simple either. If the game
is too simple, the player will understand the game completely. While this may not sound
too problematic, it makes it quite difficult to confuse the player and does not allow for
more complex actions by the robot which reduces the amount and kind of confusion that
can be created.
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While keeping these constraints in mind, we opted to use a variation of the game ”Crew”.
The game uses similar cards to regular playing cards making it quite accessible. The game also
utilizes rules which are quite common in other games such as trump cards; cards that can be
played when the player can not match the suit of the first played card and outrank normal
playing cards. The game is also co-operative which creates a reliance on the other players
and needs to take them into account during the decision-making process. The rules are also
similar to most card games with just a few variations to make it more interesting and complex
such as the use of challenges that the group have to overcome together. These challenges were
the same for each game to keep the objectives the same across the board. This ensured the
difficulty level of the game was somewhat even. Moreover, depending on their challenge, the AI
behaves differently so keeping them consistent allows the player to build up a mental model of
the artificial agents. These challenges were:

• Player X needs to obtain at least three cards of rank Y.

• Player X needs to win at least Y amount of rounds.

• Player X needs to win more of suit Y than Z.

As mentioned previously, the game is an adaptation of an existing game, this should en-
sure the game is somewhat balanced. Moreover, as the rules already exist there should be no
loopholes that disrupt the flow of the game during the experiment. The rules are as follows:

• At the start of the game, each player selects a challenge, starting with the player who
started with the highest trump card. (During the experiment, this was always the robot.)

• The player with the highest trump card will start the first round. The next rounds will
be started by whoever won the previous round.

• A round is won if a player has played the highest rank of the suit that was played first
that round, or, if a trump was played, the player who played the highest ranking trump
wins.

• A trump can only be played if the player can not match the suit that was played or if the
player opens with it.

• Just like with other suits, if a trump is played first, other players need to match it if able.

• The game is won if all challenges have been met by the time the game ends.

• The game ends when players have played all cards in their hands.

In order to record the participant and follow what happens in the game, we have implemented
a digital version of this game in unity [29]. The start screen of the game can be seen in figure
3. The players are recorded with the built-in webcam. Other than the video recording, their
mouse movement has also been stored.

In figure 3 The cards on the bottom are the player cards, and the cards on the left are the
cards owned by the robot. The cards on the right are attributed to Jarvis, the AI player. Jarvis
is an imaginary third player which exists to maintain the complexity of the game ”Crew” that
our game is based on. Both the robot and Jarvis are powered by an AI following the same set
of rules. The player, however, is not privy to this information. Jarvis exists to allow the game
to be played by two players. Jarvis functions as a normal player with the exception that only
half its cards are visible and that it has one extra card which will not be played. The blue cards
are considered trump cards and they range from Jack (J) to Ace (A). The three white squares
in front are the challenges that each player needs to select one from. On the top, it tells the
player whose turn it currently is to perform an action.
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Figure 3: Start screen of the game

Figure 4: Scene after challenges have been chosen and the game has begun
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In figure 4 we see the scene where the challenges have been selected and colour coded to
match the area under the cards of the player that selected the challenge; the red challenge
matches the play mat of the robot on the left etc. Each challenge also shows its completion
status at the bottom of the challenge. The robot has started the round and Jarvis has played
a matching suit. After Jarvis played its card, the card below the played card was flipped over.
It is currently the player’s turn.

As we can see, the game is almost completely observable, this is not the case in the original
game. Normally each player only knows their own cards and half of Jarvis’ cards. As a result,
mistakes will only be revealed in later turns. While this is not a problem by itself, it requires
the player to have a sufficient understanding of the game and memorise what each player has
played which turned out to be too much to ask. Players would not pick up on potentially weird
plays made by the robot or Jarvis and very few confusing moments occurred for the participant.
To allow the participant to identify odd plays it was decided to reveal the robot’s cards to the
player such that they can predict what the robot should play and if this does not happen they
will likely be confused. During testing, this did appear to be the case which is the reason for
the near complete observability of the game. The robot does not have the same information, it
only sees its own cards and flipped-over cards of Jarvis. Jarvis only sees its own flipped-over
cards and also does not know the flipped-down cards. This creates an extra dimension in the
game since there are three varying levels of information.

As the game is played with three players, two players need to be artificial. It was chosen to
use a rule-based AI for both the robot and Jarvis to keep the quality of the system consistent
between rounds and per participant. The general rules of the AI are as follows: The AI aims to
complete its challenges without hindering other challenges. It does this by looking at the played
cards of this round and verifying which cards in its hand would obstruct others’ challenges. It
does not, however, keep in mind cards that have or have not been played. For example, if its
challenge is to win at least 5 rounds and it can do so by using an 8 it has no qualms in doing
so. However, if it sees that the player with the challenge ”win more clubs than spades” is about
to win this round, it will abstain from playing spades if it can. If there is no benefit to winning
this round, it will simply play the lowest card that it is allowed to be played, whatever this may
be.

For each challenge, a separate set of logic was implemented.

1. Challenge ”win at least 5 rounds”:

• If the player is starting the round, play the highest card in their hand

• If the player is not starting, check if one of the other players wants to win this round,
if not play the highest card available if it will win this round

• if neither of the scenarios is true, play the lowest available card

2. Challenge ”win more clubs than spades”.

• if the player is starting the round, play the highest club card.

• if the player is not starting, check if clubs or spades have already been played, if it
was spades, try to lose this round by playing the lowest possible card. If clubs, play
the highest available card if it does not hinder the challenge of ”win at least three
8’s”.

3. Challenge ”win at least three 8’s” will always be played by the participant

The rules of the AI are the same for both the robot and Jarvis, but as each has to accomplish
their own challenge, their behaviour will differ.
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3.2 Experiment

Using the implementation of the game and a NAO robot, an experiment was designed to perform
the data collection. For this experiment, 25 participants were recruited. These participants
were between 19 and 74 years of age with a mean of 32.5. 42% identified as male and 58%
identified as female. Finally, education levels were between MBO and WO, though this is not
evenly distributed. 76% had completed or was at the time of the experiment enrolled in WO
education, 20% had completed or was enrolled in HBO education and 4% had completed or was
enrolled in MBO education.

3.2.1 Setup

The setup of the experiment can be seen in figure 5. With the laptop and the participant in
the middle and the robot on their left as if it is looking at the screen. Since a decent amount
of guidance and interaction is needed, one researcher sits on either side of the participant. The
one on the left (when looking at the screen) would control the NAO in a Wizard of Oz fashion
(The movement of the NAO robot was controlled manually). A NAO is a small humanoid robot
capable of perceiving and acting in its environment through touch, camera and audio sensors.
The researcher on the right would record events that they believed to be relevant during the
game such that they can be verified later and lead the interview after each game.

Figure 5: Experimental setup (figure obtained from [11])

3.2.2 Pilot

Before the start of the actual experiments, a pilot study was performed. This pilot was intended
to verify if the design of the experiment could yield the desired results and what could be done
to improve these results. The pilot was done with 4 people. For each pilot, we used information
from the previous pilot to improve on the next. One of the pilot candidates was the supervisor
for this project to test the setup itself. The other pilot studies were regarding in- or exclusions of
certain tasks and parameter testing, for example, the number of mistakes the robot and Jarvis
should make.

In every pilot, it was tested if the duration of the experiment was doable for the participant
to ensure their focus remained steady such that all data from one experiment is indeed valid.
After each round of playing a game and answering questions, the participant was asked to score
their focus. Fortunately, all participants reported still being attentive after each round and at
the end of the experiment. The pilot also tested how many mistakes the AI should forcibly
make. Three different rates were tested, 75% chance, 50% chance and 25% chance. The result
of this was that a 50% rate was the most effective. Using a 75% chance made the participant
expect the mistakes which diminish the confusion they should have felt. Instead of confusion
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being an outlier, as is desired, it would become the standard. When using a 25% chance the
participant was quite happy as the experiment went rather smoothly, the issue here however is
that this did not yield enough data points to work with. Finally, the 50% chance seemed to be
the sweet spot as the participant did not feel the AI would make mistakes all the time and still
felt a level of trust that it would do what they expected. Moreover, this did yield enough data
points.

After each pilot, the participants were asked an open question of whether they had any
feedback or what they felt would be a worthwhile change to the procedure. From this, it
became apparent that just the written and verbal instructions of the game were not enough to
develop a thorough understanding but after the first game and question session this was the
case. Hence the first of the three games was changed to a practice round.

3.2.3 Procedure

At the start of the experiment, each participant was provided with information about the
experiment, a consent form, a questionnaire and an explanation of the game. Once completed,
the participant was asked several questions to validate whether they did indeed understand the
rules. They would then proceed to play a practice game to further their understanding. They
were not yet told that there would be a question round after. Once completed the question
round with videos would begin. At this stage, they were also asked to explain their answer.
In doing so they would often realise more mechanics of the game and become more attentive.
Since this round is not used as actual data, it did not matter if their answers changed during
the questioning when compared with their response during the game. After this question round,
they were asked to play the game again. This time however we asked them to look at the plays
of the robot and Jarvis as they did during the question round. They did not have to talk out
loud about their thought processes but were asked to be attentive/critical of the robot’s and
Jarvis’ plays to ensure they would pick up on weird plays and build up expectations on how
the other players would behave. This was done to elicit confused or frustrated responses from
them. The participants were not instructed to avoid certain behaviours such as covering parts
of their faces as we wanted the data to be as natural as possible to ensure an ecologically valid
data set.

While playing the game, both the participant and the screen were being recorded. The moves
that were played by both the player and the robot were also recorded. Every x amount of turns,
the robot and or Jarvis would purposefully make a mistake to trigger a form of confusion. By
choosing which turns these mistakes occur ourselves, we created time points which are likely to
be of interest to us.

Once the participant had completed the game, they were questioned as to their experience
of the game. The participant was also shown X amount of clips from the game they just played,
choosing clips randomly from moments that were played as normal by the robot or Jarvis and
clips where either intentionally made a mistake. These videos were shown in random order to
the participant. For each video, the participant was asked to tell us their feelings about a play
made by either the robot or Jarvis. As a reference point, they were told to use ”if they would
have made the same play”. This was an indirect way of asking them to tell us if they were
confused by the actions of either the robot or Jarvis. This was done to prevent priming and have
the participants understand what we are looking for since this could alter their reactions during
the games. While most clips shown to the participant were those selected by the computer,
it is also possible that during the game a play was made that the researchers felt could be
a valuable data point. These points were noted down during the game based on the criteria
that the player visibly and or audibly shows signs of confusion. Naturally since this is a purely
personal judgement, these situations would later require verification by the participant. Hence
some additional clips were shown. Furthermore, given that the purpose of this research is to
develop a system that knows when to provide an explanation to the player, the assumption was
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made that if any form of annoyance, disagreement or confusion were present in their answer,
it would be a valuable data point. While it might be reasonable to assume that any clip not
marked as ”confusing” is automatically ”non-confusing”, there is a chance a particular clip that
they were also confused about was not shown, nor did they mention it in the open question. As
such it is important to find true negative points as well. During the cycle of showing a video
and the participant providing us with their take on a move, both researchers noted down their
impression of the answer. If both researchers agreed that their answer was that they felt a
negative emotion or were confused, the label would become ”confused”.

After the interview section, this process of playing the game and doing the interview was
repeated two more times such that each participant provided us with 3 data points. It was
decided to have the same participant perform the experiment multiple times as it saves quite
a bit of time if the preparation steps do not have to be performed as often. This was also
beneficial as recruiting a large number of participants is quite challenging. An edited benefit is
that this allowed us to use one of the games as pre-training or calibrating data. A session with
one participant lasted between 45 and 75 minutes with an average of around 55 minutes.

Once all games were played and videos were discussed, they were asked what they believed
to be the purpose of this experiment. It is the assumption that if they knew the purpose of the
experiment during the game they would alter their behaviour accordingly. Thus by verifying
if they knew the purpose we could exclude those from the data. Given that the NAO was
controlled in a wizard of Oz fashion, the participants were also asked if they understood how
the robot knew when to act. This was to check if the immersion was not broken during the
experiment. An overview of the procedure can be seen in figure 6.

Figure 6: Overview of the experimental procedure illustrating each component and the experi-
ment loop

3.2.4 Data

With the design of the experiment now completed, 25 people participated in the experiment.
Due to data corruption, this was reduced to 24 people. None of the participants reported
being unfocused, knew the purpose of the experiment or realized the robot was controlled by a
researcher. As such the remaining 24 participants all provided viable data. The data consisted of
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a video recording as well as a mouse recording. On average, 22.3% of the annotated data points
were labelled as ’confused’, and the remainder was labelled as ’not confused’. The annotator’s
agreement, or kappa score [30], was 95%.

4 Methodology

This section is divided into two parts, the first section describes the data processing whereas
the second section describes the various models that were used for the experiments.

4.1 Data Processing

From the experiment, both the recordings of the participants as well as their mouse movements
were stored alongside the corresponding labels. The mouse data is relatively simple and is
essentially a data frame where the x and y coordinates of the mouse are linked to timestamps
in the video and can be used as is. The recordings, however, would require significant resources
to process as they are videos of 1080 x 720 pixels at 30 fps. Furthermore, each frame needs to
receive its corresponding label for training purposes.

To make analyzing the recordings more tractable, the relevant information will be extracted.
This is done by using the Python implementation of the MediaPipe library [31]. This library
creates a facial mesh which isolates 468 different points, or as they will henceforth be called,
features on the face, removing any background information and condensing the information
present in the face. An added benefit is that this process also anonymizes the videos as aside
from the general structure of the face, nothing else is preserved. These points track the face
in 3D space but can be normalized to centre the face and only preserve the facial movements
and orientation of the head to reduce the amount of information further, but potentially lose
relevant information.

4.2 Data Analysis

With the data now reformatted to be useable by the outlier detection systems, first, data
analysis was performed in order to gain insight into how to best utilize and learn from the
data. The distribution of the data between confusing and non-confusing is skewed in favour
of the non-confusing, as is to be expected given that the confusing states should be outliers.
From the labelled clips, around 22.3% of the clips have the label ’confusing’. Each clip consists
of 30 frames and is thus 1 second long. The algorithms do not look at a clip as a whole but
at individual frames. This means that the distribution of frames where a participant showed
confusion is likely to be less than 22.3%. In the best case scenario, all confusing events have
been identified during the experiments and received the label ’confusing’. These confusing
events make up 7% of all clips, verifying that these events are indeed outliers.

Next, feature selection was performed in an attempt to reduce the 468 data points further
and eliminate irrelevant information. Three feature selection algorithms were used:

• Pearson Correlation [32]: Pearson Correlation is a measure which reflects linear correla-
tions between variables based on the variance and standard deviations. This was used as
an initial check to find any obvious features. Though it is expected that the data is too
complex to find meaningful results.

• Random Forest [33]: random forests by themselves are not necessarily used for feature
selection. They are models where a number of decision trees are created from subsets of
the data. To make predictions, a data point is evaluated by each tree and each tree has a
vote in the resulting classification. The reason this is interesting is due to the way these
trees are constructed. They evaluate the information gain, or entropy [34], per feature
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and place them higher up in the trees to separate as much data per node as possible.
Entropy is a measure describing how much of the data can be split through a particular
variable, where ideally one would have a 50/50 split. These values directly correspond to
the importance of features and can be used to perform feature selection.

• Mutual information features [35]: Mutual information features provides quite similar to
information gain. However, in mutual information features, the information gain is cal-
culated for the information of one feature, given that another feature is also present.
Essentially calculating the amount of information that would be lost with respect to other
features should this feature not be included in the data.

From previous studies, it is expected that the desired mental state is most well represented
around the eyes, eyebrows and mouth. A study by Namba et al. [12] studies the temporal
features of genuine and deliberate surprise and focused their efforts on the eyes and eyebrows.
Their study specifically focused on surprise whereas this thesis looks at a broader range of
emotions thus this selection might be too narrow for our purposes. regardless this does seem
like a good place to start. Another study by Schurgin et al. [36] studied the gaze of humans
when identifying emotions on others’ faces. This study revealed that humans focus 34.7% of
their attention on the eyes, 20.9% on the upper part of the nose, 16.9% on the lower nose, 8.5%
on the upper lip and 7.1% on the nasal area as can be seen in figure 7. Further solidifying that
the eye region holds the most information.

Figure 7: Fixation rates of humans when attempting to recognize emotion (figure obtained from
[36])

After applying the three feature selection algorithms and plotting them we get the results as
shown in figure 8. For each algorithm, a 3D space is plotted where the facial features as found
by the MediaPipe library are shown. The red dots represent features that the corresponding
algorithm determined to be important. In figure 8a it is shown that the Pearson correlation
feature selection method places importance on the bottom area of the nose and some importance
on the left mouth corner and side of the face. This is interesting given that the previous study
has shown that while these areas do indeed provide a decent amount of information, they should
not be the most important areas.

The random forest classifier results are visible in figure 8b and show that the middle area
of the nose and the eyes hold relevant information, as well as some points on the forehead and
on the left side of the face. This is more in line with what was expected. Though the points on
the forehead and side of the face are unexpected.
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(a) Selected features as found
by Pearson correlation

(b) Selected features as found
by random forest

(c) Selected features as found
by mutual information features

Figure 8: Feature selection results. A face is plotted in three dimensional space where the green
dots are the features as found by the MediaPipe library and the red dots are features found by
the feature selection algorithms

Finally, the mutual information feature selection results can be found in figure 8c. This
approach places even more significance on the eyes but in particular the left eye, as well as some
points on the left side of the face. Interestingly, all algorithms point to some importance on the
left side of the face indicating that there might be some relevant information there. However,
this might also be an artefact of the experimental setup as participants were not instructed to
abstain from certain behaviours since it was desired for the data to reflect real life as much as
possible. As a result of not providing these instructions, most participants, at least at some
point, rested their face on their hands, usually their right hand which corresponds to the left
side of the image. These points are then covered by the hand and distorted. The MediaPipe
algorithm is able to deal with occlusion to some extent by predicting where these points likely
are thus maintaining the overall facial mesh. Another explanation could be that these points are
easy to use as a reference for the movement of the face in 3D space though this is less probable.

4.3 Outlier Detection

4.3.1 Outlier detection on face recordings

For the purpose of classifying which frames in a data stream, or video recording, contain evidence
of a person being confused, an outlier detection algorithm has been developed. This algorithm
takes as input a stream of video data and returns the timestamps where outliers were found.
Naturally, it can also output them live which is important if it is to be used in a real-life
setting. Each frame of the video is passed through the MediaPipe algorithm such that the
facial features are extracted and everything else is discarded. These features are between [0,1]
with the exception of the z-axis as the feature closest to the camera is assigned a value of 0 and
everything else is in reference to this point. To reduce the input and output space of the auto-
encoders to be between [0,1] instead of [-1,1], all z-values are summed with the absolute value
of the lowest number to place the z-values in the [0,1] range. The algorithm maintains a sliding
window which is used for the convolutional LSTM auto-encoder. This auto-encoder requires a
batch of frames to extract temporal features. The other auto-encoders simply take the most
recent frame in the sliding window as input for their reconstructions. These auto-encoders need
to be trained to reconstruct non-confusing events. This can be done in two ways.

The first method is based on the study by Reunanen et al. [23] where the auto-encoders are
trained at runtime for a calibration period. After this period, the algorithm will start predicting
outliers whilst updating its model and descriptive analytics; mean and standard deviation. In
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this case, the model is sequentially fitted on each individual data point.
The second method is to use training data to pre-train an auto-encoder on data which is

presumably free of the sought-after outliers. Since the data consists of multiple games per
participant. One game can be used to train while the other can be used for testing. In this
scenario, data points which have explicitly been labelled as non-confusing are used to create a
small data set for the auto-encoder to learn. This auto-encoder can then either be frozen and
used for the predictions or be fine-tuned live as is done in the first method. Training is done
with stochastic gradient descent through the Adam optimizer and the loss is calculated as the
absolute difference between the input image and the output image as suggested by Reunanen
et al. [23].

The classification of each frame is done by computing the reconstruction cost; the absolute
difference between the input and the output of an auto-encoder, and applying a threshold. If
the reconstruction cost passes the threshold then the frame is labelled an outlier.

This threshold can be set in a variety of ways. A naive approach is to simply use a set
value, however, due to the dynamical nature of the data it likely does not cover the wide range
of distributions that the algorithm has to deal with. As such a dynamic threshold is used. This
threshold is computed with the information obtained from the exponentially weighted moving
averages(EWMA) model [20]. This model summarizes the mean and standard deviation of the
data points seen thus far as:

µnew = (1− γ) ∗ µold + γ ∗ Cr (3)

σnew =
√
(1− γ) ∗ (σ2

old + γ ∗ (Cr − µold)2) (4)

where µ is the mean, σ is the standard deviation, Cr is the reconstruction cost of the current
frame and γ is a constant value representing how much impact the current data point has on
the descriptive statistics. This value was set to 0.1 as was done by Reunanen et al.’s study.

Chebyshev’s inequality has shown that the majority of points acquired from the distribution
are centred around the mean. Reunanen et al. [23] used this inequality to calculate a threshold
based on the descriptive statistics of the underlying distribution that currently generates the
incoming frames. Chebyshev’s inequality is defined as:

P (|X − µ| ≥ k ∗ σ) ≤ 1/k2 (5)

where X is a random data point, µ is the mean, and k is a constant representing the number
of standard deviations away from the mean.

Using Chebyshev’s inequality, an upper bound can be calculated for the probability that a
point is k standard deviations or more away from the mean of the distribution. Reunanen et
al. [23], Zhoa et al. [37] and Ferdowsi et al. [38] defined the threshold as the reconstruction
cost of a point being 3 standard deviations away from the mean reconstruction cost. Which,
using Chebyshev’s inequality we know that a random point has a 1/9 chance to be 3 standard
deviations away from the mean. More formally, the threshold is described as:

(Cr − µr) > k ∗ σr (6)

Where Cr is the reconstruction cost, µr is the mean reconstruction cost and σr is the standard
deviation.

In total, three different auto-encoders have been designed, each with increasing levels of
complexity. The first auto-encoder is a simple model consisting of only dense layers as shown
in figure 9a. This auto-encoder takes as input all 468 data points as a list and outputs a list of
the same dimension which is its reconstruction of the input list. However, given that each data
point has three dimensions, a single data point consists of 1404 values as can be seen below in
equation 7.
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[(x0, y0, z0), (x1, y1, z1), ..., (x468, y468, z468)] (7)

While our input images are no longer in the standard format for images and instead are lists
of points. These points, when plotted, still show the structures of a face as seen in figure 8 and
as such, they could still include spatial information which is best extracted using convolutional
layers. Hence the second implemented model was a convolutional auto-encoder implemented
under the assumption that this should be able to extract more information from the list of
points. Its architecture is visible in figure 9b.

Finally, a data stream provides data points over time where each new point is the direct result
of the frames before it. Hence there is a clear temporal aspect to the data which is still being
ignored and could be invaluable for the successful detection of the desired outliers. Therefore, a
convolutional LSTM auto-encoder is the third implemented model. This model should be able
to learn the spatial properties of the data using convolution and learn the temporal properties
via LSTM. Its architecture can be seen in figure 9c. Each layer also includes the (filter, kernel
size, stride), batch size (BS) represents the number of frames that are provided at each time
step. As we can see these layers are time distributed which allows the auto-encoder to apply
each layer to a frame in the batch separately and output the same number of frames as there
are in the batch.

Each version of the auto-encoder is able to take in more of the information at the cost
of speed. Considering that this algorithm should be able to perform live classification, it is
important to learn what level of complexity is required.

The algorithm can be split into two stages, the calibration phase and the inference phase.
The calibration phase is outlined in figure 10.

As is shown in figure 10, during the calibration phase, a single game per participant is used
to calibrate the auto-encoder. This is accomplished by using the labels obtained through the
data collection to identify events that were labelled as non-confusing. These labels tell us which
actions did not elicit confusion and since we know when these events occurred in the recording,
we can take a 1-second clip, or 30 frames clip, from the recording where no confusion should be
present. By collecting all these clips, processing them to obtain the facial features and creating
a training data set that is specific to this participant, we can train the model to recreate non-
confusing data. Then during the inference phase, if anything is shown that does not match the
training data, it will be difficult for the auto-encoder to recreate the input. This will generate a
high reconstruction cost and cause the algorithm to label it as an outlier. The inference phase
is outlined in figure 11.
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(a) simple auto-encoder architecture
(b) Convolutional auto-encoder architecture.
This architecture utilizes convolutional layers
to extract spatial features and pooling layers
to bring the information into the latent space.
Each layer also includes the filter, kernel size
and stride

(c) Convolutional LSTM auto-encoder architecture. This ar-
chitecture uses both convolutional layers and convolutional
LSTM layers to extract both spatial and temporal features.
The embedding into latent space is accomplished by progres-
sively reducing the number of filters. Each layer also includes
the filter, kernel size, stride and batch size (BS)

Figure 9: Auto-encoder architectures
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Figure 10: Overview of the calibration phase outlining each component

In figure 11 we see the outline of the inference phase of a calibrated auto-encoder. The
algorithm takes as input a video recording of a participant, though this can also be a live feed,
and processes each incoming frame. If the auto-encoder is selected to be the convolutional
LSTM auto-encoder then instead of only looking at the incoming frame, it also looks at the N
frames before it. The facial features are extracted from the frame using the MediaPipe library
and used to create a data point. This data point is used as input for the auto-encoder which
will try to recreate it. The reconstruction cost is calculated by taking the absolute difference
between the input and output of the auto-encoder. If this reconstruction cost is larger than
the mean reconstruction cost + K times the standard deviation of the reconstruction cost, this
frame is considered an outlier. If we elect to not use live training, then the mean and standard
deviation of the reconstruction cost are updated with the current data point. This is done to
allow the algorithm to adapt to new distributions that are generating the incoming data. If
we elect to perform live training, then the auto-encoder is updated with the current data point
as well. Similarly, this allows the algorithm to adapt to new data distributions and helps in
keeping the reconstruction cost stable. However, this does allow the algorithm to learn outliers.
Since these are sparse the algorithm is likely to forget information regarding outliers but it is
not ideal. Hence in the experiments, it has been tested if live training is needed to perform the
outlier detection as the calibration phase should already allow the algorithm to recreate non-
confusing frames. Once the updates are completed, the algorithm requests the next available
frame and repeats this process until the video ends.
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Figure 11: Overview of the inference phase outlining each component

4.3.2 Outlier detection on mouse movement

Other than the face recordings, the mouse movements of the participants have also been
recorded. To figure out whether this data can aid in identifying confusing events, a similar
algorithm to the one for detecting outliers in face recordings has been implemented. This al-
gorithm uses one of the videos of a participant to learn their natural mouse movement based
on video clips which have been labelled as not confusing. The algorithm uses an LSTM model
which takes as input a window of 50 previous frames from which it should be able to predict the
next frame’s mouse position. The assumption is that the mouse movements should be different
when a player is playing normally and when confusion events take place. As an initial check to
see if this avenue is worth pursuing, the algorithm was asked to predict the next frame on clips
from confusing and non-confusing events on video data of the same participant that it has not
seen before. The assumption is that clips from confusing events should lead to a higher error
rate and thus can be used for prediction. During testing, it was found that the average error
of confusing clips was not significantly different from non-confusing clips. While this does not
guarantee that there is no information present, it does not encourage further investigation and
instead, it was decided to focus our efforts on the outlier detection algorithm for face recordings

5 Experiments and results

To find the answer to the research question: ”Can outlier detection identify human con-
fusion caused by an artificial agent’s behaviour?”, several experiments have been per-
formed. Moreover, these experiments should shed light on what configuration is most successful
and best applicable in real-life applications. The structure is as follows. First, a large experi-
ment is performed with the purpose of identifying the overall best configuration. Then several
experiments are performed using this configuration to understand how applicable the algorithm
is to real-life scenarios and what further effects enhancements such as feature selection and noise
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reduction have on the overall performance.
Each experiment is discussed separately, each with its own results and discussion. After-

wards, a general discussion and summary of the experiments are presented.

5.1 Experiment 1

5.1.1 Design experiment 1

The first experiment aims to learn various key points of information simultaneously, which are:
what training methods and which auto-encoder model yield the highest performance, and within
which time frame is it reasonable to expect a reaction from a participant after a confusing event
has occurred. For the latter question, we already know from previous research that human
reaction speed to visual stimuli is on average around 250 milliseconds (ms) after the onset of
the stimulus and at minimum 219.13 ms [39], hence we can expect a reaction to occur from
219.13 ms onwards. However, the upper bound for a reaction to occur is as of yet unknown. This
is important to learn as it is required in order to match a specific frame to the corresponding
action made by either the robot or Jarvis. To learn what time frame is most appropriate, the
score for each configuration has been recomputed for various time windows where each time
window starts at 200 ms. It was decided to have the window start at 200 ms after the onset
of the stimulus as the original study only had a sample size of 16 for the group which had the
quickest reaction times. To ensure no responses are missed this lower bound was reduced to the
nearest hundred.

To test which auto-encoder performs best, each model was calibrated on a single game
of a participant and then asked to predict the outliers in the remaining game of the same
participant. The calibration was capped at 500 epochs, however, early stopping was used to
prevent overfitting. The early stopping was evaluated on the evaluation score and training was
stopped if this score did not improve for 20 epochs after which the best scoring epoch was
used. The evaluation score is also computed as the absolute difference between the input and
output of the auto-encoder. After each participant, the model was reset. This was done with
two training configurations. The first configuration is as stated before, calibrated on a single
recording. The other configuration allowed the algorithm to keep learning on the incoming data
points and update its model live. These scores were then compared to a random model. This
model used the average chance of true positives occurring to predict outliers in the data. Each
data point had a 0.223 chance to be predicted to be an outlier. Its corresponding statistics;
recall, precision and f1, were averaged over 1000 iterations to obtain a representative random
model.

5.1.2 Result experiment 1

In the tables below, the results of these experiments are shown. The first table shows the
performance of simply using random chance to label the events. We can see here that the recall
and precision of confusing events are the same as the occurrence rate of these events. This is to
be expected as on average, 22.3% of the data points are labelled as confusing. Thus on average,
this is the percentage of positive labels that are correct. In the same vein, the precision and
recall on non-confusing events is 100% - 22.3%.

The three tables after display the performance of the models which were not trained in real
time whereas the latter three tables show the performance of the models that were allowed
to train live on the incoming data. As the distribution of labels between confusing and non-
confusing are imbalanced, the weighted F1-score is used to represent how well a configuration
performed. As we are mostly interested in how well the algorithm performed at identifying
confusing events, the recall and precision are shown for confusing events (denoted with a +
sign) and non-confusing events (denoted with a - sign), the first column of each table indicates

22



what time window has been used.

Random model

recall + precision + recall - precision - F1

0.223 0.222 0.776 0.777 0.666

Table 1: Performance of random chance

Auto-encoder no live training

time window recall + precision + recall - precision - F1

400 ms 0.082 0.182 0.897 0.776 0.674
600 ms 0.143 0.226 0.862 0.781 0.678
800 ms 0.224 0.262 0.821 0.790 0.682
1000 ms 0.245 0.250 0.793 0.789 0.671

Table 2: Simple auto-encoder with no live training performance based on various window sizes

Convolutional Auto-encoder no live training

time window recall + precision + recall - precision - F1

400 ms 0.060 0.174 0.919 0.773 0.673
600 ms 0.104 0.194 0.876 0.774 0.669
800 ms 0.239 0.267 0.812 0.788 0.678
1000 ms 0.269 0.257 0.778 0.776 0.667

Table 3: Convolutional auto-encoder with no live training performance based on various window
sizes

Convolutional LSTM Auto-encoder no live training

time window recall + precision + recall - precision - F1

400 ms 0.090 0.25 0.923 0.780 0.687
600 ms 0.134 0.220 0.863 0.777 0.673
800 ms 0.179 0.226 0.825 0.778 0.667
1000 ms 0.209 0.226 0.795 0.778 0.660

Table 4: Convolutional LSTM auto-encoder with no live training performance based on various
window sizes
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Auto-encoder with live training

time window recall + precision + recall - precision - F1

400 ms 0.134 0.196 0.842 0.773 0.662
600 ms 0.224 0.231 0.786 0.780 0.659
800 ms 0.284 0.218 0.709 0.776 0.631
1000 ms 0.358 0.229 0.637 0.776 0.605

Table 5: Auto-encoder with live training performance based on various window sizes

Convolutional Auto-encoder with live training

time window recall + precision + recall - precision - F1

400 ms 0.224 0.357 0.885 0.799 0.714
600 ms 0.299 0.351 0.842 0.807 0.713
800 ms 0.328 0.275 0.752 0.796 0.668
1000 ms 0.388 0.255 0.675 0.794 0.636

Table 6: Convolutional auto-encoder with live training performance based on various window
sizes

Convolutional LSTM Auto-encoder with live training

time window recall + precision + recall - precision - F1

400 ms 0.149 0.286 0.893 0.786 0.694
600 ms 0.239 0.302 0.842 0.794 0.695
800 ms 0.239 0.267 0.812 0.788 0.678
1000 ms 0.269 0.247 0.765 0.785 0.660

Table 7: Convolutional LSTM auto-encoder with live training performance based on various
window sizes

5.1.3 Discussion experiment 1

The results show that there is no set time window for which the weighted F1 score is best for all
models. We do, however, notice several trends in the scores. The first is that a time window of
400 ms after the expected 200 ms always scores high but with generally poor recall on confusing
events, indicating that a large portion of these events likely takes place at a later time.

Secondly, the time window where the recall and precision for both classes become balanced
occurs at a later time point for configurations which were not allowed to update their model
live than for configurations which were allowed to do so. The configurations which were not
allowed to update their models tended to converge around the 1000 ms window whereas the
configurations with live training tended to converge around the 600 ms window. Furthermore,
when they do converge, the recall and precision for confusing events are higher for models with
live training, indicating that these configurations are more adept at identifying these events.
However, due to the inconsistency of which time window allows for balanced recall and precision,
it still remains unclear when participants express their emotions regarding a play made by either
the robot or Jarvis. That said, we do see that the recall of confusing events sees a large increase
at the 600 ms time window. which could be an indicator that the participants’ responses occur
between 400 and 600 ms after the expected 200 ms after the visual stimulus. This would indicate
that the balancing of the precision and recall is due to false positives being included in the time
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window, causing accidental true positives. Hence, a time window of 600 ms seconds will be used
to evaluate the various configurations.

We can then see that the overall performance for the models without live updating the
simple auto-encoder achieves the highest scores. Whereas for the models with live updating,
the convolutional auto-encoder scores the highest, though it is quite close to the performance of
the convolutional LSTM auto-encoder. Furthermore, we see that most configurations are able
to outperform random chance. Interestingly the simple auto-encoder with live training is not
able to do so even though its recall and precision on confusing events are decent but the recall
and precision on non-confusing events is sub par.

In order to gain a better understanding as to why the performance of identifying confusing
events is in general quite low, we first investigated the confusion matrix for most of the par-
ticipants. This should give us an idea if the recall and precision of confusing events are poor
because it performs similarly for each participant or if the performance of the algorithms varies
per participant. The confusion matrices are shown in figure 12. Each matrix shows for each
event where the label was either confusing (1) or non-confusing (0), what percentage of the
predicted labels was also that label. From these matrices, we can see that generally, the perfor-
mance of identifying confusing events is either very good or very bad with only a few instances
where it is balanced. The performance of the non-confusing events sees less extreme results in
that generally the performance is good and sometimes the scores are more balanced. As the
results for confusing events show a large variance, it is important to understand the cause of
why the algorithm is able to identify confusing events for some participants but not for others.
To gain more insight into this, we have examined two participants where the performance of
one participant is exceptionally good (participant 2) and one where the algorithm performs
poorly (participant 1). While these confusion matrices show the scores of the best-performing
algorithm, the convolutional auto-encoder, the other algorithms could hold some clues as to why
we get these results. Moreover, understanding how each algorithm evaluates different games
allows us to reason why particular configurations are better than others and what can be done
to improve the algorithm further. Therefore, when examining these participants, this was done
through the lenses of each algorithm where they were allowed to update their auto-encoders live.
First, we looked into how each algorithm evaluated participant 2 by plotting the reconstruction
costs for each frame in the video as shown in figure 13.

In figure 13a the reconstruction cost of the convolutional LSTM algorithm has been plotted
(the blue line). It is also shown when a card is played which has a label attached to it. The
plot does not show any obvious structure and instead resembles a noise signal. Though, when
closely comparing this plot to the plot of the simple auto-encoder, peaks seem to occur at
similar times but the intensity appears to have increased drastically. This is possibly a result
of the small amount of training data. As this model is the most complex it requires the most
data to calibrate on. Even if it trains for more epochs, the data likely does not cover many
possible scenarios. Given that this model learns more information by considering both spatial
and temporal properties, it does not have access to enough data to build a strong general model
leading to larger reactions to anything that deviates from the norm, the added benefit however
is that this makes it also more sensitive to deviations in the facial features rather than just large
movements.

In figure 13c the reconstruction cost of the same game has been plotted as generated by the
simple auto-encoder model which was allowed to update its model live. It has peaks on both
occasions where confusion was present and can clearly distinguish between outliers and normal
behaviour. Upon inspecting the behaviour that caused these peaks, it became clear that the
larger peaks occur when the participant moves around and the smaller peaks are a combination
of some facial movements. For example, after the last confusing event, there is a small spike
which is caused by the participant squinting their eyes after seeing a move they were frustrated
by.
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Figure 12: Confusion matrices showing the performance of the convolutional auto-encoder al-
gorithm for 20 of the participants. A 0 is a non-confusing label or prediction and a 1 represents
a confusing label or prediction. The matrices are row normalized, thus each matrix shows for
each event where the label was either confusing (1) or non-confusing (0), what percentage of the
predicted labels was also that label. For example, participant 0 where the true label is 1 and
the predicted label is 0, shows a value of 1. This means that all events which were confusing
were predicted to be non-confusing.

In figure 13b the reconstruction costs for the convolutional auto-encoder are shown. This
plot appears to be somewhere in between the plots of the convolutional LSTM auto-encoder
and the simple auto-encoder as it still shows the patterns found by the simple auto-encoder
but with an increased variance that is more akin to the results of the convolutional LSTM
auto-encoder. We also see that the peaks found right after confusing events have become much
larger. This model should be able to extract more information from the spatial properties of the
data and hence will likely be affected more by movements that occur within the face, though
apparently not as much as the convolutional LSTM model. Given that we already know that
the first peak is caused by movement as well as squinting and the second peak is in response
to just squinting, it could be reasonable to assume that the model indeed is more affected by
movements that occur in the face. This makes it so that this model provides a balance between
focusing on global movements and movements in the face while also still providing a plot which
yields human interpretable results.
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(a) Reconstruction cost of convolutional LSTM
auto-encoder

(b) Reconstruction cost of convolutional auto-
encoder

(c) Reconstruction cost of auto-encoder

Figure 13: Reconstruction cost comparison between various auto-encoder models. The blue
lines show the reconstruction costs for each frame in the video. The orange lines show labelled
events where short orange bars are non-confusing events and tall orange lines represent confusing
events

The plots in figure 13 allow us to reason on how each algorithm evaluates a video but it
does not show how well each algorithm performs. To understand this better, we inspect only
the events which have received a label, the orange bars in the reconstruction plots, and see
what label each algorithm predicted for these events. In figure 14, several bar plots are shown
where for each algorithm it shows the true label in orange and the predicted label in blue.
What we can see here is that both the convolutional auto-encoder and the normal auto-encoder
identify the confusing events and each predicts a different false positive. The convolutional
LSTM auto-encoder predicts only non-confusing events, however, even though this game was a
rather simple one to classify. it would appear as if its relatively high F1 scores are a direct cause
of the algorithm simply predicting less confusing events and therefore also fewer false positive
events. Given that the weighted F1 scores are mostly influenced by non-confusing events, this
will boost its score. However, from the recall and precision for confusing events, we know that
this game is likely not representative as it achieves decent scores on these as well.
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(a) Bar plot comparing the labelled data to
the prediction of the convolutional LSTM auto-
encoder

(b) Bar plot comparing the labelled data to the
prediction of the convolutional auto-encoder

(c) Bar plot comparing the labelled data to the
prediction of the simple auto-encoder

Figure 14: An overview of the predictions that each algorithm made for the same game where
the true label is shown in orange and the predicted label in blue. Short bars represent non-
confusing events and tall bars are confusing events.

The plots in figure 13 and figure 14 were created on data from participant 2 who was rather
expressive in their emotions through squinting and some general body movement, which explains
why the algorithm performed so well on this participant.

Now that we understand what triggers the algorithms to declare a frame to be an outlier, we
will investigate participant 1 to see if this participant did not exhibit these behaviours during
events where they were confused.

Again, several plots are shown that display the reconstruction cost for each frame in the video
of participant 1. These are shown in figure 15. The plot in figure 15c shows the reconstruction
costs obtained by the simple auto-encoder and the confusing and non-confusing events. This
plot shows only a few clear peaks with a single larger one which was when the participant
moved to reposition themselves to see the screen better. This participant kept a generally stoic
demeanour, even when events occurred that they disagreed with or were confused by, there was
not much movement happening that was distinguishable to us. However, when looking closely at
the plot of the convolutional LSTM auto-encoder, we see that a peak exists after both confusing
events which likely indicates that something very subtle did take place. This serves to illustrate
the importance of being able to identify subtle changes in the facial features. Now the question
that remains is, why were the reactions so subtle for this participant to begin with? different
people can certainly have different responses to confusing events. However, strong emotions
should result in some physiological reactions. It is possible then that the intensity of emotions
felt by participant 1 were less intense resulting in more subtle responses which are more difficult
to pick up on.
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(a) Reconstruction cost of convolutional LSTM
auto-encoder

(b) Reconstruction cost of convolutional auto-
encoder

(c) Reconstruction cost of auto-encoder

Figure 15: Reconstruction cost comparison between various auto-encoder models. The blue
lines show the reconstruction costs for each frame in the video. The orange lines show labelled
events where short orange bars are non-confusing events and tall orange lines represent confusing
events

Once again, these plots allow us to understand how each algorithm evaluated a game but do
not provide clear insights into how well it did. Thus, to understand how each algorithm evaluated
this particular game, in figure 16 we see the bar plots where the orange labels represent labelled
events as seen in the reconstruction plots and the blue bars show the predicted label.

What is interesting in these plots is that the convolutional LSTM auto-encoder performs
quite well in this game due to the expression of confusion or frustration likely being generated by
small facial movements. The simple auto-encoder, however, performs quite poorly but mostly
due to the many false positives that are present. When examining the reconstruction plot
of this game it seems that most of this game could be classified as non-confusing and yet, it
predicts many confusing events. This is due to the fact that the threshold becomes narrower
over time as the reconstruction cost remains consistently low, causing the algorithm to classify
frames as confusing based on minor perturbations. This on its own is not a problem as it
means the algorithm simply remains sensitive to small movements in the face for example.
The issue lies in what causes these small perturbations. The model used for identifying the
facial features is a lightweight MediaPipe model, this allows us to perform live predictions but
also creates noisy data as the facial features move around slightly from one frame to the next.
Thus the many false positives may be caused by noise rather than actual responses from the
participant. The convolutional LSTM auto-encoder and the convolutional auto-encoder have
a larger variance in their reconstruction cost and respond more strongly to movement in the
facial features which prevents the threshold from becoming too narrow and become sensitive to
the noise thus preventing the algorithm from generating as many false positives. In this sense,
the fact that the simple auto-encoder is less influenced by facial movements prevents it from
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(a) Bar plot comparing the labelled data to
the prediction of the convolutional LSTM auto-
encoder

(b) Bar plot comparing the labelled data to the
prediction of the convolutional auto-encoder

(c) Bar plot comparing the labelled data to the
prediction of the simple auto-encoder

Figure 16: An overview of the predictions that each algorithm made for the same game where
the true label is shown in orange and the predicted label in blue. Short bars represent non-
confusing events and tall bars are confusing events.

finding some confusing events while also being more susceptible to noise.

5.2 Experiment 2

5.2.1 Design experiment 2

The purpose of this algorithm is to identify confusing events in real-time. Hence the inference
time of the algorithm needs to be quick enough to process and assign labels to a sufficient
number of frames for the algorithm to work. Thus, in this experiment, the models which were
allowed to update their models, as they performed the best, were compared in terms of run
time. The run times were obtained by having each algorithm provide predictions on the same
data from the previous experiment; the remaining games which were not used for calibrating the
auto-encoders. The duration of each game was timed and the average inference time was used
for the comparisons. This was done for each model which was allowed to update its auto-encoder
live.

Given that the purpose of this experiment is to investigate the maximum amount of data
each algorithm can analyse, feature selection has been used to reduce the complexity of the
models. From the previous experiment, we have hypothesised that movement in the facial
features is an important aspect for identifying the confusing events, in particular, events which
did not provoke big responses from the participant. In this experiment, the algorithms no longer
receive all 468 facial features but instead, they are only able to see the eyes, as they should,
by far, hold the most amount of information. This region was selected as, other than the eye
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region, most participants would at some point cover parts of their faces since there were no
instructions given to the participants on how to behave. Thus to not be influenced by artefacts
that may have been created in the data, only the eye region is used. This results in only 106
facial features.

The inference times of both the models with and without feature selection are shown in
Table 8. The performance of the models with feature selection is shown in Table 9.

5.2.2 Result experiment 2

Firstly, the results of the inference speeds are shown in Table 8. We can see the average inference
times of each auto-encoder model where they were trained using one game per participant
and performed live training. The top block shows the inference times for the models from
experiment one, the second block shows the inference times of these same models but where
the input dimension was reduced from 468 features to 106. It also shows the number of frames
each model is able to process. On average, the video recordings lasted around 4 minutes, or 238
seconds, and plays at 30 frames per second (fps).

no feature selection

model inference time (seconds) fps

Auto-encoder 934.06 7.6
Convolutional auto-encoder 1349.42 5.3
Convolutional LSTM auto-encoder 2653.59 2.7

with feature selection

model inference time (seconds) fps

Auto-encoder 802.67 8.9
Convolutional auto-encoder 838.88 8.5
Convolutional LSMT auto-encoder 2031.36 3.5

Table 8: Auto-encoder inference times during live training

model recall + precision + recall - precision - weighted F1

Random 0.223 0.222 0.776 0.777 0.666
Auto-encoder 0.179 0.179 0.765 0.765 0.635
Convolutional auto-encoder 0.201 0.222 0.791 0.777 0.659
Convolutional LSTM auto-encoder 0.179 0.255 0.850 0.783 0.681

Table 9: Auto-encoder performance when allowed to update their model and provided with a
reduced number of features

In Table 9 the recall and precision are again provided for both classes where the + represents
the scores for the confusing events and the - represents the scores for the non-confusing events.
Again, the weighted F1 scores are shown. For the sake of easy comparison, the random model
is shown as well as it is the baseline that we aim to outperform.

5.2.3 Discussion experiment 2

The results in Table 8 show that none of the algorithms are particularly fast. However, the
speed drastically decreases as the model complexity increases. In essence, if a single frame
contains enough information to identify confusing events, then, depending on how long an
emotion remains visible in the recording, which is between 0.5 and 4 seconds [40], the required
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number of frames can be reduced to 2 frames per second. The results show that every algorithm
is able to process over 2 frames per second and should thus be applicable in real-life scenarios.

However, The more information that the algorithm has access to, the more reliable it likely
is as both the model and threshold adapt to new data points. Having a large gap between
frames can hinder the updating mechanics present in these algorithms. At the very least the
hyperparameters which govern the influence each new data point has likely need to be finetuned
for such a scenario.

The inference speed can be increased further through the use of feature selection as shown
in Table 8. However, when evaluating the scores of feature selection algorithms, we can infer
that by narrowing the focus of the algorithms to just the eyes, they can find a decent portion
of the confusing events but they see a sizeable reduction in performance when compared to
their counterparts that were provided with all 468 facial features. This makes the use of feature
selection somewhat unappealing. Adding more features to the ones selected in this experiment
will likely improve performance but more experiments should be done to figure out which
features these should be. for now, however, while the remainder of the facial features has the
potential to be distorted, this distortion does not outweigh the information that these features
still carry to be able to distinguish between confusing and non-confusing events.

5.3 Experiment 3

5.3.1 Design experiment 3

In experiment 1, it was surmised that movement in facial features has a large impact on the
overall ability to identify confusing events but due to the small impact they have on the recon-
struction costs, they tended to fall in the same category as noise generated by the jitter of the
MediaPipe algorithm. In particular, the performance of the simple auto-encoder was most af-
fected by this. As a result, many false positives are generated, reducing the overall performance
of the algorithms. To test this hypothesis, the facial features are filtered for noise using the one
euro filter [41] as it is often used for time series data. This filter is essentially a low-pass filter
that applies exponential smoothing to each facial feature. Instead of the raw data, the filtered
data is used to better understand the impact the noise has on the overall performance of the
algorithms. The results of this experiment can be found in Table 10

5.3.2 Result experiment 3

In Table 10 the first column shows which model was used. For each model, the recall and
precision for the confusing (denoted with a +) and non-confusing (denoted with a -) events are
shown alongside the weighted average. The top row shows the results of random chance once
more for easy comparison.

model recall + precision + recall - precision - weighted F1

Random 0.223 0.222 0.776 0.777 0.666
Auto-encoder 0.179 0.214 0.812 0.776 0.660
Convolutional auto-encoder 0.238 0.258 0.803 0.787 0.673
Convolutional LSTM auto-encoder 0.164 0.262 0.868 0.784 0.685

Table 10: Auto-encoder performance when allowed to update their model and provided with
filtered facial features
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5.3.3 Discussion experiment 3

As expected, the simple auto-encoder benefited most from the noise reduction as we see that
the recall on the negative samples improves a decent amount from 0.786 to 0.812. However, we
see a reduction in the performance of identifying confusing events. This is because the filter
reduces the velocity with which change occurs in the video, allowing the algorithm to adapt to
the new input before it can determine something to be an outlier. The lag that is introduced
by the filter is effective for removing the noise from the MediaPipe outputs but also reduces the
overall intensity of a movement which is necessary for finding confusing events. This lag can be
reduced by giving less weight to previously seen data points but this will also allow more noise
to pass through. Thus a balance needs to be found between the amount of noise that is allowed
and preserving the original speed of the actions. This is likely non-trivial as there is a variety
of parameters that affect how points are classified and how quickly the algorithm adapts to
new data points. This means that a balance need to be found which takes into account several
different processes to use any filter for noise removal. Due to time constraints, this balance can
be explored further in future work.

6 Global Discussion

In this section, a global discussion is provided to combine the results from the experiments as
well as discuss some aspects of the data collection process.

6.1 Experiments

The experiments above serve to illustrate the capabilities of outlier detection for identifying
confusion from video recordings. The scores show that the convolutional auto-encoder which
updated its model at run time achieves the best scores. In general, allowing the models to
update in real-time improves the precision and recall in identifying confusing events. This is
to be expected as it is the standard approach to outlier detection in data streams. However,
it was anticipated that even though the amount of training data is very scarce, training a
general simple model on non-confusing events could provide an alternative to the otherwise slow
inference speeds. This turned out not to be the case as the recall and precision on confusing
events were not able to outperform random chance. As it is yet unknown within what time
span one can expect physiological signs of confusion in participants, this was investigated by
providing varying time windows in which frames labelled as outliers would be assigned to a
play made during the game. While this yielded no conclusive outcome, it is expected that these
responses occur between 200 and 600 ms after the presentation of the stimulus.

If it is indeed the case that people’s reactions occur later in time, this could have caused con-
tamination in the data used for calibrating the auto-encoder. For example, during calibration,
clips are created from the training game which only includes moves which have been labelled as
non-confusing. However, if a confusing clip is followed by a non-confusing clip, the response to
the confusing clip might be present within the non-confusing clip, allowing the auto-encoder to
learn these features. Fortunately, during live training this information is likely to be overwritten
thus it should not be too impactful. However, without live training, this could have a much
larger influence. This might be one of the contributing factors for the algorithm which was not
updated live to underperform in identifying confusing events. Though it is expected that the
main cause is that the amount of data provided was insufficient for learning a general model
of normal behaviour. And, since they are not allowed to learn further and adjust to the new
distributions, they fail to adapt. This is in line with the expectation that deep learning models
which need vast amounts of data are unsuitable for this particular task.

As the algorithms are intended for use in real-life scenarios, they needed to be able to inspect
a sufficient number of frames per second to guarantee that a response is not missed. It was
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found that each configuration was able to inspect the minimum number of frames but they
are not quick by any means. Feature selection does improve this but further investigation is
required to understand which features are sufficient to not have to compromise the performance
of the algorithms.

Through manual inspection of the reconstruction plots, it became clear that both move-
ments of the person and facial movements impacted the reconstruction cost. The influence of
the participants moving around is quite influential but is reduced as the model complexity in-
creases. The influence of the facial movements has the opposite pattern in that their influence is
increased with model complexity. Furthermore, it was learned that the algorithm performs best
on participants which were expressive in their emotions and has trouble identifying confusing
events if the emotion behind the confusion is not strong enough.

Furthermore, the models are impacted by noise which is introduced into the system via
the MediaPipe library. This library was originally chosen for its fast processing of each frame.
However, as it is such a lightweight model, it is also less stable. It is hypothesized that this
noise has the most impact on the model where facial features are already a small contributor
to the reconstruction cost as is the case of the simple auto-encoder. This resulted in noise
being recognized for facial movement and reducing the recall of non-confusing events. This was
confirmed by the results from experiment 3.

Finally, further inspection of the plots indicates that another point for optimization is the
threshold used to distinguish outliers from inliers. The main issue with the threshold lies in the
refactoring period. When a peak occurs in the plot of the reconstruction costs, the threshold
widens as the standard deviations increase. As a result, the algorithm becomes less sensitive
to smaller peaks that might occur as the reconstruction cost decreases to the normal level.
Simply increasing the model sensitivity by, for example, increasing the impact of the new data
points on the descriptive statistics work for some cases but also increases the false positive rate
as each change has more influence. Thus, a different threshold method such as the variable
window-size adaptive threshold updating (VATU) [42] might be better suited to this challenge.
This method does not update its descriptive statistics for each new data point but instead
uses a consistent threshold based on a window of the previous n samples. Another window
is stored which adds the new samples to it. If these windows are significantly different from
each other, the descriptive statistics are recomputed. This could potentially reduce the effect
of the refactoring period as the threshold remains stable and thus the entire event is labelled
as confusing. Currently, only the onset of an event is labelled as confusing as the threshold
immediately adapts to the data.

The purpose of this thesis is to investigate whether outlier detection could be a viable
approach to detecting confusion based on video data. The results tell us that our approach
does outperform random chance but only slightly. Our approach can find some of the confusing
events but also shows no deviations in the reconstruction cost for some, meaning that there are
likely indicators for confusion that were not present in the facial features and overall movement
of the participants. Moreover, outlier detection also finds many events which are not confusing
to be outliers such as a participant repositioning themselves. While this is indeed an outlier
if they have been sitting still for a long period before this, it is not necessarily an indicator of
confusion. It is not able to distinguish between these scenarios and thus would require assistance
from different methods to deal with this.

6.2 Data collection

The experiments were performed with data acquired from the data collection experiments.
During the data collection process, it was decided to label confusing events and non-confusing
events in a binary fashion where a 1 means confusing and 0 is non-confusing as it is quite
difficult to assign a level of confusion. This however resulted in data where each confusing event
received the same label. But, not every confusing event has the same level of emotion behind
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it. For example, depending on a participant’s investment in the game, the level of frustration
they felt can vary. People are more likely to respond to an action with larger movements if their
emotions are heightened making these points much easier to identify. Furthermore, the level
of disagreement people feel can vary as well. If a participant heavily disagreed with an action,
they likely feel more intense confusion when compared to an action they slightly disagree with.
For instance, the round would have been won by the same player regardless of which action
would have been performed, but one action is according to them slightly better. They will have
responded to the question if they agreed with the move as no, however, it is not guaranteed
that they felt confused or frustrated. This populated our data with confused samples where not
much, if any, emotion is shown.

Additionally, it was decided that people should not be instructed on how to behave as
we want the data to be as natural as possible and be ecologically valid. By not giving any
instructions for actions they should not do, most participants, at some point rested their heads
on their hands and cover parts of their faces which created artefacts in the data. In particular
on the left side of the face (when looking from the front of the face). This was also confirmed
by the feature selection algorithms.

Finally, due to the data collection experiment requiring a lot of involvement from the re-
searchers, the researchers were in close proximity to the participants. While this is not a problem
per se, it did results in some participants attempting to interact with the researchers during the
game which caused them to look away from the screen. This movement is found as an outlier
even though this is often irrelevant to the purpose of this research.

7 Conclusion

The purpose of this thesis was to learn if outlier detection could be an effective method for
identifying confusing events during the interaction between humans and robots from video
recordings. Due to the novelty of this research, new data had to be created. To this end,
an experiment was set up to collect this data from 25 participants using a NAO robot and a
game of our design which was implemented in Unity. To analyse the data, several auto-encoder
algorithms of varying complexity have been implemented which can deal with the challenges
that accompany data streams. These auto-encoder models looked at various dimensions of the
information present by utilizing convolutional auto-encoders to learn from the spatial structure
and LSTM to learn from the temporal information which is inherent to time series data, and
thus data streams.

The experiments have shown that the models perform better than random, albeit ever so
slightly. However, the models struggle to identify confusing events. It is possible that due to
the varying levels of confusion within the confusing events, not every confusing event contains
enough evidence to be classified as an outlier by the algorithm. Furthermore, due to the dynamic
threshold, if the movements (facial or otherwise) come on at a slow pace, the threshold adapts to
it preventing the reconstruction cost from crossing the threshold and preventing the algorithm
from classifying it as an outlier. In a similar vein, if movements signalling confusion occur when
different actions prior have led to the algorithm being in a refactoring period, these outliers will
likely be ignored, even if peaks in the reconstruction costs are visually present in the data.

During the experiments, it was found that the reconstruction costs obtained from the simple
model generated a clear plot indicating where normal and abnormal behaviour takes place. The
more complex models, however, tended to generate plots with a larger variance, likely in response
to facial movements. The convolutional auto-encoder achieved the highest scores in both recall
and precision on the confusing clips as well as the highest weighted F1-score indicating that
this is not simply accomplished by always predicting actions performed by the robot or Jarvis
as outliers.

Finally, the results provide evidence, though not very convincingly, that outlier detection
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has the potential to identify confusing events in the data. Outlier detection is able to distinguish
normal from abnormal behaviour. However, abnormal behaviour is not confusion per se, thus
data other than video recordings of the face are likely needed to cover a wider range of signals
of both confusing and non-confusing events to bring the range of data points that determine
abnormal behaviour to be closer to the range of data that determines confusion. However,
further research needs to be done into what data is needed to accomplish this. Future work
should address the issues from the data collection to create a more detailed and potentially
more accurate data set which is better equipped to deal with the range of emotions that people
can experience.
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