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Abstract

Reservoir computing is a promising field of research in recurrent neural
networks. RC has multiple benefits compared to normal RNN’s such as
biological plausibility, accuracy, and others. The reservoirs of the network
are randomly generated and only a linear output layer is trained. However,
there is not much information about how the reservoirs process informa-
tion and how the parameters influence the results. This research intends
to explain the effect of the spectral radius and how ratios between layers in
the HTR model influence the performance on a dynamical system. This
will be done by implementing the HTR model using reservoir comput-
ing on a hierarchical time series task (POS tagging). By experimenting
with slower and faster dynamics throughout the layers, the hypothesis
that the spectral radius needs to increase while retaining the ’effective
spectral radius’ has shown to be relatively incorrect. Although respecting
the ’effective spectral radius’ is important, the spectral radius is of little
influence and does not have significant impact on the results, only when
the ’effective spectral radius’ is violated, results become error prone.
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1 Introduction

In the last decade a promising field in neural networks called Reservoir Com-
puting (RC) was shown to have potential. RC is a form of a recurrent neural
network in which an untrained recurrent network of nodes can be used to recog-
nize and predict temporal and hierarchical tasks. Opposed to normal recurrent
neural networks where the weights between connections of the nodes are trained,
only a linear output layer is trained and the ‘reservoirs’ are randomly generated
networks of nodes that are sparsely connected.

In machine learning many non-temporal problems have been studied and solved
using feed-forward artificial neural networks (Schrauwen et al., 2007). However
these are often straightforward to solve due to their non-dynamic nature, but
most real life problems, such as prediction (speech, vision, weather, financial
data, etc.), are temporal and require some form of memory about past states.
Nevertheless, temporal tasks can be solved with feed-forward structures but of-
ten make use of hidden states which create an artificial time line which is an
unnatural way of representing time. RNNs that makes use of RC are much
better suited to predict temporal tasks.

There are numerous reasons for the rise of RC, such as modeling accuracy,
modeling capacity, biological plausibility, and others (LukoSevi¢ius and Jaeger,
2009). The brain processes various temporal tasks in a hierarchical fashion such
as natural language, where we process sentences as a combination of words and
words as a combination of phonemes. For recurrent neural networks to process
natural language it needs to consist of multiple sub-networks, each specialized
in extracting and representing different features and temporal relations. This
means that a network can only process sentences if it can process words, and
words if it can process phonemes. However, a network for processing phonemes
needs to work with a different timescale (+10-100ms) then a network for words,
which conclusively needs to have a larger timescale (£100ms-1s). This can be
achieved by training RNNs with backpropagation through time (BPTT) but can
be computationally difficult to achieve and tends to get stuck in local optima.
Another benefit of RC is that a model can consist of multiple layers, where each
layer is an Echo State Network (ESN) which can be used to model a different
hierarchical level in a temporal task (phonemes, words, etc). The biggest ad-
vantage of this is that each layer can be trained separately to fit to a specific
timescale. Therefore it is more intuitive to use reservoir computing for the pro-
cessing of timeseries with RNNs, compared to other RNN methods such as Long
Short Term Memory (LSTM) (Trouvain et al., 2020).

In order to train a model that uses RC we need to specify a few hyperparame-
ters. As only the linear output layer requires training, most of the capabilities
of RC to perform a task will come from the hyperparameters, so these need
to be set carefully in order to achieve the best performance. It can be hard
to choose sensible values for a new task as one might not know what values



the hyperparameters can take. Selecting values manually can be manageable if
one only needs to select values for one or two hyperparameters and are limited
to a few values, but a more suitable option is making use of an optimizer if
good performance is of interest and not in the influence of hyperparameters.
To test whether the optimizer found robust hyperparameter values, multiple
runs should be tested but this will often result in multiple sets with different
hyperparameter values that lead to the same optimal outcome or minimal error.
Unfortunately, one can often not simply take the average of these sets because of
the dependencies the hyperparameters might have (Hinaut and Trouvain, 2021).

Although in many tasks the objective is to find a solution with the lowest loss,
the objective instead should be to understand why the best solution is in fact
the best solution. The dynamics of a network heavily depend on the task you
are trying to solve and the inputs fed to the network. This can make it chal-
lenging to find the underlying dynamics of your network which are responsible
for the best result and why they are responsible.

2 Preliminaries

There are many hyperparameters we can give our model to use for perform-
ing a task. Too many to test all and derive connections and dependencies
on. Therefore we will only use the hyperparameters that are the most impor-
tant /significant for performing the task. According to Lukosevic¢ius (2012) these
parameters are: spectral radius (SR), leakage rate (LR), input scaling (IS), and
the number of nodes in a reservoir (N).

According to Legenstein and Maass (2007) for a reservoir to generalize well
it will require a mixture of two properties: the ability to represent similar in-
puts in a similar way and the ability to separate inputs. The first is provided
by dynamics with contractive properties (i.e. fading memory), the second by
chaotic dynamics. They showed in their study that, just as other dynamical
systems, reservoirs show rich and interesting behaviour at the edge of stability.

Earlier, Jaeger (2001) introduced the Echo State Property (ESP), which states
that in order to have a contractive system the spectral radius should be smaller
than one (SR <1). This theoretical condition is interpolated from linear systems
but since linear reservoirs usually are left untouched and a hyperbolic tangent
(tanh) activation function is used instead, this is rather a rough guide and not
a constraining rule. Furthermore, the reservoir dynamics are dependent on the
inputs fed and some tasks showed that the optimal SR could be larger than one
(SR >1). Later Jaeger et al. (2007) introduced the notion of ’effective spectral
radius’ for reservoirs with leaky-integrator neurons (i.e LR <1). The idea of this
is that the leakage rate has a slowing effect on the dynamics. When the spectral
radius is kept constant but the leakage rate is reduced, the dynamics will slow



down. This leads to the ESP still being present when increasing the spectral
radius as long as the leakage rate decreases with it (Hinaut and Trouvain, 2021).

Besides the spectral radius which controls the stability of the dynamics and
the leakage rate which allows alterations in the flow of the network, we can also
set the input scaling and the number of nodes as hyperparameters. The input
scaling can have significant impact on the model performance as it regulates
the magnitude of the signals which are fed into the layers. The best way to
experiment with the input scaling and in order to find the optimal value is to
run a random search on a fixed value of the input scaling, often set to 1, in
the order of two magnitudes, while also keeping the ridge variable (Hinaut and
Trouvain, 2021).

Lastly, Hinaut and Trouvain (2021) also suggest to explore the dependence
of the ridge on the reservoir size N. Searching for the best ridge value should
be done by finding the ridge value that results in the minimum error produced
with each reservoir size. With this information one can then select the best
combination of ridge value and reservoir size that results in the lowest error.
However, choosing large values for the number of nodes in a reservoir should be
done carefully as the number of connections between nodes grows exponentially,
requiring more computational resources.

2.1 Hyperopt & Optuna

In order to find the optimal values for the hyperparameters one can use any hy-
perparameter optimization tool, but in this project both HyperOpt and Optuna
were considered. HyperOpt and Optuna both provide the same functionality,
but Optuna has the preference over HyperOpt as Optuna has better tools for vi-
sualizing results and allows for saving training progress in between evaluations,
which is extremely helpful if you want to change something in a completed ex-
periment. Both HyperOpt and Optuna are Python packages whose job is to
find the best value of a scalar-valued function over a set of possible arguments
to that function. Whereas many optimization packages will assume that these
inputs are drawn from a vector space, HyperOpt and Optuna are different in
that it encourages you to describe your search space in more detail. By pro-
viding more information about where your function is defined, and where you
think the best values are, you allow the algorithms in Hyperopt and Optuna to
search more efficiently. This comes in handy when you already know the range
in which you need to search for the optimal values, even for a completely new
task, which is described by Hinaut and Trouvain (2021).



3 Related Work

Pedrelli and Hinaut (2020) proposed a novel architecture called hierarchical-task
reservoir (HTR) which is suited for real-time applications where different levels
of abstraction are available. Taking inspiration from the brain, they apply the
architecture to part-of-speech (POS) tagging from continuous speech, and one
year later they would apply the same model on semantic role labeling (SRL),
also based on continuous speech recognition (Pedrelli and Hinaut, 2020, 2021).
They consider a hierarchy of four subtasks with increasing levels of abstraction
(phonemes, words, part-of-speech and semantic role tags). The HTR model
consists of different layers, where each layer is an ESN trained on a different
task. An image of what a standard ESN looks like can be found in figure 1.
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Figure 1: Standard ESN, where W;,, are the weights connected from the input
to the reservoir, W are the weights connecting the nodes inside the reservoir,
and Wy, are the weights connected from the reservoir to the output. Wy, are
weights from the output back into the reservoir and is called feedback scaling.
These weights were not used in this project.

The idea is that each layer considers a more abstract task than the previous
layer. The architecture is trained as a pipeline of tasks where the last layer
addresses the problem of the task they aim to solve. The first layer is trained
on the speech data and predicts the phoneme labels. This output is then used
as the input for the next layer to predict the word labels, which is then used as
input for the next layer and so on. Figure 2 shows an insight of what the model
looks like. In this model ESN 1 estimates the phonemes from the speech data.
ESN 2 estimates the word labels from the phonemes output estimated by ESN
1. ESN 3 estimates the POS tagging from the word labels estimated by ESN 2.
Lastly, ESN 4 estimates the SRL from the POS tagging estimated by ESN 3.
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Figure 2: Base HTR model considered

in the experiments.
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Although the novel HTR archi-
tecture achieves good results and
shows potential for future research,
there is no extensive analysis done
on the dynamics of the architec-
ture and why it performs better
than other RNN models, such as
LSTM. The task on which the
HTR was solved uses blind op-
timization and there is no ex-
planation on why certain hyper-
parameters achieved certain val-
ues. For example the wvalue of
the input scaling for the first
layer is 0.7210, but for the sec-
ond layer it is significantly larger
with a value of 8.8463, and than
for the third layer it is much
lower again with a value of 2.6722.
With each layer becoming more
abstract throughout the network,
this does not give much informa-
tion about why the value in the
second layer is higher than both
the first and the third layer, as
one would expect that this value
would keep increasing or declin-
ing since the layers become more
abstract as you go deeper into
the network. Furthermore, the
lower recurrent layers have a faster
dynamic than the higher layers,
but this is expected since the
frequency of the labels used to
learn the subtasks is progressively
lower.

This thesis will aim to give more in depth explanation about the dynamics
and the contractive properties of the network. This will be done by optimizing
a HTR model on speech data and carrying out a similar experiment as described
before, where the model will be optimized for the POS-tagging task instead of
the SRL task. Then several experiments regarding the spectral radius, which
influences the contractive properties and thus the performance, will be executed.
After that, analysis will be performed to give an explanation to the changes in
the dynamics, to extend the explanations given before in the related work.



4 Research

4.1 Aims & Objectives

This thesis aims to study the stability of the network by finding how the spectral
radius relates to performance and contractive properties. As explained earlier
the spectral radius in combination, with the leakage rate regulate the contrac-
tive properties which allows for fading memory. In the brain phonemes, are
processed with a different temporal scale than words, and require less memory
about the spoken sentence. Therefore, it makes sense that this should also be
the case in neural networks in order to process speech related data. Not only
will the ratio of the spectral radius between the different layers be tested on a
POS-tagging task, but there will also be experimented with setting the ratios
between layers manually. This way we can find out whether word processing
will require more chaotic behaviour than phoneme processing and if the same
holds for POS-tagging in comparison to word processing.

With this experiment I hope to answer the following research question: ”How
does chaotic behaviour change the dynamics of different network layers in the
HTR model?”. This research question is quite broad and therefore it is best to
answer several sub-questions:

e How does the model behave in the related work and what are the most
influential hyperparameters?

e How does this change when trained on a smaller dataset?

e What is the ratio of spatial radii between different layers in an optimized
network?

e How does setting the ratios influence the performance?

As we go deeper into the network, layers will become more abstract and, as a
result, dynamics will start to slow down. To presevere the interesting behaviour
at the edges of stability the dynamics will have to stay consistent throughout
the network. This can be done by changing the spectral radius and the leakage
rate, but as we will experiment with the spectral radius only and leaving the
leakage rate fixed, we will have to pay attention to the ESP. As the ESP is an
important property in chaotic systems it will certainly be of influence in this
study, and therefore is something to keep in mind when experimenting. This
leads me to the hypothesis that in order to achieve good performance throughout
the network, the spectral radius will need to increase with each layer, while
maintaining the ’effective spectral radius’ introduced in the preliminaries. The
reason the ’effective spectral radius’ is used instead of the ESP is because the
ESP is rough guide and we will work with leaky-integrator units (leakage rate
<1), so the ’effective spectral radius’ is more consistent with the research.



4.2 Experimental design

4.2.1 How does the reproduced model from the related work per-
form?

To answer the first sub-question we will have to reproduce the methods from
the paper. To do so, we will use the same dataset as in the related work, which
is a preprocessed version of the TIMIT dataset (Garofolo, 1993). To create the
network we use ReservoirPy, a tool to create reservoir models which can be
trained and tested with great ease (Trouvain et al., 2020). The full data set will
be used for training and testing with the same hyperparameters; the network is
trained on 75% of the data and tested on the other 25%. The hyperparameter
values can be found in table 1. To evaluate the models the frame error rate is
used, which is computed by the classification error over time per sample. Then
Optuna is used to run the model and visualize the results.

Hyperparameter | Layer 1 | Layer 2 | Layer 3

Spectral radius (p) | 0.8616 | 1.1786 | 1.2298
Leakage rate (\) 0.2961 | 0.4663 | 0.6632

Input scaling (o) | 0.7210 | 8.8463 | 1.2298

Ridge 6.65e-3 | 4.59¢-5 | 1.49e-5

Table 1: Hyperparameters found by Pedrelli and Hinaut (2021) where the num-
ber of nodes (N) is set to 1000 for each layer.

4.2.2 How does this change when trained on a smaller dataset?

This can be tested by repeating the same experiment as before, but now setting
the train size to a smaller number. As it is self-evident that training a model on
a smaller dataset will results in a model that performs less accurately we will
experiment with multiple train sizes. Furthermore there will be experiments
with the ratios of the train size, i.e. whether setting the train size from 100
samples to 200 samples will have the same effect as setting the train size from
200 samples to 300 samples.

4.2.3 What is the ratio of spatial radii between different layers in
an optimized network?

To answer this question we will have to optimize a network on the same task, but
as hyperparameter search can be quite resource consuming given the scale of the
dataset and running multiple hyperparameters sets, we will have to experiment
with a model trained on less data. There are multiple ways to find the optimal
hyperparameters, but we will look into the following two methods:

1. Method 1 is to run a full hyperparameter search on all hyperparameters
in the network at once.



2. Method 2 is to follow the steps suggested and described by Hinaut and
Trouvain (2021) in section 2.5.

To keep things more consistent we will be taking 25 evaluations per hyperpa-
rameters as suggested by Hinaut and Trouvain (2021). As we have 5 hyperpa-
rameters to set across each layer, and we have 3 layers we will have 5-3 .25 =
375 evaluations for method 1. For method 2 we will have to fix either the input
scaling, leakage rate or spectral radius to avoid conflicting dependencies. I will
fix the input scaling with a value of 1 and also set the number of nodes in each
layer in the network to 1000 to stick as close to the related work as possible.
Then we only have variable leakage rates, spectral radii and ridge values. This
means we will have 3 variables to set per layer resulting in 3 - 3 - 25 = 225 eval-
uations to find the ideal spectral radius and leakage rate. Then we will have to
find the optimal N for each layer. This can be done by running 150 evaluations
more, as we still have variable ridge values and N for each layer, which comes
down to 2-3-25 = 150. When we have found the ideal number of nodes for each
layer, we also come to 225 + 150 = 375 evaluations for method 2. Now that we
have found the ideal hyperparameters we should run both models for 25 more
evaluations to see whether the training and initialization of the weights has any
significant impact.

As running these experiments can be very time consuming all networks in this
thesis will be trained and tested on 1000 samples with 75-25 train-test split for
each method.

Hinaut and Trouvain (2021) suggest that the ranges of which the hyperpa-
rameters should be explored with three levels of magnitude between the lowest
and the highest value. Therefore we will explore the hyperparameters with their
ranges mentioned in table 2. There is only one exception and that is the number
of nodes in a layer. Here. we only will search over a set of choice instead of over
a range of three levels of magnitude.

Hyperparameter Range
Spectral radius (p) 0.01-10
Leakage rate (\) 0.001-1
Input scaling (o) 0.01-10

Number of nodes (N) | 200, 400, 800, 1000, 1200
Ridge 0.001-1

Table 2: Ranges for the hyperparameters searched during the experiment.
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4.2.4 How does setting the ratios influence the performance?

The last sub-question can be partially answered by looking at the answer of
the previous sub-question. However, when optimizing the network, the best
spectral radius for each layer will be chosen by the optimization algorithm and
with each run this may differ. To answer this question better we will have to set
the ratios manually. The ratios can either be set to be different (e.i SR2/SR1 =
x & SR3/SR2=y) or can be set to all the same (e.i SR2/SR1=SR3/SR2=x). As
each layer becomes more abstract than the previous, the dynamics throughout
the network start to slow down, due to the frequency of labels used to learn
the subtasks progressively lowering throughout the higher layers (Pedrelli and
Hinaut, 2021). However, the dynamics should stay close to the edge of stability,
which can be done by increasing the spectral radius.

4.3 Results

4.3.1 How does the reproduced model from the related work per-
form?

As can be seen in Figure 3, the average FER seems to be around 0.4, but the
best value is achieved in the 16th evaluation and results in a FER of 0.3844.
This means that the baseline performance we will compare the other results to
will be a FER of approximately 0.4.

Optimization History Plot
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Figure 3: Evolution of the FER in the HTR model of Pedrelli and Hinaut (2021)
over 25 evaluations. All hyperparameters are kept constant so the difference in
result is caused by training and weight initialization. After training the model
on the full data the best FER value that was found is 0.3844.
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4.3.2 How does this change when trained on a smaller dataset?

As can be seen in figure 4 the FER floats around 0.4, which is close to the
FER found in section 4.3.1 where the network was trained on the full data
size. It seems that with the hyperparameters set to fixed value, performance
does not significantly change. Although the network trained on the full dataset
performs slightly better overall than the rest of the networks trained on different
datasizes, the networks trained on 200, 600 and 900 samples outperform the
network trained on the full dataset in the second layer.

05
) ' I
. [
w03 B Full dataset
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Layer 1 Layer2 Layer 3 Awerage

Figure 4: FER of different layers in the HTR model of the original model over
25 evaluations for different train and test sizes with a 75-25 train-test split.
All hyperparameters are kept constant so the difference in result is caused by
training and weight initialization. The average FER for the model of the related
work is 0.3844, for 100 samples 0.4270, for 200 samples 0.4059, for 300 samples
0.4083, for 600 samples 0.4059, for 900 samples 0.3987, and for 1200 samples
0.3950.

As we can see in figure 4, the size of the data on which the network is trained
does have an impact, but only a relatively little one. This means that the trade-
off we made earlier in section 4.2.3, where we chose to train on a smaller datasize
of 1000 samples to save computing time, should not have significant impact on
the result and is justifiable.
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4.3.3 What is the ratio of spectral radii between different layers in
an optimized network?

To find what the ratio of spectral radii between different layers in an optimized
network is, we first have to have an optimized network. After optimizing the
network according to the two methods described in section 4.2.3, two sets of
hyperparameters have been found, one for each method which can be found in

table 3 for method 1 and in table 4 for method 2.

Hyperparameter Layer 1 | Layer 2 | Layer 3
Spectral radius (p) 0.3417 | 1.1247 | 0.2156
Leakage rate () 0.1607 | 0.1002 | 0.7080
Input scaling (o) 0.5889 | 2.0770 | 0.1502

Number of nodes (N) | 1200 1200 800
Ridge 0.3388 | 0.0656 | 0.6663

Table 3: Optimal hyperparameters found using method 1

Hyperparameter Layer 1 | Layer 2 | Layer 3
Spectral radius (p) 1.4908 | 0.9224 | 0.4409
Leakage rate (\) 0.0771 | 0.0568 | 0.6326
Input scaling (o) 0.6965 | 1.5274 | 8.7146

Number of nodes (N) 1200 1200 200
Ridge 0.5939 | 0.0036 | 0.2764

Table 4: Optimal hyperparameters found using method 2

B Related work
N Method 1
N Meathod 2

05

04

03

FER

0.2

01

0.0

Layer 1 Layer2 Layer 3 Mverage

Figure 5: FER for each layer as well as the average FER over the layers for
both method 1 and 2 and the model from the related work, which were run for
25 evaluations. The average FER for method 1 is 0.3425 and for method 2 this
is 0.3443 and for the related work 0.3844.
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As figure 5 shows, there is no significant difference in the FER between the
two methods, proving that there are multiple sets of hyperparameters that lead
to an (almost) equal result. However, there is a noticeable difference between
the methods and the replicated results from the related work, which could mean
that the results were not replicated accurately. Furthermore, if you look closely,
method 1 slightly outperforms method 2 and therefore only method 1 will be
considered from now on.

Now that we have an overview of what the performance is, we can take a more
in-depth look at the dynamics of the network. In Figure 6 we can see three
different plots. The first plot shows the correct labels for the phoneme task for
one test sample, the last two are the predicted labels of the networks trained
with the hyperparameters of the related work and the optimized hyperparame-
ters. On the y-axis the time steps are labeled, and on the x-axis the frequency
labels. The data is sampled at 10 milliseconds, so each step on the y-axis is 10
milliseconds. As can be seen in the two rightmost plots, the predicted labels are
not very accurate and there are a lot of small bars. This means that the net-
work thinks that majority of the phonemes have a duration of 10 milliseconds,
which is not the case. The network has not learned the timescale for phonemes
correctly, and as a result predicts a lot of incorrect labels.

Correct Predicted paper (SR=0.8616) Optimized network (SR=0.3417)

100 100 100

150 150 150

200 00 200

250

Figure 6: Correct labels of a random sample for the phoneme task versus the
predicted labels for the networks trained with the hyperparameters of the related
work and the optimized hyperparameters for the same sample. The FERs are
0.4945 and 0.5201, respectively.
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In Figure 7, we can see the predicted labels of the same sample used in Figure 6,
but now for the word task. This layer has less of these short bars than the first
layer, and as a result the word labels are predicted much better, resulting in
lower errors than the previous layer. This means that the network has learned
the timescale for the words better than the layer before it.

Correct

Predicted paper (SR=1.1786) Optimized network (SR=1.1247)

100 100

150

150

200

200

250 50

1] 10 20 30 40 50 0 10 0 30 40 50 0 10 0 30 40

Figure 7: Correct labels of the same sample used in Figure 6, but now for
the word task versus the predicted labels for the networks trained with the
hyperparameters of the related work and the optimized hyperparameters for
the same sample. The FERs are 0.2894 and 0.1941, respectively.

Looking at Figure 8, we can see somewhat of a combination of both the previous
results. The predicted labels do have some short bars, but overall the FER is
low, meaning the network did not learn the timescale for the POS task perfectly,
but also not poorly.

Now that we know what the dynamics look like and what the optimal spectral
radius values are, we can compute the ratios between the layers. The ratio
between the first and second layer is 1.1247/0.3417 ~ 3,2915 and the ratio be-
tween the second and third layer is 0.2156/1.1247 ~ 0,1917. These ratios differ
from each other by a lot. The first spectral radius was relatively low, where the
second spectral radius was high, creating a large ratio between them. The third
spectral radius was also low compared to the second spectral ratio, creating a
small ratio. With these results we can see that the spectral radius does not need
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Figure 8: Correct labels of the same sample used in Figure 6, but now for
the POS task versus the predicted labels for the networks trained with the
hyperparameters of the related work and the optimized hyperparameters for
the same sample. The FERs are 0.2051 and 0.1538, respectively.

to increase per layer in order to achieve reasonable results, and that there is no
linear connection between them. This already gives us a hint that the hypothesis
might be incorrect, as the spectral radius does not need to increase necessarily
in order to maintain the rich behaviour at the edge of stability throughout the
network.

4.3.4 How does setting the ratios influence the performance?

This question can be answered by experimenting with different ratios for the
spectral radius. To do this, the hyperparameters of the optimized network
achieved with method 1 will be used, see Table 3. Then, we fix the spectral
radius of layer one, i.e. throughout the experiments the value will be kept
constant at 0.3417. Since first the values will be tested where the ratios are all
the same (e.i. SR2/SR1 = SR3/SR2 = x), we will fix the value of the spectral
radius of the second layer to x - 0.3417 and the value of the spectral radius of
the third layer to x -z - 0.3417. The results for this experiment are visualized in
Figure 9.
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Figure 9: Results for the experiment where the ratios are the same between the
layers: SR2/SR1 = SR3/SR2 = x, with x being the value of the ratio, as well
as the results for the optimized hyperparameters (i.e. x = 1).

Here one can see that for the first layer the ratio does not have any impact
as the value for SR1 is fixed to 0.3417. For the second layer, we can see that
the ratio does have impact on the performance. As the ratio is lower, the FER
rises. The same holds for higher ratios, but as the the ratio increases and creeps
up towards x = 3, the FER declines, and for x = 3 the results is slightly better
than the optimized hyperparameters. However, the FER only declines up to a
certain value as for x = 4, the FER starts spiking. For the third layer there
is no noticeable difference for ratios lower than 1, but if the ratio increases,
the FER in the layer also increase. For ratios 2.5 and above, we see a sudden
spike in FER. This might be due to the spectral radius violating the ESP, as
the spectral radius exceeds a value of 1 by more than 0.5. However, one might
notice that the SR3/SR2 ratio for x = 2 also exceeds a spectral radius of 1, as
SR1 = 0.3417, thus SR3 has a value of 2-2-0.3417 = 1.3668. The reason why
the FER in the third layer is not as high could be explained by the leakage rate.
The leakage rate for the third layer is 0.7080, meaning that it might be able
to slow the dynamics just enough to stay at the edges of stability and achieve
reasonable results, which the leakage rate could not do for spectral radii with
ratios of x = 2.5 or more.

Using this knowledge, we can experiment with the ratios set differently be-
tween the layers, instead of having them be the same. For the SR2/SR1 ratio
we can begin with a value of x = 3, as this gave good performance in Figure 9.
Then we can set the value for the SR3/SR2 ratio to a lower value like y = 0.5,
to avoid scenarios where the FER significantly rises. In Figure 10 the results
for different values for the layers can be found.
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Figure 10: Results for the experiment where the ratios are set differently between
the layers: SR2/SR1 = x & SR3/SR2 =y, with x and y being the values of the
ratio, as well as the results for the optimized hyperparameters (i.e. x =1 & y
=1).

Figure 10 shows the results where the ratios are set differently between the
layers. As one can see, there is again no change in the first layer as the first
spectral radius was fixed. In the second layer the results do not seem to differ by
a lot, except for the black bar where x = 3. This is unexpected as the SR2/SR1
ratio is the same as the violet and the blue bars, which are also x = 3. This
difference might be caused by the training and the random initialization of the
reservoir matrices. Then, in the third layer, we see some spikes as well, but much
more significant than the other layers. However, if you look carefully you can see
that these spikes occur at (x=2, y=3) and (x=3, y=2). This means that both
the spectral radii in the third layer are 6 times the value of the spectral radius in
the first layer. As we fixed the first spectral radius to 0.3417, the spectral radii
in the third layer for both experiments are set to 6-0.3417 = 2,0502. This value
is more than twice as much as what the ESP allows, and this could explain the
poor results, as the dynamics are far away from the edge of stability and hence
do not show rich behaviour. This further proves that the spectral radius does
not need to increase necessarily throughout the network for good performance,
partially disproving the hypothesis.

18



5 Conclusion & Discussion

This study researched the effect of different dynamics on a POS-tagging task,
using the HTR model described in section 3. As described before, the ESP
would have influence in the search of an optimal network to predict the outputs
as accurately as possible. This lead to the hypothesis that the spectral radius,
which is responsible for the stability of the dynamics, needs to increase with
each layer being higher than the previous in the hierarchy while still respecting
the ESP. With the obtained results, the hypothesis turned out to be relatively
incorrect. The spectral radius does not seem to have as much effect on the re-
sults as expected, but is certainly of influence. As the spectral radius will have
to increase deeper in the network to stay on the edges of stability in order to
achieve good performance, there is a possibility that it will exceed a value of
1 and thus violate the ESP. This is somewhat okay, but the ESP should not
be violated by much, as performance decreases. This means that the ESP is
an important property, but is not a strict requirement, therefore the ’effective
spectral radius’ turned out to be of more importance for this study.

For further research, the spectral radius is something to keep in mind when
experimenting with hierarchical tasks using RC, but should not be the center
point of focus as there is no strict line. However, the spectral radius should not
violate the ESP too much, as large violations will result in poorer performance,
but as there is no strict line the ’effective spectral radius’ is of more interested
than the ESP, especially when working with leaky-integrator neurons.

5.1 Limitations

The first limitation in this study was the lack of computing power. Although
the baseline of 1000 samples used to train and test the optimized network is
good enough to get some decent results, it would have been more interesting to
optimize the network using the full dataset such that it could be compared to
the results in the related work. Furthermore, RC can require a warm-up fase of
up to 10° data points for some tasks, but that was out of the scope of this study
(Gauthier et al., 2021). Unfortunately, training and testing a model on the full
dataset with just one set of hyperparameters would already take close to one
hour. This means that running a full search on all the hyperparameters just once
using one of the methods described in section 4.2.3 would result in a run time of
approximately 400 hours, which is almost 17 days. This is just for finding one
set of optimal hyperparameters, not including the experiments regarding the
spectral radius ratios. Even with using only 1000 samples, a single evaluation
would still take almost 10 minutes, meaning that if we run the network with
optimized hyperparameters on 25 evaluations to see if training has an impact
that would still take more than 4 hours. This makes it difficult to experiment
with different hyperparameters and ratios.
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The second limitation is the way the network is trained. The method to
train the networks on which we focused, trains the entire model at once and all
layers were optimized in the same way. This means that the first layer in the
network gets the data input after which it will be trained. Then it will predict
the output which is used as input for the second layer. In figure 5, we can see
that the prediction error for the models from the first and second method, as
well as for the related work, is the largest in the first layer, with a FER of close
to 0.5. This means that a large portion of the output from the first layer is
incorrect. This incorrect data is then fed to the second layer, meaning that the
second layer will have to work with incorrect data. Nevertheless, the second
layer does a much better job than the first layer at predicting the output, with
both methods achieving a FER of around 0.15. Then the output from this layer
is used as input for the third layer, which does a worse job than the previous
layer at predicting the output. This seems very counterintuitive at first, but
these results show that the HTR model is able to correct the estimation in the
higher layers by progressively extrapolating the information from the previous
layers, even though the subtask predictions are incorrect. It would be interest-
ing for further research to investigate whether optimizing each layer separately
would give different results.

The third limitation in this study is the measure which is used to optimize
the network. The metric used to optimize is the average FER over the layers,
and although this is still a tolerable measure since we want to optimize perfor-
mance across the whole network, it results in considerable differences in FER
between the different layers. Given the obtained results and the second limita-
tion, it could have been wise to consider a weighted average of the errors that
considers the differences between the different layers.

5.2 Future directions

In their paper, Gauthier et al. (2021) discuss the usage of nonlinear vector au-
toregression machines (NVAR), which is comparable to RC, but does not make
use of one of RC’s weaknesses, which is random initialized reservoirs. The prob-
lem with random reservoirs is that most of them perform well, but others do not
perform at all. Benefits of these NVARs are that they have fewer parameters to
be trained and don’t make use of random matrices, while still achieving excel-
lent performance. They demonstrate that it is easy to design well-performing
NVARs for several RC benchmark tasks: (1) forecasting short-term dynamics;
(2) reproducing the long-term climate of a chaotic system and (3) inferring the
behavior of unseen data of a dynamical system. They showed that NVAR could
achieve state-of-the-art performance on these tasks. Furthermore, NVARs use
exceedingly small datasets and avoid the random and parametric difficulties of
directly implementing a traditional RC. This could solve the first limitation of
this study, where training on the entire dataset takes considerable time. For
further research, it would be interesting to test whether NVARs are able to out-
perform RC on the same task, and whether NVARs are actually able to perform
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adequately with less training data, as was claimed by Gauthier et al. (2021).

Another future direction of interest is experimenting with the way the net-
work is trained. Blind optimization on the entire network at once leads to poor
accuracy in the first layer, but to greater accuracy in the other layers. Optimiz-
ing the first layer prior to the other layers can lead to better prediction of the
outputs labels, which allows the training for the second layer to be more precise,
increasing the global performance of the network. Although the HTR model us-
ing an RC implementation is able to make up the mistakes of the previous layer,
it would be interesting to see whether better accuracy in the first layer improves
the overall accuracy of the model, or if this ability compensates too much lead-
ing to better accuracy in the first layer, but worse accuracy in the other layers,
eventually resulting in comparable performance to blind optimization.
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