


[bookmark: _Toc17110406]Abstract
The purpose of this study is two-fold. Firstly, this study aims to introduce a new perspective to the domain of bankruptcy and financial distress prediction. A data-set of European several European firms is constructed and processed using machine learning techniques. Subsequently, a logistic regression analysis is performed in order to construct a benchmark-model. The logistic regression provides a preliminary indication that corporate governance variables may be relevant non-financial predictors. What is more, the significance of the financial predictors deflated when macro-economic and governance variables were introduced. Hence, it is suggested that future research into bankruptcy and financial distress prediction should not merely focus on firm-specific accounting ratios, save an adequate proxy for firm size. The results indicate that corporate governance variables may form more consistent predictors as they describe more structural problems within a firm. These problems may relate to lack of monitoring capabilities, which may in turn induce opportunistic behavior by management. The main explanation provided within this study is that failing corporate governance may induce performance-harmful behavior by management. 
However, the nature of corporate failure is complex and may be characterized by non-linearities. The second purpose of this study to introduce machine learning models to the standard tool-kit within economic research. Therefore, the second (methodological) aim of this research is to show fellow researchers and students the value of machine learning in the area of accounting and finance research. In this respect, this study does balance both the advantages and limitations of machine learning. Although these models provide sophisticated methods to explain additional residual variance, they also are characterized by their lack of interpretability. To unfold the ‘black-box’ within machine learning, this study provides a method for analyzing the relative importance of each input feature. Relative feature importances allow this study to compare the pattern recognition behavior within machine learning models with the parameters estimated under logistic regression. This study observes that corporate governance become even more so relevant within the pattern recognition behavior of machine learning models. The emphasis on governance features seem also to have a ‘stabilizing’ effect on the discriminative power of the model to correctly classify the bankruptcy/ distressed class into the right category. 
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1. [bookmark: _Toc17110407]Introduction 
This study continues the everlasting quest for the ‘holy grail’ in financial risk management: an adequate prediction model for corporate failure. Corporate failure takes two forms in this study: financial distress or bankruptcy. Traditionally, both types of failure have often been thought of to precede each other. Failure to consistently generate earnings may render a debtor company to meet its short-term obligations (financial distress). Even further deteriorating financial performance may result in creditors petitioning the bankruptcy court to pull the plug (bankruptcy). The question which factors are good predictors for corporate failure, in either the form of bankruptcy or financial distress, is of all times. Beaver (1966) started his research regarding the identification of ‘red flags’ in accounting-based ratios in the mid-20th century. Following Beaver, many other researchers have developed sophisticated statistical and non-statistical techniques to provide more clarity on the relationship between these accounting-ratios and bankruptcy or financial distress. Many of these researchers used Beaver’s accounting ratios to find significant red flags up to ten years prior to declaration of bankruptcy. Beaver (1966) himself found a clear indication that all the financial ratio’s had (too some extent) a significant impact on the probability that the observed firm defaults. He defined bankruptcy as the failure of the debtor to satisfy creditor claims at any given point in time. However, when looking more closely at all these ratios, they can be categorized into three main domains of financial health: profitability, leverage and liquidity.  
Although many researchers have ventured into the area of using financial metrics to predict bankruptcy, our understanding of the complex nature of financial distress is far from complete. This study builds around the premise that short-term liquidity is not the only factor that drives business to the brink of failure. Rather, far more structural problems might be at hand. These structural problems may relate to the quality of the environment governing the interactions between the administrators of a the company (executive and non-executive directors) and the suppliers of finance (e.g. shareholders and creditors). The domain is more commonly referred to as corporate governance. This domain concerns the basic question how investors acting as principles monitor management through several corporate governance mechanisms (e.g. boards of directors and shareholder meetings). This study explores the relevance of corporate governance as potential ‘red flags’ for business failure in the form of either financial distress or bankruptcy. Previous research already focused on the relationship between financial performance and corporate governance structure. Although the evidence is mixed, there is general consensus that concepts stemming from agency theory (e.g. managerial opportunism) influences the strategic-decision making process within management and the board of directors (Daily and Dalton, 1994; Levitt, 1998; Hambrick and d’Aveni, 1992). 
This study visits three corporate governance factors impacting strategic decision-making by management, and the monitoring of such decision-making: board structure in terms of size and independence, audit committee independence and expertise, and ownership structure. These three domains contain various proxies which measures the ability of each actor to adequately monitor management in relation to their strategic decisions and financial reporting habits. The models containing corporate governance variables are benchmarked against models containing a mixture of accounting, market and macro-economic proxies for financial distress/ bankruptcy.
This study uses two dependent variables two describe corporate failure: financial distress and bankruptcy. It is hard to make any objective statements on the complex nature of ‘financial distress’ as it previous researchers provide many varying definitions. ‘Bankruptcy’ is much more clear-cut as definition, but yet is a legal state of affairs which may commence for various types of reasons. This study argues that financial distress does not necessarily precede corporate bankruptcy. Rather, debtor companies may enter bankruptcy proceedings for other reasons related to business restructuring. The emergence of pre-mature bankruptcy proceedings (e.g. pre-packs) and other corporate rescue instruments has blurred the division between bankrupt and non-bankrupt companies (see also Omar and Gant). Hence, both types of business failure are ambiguous in nature. Yet, they are often (wrongfully) used interchangeably. 
The substantive research question is therefore:
What is the impact of corporate governance indicators (e.g. board composition and ownership structure) on the probability that a given firm goes into corporate failure (e.g. financial distress or bankruptcy). 
Previous economic and accounting research has used many various statistical regression techniques to answer this question. This study does not intent to simply re-do such a line of enquiry into linear non-cubic relationships between corporate governance and the probability of corporate failure. Rather, the main rationale of this study is to highlight the use of the latest state-of-the-art machine learning methods to enhance the predictive quality of the corporate failure prediction model complemented with corporate governance indicators. 
In order to illustrate the added value of machine learning to the field of corporate failure prediction it is important to create a benchmark model which is commonly used in regression techniques for dichotomous dependent variables: logistic regression. Logit or probit models have a long-standing tradition of outperforming other regression techniques when predicting bankruptcy (e.g. Multi-discriminant analysis). However, the problem of bankruptcy prediction is not one of mere regression. Throughout the subject’s history, researchers have been concerned with a dualistic focus: they want to find significant correlations while simultaneously enhance predictive or explanatory power of the model. 
Machine learning offers classification techniques, which might be more superior at resolving ‘black-box’ variance. The major advantage of machine learning models is that such models are less restricted by limitations in the form of multi-collinearity, missing data or other common limitations key to OLS or logistic regression. The main value of machine learning models lies in the ability to retain raw-data without the necessity to omit observations that may represent outlier values or induce multi-collinearity. Rather, machine learning models automatically deduce the ‘redundancy’ of such variables or observations. A side benefit is that useful data from those variables and observations is retained. Hence, the following methodological question plays a central role within this study:
Does machine learning (e.g. neural networks and random forest classifiers) offer added value over orthodox statistical methods in the context of corporate failure prediction in terms of predictive performance and discriminatory power?
There are considerable interpretability implications to the use of machine learning models. Often non-linear algorithms such as Neural Networks and Random Forest Classifiers are considered to be ‘black-boxes’. Hence, the accounting and economics discipline has met machine learning models with reasonable skepticism. This study aims to address this skepticism by offering a method to deduce parameters/ coefficients to make some interferences about the causality and significance from the relationship between the input variables and the output of probabilities that given observation is classified as bankrupt or financially distressed. The first methodological sub-research question is then as follows:
How can relative feature importances be extracted from the estimated machine learning classifiers as to unfold ‘the black box’ mechanisms induced by its mathematically complex functionalities?
In short, this study attempts to unfold these ‘black boxes’ by extracting the relative importance of each feature importances, while simultaneously controlling for the impact of other variables. This process is recursively iterated over in order to average out these impacts and root out random chance. Hopefully, such a method provides future researchers confidence that machine learning models can be used more effectively in combination with standard regression techniques. 
Another methodological aspect dealt with in this study relates to question which metric should be used to compare the predictive performance of each model. In previous research, the primary objective of bankruptcy and financial distress prediction models was to maximize overall prediction accuracy. However, this study argues that selection criteria may become biased when the data-set is unrealistically balanced. Although, accuracy concerns the model’s overall capability to classify each observation in the right category, it says little about the power of a model to discriminate between a majority and a minority class. Rather, from a practical standpoint, one should be concerned with the model’s ability to recognize patterns within the outliers within the data-set. After all, bankrupt or financially distress sis the exception and no the rule! This study observes that accuracy as a comparative metric alone is insufficient to assess the performance of a model. This result especially holds true when data-sets become more unbalanced. Hence, the second methodological sub-research question is formulated as follows:
In what way does discriminative power (e.g. micro AUC-scores) distinguish itself as metric from average accuracy when describing the model’s ability to recognize patterns within minority classes (bankruptcy or financial distress-class)?
In short our model needs a metric to that omits the following two biases. Firstly, models, fitted on data containing equally balanced classes, may have high accuracy rates due to ‘random chance guessing’. Hence, if we were to balance the data-set, accuracy may still have some caveats. When we data is unbalanced, overall accuracy for majority classes may overly compensate the weak accuracy score for the minority class. Considering the fact that credit institutions are more concerned with classification errors related to the bankruptcy/ distressed class, it bears practical relevance to highlight different methods to compare model performance.
In addition to overall accuracy, the predictive quality of the model to classify a minority class over a majority class (discriminative power) should be used. This classification error in relation to the minority class is measured by plotting a Receiver Operating Curve and calculating the area under that curve (AUC-scores). 


2. [bookmark: _Toc17110408]Literature review, theoretical conceptualization & hypothesis development
2.1. [bookmark: _Toc17110409]Assessing the complexity of the dichotomous variable ‘financial distress’
2.1.1. [bookmark: _Toc17110410]Financial distress
Baldwin and Scott (1983) define financial distress as the status wherein a firm is no longer able to meet (short-term) financial obligations towards its creditors. The first signs of financial distress usually take the form of debt covenant violations and omissions to pay dividends to shareholders (Baldwin and Scott, 1983). Additionally, Whitaker (1999) focuses on a firm’s ability generate sufficient cash-flows to meet short-term obligations. He defined firms as financially distressed when debt obligations exceed cash flow for more than one consecutive years. Asquith, Gertner & Scharfstein (1994) used interest coverage ratios to detect whether a firm is in financial distress. The firm is classified as financially distressed, if it has an interest coverages below one for any two consecutive years, or interest coverage is lower than 80 percent. 
However, a focus on financial distress – in its form of default on debt – might be too narrow. Financial distress may also be at play, when no direct liquidity problems are detectable, yet some severe reorganizations take place within the firm’s business operations. For example, a firm might decide to reduce their number of employees due to ‘economic’ redundancy. The lay-offs often result in reduced employee morale and productivity, thereby even furthering the structural problems relating to productivity within the company. Additionally, cancelation of orders and the close-down of profitable investment may also provide an indicator that, even though in the short-term profits are expected, the firm is expected to have diminished long-term survival capabilities.  
Hence, a proxy for financial distress is not necessarily found in financial data. Rather, previous research shows that, non-financial and stockholder related actions, formed adequate proxies for financial distress. Lau (1987) used failure to pay dividends to shareholders and employee lay-off as a proxy for financial distress. In line with the former, Brown et al. (1993) argued that financially distressed firms are typically more inclined to take drastic changes regarding their shareholder wealth structure. They used a self-constructed variable indicating that ‘bail-in’ (debt-equity swaps) take place as a proxy for financial distress. Unfortunately, no data was obtainable through Orbis or Eikon, which could enable a construction of a more non-financial oriented definition on distress. 
2.1.2. [bookmark: _Toc17110411]Economic distress
Default on short- or long-term obligations is not necessarily the only form of corporate failure; the reasons underlying faltering financial performance may be more structural of nature. These structural problems do not have to be detectable in the form of bad liquidity, interest coverage or solvency. Wruck (1990) argues that financial distress is already at play, when a company fails to generate sufficient economic performance and current strategic decision-making fails to counter poor economic performance. The author seems to hint towards a ‘hidden’ incubation period wherein the company’s profitability is declining but financial obligations can still be met. 
This incubation period is more commonly referred to as ‘economic distress’. Schwartz (2005) defines economic distress as a firm’s inability to earn sufficient revenues to cover its costs, including the costs related to finance debt and other forms of capital (e.g. interest costs) times the weighted average costs of capital (e.g. WACC). In other words, a firm with negative economic value is unable to generate value from its business operations for the part it has invested its own funds (retained earnings). In contrast to the former, financial distress already occurs when there are temporary liquidity problems. 
Schwartz (2005) examines the relationship between bankruptcy, economic distress and financial distress. He makes a clear distinction between three independent phenomena: economic distress, financial distress and bankruptcy. He contrasts economic distress with financial distress by arguing that firms, which are in financial distress alone, have positive earnings, but are not able to meet their short- or mid-term liabilities. Hence, he argues that social welfare would be maximized if financially distressed firms, with normal ‘economic performance, are continued as going-concern. 
The following leads to the construction of two separate proxies for both financial and economic distress. Companies are considered to be in financial distress when their liquidity is insufficient to meet current interest payments plus short-term liabilities. Companies are considered to be in economic distress when their earnings (EBITDA) are insufficient to meet interest payments plus short-term liabilities. 
Summing up, in line with Platt and Platt (2002), this study uses three cumulative categorization rules to classify a given firm for a given year as either ‘financially distressed’ or ‘healthy’:
· The firm experienced negative interest coverage for two consecutive years;
· The firm experienced negative net income to total assets ratio for two consecutive years, and;
· The firm experienced a negative EBIT to total assets ratio, for two consecutive years.

2.1.3. [bookmark: _Toc17110412]Bankruptcy: liquidation vs corporate rescue & restructuring
The second dependent variable relates to the dichotomous class-variable: bankruptcy. The use of bankruptcy as dependent variable has long been favored over the use of financial distress as a proxy for corporate failure (Schipper, 1997; Lau, 1987; Platt and Platt, 2002; Platt and Platt, 2006). The methodological issues related to a self-constructed dependent variable are discussed later; for now it is important to consider that there may be endogeneity issues related to the construction of a proxy for financial distress from accounting figures. Hence, bankruptcy, as a proxy for business failure, is far less prone to the biases stemming from endogeneity issues (see also Chenhall and Moers, 2007). 
Financial distress and bankruptcy are often used as proxies for corporate failure interchangeably (Frydman et al., 1985; Theodossiou, 1996; Lin et al., 1999). Although, financial distress may potentially precede bankruptcy, bankruptcy proceedings is not necessarily related to liquidity problems. For example, a debtor may also apply voluntarily  for proceedings in order to restructure its company. These companies do not have to be necessarily in financial distress. Changes in geographic economic structure may incentivize managers to sell the business and move it abroad. In that case, restructuring proceedings may alleviate the legal burdens related to employee redundancy regulations or may facilitate a less costly default on unprofitable contracts. 
However, bankruptcy law does not only provide incentives, it also introduces costs for managers. Generally speaking, insolvency law disables management’s executive powers and transfers these powers to the insolvency administrator. Hence, losing control over the company might also form an important disincentive for management to apply for bankruptcy voluntarily. Moreover, there is an increasing trend that managers are held liable for shortages within the insolvent estate if their personal misconduct played an important part in the demise of the company. In short, managers have sufficient reasons to fear bankruptcy and, thusly, are incentivized to prevent it from occurring. However, domestic law also contains many examples of incentives for debtors to apply for bankruptcy for reasons other than financial distress. For example, under Dutch law, the debtor may apply voluntarily for bankruptcy in order to profit from favorable employee-redundancy law. Moreover, UK, Dutch and German law, all contain a regulatory framework on schemes of arrangements between the debtor and creditor. If dissenting creditors are unwilling to co-operate which such a scheme, bankruptcy courts have the power to cram-down the unwilling creditors. Lastly, bankruptcy may also be used as a method to default on contracts which are unfavorable to the company (‘cherry picking’). 
Before declaring the debtor bankrupt, bankruptcy courts conduct a preliminary test whether the debtor’s liabilities exceed his assets, or, there must be reasonable chance that a debtor will cease to satisfy his claims in the future for any other reason. In other words, courts need to establish whether a debtor is in financial distress before they open bankruptcy proceedings. Additionally, in some jurisdictions, the court hast to establish whether there is a multiplicity of creditors willing to put the debtor into bankruptcy (save the circumstance that the debtor applies for proceedings voluntarily).
When the debtor applies voluntarily, his intention is to restructure his business in order to start with a clean slate after conclusion of bankruptcy proceedings. For example, in common law jurisdictions (e.g. the United Kingdom and the Republic of Ireland) the bankruptcy court can legally bind different classes (secured and unsecured) creditors to an arrangement, if a majority of creditors is reluctant to cooperate. 
Although it can be argued that management generally wants to prevent the occurrence of bankruptcy, because their job is on the line, it is important to recognize that corporate rescue does not necessarily mitigate current’s management power. For example, within Chapter 11 proceedings in the US, management of the company remains in control during the reorganization process (Bosker, 2017). 
Also there is an increasing tendency wherein companies opt to restructure a distressed company out of court. The main rationale behind out-of-court proceedings relates to the limitation of reputational damages relating to public proceedings. For reference, Payne and Hogg provide an extensive lists of the costs and benefits of entering Chapter 11 proceedings. Similar reorganization/ corporate rescue proceedings can be found in the UK (e.g. company voluntary arrangements and administration proceedings; Omar and Gant, 2017). 
The main takeaway of this short discussion on bankruptcy law is that the commencement of bankruptcy is a separate concept from financial distress. In contrast to the latter, bankruptcy embodies the occurrence of a legal event. Aside from deteriorating financial distress, declaration of bankruptcy may occur for non-financially related reasons thereby making it a heterogeneous concept. Simultaneously, insolvent firms are not necessarily in formal bankruptcy proceedings. Rather, restructuring proceedings are often conducted without interference of the bankruptcy judge. Hence, it might very well be that this study will not observe the same ‘red flags’ for bankruptcy as for financial distress. Unfortunately, current data does not contain sufficient information on the actual purpose of the proceedings. Nor is any data available on whether a company is in any form of restructuring or out-of-court proceeding. To obtain sufficient data, a review of each application to the court and all attached court hearings has to be made on a case-to-case basis. Such a study would be too time-consuming for the extent and purpose of this research question. 
In short, bankruptcy is an artificial event in the sense that commencement of insolvency proceedings is not necessarily dependent upon the actual financial health of the company. Rather, whether creditors and other interested parties to the observed company decide to file for bankruptcy proceedings depends on their beliefs on the financial health of the company. These beliefs might also be influenced by the behavior of other creditors (Baird and Jackson, 1984). Ergo, when one tries to predict bankruptcy instead of financial distress, companies might be wrongly classified in the bankruptcy class. In that sense, misclassification does not occur due to poor predictive performance, but the dependent variable in itself is ambiguously defined. The underlying interpretation could then be that a given observed company, is technically in financial distress, but the creditors have a strong belief that the company will survive the imminent financial difficulties. 



2.2. [bookmark: _Toc17110413]The relevant independent financial variables
This study starts with the categorization of financial data commonly used in previous bankruptcy prediction literature. Within this study’s estimated models, proxies for financial performance play the role of control variables. Failure to include these variables would induce the omitted-variable bias, and would result in inefficient estimation of the corporate governance variables. To forestall this problem it is important to explore previous research on the relationship between bankruptcy probabilities and financial ratios forming proxies for profitability, leverage and liquidity. Section 3.4 provides more explicit explanations regarding these relationships. The relevant control accounting/ financial variables are drawn from several ‘classic’ studies (Beaver, 1966; Altman, 1968; Ohlson, 1980; Zmijewski, 1986). The classical models are also discussed (e.g. Multi Discriminant Analysis, logit and probit regressions). The variables and used within bankruptcy prediction models are also extended to the models predicting financial distress. 
Previous research has often used accounting figures as components in the construction of financial ratios. Some of these ratios have consistently performed adequately when predicting bankruptcy. However, it remains to be seen whether these predictors also perform in the context of financial distress. This study uses the same variables to control for the financial characteristics of a firm, when assessing the probability that a firm becomes financially distressed. The relevant financial predictors can be categorized into size, profitability, liquidity and leverage variables. These categories of financial ratios were found to be significantly correlated with the probability that a firm is classified as either bankrupt or financially distressed (Beaver, 1966). 
However, solely using accounting data as controls for the financial health of the company has some significant disadvantages. Previous research into accounting manipulation techniques provides ample evidence that accounting data may become biased when management is incentivized to act opportunistically when corporate failure is imminent. Accrual accounting strategies, deployed by management, raises serious issues about ‘biases’ in the bankruptcy/ financial distress prediction model. Hence, this study compares market-based to accounting-based variables. In support of this argument, this study finds that market capitalization (the market equity price times the volume of outstanding shares) as proxy for size has more explanatory power than the accounting-based variable for size. 
The main advantage of incorporating market data is that it is discounted or appreciated by analysts and investors and thus is (arguably) less biased. What is more, previous literature shows evidence that, generally speaking, market variables have more theoretical foundation. The main idea is that, when financial distress is imminent, the stock price of the company in distress is discounted by investors. 
Yet, also market-based variables should be subject to some scrutiny. There is sufficient research available that evidences that investors are unable to adequately price equity, and, potentially fail to detect financial distress within a company. What is more, the best prediction results have not been found in a model using solely accounting nor market data. Hence, a mixed model this study proposes to mix both accounting and market variables within the bench-mark model. 

2.2.1. [bookmark: _Toc17110414] Accounting variables
The accounting variables can be roughly divided in size (e.g. logarithm of total assets), profitability (e.g. net income over total assets), liquidity (e.g. working capital over total assets or free funds from operations over total liabilities), and leverage (e.g. total liabilities over total assets) ratios. These accounting-based variables are discussed in the following sub-sections using multiple different statistical models as examples. Although many variants of bankruptcy prediction models exists, this study primarily focuses on the use of logit and probit models used by Ohlson (1980) and Zmijewski (1984), which also primarily consist of financial ratio’s drawn from financial statements. However, some other models are compared for reference. 

2.2.1.1. The Alman-Z Model (Multivariate-discriminatory models)
The Altman Z-Score model contains a credit-strength test for publicly listed firms regarding the probability that a firm goes bankrupt up to three years. Unlike Beaver’s model, the Altman’s Z-score is calculated by using only a limited number of financial ratio’s. His model essentially constructed a multiple discriminant analysis (MDA). MDA explores linear combinations of variables that highly perform in differentiating between bankrupt and non-bankrupt firms (Alaka et al., 2018). The Altman Z-score function is defined as follows:

where  represents working capital divided over total assets;  represents retained earnings over total assets;  represents earnings before interest and taxes over total assets;  represents market value of equity over total liabilities; and  represents sales over total assets. 
The model provides a Z-score which classifies the firm either in a safe-zone, a grey-zone or an financial-distress zone. The initial test of the Altman Z-Score model only yielded a 83% accuracy rate for prediction two years before the bankruptcy event occurred; the prediction accuracy-rates were even lower for prediction windows for three or more years.
When briefly reviewing Altman’s data-set, it becomes clear that the model is primarily relevant when predicting bankruptcy for industrial or manufacturing companies. For example, some industries operate within industries are characterized by lower rates of liquidity. Also, industrial or manufacturing companies might be less leveraged than, for example, financial service companies. In short, the Altman model suffers from methodologic issues, but may also be less generalizable across differing industries. Obviously, the same goes for Ohlson’s and Zmijewski’s model. Hence, the importance of an industry-neutral predictor. 

2.2.1.2. The Ohlson Model (logit regression) and Zmijewski Model (probit regression)
An alternative way to predict bankruptcy was proposed by Ohlson (1980). He used a conditional logit model to estimate bankruptcy. Ohlson (1980) presented a model with various differing accounting variables:

where TA represents total assets; GNP represents Gross National Product adjusted for price level; TL represents total liabilities; WC represents working capital; CL represents current liabilities; CA represents current assets; X is a dichotomous structure/ leverage variable which equals 1 if total liabilities exceed total assets, and equals 0 if otherwise; NI represents net income; FFO represents funds from operations; and Y is a dichotomous profitability variable which equals 1 if the company incurred a net loss over the last two years, and equals 0 if otherwise. The model computes an O-score which represents the logit-function of the probability that a firm is classified as either bankrupt or healthy. 
The Ohlson model contains multiple aspects that are relevant for business survival. Firstly, Ohlson controls for the size of the business by taking the log of the assets adjusted for inflation. Secondly, the ratio of total liabilities over total assets depicts the amount of leverage used by the company. Consistent with previous literature, it is expected that excessive leveraged companies have a higher probability they go into bankruptcy (Jensen, 1986; Grossman and Hart, 1982). The ratio current liabilities over current assets represents the company’s ability to meet its liabilities in the short-term (liquidity). In other words, a lack of liquidity is expected to put creditors in more anxiety to liquidate a company due to expected losses, if they stay legal action. In a similar fashion, the coverage of funds from operations over total liabilities measures the ability of the company to generate sufficient cash-flows. The last three ratios related to funds provided by operations and net income represent the company’s ability to generate sufficient income to meet current and future liabilities. Lastly, change in net income in respect of previous year, forms an important proxy for the stage of growth the company is undergoing.  
Although Ohlson (1980) reported adequate accuracy-rates, Zmijewksi (1984) argued that the Ohlson model may be prone to multi-collinearity. Especially, the accounting ratios and the size-variable might be highly correlated to each other. For example, larger firms may also generate superior financial performance. Zmijewski (1980) proposes to limit the number of variables to a bare minimum of three variables. However, the decrease in variables may also come at great cost to explanatory power of the model. Zmijewski improved Altman’s model on one more important aspect: it no longer matched a small sample of bankrupt with non-bankrupt firms. Rather, he predicted bankruptcy on a dis-balanced data-set containing a small sample of bankrupt firms with superior predictive performance. 
The main advantage of using logistic regression (either logit or probit models) is that it no longer requires the explanatory variable to be normally distributed. Various authors have subscribed to the argument that logistic regression is more superior to the Altman-model at predicting bankruptcy when applied to other sets of data (Wang and Campbell,  2005; Ponsgat et al., 2004; Begley et al., 1997). In addition, many of these authors argue that there is considerable predictive value to be gained by incorporating macro-economic variables (Begley et al., 1997).
In short, this study proposes to implement the Ohlson and Zmijewski variables as an aggregate of control variables for the financial health of the company. The main reason not to implement the Altman-Z model as bench-mark model relates to the evidence of prior research indicating that models based on Ohlson and Zmijewski consistently outperform the accuracy rates of the Altman Z-model (Chen, Huang and Lin, 2009; Begley et al., 1997; Collins and Green, 1982). 
Table 1: Comparison of the relevant accounting-based models.
	Author
	Method
	Time frame
	Sample size/ distribution
	Advantages/ disadvantages

	Altman (1986)
	Multi-discriminant analysis (MDA)
	1946-65
	33/33
	Easily computed and popular.
However, subject to many assumptions.

	Ohlson (1980)
	Logit Model
	1970-76
	2058/105
	Computationally efficient by binary codification of classes. Also less restrictive assumptions than MDA,

However, prone to time-variant related biases.

	Zmijewski (1984)
	Probit Model
	1972-1978
	800/40
	Prevents multi-collinearity by reducing number of variables used.

More prone to omitted variable bias. 



2.2.1.3. Why use accounting data in the first place?
There are some considerable drawbacks when using financial statement data to control for the company’s financial health. This study firstly discusses management’s incentives to manage earnings or use abnormal accruals when a company is under financial duress. Furthermore, incentives to manage earnings would also have implications for the reliability of accounting data when predicting bankruptcy or financial distress. This discussion also supports the overall goal of this study to add corporate governance variables that form a proxy for monitoring quality of financial statements. 
Healy (1985) argues that bonus compensation plans may incentivize managers to increase reported earnings by using discretionary accruals. Although this study focuses on the financial performance side of earnings management, it may also be argued that managers want to protect their compensation scheme during times of financial distress. This intuition is also supported by Sweeney (1994), who reports that management also has contractual incentives to increase earnings to prevent debt-covenant violation. 
Campa and Camacho-Miñano (2015) underscore the risk of biases in financial statements during financial distress by finding a positive significant correlation between the amount of reported abnormal discretional accruals and the probability that a firm is declared bankrupt. Additionally, they found that the increase of financial distress also incentivizes managers to substitute accrual earnings management techniques for real earnings management. Real earnings management is regarded to be severe, because it requires a deviation from either normal operating & investing activities or deviation from financing activities (Xu et al., 2007). Also, real earnings management (as opposed to accounting-based earnings management) is less visible to audit committees, shareholders and analysts. 
Although agency theory suggests that managers may behave opportunistically by managing earnings upwards to serve their self-interests, they may also act in the interests of shareholders during times of financial distress by decreasing liabilities to save the company as going concern. For example, DeAngelo et al. (1994) find that managers use downwards earnings management to decrease taxable income thereby enhancing shareholder value by decreasing tax liabilities. A side benefit of decreasing tax-liabilities is that it allows management to retain sufficient cash to meet short-term obligations or retain cash to invest in turn-around profitable projects (Habib et al., 2013). In short, previous evidence suggests that, when corporate failure is imminent, earnings may be even more so managed downward. If that were the case, one would not expect an ambiguous relationship between corporate failure and financial performance. Rather, the inverse relationship between financial performance and bankruptcy/ financial distress probabilities would be stronger. 
Be that as it may, it would be too premature to conclude that a corporate distress model should solely consist out of market-based predictors. Sloan (1996) reports that the market is inefficient in punishing management for using earnings management through accruals-based accounting. Hence, shareholders are not per say on the spot when reviewing the company’s survival capabilities. He illustrates this point by showing empirical evidence that the market does not react more strongly to cash flow components of earnings than the accruals component of earnings. Xie (2001) reaffirmed this inability of the market to discount overvalued discretionary accruals by showing that there is a significant proportion of abnormal accruals on highly priced securities. 
2.2.1.4. Selection of accounting and market-based variables
This study uses several accounting variables earlier discussed in the Ohlson and Zmijewski model. The logarithm of total assets is taken to account for the size of the company in terms of accounting figures. The component total funds from operations primarily represents the current assets (liquidity) of a the observed company, whereas interest coverage primarily covers current liabilities (short-term solvency). 
The ratio total funds from operations over total liabilities has been proven to be a significant predictor for bankruptcy and financial distress (Ohlson, 1980). The ratio primarily indicates the company’s ability to generate sufficient cash-flow to meet (short-term) obligations. Hence, it is expected that the higher the ratio, the less likely the observed company is financially distressed.
The variable related to the absence of a credit interval also measures the liquidity of the firm. Graham (2000) defines an absence of a credit interval as an estimate of the length of time that a company could finance the expenses of its business, at its current level of activity, by drawing on its own liquidity rather than obtaining additional external financing. For the remainder: the following Ohlson (1980) variables are used:
· Working capital/ total assets (liquidity ratio)
· Current liabilities/ current assets (liquidity ratio)
· Total liabilities/ total assets (leverage ratio)
· Net income/ total assets (profitability)
· The change in net income between two consecutive years (growth potential; profitability)
· A dummy variable which equals 1 if the firm is ‘extremely’ leveraged (total liabilities exceed total assets) for two consecutive years. 
In line with previous research, this study uses the logarithm of the firm’s total assets proxy for firm size. The main importance behind this variable is to control for firm size, as it is expected that smaller firms are associated with a higher probability of bankruptcy or financial default. As discussed in the previous sections, an alternative proxy for firm size can be incorporated in the model: market capitalization. The main benefit of using market capitalization as a proxy for size is that it is less prone to the biases typical to accounting figures (see previous section). What is more, market capitalization inherently incorporates share-price thereby incorporating shareholder sentiment towards a particular sentiment towards the firm’s future growth potential. In other words, market capitalization might pick up on hidden variance, which is not accounted for by the other financial ratios.
The preliminary testing and fitting of logistic regression models indicated that proxies for size are inversely related to the probability that a given firm is either classified as bankrupt or financial market distress. In essence, the variable on market capitalization incorporates both the effect that larger companies intent to have a lesser probability of going into financial distress, and the effect that a company’s stock is considerably discounted when (imminent) financial difficulties are detected by analysts and investors. 
	
2.2.2. [bookmark: _Toc17110415]Market variables: sole-indicators or a mixture?
Whereas accounting data is backward looking, market data may be considered as more forward-looking (Fich and Slezak, 2008). The models containing market data can roughly be divided in the following categories. Firstly, some researchers use non-static hazard models which combine market and accounting data. Secondly, more purist researchers use only market data via the use of Black-Scholes-Merton (BSM) model. In line with the latter category, Credit Default Swap spreads may also be used as a proxy for financial distress (Alexander and Kaeck, 2008). 
Shumway (2001) combines both accounting and market data to construct a bankruptcy prediction model. The accounting variables which are used are primarily variables which are also incorporated in the Altman-model. However, when using non-static hazard models accounting based ratios become less significant in relation to other market variables.  He includes market capitalization as a proxy for size which he hypothesizes to drastically decline shortly prior to bankruptcy. The main argument he forwards is that traders significantly discount the stock price when financial distress is imminent. In essence, the hazard-model transforms the static estimation techniques used by Altman and Ohlson into a time-series analysis. In addition, Shumway’s model also accounts for changing macro-economic conditions over time. 
Beaver, McNichols and Rhie (2005) argue that equity prices contain the majority of the relevant information to predict financial distress. They forward three main arguments why market-variables are more useful when predicting financial distress. Firstly, assuming the efficient market hypothesis holds, equity prices are more decision-useful as it contains a comprehensive mix of information that is not always apparent from the financial statements. Secondly, market-based variables are more regularly updated as companies are only required to release new financial statements per quarter. Hence, the regular updating of equity prices ensures that the data used in the prediction model is more reliable. Thirdly, not only equity prices are offered, but also information on the equity’s volatility may provide useful information.
Many models combine both accounting and market variables when predicting financial distress. Also Altman’s (1968) contains a market-based variable which pertains to the ratio between the market value of the equity and the total liabilities. The evidence on the difference in performance of market-based versus accounting-based models is mixed.
Argarwal and Taffler argue that there is little significant difference in terms of predictive accuracy for accounting- or market-based variables within hazard models (Shumway, 2001). However, they do argue that the simplistic and pragmatic application of accounting-based prediction models lacks theoretical grounding. The significance of one accounting variable often leads to random results. Furthermore, the use of accounting variables often introduces endogeneity problems, because the values within the financial ratios are often interdependent.   
Hence, Hillegeist et al. (2004) proposed to use a model solely based on market data using black-scholes-merton formulae. The authors find that the BSM option-pricing model significantly outperforms MDA, logit and probit models. Finally, Tinoco and Wilson (2013) use a combination of accounting and market data to assess its performance in relation to accounting-based models (e.g. Altman Z-score models) and market-based models (e.g. Shumway’s hazard model). Moreover, they argue that macro-economic variables may significantly correlate with a firm’s probability of financial distress.  Their results indicate that the combination of market and accounting variables significantly enhances performance. Hence, this thesis adopts a ‘mixed’ model containing both accounting and market data. 
Four market variables are used to construct the financial distress prediction model (Tinoco and Wilson, 2013). Firstly, high equity prices are associated with a decrease in probability that a firm is in financial distress. A proxy for price of equity and firm size is embodied in both the market capitalization of the firm (MARKETCAP). A logarithmic transformation of the MARKETCAP variable is needed to come up with meaningful results. 
Hypothesis 1: market capitalization as a proxy for firm size outperforms an accounting-based proxy based on total assets in terms of predictive quality. Both variables are expected to be negatively correlated with the probability that a firm goes into bankruptcy or becomes financially distressed. 

2.2.3. [bookmark: _Toc17110416]Macro-economic variables
Financial distress or bankruptcy are not a stand-alone phenomenon solely triggered by firm-specific characteristics. Rather, previous crises have learned that bankruptcy and financial distress often occur in macro-economic shocks. Especially, the years following the credit crunch in 2008 were characterized by the weariness of credit institutions to provide SMEs ample financial breathing space to meet short-term financing needs. A quick look at the data-set already leads to the conclusion that some countries with the European Union suffer of larger bankruptcy rates than others (see Appendix 1). Hence, it is expected that macroeconomic variables have significant impact on the probability that firm becomes financially distressed during a given year. 
This study uses two indicators capturing the macro-economic conditions of the country wherein the observed company is situated: inflation and interest rates. Prior literature offers mixed evidence relating to the correlation between financial distress and interest rates. Qu (2008) argues that the ‘shadow of the future’ provides incentive for investors, who belief that in the future inflation rates keep increasing, to invest in order to prevent further erosion of their savings. The increase in supply of capital may provide extra investing opportunities to firms, and may also free up liquidity to firms who have to bridge temporary shortages. 
In contrast to the former argument, Mare (2012) argues that rising inflation rates identify overall weak economic performance in a specific country. Although his research was only applicable to default in the banking industry, his evidence shows rising inflation rates are associated with the increase of the probability of financial distress/ default. This study uses Consumer Price Index levels as a proxy of inflation within a specific country within the EU. The Consumer Price Index (obtained through the OECD-database) represents a measure of change in the prices of goods and services bought for the purpose of consumption by households. 
Hypothesis 2a: Increasing inflation rates (measured as change in Retail Price Index levels) are expected to be positively associated with the probability of bankruptcy/ financial distress. 
	
Secondly, it is expected that raising interest rates are associated with increased ‘financing costs’ for firms thereby increasing the probability of financial distress. Additionally, cheaper credit enables companies to invest in new equipment, inventories, building, R&D and other profitable investment projects thereby increasing future earnings to meet future obligations (Tinoco and Wilson, 2013). 
Short-term interest rates (or money market rates) are – within the Euro-zone for all EU Member States – close to zero. Hence, not much discriminative power can be derived from this proxy for investment climate. Short-term interest rates are primarily relevant for short-term provision of liquidity between financial institutions and governments. Short-term rates are typically determined by a 3-month time horizon, and do not really reflect default nor credit risk associated with a specific country within the Euro-zone. Rather, long-term interest rates are determined by country-specific characteristics related to economic performance. High long-term interest rates are good proxies for future business investment and investor enthusiasm towards a country’s economic performance (OECD, 2019). In short, this study long-term interest rates obtained through the OECD-database to account for the differences in economic and investing climate within a specific country. 
Hypothesis 2b: Increasing interest rates (measured in terms long-term borrow rates) are expected to be positively associated with the probability of bankruptcy/ financial distress.  
As a final note, bankruptcy prediction research may also opt to incorporate country-dummies instead of specific macro-economic variables. Incorporating an additional country-specific dummy-variable (besides macro-economic variables) may introduce multi-collinearity within the logistic regression model, and, thusly, might be superfluous within this particular selection of variables. However, as preliminary results will indicate, there is a lot of merit in incorporating a country-dummy to control for macro-economic conditions within a specific country. 


[bookmark: _Toc17110417]2.3. Corporate governance variables
Up to now, this study primarily focused on the control variables related to liquidity, profitability and leverage as proxies for the financial health. Also the economic environment wherein the company operates is controlled for by incorporating two macro-economic variables into the model. However, all these variables in a certain sense are backward looking. One could argue that merely using financial data for prediction of financial distress is analogous to trying to use a mirror with the reflections of the past to predict the future. Although financial data may be used to mark red flags for imminent financial distress it hardly tells us much more about the future potential of the firm to generate future performance through adequate strategic decision-making. It is therefore relevant to find proxies for a firm’s governance quality facilitating strategic decision-making and the monitoring of such decision-making. 
The substantive addition of this study relates to the importance of corporate governance variables as predictors for bankruptcy or financial distress. Fich and Slezak (2008) used various governance variables to assess its relationship with the probability that a firm goes into bankruptcy proceedings. They provide two explanations why corporate governance quality may affect the probability of bankruptcy or financial distress. Firstly, they highlight its supplemental value considering managements’ incentives to hide corporate failure. Financial distress often gives rise to a conflict of interests between management, shareholders and debt holders. It is argued that manager’s decision horizon shortens when financial difficulties are imminent. Donker, Zahir and Santen (2013) argue that managers adopt prejudiced decisions that increase their own income, rather than making long-term financial distress averting decisions. 
The scandals revolving around Enron and WorldCom attest to the fact that bad governance eventually leads to corporate failure, even though this failure is not traceable in the company’s financial statement nor is picked up by the market. In short, trusting accounting or market data as predictors of bankruptcy or financial distress pre-supposes that corporate governance is in order. Also, sound corporate governance ensures that management reacts efficiently and adequately on imminent financial difficulties. Fich and Slezak argue that a firm’s governance structure represents a nexus of incentive contracts, the efficacy of management’s response to distress will therefore likely depend upon the soundness of a firm’s governance structure. 
Variables like board size, diversity, independency and other structure variables are used to make interferences about the quality of monitoring management’s strategic decision-making. This study made a short selection of several variables. It opted not to incorporate gender-diversity, as those variables were often in the majority of the time were deemed to be insignificant. Special emphasis is given to the audit-committee variable as their specific governance task is related to the decision-usefulness of financial statement information (accounting figures).  

[bookmark: _Toc17110418]Board size
The question whether sizeable boards have a positive or negative impact on the probability of bankruptcy or financial default remains (partially) unanswered. The first perspective on this question stems from agency theory, which is built upon the premise that incentives of managers and shareholders are not always aligned. Within this line of reasoning, Hambrick and d’Aveni (1992) found that dominant CEOs may behave opportunistically thereby increasing the probability of bankruptcy. Shareholders might have the largest incentive to actively monitor management, because they are likely to bear the greatest losses when a company goes into liquidation proceedings. The board of directors is the principal corporate body to monitor management on the shareholder’s behalf. This board of directors is (formally speaking) appointed by the general meeting of shareholders and thus are their ‘direct’ agents. Firstly, this study argues that board composition: board size and independence forms two important characteristics which are impact the effectiveness of the board in its monitorial function. 
Maere et al. (2014) argues that large boards are more effective at countering a dominant CEO, and thus increases the disciplinary control over that CEO (Brédart, 2014). Additionally, Zahra and Pearce (1989) add a resource dependency perspective to the advantages of large boards of directors. The authors argue that larger boards opens up diversification strategies in terms of gathering specialized director skills and network resources. These resources might be of vital importance when a firm is facing financial difficulties or when bankruptcy is imminent. In line with the former, Gales and Kesner (1994) argue that larger boards have more capabilities to capitalize on the firm’s critical (external) resources. For example, larger boards are able to maintain more strategic alliances with other firms (Yermack, 1996). 
However, some research indicates that larger boards may also hamper this monitorial role of the board. Lipton and Lorsch (1992) argue that the board does not monitor effectively when a culture of dysfunctional norms (e.g. formalism) takes over. According to Jensen (1993) formalism, politeness and courtesy towards management, have nothing to do with sound corporate governance. Lipton and Lorsch (1992) argue that such decision-cultures are more likely to be present in large boards. Hence, they advise boards to limit member count. In short, slower decision-making processes and circumvision of the ‘real’ problems at hand are typical to more sizeable boards. Yemack (1996) assesses whether this finding also has complications for the company’s financial performance. He finds evidence that firms with a smaller board are associated with a higher Tobin’s Q (market value of assets over replacement costs of assets). He offers multiple explanations. For example, he submits that formalistic boards are far less likely to discharge CEOs when their performance is deteriorating. Hence, old habits remain entrenched and no structural reforms are made when the same CEO retains stewardship over the company. Furthermore, he identifies a free-rider problem wherein board members remain inert at fulfilling their supervisory tasks. Free-riding becomes especially troublesome when few have to assume the burdens of many. In line with the former argument, this study hypothesizes that the benefits gained from more diversification boards do not outweigh the costs associated with more formalistic decision procedures within boards. 
Hypothesis 3a: Smaller boards are expected to be positively associated with the probability of bankruptcy/ financial distress.

[bookmark: _Toc17110419]Proportion of independent directors on the board
In a similar fashion it may be argued that effective decision-making within boards is stimulated by ‘insider’ boards. The main reason behind this is that insider boards entrench managers and the CEO (Pfeffer, 1972). Board members who have a certain affiliation with executive managers are more capable of bridging executive with supervisory functions. An independent director can be defined as a member of the board who has no affiliation with the firm other than its participation on the board of directors (Beasley, 1996). Insider directors can also be divided in two groups: directors who have had current or previous executive functions with the firm or directors who have affiliations with management. The latter group are also referred to as ‘gray’ directors. 
Traditionally, Germanic company law jurisdictions (e.g. the Netherlands, Germany, Austria, Denmark etcetera) are characterized by a two-tier board structure wherein the executive and the supervisory board are segregated. Within the Germanic company law tradition, firms are mandated to instigate a supervisory board which is tasked with monitoring of the executive directors. The two-tier model can be contrasted with the one-tier model typical to Anglo-American jurisdiction. Within the one-tier board model, executive and non-executive directors take seat in a single decision-making corporate body.
Daily and Dalton (1994) argue that outsiders within the board fail to react expediently and effectively when financial distress is imminent. Insider directors are less restricted by the information asymmetry which exists between supervisory and executive management. What is more, they argue that insider directors have more experience running the business than outsiders. Lastly, also independent boards are deemed to be too rigid to adequately adapt the organization to face the imminent difficulties. 
On the other hand, some authors found a negative correlation between the portion of independent directors and the probability that firm is declared bankrupt or becomes financially distressed. For example, Judge and Zeithaml (1992) argue that insider directors are less occupied with sound strategic decision-making, because they are more likely to be compliant with executive management’s decisions. It is expected that weaker monitoring of strategic decision making does not merely result in poor financial, but also creates structural problems in the form of poor economic performance. What is more, insider directors are more likely to remain inert when top management colludes or transfers shareholder’s wealth to its own hands (Fama, 1980). Overall, this study hypothesizes that a more dependent board is significantly correlated with higher probability of financial distress. The former argument that dependent boards is supported by Elloumi and Guenyi (2001) and Daily et al. (2003), who report that firms with a larger portion of independent directors have smaller bankruptcy probabilities (see also Pfeffer, 1972). 
However, contrary to our hypothesis, Harris and Raviv (2008) found a negative relationship between the probability of bankruptcy and the proportion of insiders on the board. They offer as explanation that insider boards are more efficient at resolving information asymmetry between the executive and non-executive directors (regardless of the fact whether they take seat in a one-tier or two-tier board structure). Hence, the supervisory function of the board of directors may be facilitated if inside directors directly signal important information from management. Hence, insider boards are more capable of monitoring the strategic decision-making process of management, thereby enhancing financial performance. In essence, Harris and Raviv (2008) argue that the loss of efficiency due to the independent director’s lesser knowledge of the company’s business structure outweighs the agency costs involved with an insider board of directors. Donaldson and Davis (1991) have strengthened this argument by providing evidence that insider boards are associated with higher shareholder returns. In a similar fashion, insider boards would then be associated with a decrease in probability of bankruptcy or financial distress. 
However, it is important to consider that corporate governance structure does not remain static when financial difficulties are imminent. Management often seeks support from skilled ‘gray’ directors which often have a background in banking, auditing or law. Yet, these gray directors often have past (business) ties to management. However, after they are appointed, they no longer work in a client-professional relationship, but now serve as a turn-around director. Fich and Slezak (2008) found evidence that these gray-directors may be more efficient at turning around ad-hoc problems within the firm, even though they are not technically considered as outsider directors. 
Hypothesis 3b: A larger proportion of independent directors on the board is expected to be negatively associated with the probability of bankruptcy/ financial distress. 

[bookmark: _Toc17110420]Separation of the roles of the chairman and the CEO
The exact extent of powers of the chairman vary from company to company as those powers are primarily governed by the by-laws (also referred to as the articles of association). It goes beyond the scope of this study to provide an extensive framework on the differences between EU-jurisdictions in relation to the role a chairman plays within the board of directors. However it is important to consider that, although the power to appoint a board member primarily resides with the general meeting of shareholders, the chairman potentially holds some control over which persons are put forward as candidates. More importantly, he may also retain control over the process wherein the board appoints the CEO.   
It is not uncommon in Anglo-American jurisdictions (including the United Kingdom) that the role of the CEO and Chairman are vested into a single person. Obviously, the a ‘dualistic’ CEO is diagnolly opposed to the idea of segregation of powers within the corporate governance framework. Hambrick and d’Aveni (1992) argue that CEO duality is typical feature of dominant CEO behavior and may induce opportunistic behavior. What is more, other directors may be less able to scrutinize CEOs who also take seat as a chairman within the board (Jensen, 1993). 
However, other authors also see merit in abandoning the segregation of powers. They argue that, a strong position of the Chairman and his possession of insider knowledge on executive management in his capacity as CEO, reduces the costs related to the transmission of insider knowledge from executive to non-executive directors. Also, reconvening the roles of the CEO and Chairman into a single person expedites decision-processes within the board of directors (Donaldson & Davis, 1991). Speed and efficiency may be of vital importance when a firm is facing immediate financial problems or balances on the brink of corporate bankruptcy. 
Again, the question comes down to a cost-benefit consideration. In line with the previous hypothesis on the proportion of insider directors, this study argues that the monitorial role of the board of directors is restricted if dominant CEOs also take seat as chairman in the board of directors. Hence, an inverse relationship is expected between the presence of dualistic CEO and the probability of bankruptcy/ financial distress. Hence, this study incorporates an additional variable (CEO Independence) which represents a dichotomous variable equaling one if the CEO is independent from the board of directors and 0 if the function of the chairman and CEO are conferred upon a single (executive) director. However, the recent decades have shown that both corporate governance models are converging increasingly as many two-tier boards countries have introduced facultative one-tier board models (Winter, Wezeman and Schoonbrood 2017,  180-189). 

[bookmark: _Toc17110421]Proportion of independent and expert audit committee members
Although Fich and Slezak (2008) provide as goal for corporate governance the soundness of financial statements, they did not incorporate any variable in their framework on the corporate governance body which directly supervises the soundness of those financial statements: the audit committee. The main task of the audit committee is to scrutinize the financial statements for its decision-usefulness and reliability. The rationale behind this task is to offer protection to creditors and shareholders against misconduct or insider trading by management (Levitt, 1998). Audit committees potentially also discover abnormal accrual accounting techniques that may cover financial failure. Coming back to the accounting scandals within Enron and WorldOnline, effective monitoring of the accounting policies and controls remains vital. In other words, audit committees are expected to guarantee the usefulness and reliability of account data as predictors for bankruptcy or financial distress. 
In support of this argument, previous research provides ample evidence that more independent audit committees are associated with lower abnormal accruals and lesser extensive earnings management accounting techniques (Bédart, Chtourou & Courteau, 2004; Carcello and Neil, 2003; Klein, 2002). Also, Poretti, Schatt and Bruynseels (2018) argue that the share of independent members on the audit committee forms an significant mediator within the positive relationship between announcements of earnings and stock-market reactions. Hence, an audit committee is not only associated with stronger corporate governance, but also with more superior financial performance. They provide as explanation that management is incentivized to provide more material earnings announcements contain when such announcements are carefully scrutinized by independent audit committees. In a similar fashion, one would expect that a larger proportion of independent members on the audit committee is negatively associated with the probability that a firm goes bankrupt or becomes financially distressed. 
However, this study also argues that independent non-executive directors have to possess sufficient financial expertise to fulfill their monitorial task. Previous research provides evidence that financial experts on audit committees are associated with a higher degree of earnings quality. The main reason behind this is that financial experts have a more advanced understanding of accounting techniques and control systems. Hence, they have a better insight in the financial reporting process that underlies the financial statements drafted by management. Lastly, audit committees also have an advisory function towards executive management. Hence, it is argued that expert audit committees are more likely to offer constructive criticism (rather than mere skepticism) to management. 
Firstly, BoardEx contains information of the number of non-executive directors with no affiliations to the company (Independent NEDs) present on the audit committee. BoardEx also contains data on the amount of audit committee members who have ‘functional expertise’ in relation to the role they are currently fulfilling. This function expertise is defined by BoardEx as past experience with functions closely related to the audit committee. This study assumes that functional experience equals financial expertise. 
Many researchers have incorporated an audit committee (AUDITCOM) variable which equals 1, if the audit committee is entirely composed of independent directors, and 0 if otherwise. In short, this study builds further on this variable by assessing whether the committee member is considered to be an ‘independent’ director and possesses financial expertise (e.g. holds relevant qualifications, previous experience as chief financial officer, etcetera). In short, previous research has found an effect of the presence of an audit committee with independent and expert members on the earnings quality (Agrawal and Chadha, 2005). In a similar fashion, this study argues that only the proportion of independent and expert audit committee members is relevant for the reduction of the probability of bankruptcy and financial distress.
Hypothesis 3c: The proportion of independent and expert audit committee members is expected to be negatively associated with the probability of bankruptcy/ financial distress. 

[bookmark: _Toc17110422]Ownership structure & shareholder monitoring
Incentives between management and shareholders become even more unaligned when financial distress is imminent. Hence, conflicts of interests are likely to be even more severe when the company is under significant financial duress (Donkers et al., 2009). In that respect, it is important to consider that management represents different classes of claimants each having various types of priorities when a firm goes into liquidation proceedings. Shareholders are the last to receive on their claim when the company is declared bankrupt. When managers are more incentivized to please other classes of claimants or engage in opportunistic behavior (self-dealing), major shareholders may be particularly concerned with monitoring management (Claessens et al., 2002). The parameters within the nexus of incentives of management during their strategic-decision making process is partially determined by the division of capital in the form among creditors and shareholders. However, more importantly, it is important to consider to what extent shareholders are able to launch effective monitoring strategies which incentive managers to align their own interests with those of the shareholder. 
The first perspective which is important for ownership structure is the degree of concentration. Jensen (1993) hypothesizes that large shareholders holding large stakes in the firm are particularly incentivized to invest in private contract monitoring mechanisms countering management opportunistic behavior. Such monitorial behavior may prevent management from behaving opportunistically in a sub-optimal manner (Donkers et al., 2009). Private contracting and monitoring structures may also reduce the information asymmetries existing between shareholders and management. However, such active monitoring behavior is likely to be too costly for individual small shareholders. In that case, the costs they incur to monitor management are not likely to outweigh the benefits (Shleifer and Vishny, 1986). In short, shareholder activism has more potency and is more likely to occur when shares are concentrated into the hands of few. 
However, other authors (La Porta et al., 2000) also argue that large shareholders may put their own interests before that of the minority shareholders. Barclay and Holderness (1989) found evidence that often the private benefits for institutional shareholders do not accrue to the wealth of the minority shareholderIn other words, major shareholders become insiders and thus engage in the same opportunistic behavior in the form of expropriation of shareholder value at the expense of minority shareholders (Lee & Yeh, 2004). In short, it can be argued that equity markets are prepared to offer less liquidity to firms when the level of concentration within that firm is high; thusly, concentration would be positively associated with the probability of bankruptcy/ financial distress.  
Hypothesis 3d: 
A larger concentration of shareholders is expected to be negatively associated with the probability that a given firm becomes financially distressed or goes bankrupt. 

The second perspective of ownership concerns the proportion of concentrated blocks of shares held by financial institutions. Arbel et al (1983) were the first to find that institutional investors have a particular appetite for firms whose equities trade frequently and in big volume. In other words, there might be a considerable correlation between the size of the firm and the presence of institutional shareholders. Elloumi and Gueyié (2001) argue that institutional shareholders take a more long-term perspective on the survivalistic capabilities of the firm. Such a long-term approach to strategic-decision making combined with shareholder activism by institutional shareholders, may decrease the probability that managers take a too narrow decision-horizon. Daily and Dalton (1994) found evidence that institutional investors may be more efficient in exerting pressure on management than a dispersed pattern within shareholder ownership. Hence, he found a negative relationship between outside block holdings and the probability of bankruptcy. 
Although institutional investors have more resources at hand to monitor management, they may also be more reluctant to assume the private costs related to monitoring, when free-riding problems are present (Shleifer and Vishny, 1986). Institutional shareholders might also be reluctant to engage in monitoring, when institutional shareholders have other relationships with the business in the form of credit lines, they may also be more reluctant to monitor aggressively (Gillan and Starks, 2000). And if institutional shareholders are incentivized to monitor, it is not clear whether management will not take steps to fool institutional shareholders. Rather, Firth et al. (2005) report that more intensive monitoring by institutional shareholders also incentivizes managers to employ more ‘covert’ techniques of earnings management. Lastly, assuming that institutional shareholders are able to effectively detect failing financial performance, they may not have the insider information nor the expertise to adequately advice management on which steps to take to turn-around the business for the better (Gillan and Starks, 2000).
Hypothesis 3e:
A larger percentage of block-holdings held by institutions is expected to be negatively associated with the probability that a given firm becomes financially distressed or goes bankrupt.

A third perspective on ownership relates to the degree of insider ownership within the company. This study reviews whether shareholders who have a current or previous affiliation with the company, are more reluctant, yet more capable of monitoring management. Parker et al. find an inverse relationship between blocks of shares hold by insiders and the probability of financial distress. They offer as explanation that insider-ownership appears to align incentives of management to see through periods of distress and recover the firm’s operations. Following Parker, this study would observe a negative correlation with probability of bankruptcy or financial distress for both concentration of shareholders and insider ownership.
However, insider ownership may also cause inertia among those shareholders who have affiliations with management. In other words, insider-ownership may also induce opportunistic behavior, if a significant proportion of shareholders (e.g. managers, employees, family members) remain under the control of management. 
Hypothesis 3f:
A larger percentage of block-holdings held by insiders (or previous insiders) is expected to be positively associated with the probability that a firm becomes financially distressed or goes bankrupt.
ORBIS has data on the identity, type and percentage of shares held by shareholders. The INSTITUTION-variable measures the cumulative percentage of common shares held by shareholders with more than 3 percent and are considered to be (part of a group of) financial institution. Governments, trusts and other companies that typically hold shares for ‘mere’ speculation are excluded from the institution-selection. Shares held by institutions on trust for an institution’s clients (speculation) are generally not used as ‘controlling interests’ and are thusly excluded from institutional ownership. Moreover, family and employee stock holding trusts are excluded, because those legal entities are potentially under the control of management. 
ORBIS also contains data on which shareholders have current or previous affiliations with management in the company. To construct a proxy for insider ownership, this study constructs an INSIDER-variable which captures the portions of shares larger than 3 percent owned by insiders currently or previously affiliated with the company. 





3. [bookmark: _Toc17110423]Methodology 
3.1. [bookmark: _Toc17110424]Statistical regression: creating the benchmark
In the previous section, this study already reviewed the presence multiple statistical techniques used to predict bankruptcy. This study proposes to use logit and probit models (Ohlson, 1980; Zmijewski, 1984) as benchmark models to review the performance of machine learning models. Both regression techniques have in common that they use sigmoidal functions to fit a regression for a dichotomous variable representing a binary output. In principle, a sigmoidal function re-defines the relationship between the dependent and independent variables to the probability that a given observation is categorized into one of the alternative categories. Up to so far, logistic regression and machine learning describe the relationship in a similar fashion. The main difference between logistic and machine learning models lies in the manner wherein a model estimates the parameters influencing the probability that a given observation belongs to a certain class. Statistical regression uses either OLS or Maximum Likelihood to calculate parameters, that directly impact the probability that a given firm is categorized as either bankrupt/ distressed or healthy. Within the process of ‘deep learning’ in Neural Networks (and other machine learning techniques) such the impact (or parameters) of each variable on the probabilities cannot directly be derived. The complex structure of  the network, composed of multiple layer consisting of numerous nodes each connected with some form of activation function. In such a complex structure, only an indirect relationship exists between input and output variables; no parameters can directly be estimated. 

3.1.1. [bookmark: _Toc17110425]Logit and probit regression 
The logit regression (also used by Ohlson, 1980) contains a conditional probability model which uses maximum log-likelihood technique to estimate the probability of bankruptcy under the assumption of a distribution normalized through a logistic term (Jackson and Wood, 2013; Hastie et al., 2017). The main aim of the model is to calculate the best-fitting linear combination of one or more independent variables to predict bankruptcy probabilities. When expressed in logit form, the model can be specified as a linear function of the company’s financial, market, macro-economic and corporate governance variables:

where  represents the probability that the firm is healthy,  represents the intercept of the model (constant),  represents the accounting, market and macro-economic variables, and  represents the estimated parameters for each input variable. The bankruptcy/ financially distressed class is assigned a 1, ‘healthy’ companies are assigned a 0. 
Subsequently, the parameters are estimated using Maximum Likelihood Estimation (MLE) by using the mean and variance of each parameter to find the most likely parametric values that make the observed results the most probable given a model that is normally distributed. Consequently, a major important assumption under logistic regression is that all given observations are normally distributed. Partially, outliers in terms of total assets or market capitalization have been re-scaled by transforming both variables in a log-function. However, some of the other variables still contain outlier-values. Henceforth, this study used Mahalonobis’ distance (comparable to Cook’s D in the context of OLS-regression) to detect outlier values to facilitate a better fitting of the regression on the data. 
Although cleaning the data-set from outliers increased the logistic regression’s ability to explain the variance (pseudo R-squared), one should be careful when removing outliers in the context of bankruptcy and financial distress prediction. It is probable that bankrupt and financially distressed firms have, by definition, a higher Mahalanobis’ distance. After all, abnormal financial health, macro-economic or quality of corporate governance may lead to corporate failure. Although the suggested threshold leaves ample outliers in place for robust testing, outlier biases is one of the main drawbacks of using orthodox statistical regression techniques when predicting financial distress/ bankruptcy. Hence, outlier-deletion is only applied in order to obtain non-biased parameters. This study omits deletion of outliers in the context of machine learning. 
Another major drawback of using logistic regression relates to the problem multicollinearity. Before conducting a regression analysis, it is important to review the degree of correlation between the independent variables. In particular logistic regression models containing a dichotomous variable may be prone to poor estimation due to multi-collinearity (Hassan, Zainuddin and Nordin, 2017; Hensher and Jones, 2007). This study implements a custom-made algorithm, which estimates the Variance Inflation Factor for each variable and drops the influencing variables accordingly. Generally, a VIF between 5 and 10 indicates a high correlation and should be looked into. Variables associated with a VIF exceeding a threshold of 10 are considered to be poor estimators due to multi-collinearity. As this study’s data-set is quite extensive and contains many variables it has the luxury (but also the necessity) to implement a threshold of 5. 
The last limitation of logistic regression is that a un-biased model requires a high sample proportion (n > 500). Considering that bankruptcy data is scarce, there are considerable limitations to the results provided by previous results. This problem is less relevant for the financial distress data set as it is quite sizeable. The great advantage of machine learning models is that small test data-sets are sufficient to test a model’s accuracy. Yet, we still need sufficient data to train the model. The next paragraphs discuss some data-processing techniques that ensure as much data is retained after adjusting for severe missing values within the training data-set.  

3.2. [bookmark: _Toc17110426]Machine learning
Machine learning offers more sophisticated methods to recognize patterns in the data.  As discussed previously, machine learning models are less prone to the statistical limitations reviewed in the previous section. This study visits three types of machine learning models: neural networks, random forest classifiers and ensemble-models (e.g. Bagging and Boosting Classifiers). This study argues that the latter type of models are more ‘stable’ as the advantages of scaling prediction parameters (or smoothing out prediction error) eventually leads to overall-voting based on the most important features in the data-set. 
In the context of bankruptcy prediction, Barboza, Kimura and Altman (2017) compared machine learning models (including Random Forest Classifiers and Neural Networks) with the prediction metrics of Altman-Z models and logistic regression models. Their set of variables contained a mixed composition of both accounting and market variables. Moreover, the compared several configurations of the neural network with other types of machine learning models including the Random Forest Classifier and the Balanced-Bagging model (containing a mix of different classification algorithms). Their results showed that all machine learning models significantly outperformed the more orthodox models in terms of overall accuracy ratings. 

3.2.1. [bookmark: _Toc17110427]Neural networks 
A striking analogy of a neural network is the comparison with the biological mechanics underlying the processing of information in the human brain (Hertz, Krogh and Palmer, 1991). A blue-print neural-network contains nodes which are situated in different (hidden) layers. All layers are connected through synapses representing by a weight (or activation) sigmoidal function assigning a probability zero or one. The network may increase in complexity as the number of hidden layers between the input layer and output layer increases. Neural networks are trained using the backpropagation algorithm and are subsequently tested through an out-of-training set sample to assess the generalizability of the model. 
Odom and Sharda (1990) were the first to apply machine learning and neural-networks to the creation of multi-layer perceptron, which processed a range of accounting data to predict the probability of bankruptcy. Their results – at first sight – did not yield significant differences in terms of overall accuracy, precision or recall. Wilson and Sharda (1994) compared the accuracy of an Altman-Z model with the performance of their (simplistic) Neural Network. Their model did not incorporate an extensive amount of variables; rather, it exactly copied the variables used by Altman.
[image: ]
Figure 1: A typical NN Model for bankruptcy prediction (Wilson and Sharda, 1994)

Figure 1 only provides a very basic representation of a one-layered neural network. Although such a network is likely to slightly outperform logistic regression. It can hardly be said to form a ‘deep learning’ process. Rather, more sizeable networks with multiple hidden layers need to be created to truly model non-linear variance within the test data. In support of this line of enquiry, Zhang et al. (1999) found that neural networks have a higher performance than logistic regression for large training samples, which were unbalanced. He attributes his superior results to the fact that he added more layers to the network. This finding is also supported by this study’s own preliminary findings disclosed in Appendix 3. 
Constructing a neural network firstly requires the definition of the structure of the network. A neural network consists of multiple layers consisting of neurons, which are connected through synapses. Mathematically, in essence each connection between two neurons can be formulated in a basic equation containing three components:

where  represents the value of the previous node,  represents a weight which is adjusted by means of back-propagation,  represents the bias of that specific connection. The main relevance of the bias assure that, upon initialization of the training process, the network is randomized sufficiently for the network to recognize patterns. 
When computing class-predictions, the feed-forward process in the network can be represented in the following matrix::

where the structure of the network contains  weights assigned to  neurons in the input-layer. Note that for each neuron, an activation function is applied across the entire matrix to confine the value of that neuron between the conditions typical to that shape of the function. Subsequently, it is important to choose the format of the activation function for each given node. The activation function may have multiple mathematical restrictions. For example, sigmoidal functions confine the value for each node between 0 and 1:

Thusly, when applying matrix-multiplication and the activation function to the product of that multiplication-function, the value of single neuron in the subsequent layer is defined as follows:
 + 
The same equation applies for every  -th neuron in the -th layer. In essence, the value of one node depends on the activations functions of all previous nodes in the previous layer. In computer science, such a process involves matrix multiplication of all weights and biases for all connections between the nodes in the previous layer and the neuron in the next neuron. 

3.2.1.1. The cost-function: the heart of the feedback for learning
Up to now, we have considered the structure of the network, and how that network may feed forward data through the nodes and layers using activation functions. However, before the neurons can be updated, it is important to consider how the network derives feedback. In essence, the feedback we want to obtain is the difference between the predicted class-identity and the true class-identity. The neural network in this study uses a quadratic cost-function, containing multiple minimum points. For the sake of brevity, the cost-function is represented in its squared form:

where  represents the total number of training observations;  represents a vector of input variables;  represents a vector containing class-labels on the true identity of a given observation in the training-set; and,  denotes a vector of activations in the subsequent -th layer, when  is the input in the previous layer. The result of this function is a parabolic loss (or cost function) which can be optimized by calculating the negative gradient the cost-function. 
However, in reality, cost-functions are rarely parabolic in shape. Rather, the cubic function implicates that multiple local minimum-points exist in the cost-function. What is more, the model contains multiple variables, meaning that the cost-function must be plotted on a multi-dimensional hyperplane. In essence, the goal of back-propagation is to find the gradient of the steepest ascent within this multi-dimension hyperplane. Intuitively, solving for the gradient of the steepest descent on the cost-function sets the most efficient step to a local minimum point.  



3.2.1.2. Back-propagation & Adam-optimization
Back-propagation forms the heart of the learning-loop in the neural network. The main object of the back-propagation algorithm is to fine tune the weights connecting each neuron in each layer. Back-propagation is a method of calculating the overall negative gradient for the cost-function throughout the layers of networks. In essence, the backpropagation algorithm can be mathematically broken down to chain-rule multiplication of derivatives.
Let us dive a little bit deeper in the underlying calculus of backpropagation. For the sake of brevity, consider a very simplistic network consisting of four layers each containing only one neuron. Hence, the quadratic cost-function of that network can be defined as follows:

Note that in this network each subsequent neuron is dependent on three main factors: a value fed through the network by the previous neuron ; the weight ; and, the bias . Computationally it is more efficient to use a super-script for the entire activation function between the neuron the  and 

Let us now consider the situation wherein the simplistic network is fed a single training sample, namely . The simplified setting allows to more efficiently formulate the derivative  of the impact on the weight between the neuron in previous layer and the neuron in the subsequent layer. In that case, we formulate the derivative of the cost function:

where  represents a ratio of change in  to the change in ;  represents a ratio of change in  to the change in ; and,  represents a ratio of change in  to the change . In short, the chain-multiplication rule allows us to measure a change within the components of  to the cost-function for each layer. Similarly, the chain-rule can be applied to compute the sensitivity of the cost-function to the bias () and the value in the previous neuron ():


When conducting some basic algebra and calculus, one can quickly observe the mechanics underlying backpropagation:



Up to now, I have represented a singular network to reduce the complexity of the mathematical equations underlying back-propagation. Let us now take the analysis one step further by considering a more complex network consisting multiple layers containing multiple neurons. Because, the network is no longer a singular feed-forward process; one needs to consider the following notation. The super-script of the activation function can be defined:

where the sub-script  represents the output layer (or subsequent layer) and  represents the previous layer. Hence,  represents the weight between the weight impacting the contribution of the neuron’s activation’s function fed forward through the network. The value of the output-neuron’s activation-function is then denoted as follows:

Subsequently, to provide feedback to the network, the backpropagation-algorithm measures the square of the difference between the last output activations () and the desired output (the true identity of the observation; ). Again, the quadratic cost-function can be defined as follows:

where  is either 1 or zero (binary classification); and,  represents the layer in the network. Applying the chain-multiplication rule, we can measure the sensitivity of all the weights between the -th neuron in layer  (input layer), and, the -th in layer  (output layer):


In essence, I have now shown how the gradient of the cost-function is calculated and back-propagated through the network. The next step is to find the most optimal point on the cubic or quadratic loss-curve. When multiple variables are used, this loss-curve can be thought of as dimensional hyperplane. 
The last component of the network consists of an algorithm computing the gradient of the steepest descent in the cost-function after each training iteration. The subsequently presented graphs, show that – when using a quadratic cost-function – the gradient decreases in steepness as the minimum point reaches. Unfortunately, the data used in this study does not yield a quadratic, but a cubic cost-function. Consequently, not one but multiple local minima exist on the cost-curve. The complexity has two problems. Firstly, we can never assume that an absolute minimum has been reached on the cost-function. This means that it is unlikely that – when using step-wise gradient descent – it is unlikely that two neural networks are the same (even though they are trained on the same data-set). Secondly, calculating the gradient and updating the weights accordingly by the same increment often results in over-shooting on the cost-curve. 
Show do we forestall over-shooting in the cost-function? The learning rate represents the rate at which the weights in the network are updated. For example, if the gradient for a specific weight solves for a weight error of -0.5, a learning rate of 0.1 results in a weight update of -0.05. Note that the rate of change is stationary; in other words, over-shooting is less severe but it may still occur when the gradient narrows the local minimum. Hence, the researcher using neural network needs to carefully think about the magnitude of the learning rate. Small learning rates converge slow, but too large learning rates induces over-shooting. 
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Hence, the computation needs some additional penalty for closing in on a minimum point. This exactly were the ADAM-optimizer truly shines as the newest –generation algorithm. ADAM does not only embody an algorithm for automatic first-order derivative computation of the gradient, it also dynamically updates the rate at which weights and biases in the network are updated. Kingma and Ba (2015) were the first to observe its benefits for back-propagation in the context of neural network training. Their results were two-fold.
In essence, the algorithm continually calculates the moving averages of the gradient () for the cost-function. At each step, the algorithm updates the hyper-parameters influencing learning rate. Graphically speaking, the ADAM-optimizer effectuates large steps navigating towards the absolute or minimum points on the cost-function. As the moving average of the gradient () decreases, the algorithm exponentially decays the learning rate as it iterates through the training process. 
The main benefit of the ADAM-optimizer is that it dynamically updates the learning-rate per processed mini-batch thereby reducing the chance of over-shooting. A second side-benefit was that the algorithm consistently found lower local minimum points after multiple training iterations. In other words, at each training iteration, the algorithm is consistently updating learning-rates in order to find even lower local minimum points on the cost-function.  


3.2.2. [bookmark: _Toc17110428]Random Forest Classifiers
Breiman (2001) compared a Random Forest Classifier (RFC) to neural networks. Random forest classifiers are computationally efficient, and, therefore, take much less time to train. Breiman’s results show that for some data-sets the RFC-model outperformed the prediction metrics given for multiple configurations of the neural network
3.2.2.1. Decision trees
When visualizing Random Forests it is helpful to think of the algorithm as a forest containing many decision-trees, voting on how the class of a batch of observations should be predicted (Breiman, 2001). Hence, it is important to briefly consider the mathematics underlying decision trees itself. 
Unlike neural networks, decision-trees are generated as a top-down algorithm with only singular connections between each node. As our classification problem is binary of nature, at each parent, the decision-tree splits the sub-sample data into two ‘child’ nodes. Consider a dth dimensional plot, whereon observations are represented mathematically as a vector of  variables (or features):

where  represents a vector for the first input observation,  represents the variables used in each combination at the split;  codes the true identity of the observation (either 1 or 0). A decision-tree may then graphically split the highly dimensional data using multiple combinations of variables into two nodes:

Hence, the decision-tree splits the graphical space of the high-dimensional plot into two new nodes. At each split, the network learns from the previous node’s ability to constrain the partitioning of data by calculating the purity of each node. That is, the purer the node, the better the prediction of  for all training samples. After the first-order split, the tree may grow new nodes until the training-data is maximally segregated in separate nodes. 
In order for the decision-tree to optimize, it is important to provide feedback to the decision-tree algorithm which step it needs to take to efficiently partition the data. Entropy measures the degree of disbalance between the class identity forwarded to a specific node in the decision-tree. In other words, Entropy makes an interference about how well the parent node’s constraint partitioned classes. If a data set D contains examples from c classes, the Entropy function can be defined as follows:

where  represents the Entropy for a specific sub-sample in a specific node in the decision-tree, and  represents the class which is most frequent present within the node’s sub-sample. The value of entropy is restricted in the interval between 0 and 1; the higher a nodes entropy-value, the lower its degree of purity. Hence, if we were to re-write the formula by assuming that a node’s sub-sample  consists of 1 healthy and 9 bankrupt companies. A specific node’s entropy could be calculated as follows:
  
As observable, the Entropy-value for that specific node close to 0, meaning that the node’s partition rule is efficient at segregating the data. Now that the decision-tree has its feedback on how well it partitioned the binary classes in different nodes. It is important, for the decision-tree to learn the rate of change in impurity as the parent nodes split into child nodes. In order to calculate the rate in change of purity, an information gain function needs to be computed:

where  represents the cross-entropy value for the In short, information gain represents the difference between the entropy-value of the parent node and the weighted average of the entropy’s value of children nodes. Consider, for example a simplistic tree wherein the data is firstly separated on the variable ‘liquidity ratio’. At the top of tree, the node partitions data according to the condition. After the data is processed in this node, a second child-note partitions the data based on board-size:
 
 
Assume that in the first split the sub-sample contains 20 samples. After splitting, within the board size left child node, the sub-sample contains 15 samples (10 bankrupt and 5 healthy). Applying the second condition, the left child node contains only 8 samples whereof 7 are healthy and 1 is bankrupt. We can then calculate the following Entropy-values:
  
   

Subsequently, we can subtract the weighted average from  and  from  to compute the information gain:


How does this fit in the algorithm? Note that at each iteration of training, the decision-tree attempts to pass a vector of paired values (one independent and dependent variable). The algorithm uses the information gain formula to choose the most optimal pair for the next split. Hence, a tree might be generated with some variables, which were left out of the equation. Unlike neural networks, not all values are directly passed through the tree. Rather, pairs of variables may play only a role further down the network. 
Note that a single decision-tree is very prone to overfitting. Although the training-data is classified efficiently according to optimized constraints at each node; there is no guarantee that those same conditions efficiently partition the test data-set. Hence, some element of randomization is needed to penalize the decision-trees for their over-emphasized training on the training-set: enter random forest classifiers. 

3.2.2.2. The random forest algorithm
In essence, the random forest algorithm provides a bootstrap ensemble method consisting of multiple decision trees. Bootstrapping entails sub-sampling the overall data-set, and training the estimator on that data-set. The main advantage of bootstrapping is that it allows to re-use observations more than once, thereby training a model on different combinations of observations.
After the generation of multiple trees, the entire forest uses majority voting to make predictions on the class-identity of each observation in the data-set. The generation of each random forest algorithm can be represented in the following pseudo-code:
1. For  to :
a. Draw a bootstrap sample  of size  from the overall training data-set (D)
b. Grow a random forest decision-tree  to the bootstrapped data, by recursively repeating the following steps for each terminal node of the tree, until the minimum node size  is reached.
i. Select  variables at random from the  variables.
ii. Pick the best variable split-point among the possible combinations of 
iii. Split the node into two subsequent (daughter) nodes
2. Output the ensemble of trees .
In general, the more trees that are grown in the ‘forest’ the higher the performance of the model on the examined prediction metrics (Ho, 1995). The main advantage of using the Random Forest Classifiers reduced the chance that the model over fits the parameters while maintaining the ability to handle large amounts of data. However, the main drawback of using the model is that it hardly allows us to make an interference on the exact parameters that influence the input variables. Consequently, the RFC-model does offer the possibility to analyze the causality between the dependent and the independent variables. 
In summary, the RFC-model offers an ensemble machine learning classification model generates multiple decision-trees that vote on the class identity of a given observation. The model uses an aggregation of the decision-trees’ majority vote on the class identity for a batch of observations. 

3.2.3. [bookmark: _Toc17110429]Bagging and Boosting to address solve ‘black-box’ variance
This study proposes to use Bagging and Boosting Classifiers to enhance the predictive results of Neural Networks and Random Forest Classifiers. Also, this study argues that Bagging and Boosting improves feature ‘stability’ thereby guaranteeing that the model is not ‘over-fitted’ to the training data-set. The latter is especially important considering that the results need to be generalizable. 
Bagging involves bootstrap aggregating which entails the estimation of multiple base estimators (i.e. decision-trees and neural networks). These estimators are fitted by using randomly generated sub-sets from the overall data-set (‘the bags’). Note that one advantage of the generation of these ‘bags’ is that one observation may be used more than once in different combinations with other observations. After generating the bags, the class-identity of each observation in a bag is estimated by a base-estimator (e.g. neural networks or random forest classifiers). After estimation, the mean parameters of each model are extracted from the bags and a single testing phase is initiated to vote on the class-identity of each observation in that data-set.
The advantages of Bagging classifiers may be summed in the rule of thumb which dictates that one estimator may be improved by combining estimators of many. Another important contribution of Bagging classifiers is that they prevent that the averaged-out model is over-fitted to the training set. This improvement may be attributed to the fact that the bagging classifiers uses bootstrap aggregating, thereby randomizing the training set over multiple iterations (Barboza, Kimura and Altman, 2017). 
Unlike Bagging classifiers, Boosting classifiers does not create completely randomized data-sets. Rather, the boosting classifiers only ‘partially’ randomizes the data-set up to the proportion of the previously perfectly classified samples within the training set. In other words, the boosting algorithm contains two training phases. Firstly, the model trains a randomized data-set. Subsequently, the algorithm selects the observations in the training data-set, which have been misclassified. In other words, the boosting classifier memorizes the unexplained variance and, thusly, forces to ‘over-fit’ on the ‘black-box’ variance. However, this effect of ‘over-fitting’ the unexplained variance is smoothed out by randomizing the correctly classified data-points in the generated sub-set (Breiman, 1996). 
When do we use bagging and boosting algorithms? First indication that a bagging or boosting algorithm is needed, is when a single base estimator ‘overfits’. Typically, overfitting occurs when a test data-set quickly converges to a zero cost-function, but the classification-error in relation to the test data-set remains poor.  In summary, bagging and boosting classifiers both enjoy the benefits of the statistical rule maintaining that many estimators provide stable results. However, stable results do not necessarily indicate significantly better results. However, the main aim of this study is not to promote the reliability of machine learning models, not merely to promote its predictive qualities.


The next table briefly refers to some hyper-parameters. It is important to briefly consider the configurations of the hyper-parameters of each network as it describes the difference in level of sophistication when estimating the parameters for the training data-set. 
	Model
	Configurations

	Logistic Regression Classifier
	Stochastic gradient descent is used to correct for loss in the training sample. A maximum of 7 iterations is used to prevent over-fitting. 


	Neural Network Classifier
	Structure maximally consists of 4 layers; containing 18, 10, 6, 4 nodes respectively. The maximum of iterations is set on a threshold of 500. 

Early stopping is enabled to terminate the training process, if optimization is not improved for 10 epochs. Appendix 7.1 discloses the most optimal configurations for the network. 


	Random Forest Classifier
	Each decision-tree in the ‘forest’ is generated 1000 times. Subsequently, at maximum depth, each tree votes on the class-identity of a batch of training observations. The votes in the forest are aggregated, and a single probability is assigned to each observation. 


	Bagging Classifier
	The Bagging Classifier generates up to 1000 base estimators (either a Neural Network or Random Forest Classifier). Warm start is enabled to target non-addressed variance after training one base estimator.

Early stopping is enabled to terminate the training process, if optimization is not improved for 10 epochs. 


	AdaBoost Classifier 
	The AdaBoost Classifier generates up to 1000 base estimators (either Neural Network or Random Forest Classifier). The SAMME.R. algorithm is used to converge training data faster with fewer boost iterations. The AdaBoost Classifier does not require warm start as the very nature of the algorithm targets un-addressed variance in the model. 

Early stopping is enabled to terminate the training process, if optimization is not improved for 10 epochs.






3.2.4. [bookmark: _Toc17110430]How to deconstruct the ‘black-box’: feature importances within Machine Learning? 
As discussed previously, the lack of interpretability of machine learning models detriments their legitimacy as methods for economic research. Whereas logistic regression constructs a set of parameters describing a direct relationship between input and output, the relationship between features and predicted output probabilities remains obscure. However, at the same time, logistic regression underperforms in terms of both accuracy and discriminatory power. Hence, this study needs to extract the relative importance of each feature by finding the impact that feature has in relation to error between a firms’ predicted and actual class probability.  
Extracting feature importances from machine learning models entails a recursive process of eliminating features from the set of input features and estimating the impact of elimination on the cost function after one or more iterations (depending on the model’s configuration. In the context of Machine Learning, this study uses SHAP (Shapely Additive Explanations) values to assign a relative importance for the data-sets for 1, 2 and 3 years prior to the occurrence of bankruptcy or financial distress. Although many other feature importance measures exist (e.g. Lasso, LIME, and DeepLIFT). 
Lundberg and Lee (2017) have recently provided evidence that the SHAP-program is the best suitor for an unified measure for the relative impact of each feature. Not only did they discover that their method was model-agnostic (meaning that performance was stable across all types of machine learning models), their algorithm was also considered to be more accurate as it provides a feature importance per observation. The latter is particularly important as it allows us to put particular emphasis on the minority class consisting of financially distressed or bankrupt firms. It would be to extensive to disclose the individual SHAP-values. Rather, the results disclosed in chapter five represent the mean SHAP-value for relative feature importances within the bankruptcy or financial distress class. What is more, as calculating SHAP-values requires a lot of computing power, the relative feature importances were only extracted in the context of the bagged classifiers. The previous results showed that bagged classifiers are more stable in terms of overall accuracy than un-bagged classifiers. The underlying rationale is that this study intents to make an overall interference on whether corporate governance variables have superior pattern-recognizing capabilities over financial-variables. 
3.3. [bookmark: _Toc17110431]Data collection, processing and balancing	
This study collected financial data through Bureau van Dijk ORBIS and obtained governance data through BoardEx. Additionally, macro-economic data for each country in the data-set was obtained through the OECD database. The data was primarily matched based on ISIN- and ISO-codes. The training and testing set are constructed from a dataset containing data on companies established within the European Union. The time period covered the years following the credit crisis in 2008 up to the year 2018. Only publicly listed companies were included in the data-sample. After data-collection, the data was transformed into three separate data-sets for an estimation window up to three years prior to either the satisfaction of the requirements of the definition of financial distress, or, the filing for bankruptcy proceedings. 
From the overall data-set a training and testing data-set is randomly split and retained when comparing each machine learning model Training data forms the core of the process of optimizing the machine learning classifiers. Several data-science techniques are discussed that help improve the training and fitting process. Think of this process as almost a pedagogical process wherein some artificial measures are used to enhance the data’s process-ability. However, the main test must be unbiased, and therefore, each data-processing technique must not contaminate the test data-set (also commonly referred to in statistics as the control sample). 
Within this study two conflicting objectives were present during data-processing. On one hand, we want to balance the data-set to allow machine learning to recognize patterns within each class as effectively as possible. However, data balancing may also result in loss of data, when the majority class is under sampled. Machine learning models need both a training and testing data-set containing more than 100 observations. Too small samples may induce either restrict the training process or detriment the generalizability of the test-set. 

3.3.1 [bookmark: _Toc17110432]Data-preprocessing: missing values, splitting and normalization
Missing values have a significant effect on the accuracy results during the training process. Dropping observations which consistently lack data, but yet have useful data on other features, may induce biases. Consequently, this study explores several imputation-techniques for replacing or filling the missing data. The first imputation technique that is used is basic-imputation of the mean of the entire range of observations in a particular data-set. The second imputation strategy employed is the k-nearest neighbor technique. 
After imputation of missing values, the data is split into separate training and testing data sets. The main rationale behind this technique is to separate a proportion of the data for validation whether the model is generalizable and reproducible after it is trained. Using Sklearn’s train-test split function, a ratio of 0.30 is retained to construct an ‘out of the bag’ test sample for the purposes of validation.
Both machine learning and logistic regression models are more likely to yield higher prediction metrics when the training data is scaled to a single interval. Although the computations used in neural networks and logistic regression models both squeeze a specific value into interval between 0 and 1; normalization may still improve performance as the relative distance between outliers is retained. This may be particularly important in relation to abnormal financial-ratio values. In summary, pre-processing of the data through scaling, improves the ability of the network to make distinctions between the abnormal values (outliers) and the values that are closer to the interval between 0 and 1. 

3.3.2. [bookmark: _Toc17110433]Imbalanced data sets: dropping data vs. over-sampling techniques
This study already encountered the problem of class-imbalances in the context of logistic regression. Also class-imbalances within the training data set may induce the model to over-fit the model on the majority class. Such majority class over-fitting is visible when the model, during the testing phase, predicts a problem with statistical testing in relation to both financial distress and bankruptcy prediction is that the observations in those classes are generally considered to be outliers (Lenard, Alam and Madey, 1995; O’Leary, 1998). In principle, we want the data-set (the random sample) to closely resemble the real-world population. However, bankruptcy rates on average fluctuate between 1 and 2 percent of the total active companies.[footnoteRef:1] This would consequent that a representational data-set containing approximately 500 observations, would then only contain 5 to 10 bankrupt companies. In other words, data shortage machine learning algorithms to train and test sufficiently to derive any generalizable model. A similar problem was encountered in the financial distress data-set.  [1:  Global Bankruptcy Report 2017, p. 4 <https://dnb.ru/media/entry/56/217433_Global_Bankruptcy_Report_2017_9-20-17.pdf>.] 

Wilson and Sharda (1994) experimented with multiple datasets containing balanced and imbalanced class-distributions (50/50; 80/20 and 90/10). The authors find that the more the balanced dataset the better the predictive accuracy of the machine learning model. In support of the former, McKee and Greenstein (2000) find that sample distributions containing a 1 to 2 percent bankruptcy class yields really poor overall accuracy rates. The main reason behind this is that unbalanced training data simply disables the machine learning model from ‘recognizing’ the minority class during the testing phase. In line with previous studies, this research adopts multiple class balances to the test whether machine learning models retain their discriminatory power regardless of the class imbalances.
This study used two methodological techniques to deal with class imbalances. Firstly, this study attempted to drop a significant proportion of the majority class thereby reducing the class imbalance. Not only does randomly dropping observations result in significant loss of data and valuable information, it may also induce biases in relation to the ‘under-sampled’ majority class. Secondly, this study proposes to generate a balanced data set by applying a Synthetic Minority Over-sampling Technique (hereafter referred to as SMOTE). The minority class of financially distressed is over-sampled by taking each minority class observation in the training set of data and introducing synthetic observations along the line segments joining all of the k minority class nearest neighbors. The SMOTE-algorithm does this by calculating the difference between a given observation and its nearest neighbor in a similar class and generating a synthetic example by allocating a random parameter between 0 and 1 for each difference between the observation and its kth-nearest neighbor of the same class (Chawla et al., 2002). 
Zhou (2013) found the SMOTE-algorithm provided superior performance results in relation to all other currently known algorithms that combat under- and over-sampling in a binary classification problem. In short, the SMOTE-algorithm vectorizes numerious or gradients thereby formalizing a vector-matrix representing the borders of two binary class-clusters. Hence, when the data is clustered, the SMOTE-algorithm fills the class-cluster to equal proportions or custom-set proportions. This study visits this technique to balance the training data-set to allow the model to sufficiently recognize patterns within both classes. The test data-set is explicitly not subjected to the SMOTE-algorithm in order to prevent contamination of the validation data. Initially, in line with previous research (e.g. Altman, 1964; Ohlson, 1980; Zmijewski, 1984), the test data-set is balanced through under-sampling by equally matching the bankrupt or financially distressed companies to healthy companies. 
As a last note, matching bankrupt and non-bankrupt pairwise or regressed/ classified data-sets raises considerable caveats regarding the generalizability of each model (Breiman, 2001). One may even argue that the statistical rule, which maintains that data should reflect a random sample of the total population, violated when an outlier-class is overrepresented! For example, when credit institutions want to test their client-base on probability of distress or bankruptcy, they have no prior knowledge of the class-distribution within a specific set of firms. Although, the preliminary results indicate that the results for both logistic regression and machine learning models showed that balancing data-sets significantly improves accuracy scores and macro-AUC scores (discriminative power)[footnoteRef:2], one should be careful when interpreting these results.  [2:  Necessary to incorporate results in Annex? Many configurations have been tested!] 

Micro-average AUC-scores adjust for the class-imbalances and measures the discriminative power of the model to correctly classify a bankrupt/ distressed firm into the right category, while simultaneously omitting the error relating to the model’s inclination to overly misclassify the healthy firms to that bankruptcy class. Hence, the error that a healthy firm is classified as bankrupt is omitted, whereas special emphasis is given on the error that a bankrupt firm is classified as healthy. 


3.4. [bookmark: _Toc17110434]Overview of the financial control variables selection and their construction process 
	Variable
	Explanation

	Log(assets)
	The logarithm of the total assets of the firm (including fixed, current and other types of assets). The variable forms an accounting-based proxy for size of the company

	Log(marketcap)
	The logarithm of market capitalization represents the market value of a company’s outstanding shares. Hence, this variable represents an alternative market-based proxy for the size of the company.

	TL_TA
	Measures total liabilities over the company’s total asset-base. The variable forms a proxy for the capital structure of the firm; the degree of external finance used to operate the firm. 

	WC_TA
	Measures the proportion of working capital over the company’s total asset-base. Working capital represents the difference between a company’s current assets (including cash, accounts receivable and inventories) and the company’s current liabilities (e.g. accounts payable). Hence, working capital over total assets provides a measure of liquidity, but also operation efficiency. 

	CA_CL
	Measures the proportion of current assets over current liabilities. This financial ratio is another proxy for liquidity; it captures to what extent the current liabilities can be resolved through liquidation of the easily marketed assets (e.g. credit claims, cash or inventories). 

	FFO_TL
	Measures free funds from operations over total liabilities. This financial ratio measures the ability of the company to generate earnings with their total liabilities. Hence, it focuses on the structural ability of a firm to meet future (short-term) obligations. 

	NI_TA
	Measures net income over total assets. This ratio represents another profitability ratio (or also Return on Assets) but the big difference between net income and funds from operations is that the former accounting figure includes expenses related to non-material costs (e.g. depreciation). 

	NI_delta
	Measures the rate wherein net income increases over two consecutive years. In other words, this variable controls for the persistence of net income over a short period of time. Ohlson (1980) argues that such a proxy also indicates future growth potential of the firm and also controls for the current phase of growth the company is now situated in. The latter is of particular importance, as shareholders and creditors might cut companies with high growth potential more slack than companies who are in the stage of ‘stable’ growth. 
However, Deakin (1972) also forwards that firms with higher growth also have the tendency to raise more external finance. In that case, they may become more leveraged, ergo their probability of bankruptcy or financial distress rises. In other words, if these effects would off-set each other, we would expect to be an indeterminate relationship.

	OENEG
	Represents a dichotomous variable which equals 1 if total liabilities exceed total assets for two consecutive years, 0 if otherwise. Additional weight is put on the cases wherein a company is extremely leveraged. Or in other words, a 1 would indicate that the company is essentially insolvent; the assets no longer cover the total liabilities meaning that the company is owned more by external than internal financiers. As mentioned previously, leveraged firms may be characterized by a paradoxical relationship. On one hand, leveraged firms may have superior performance thereby reducing the probability of bankruptcy. On the other hand, (extremely leveraged firms may be more prone to bankruptcy. For example, creditors may be more tempted to prematurely pull the plug if their claim is not sufficiently backed by assets. 


3.5. [bookmark: _Toc17110435]The problem with overall accuracy rates across the majority and minority class: rooting out random chance and solving biases related to class imbalances. 
In order to compare the discriminative power of each model, ROC curves and AUC scores are used to make an interference on the ability of the model to correctly classify each observation in the test-sample into the right category (Véganzones and Séverin, 2018). Special emphasis should be put on the classification error-rate in relation to the financial distress and bankruptcy classes. Credit institutions are likely to be more concerned with errors related to predicting a firm belonging to the financially distressed or bankruptcy class as ‘healthy’ than vice versa. 
Before this study presents any results, it is necessary to make some brief comments on random chance. Let us briefly consider the example of a robot a tasked with the prediction on the outcome of flipping a coin. An intelligent robot would perceive the probability of that the outcome (heads or tails) to be equally distributed. Hence, the robot would distribute his predictions evenly, assuming that the distribution is normal. Of course, this prediction only holds true under the assumption that the coin is not flawed. But what if the coin was not flawed? (Which is absolutely the case when drawing the analogy with corporate failure prediction!) 
Assume that the coin is flawed in the sense its results chance distribution shifts from 50/50 to 60/40. That same ‘trained’ robot would still balance its predictions evenly, and would get most of the predictions right, and, thus acceptable accuracy rates. But can we truly say he is deducing any information from patterns in relation to the behavior of the flawed coin? Rather, his predictions are solely based on his best guess for random-chance. The main point of this short example is to illustrate that prediction research should not be merely interested in overall accuracy. Rather, it should be interest in the discriminative power of a model less the performance it would have under the prediction by random-chance: the AUC-score. 
Nevertheless, overall accuracy metrics provide a good first indication on the predictive quality of each model. For example, a model built upon an equally balanced training set, predicting under 50 percent of the samples right, can be considered as a poor predictor. In order to make an interference of the quality of the accuracy and precision of each model we use confusion matrixes. The matrix maps the ability of the model to correctly classify each observation in the test sample in the right category. The matrix pertains to the concepts of Type I and Type II errors in regular statistical testing. The Type-I error in statistical testing of bankruptcy prediction models occurs where the null hypothesis is rejected, whereas in truth it should have been accepted. Conversely, the Type-II error occurs if for a given observation the null-hypothesis is accepted where in truth it should have been rejected. 
[image: ]
Figure 2: Representation of the Confusion Matrix (source: Fawcett 2006). 
The precision rate of the model represents the proportion of the distressed or bankrupt companies that were correctly classified as bankrupt out of the total bankrupt companies within the test sample. In other words, the precision-rate of the model represents how well the model is trained to differentiate between actual and quasi-bankrupt companies. This latter category is measured in terms of the false positive rate (or false alarm rate), which measures the proportion of the incorrectly classified test-observations. From a practical perspective, the precision metric is less significant, because banks and credit institutions are more concerned with the risk that a firm is incorrectly classified as healthy when it was actually in imminent state of financial distress. 
Far more important is the distinction between the true positive and false negative rate, as the latter represents the failure of the model to correctly predict financial distress or bankruptcy. In other words, the true positive rate (or recall rate) represents the proportion of all the correctly classified test-observations in the network. In other words, the recall rate tells us how much of the bankrupt companies were correctly classified as financial distressed, whereas the false alarm rate measures the proportion of the companies that were classified wrongfully as financial distressed. Subsequently, I use a ROC-curve to plot both the true positive (on the y-axis) and false positive rate (on the x-axis):
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Figure 3: The ROC Curve (Source: Fawcett 2006)
The Receiver Operating Characteristic (or ROC) curve measures a model’s power to discriminate between classes less the influence of random-chance guessing. The AUC (Area Under the ROC Curve) score measures the proportion of the curve wherein the TP-rate exceeds the FP-rate. The AUC score provides an aggregate measure of performance across all possible classification thresholds. In that sense, the AUC-score represents the probability that the model ranks a random positive example more highly than a random negative example. 
As observable in the graph, point C represents a virtually random classification of the model, whereas point D represents a perfect classification of each bankrupt company. In summary, a better than random performing model would generates a ROC-curve on the left side of the plotted random diagonal with a high AUC-score. The further the ROC curve is plotted from the dashed diagonal, the better the ability of the model to classify a company in the right category. 
After plotting the ROC-curve, this study observes the Area Under the Curve (AUC) of the Receiver Operating Characteristic (ROC). If the ROC-curve would resemble the dashed line this score would equal 0.5, meaning that the model randomly predicts a given observation to fall within the positive category. In other words, the model does not have predictive quality; it merely, randomly assigns a firm to be bankrupt or non-bankrupt. Rather, in order for our model to be useful, the logistic regression and neural network must exceed the dashed line. If that is the case, the AUC score represents the probability that the model ranks a randomly chosen positive instance (bankrupt firm) higher than a randomly chosen negative instance (healthy firm) into the bankruptcy class (Zhou, 2013; Fawcett, 2006). 



4. [bookmark: _Toc17110436]Results
4.1. [bookmark: _Toc17110437]Correlation among independent variables 
Before a regression is fitted to the data, it is important to assess whether multi-collinearity issues are truly present within the data-set. The correlation matrix (Figure 4) indicates the Pearson-correlations among the independent variables within the bankruptcy and financial distress data-sets. A preliminary enquiry into the relationship between governance variables and the market-based size variable (market capitalization) indicates a slight positive correlation. Similar correlations were spotted in the preliminary testing with the SIZE-variable based on total assets (see also Appendix 2).  Also within the corporate governance data-set, there are some correlations that require some brief comments. 
[image: correlation_matrix (governance)]
Figure 4: Correlation matrix for both the variables used in the Bankruptcy and Financial Distress data-sets. A correlation exceeding 0.8 is often associated with a VIF-value exceeding 5.
The most significant correlation inducing multi-collinearity is the correlation between the SIZE-variables (either market capitalization or total assets) and board size (see Appendix 2). Obviously, larger companies are likely to install larger boards to address the increasing complexity of its business operations. Moreover, larger companies also tend to put more weight on the ‘sound corporate governance’ by installing more independent directors on the board. A less significant correlations in respect of the CEO independence variable, indicate that dualistic CEOs (CEO holds both chairman and CEO title) tend to be more present in large firms with sizeable boards. 
One would think that sizeable boards are more likely observed in larger firms, while simultaneously larger firms are associated with a lesser risk of corporate failure. Yet, the regression will indicate the opposite: larger boards are associated with a higher probability of corporate failure. 
In relation to ownership structure, the correlation matrix also indicate some potential multi-collinearity issues. There is a minor positive correlation (see also Appendix 2) between institutional ownership and firm size. Conversely, there is a minor inverse relationship between insider-ownership and firm size. There seems to be little correlation between the existence of block-holding ownership (concentration) and firm size. The latter result indicates that within the data-set both small and large companies may both have either a dispersed or concentrated shareholder-base. Lastly, only minor correlations between the ownership structure variables. For example, companies with a higher concentrated shareholder-base tend to have more institutional shareholders. An even more negligible relationship exists between insider ownership and concentration of shareholders, indicating. 
All the correlations, save the other variables related to board expertise and audit committee size and independence, tested robust against multicollinearity issues during the VIF-analysis. The latter variables that did not pass the VIF-test, were deleted as the introduction of such variables would induce multi-collinearity (see Appendix 2).
This study expected some multi-collinearity issues and therefore lowered the threshold as far as possible; all the variables seem to be robust in the sense that their variance influencing factor does not exceed the threshold of 5. The only variables which significantly influence variance due to multi-collinearity are variables (partially) capturing the size of the company’s business operations. Hence, Log(assets) and Log(marketcap) should only be used alternatively in each model. The regression results will show that a market-based size variable is a more significant predictor than accounting-based size variable.  

4.2. [bookmark: _Toc17110438]Analysis of the logistic regression coefficients
The regression results are disclosed in appendix 3. The results indicate that the Ohlson model outperforms the Zmijewski (1984) model in terms of explanatory power, because the adjusted R-squared is considerably higher. Omitting the size-variable (either based on accounting-based or market-based figures) seems to have a significant impact on explanative power of the model (measured as pseudo R-squared). Also, the limited set of variables in Zmijewski’s model may explain the difference in explanatory power. Zmijewski’s model was fitted by matching each company based on size. However, such an approach would implicate a significant loss of data in our sample. Hence, Zmijewski’s model could not be reproduced identically. 
Considering the financial variables, there is a significant correlation between the size of a firm and the probability of corporate failure in relation to both the accounting- and market-based proxies. In general, in line with previous research, larger firms have larger survival capabilities. However, the market-based proxy for size (market capitalization) is more efficient at estimating this relationship than the accounting-based variable for size. An explanation might be that the market capitalization is less prone to multi-collinearity with the other accounting-based variables. During pre-testing of the fitting of logistic regressions, the logarithm of total assets was dropped due to high VIF-values. However, more importantly, the explained variance with the model greatly improved as market-capitalization was added to the mix. Hence, the hypothesis (1) that the equity market is more efficient at predicting financial distress or bankruptcy, is supported by the results. The larger (negative) coefficient supports this interpretation. In short, market-based predictors are not prone to accrual-accounting in financial statement disclosures. It is argued that investors are able to discount the firm’s equity price when financial problems are imminent.
In the context of the accounting-based control variables for financial health, the bankruptcy data-set contains little consistent patterns in relation to the financial variables relating to profitability or leverage. However, there is a clear indication that more leverage firms are typically more able to generate sufficient profits to meet their short-term obligations. However, the inverse relationship between leverage and corporate failure is not perpetual. There is also a significant positive relationship between the dummy variable controlling for extremely leveraged firms. In short, there seems to be a parabolic relationship wherein medium-leveraged companies enjoy higher profitability thereby reducing the probability of corporate default, and, wherein extremely leveraged companies have a higher probability of corporate default. 
In respect of liquidity, there seems to be a paradoxical result. On one hand, the regression results indicate that higher current ratios are associated with higher probabilities of financial distress. On the other hand, a lower coverage of liabilities by funds from operations is associated with a higher probability of bankruptcy. An explanation for this might be that current ratio’s also take into account the amount of inventories held by a company. Also, divesting may increase current ratio’s. Hence, failing companies are clearly less able to get rid of their inventories, thereby also increasing their liquidity. Of course, such inventories are liquid assets of the lowest degree. 
Contrary to the expectations, this study observed significant inverse relationships between inflation-rates and the probability of bankruptcy (hypothesis 2a). Clearly, companies situated in high-inflation environments perform better. An explanation for this result might be the ‘shadow of the future’ argument discussed in section 2.2.2. Secondly, in line with this study’s expections rising short-term interest rates have a positive impact on the probability of bankruptcy. Clearly, countries were credit is much more expensive, have less liquidity in supply to bridge short-term ailing performance. High-interest rates also are a good proxy for negative investor-expectations. In short, the hypothesis that higher inflation rates are associated with higher bankruptcy probabilities is supported (hypothesis 2b). 
Within the domain of corporate governance, the results support the hypothesis (3a) that more sizeable boards are correlated with a higher probability of bankruptcy or financial distress. These results stay consistent over the entire time-frame of prediction suggesting that larger boards are more ineffective at dealing with ad-hoc problems within the business effectively. Although only observable one year prior to bankruptcy, the negative coefficient of the board independence variable also suggest that a larger proportion of independent directors on the board inversely correlate with the probability that a firm goes bankrupt. However, this result did not hold a consistent pattern throughout the estimation period of three years prior to the declaration of bankruptcy. 
In contrast to the bankruptcy data-set, the results in the financial distress data-set indicates that the relationship between the proportion of independent directors on the board changes from significantly negative to positive when financial distress closes in. Hence, the evidence on hypothesis (3b) is mixed at best. An explanation for this result may be that insider directors may be replaced by outsider directors, if the insider directors fail to adequately address the falling financial performance. The reason why such a relationship is absent in the bankruptcy data-set may be that bankrupt firms simply failed to restructure their boards adequately. 
The variables related to ownership structure show a consistent pattern within both the financial distress and bankruptcy data-set. In line with previous literature, there seems to be an inverse relationship between concentration of ownership and the probability that a firm becomes financially distressed or goes bankrupt. Hence, the regression results show support for the hypothesis (3d) that large institutional shareholders within a concentrated shareholder-block are more effective at monitoring management and provide counter-incentives for management to behave opportunistically. Also, institutional shareholders, holding significant stakes in the game, are associated with a negative relation with the probability of bankruptcy (hypothesis 3e). An explanation might be that institutional shareholders are more capable and incentivized to rovide the company with extra resources or advice to prevent bankruptcy from occurring. Although there were some suspicions whether multi-collinearity between the institution and concentration variable, there seems to be no significant relationship between them.  The correlation does not exceed the VIF-threshold of 5. 
The results do not indicate there is a relationship between insider ownership (hypothesis 3f) and the probability that a firm goes into bankruptcy. However, the logit regression analysis did pick up on a relationship between insider-ownership and financial distress. However, this relationship tested to be a variance influencing factor as it was significantly correlated with the market capitalization (or size) of the company. In other words, smaller companies have a higher probability of becoming financially distressed, and insider smaller companies are more often owned by insiders than outsiders. In short, the relationship between insider ownership and the probability that a firm becomes financially distressed is not robust. 


4.3. [bookmark: _Toc17110439]Relative Feature Importance across Accounting, Macro and Governance data
In order to estimate the relative feature importance of each variable, the model recursively drops each feature after one training and testing session. In other words, recursive feature elimination assesses the impact on the discriminative power of the machine learning model when one of the features is left out. The subsequent figure represents the average relative feature importance for neural networks, random forest, bagging and boosting classifiers for the bankruptcy and financial distress data-set respectively. Note that the results represent the feature importance for bankruptcy and financial distress prediction 1 year prior to the occurrence of bankruptcy or financial distress. The figures representing the relative importances for the prediction time-windows beyond 1 year prior to the occurrence of corporate failure can be found in Appendix 4. 
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Figure 5: Relative feature importance for features within Bagging & Boosting Classifiers in the context of Bankruptcy and Financial Distress Prediction respectively.
Firstly, consider the financial variables. As was the case in logistic regression, within the classification process of machine learning models, market capitalization (as proxy for firm size) is found to be a consistent prime predictor for both financial distress and bankruptcy. Also, the relative importance of inflation and interest rates, illustrates that the macro-economic conditions within a country are crucial to a firm’s survival capabilities. However, in contrast to the logistic regression results, the accounting variables related to leverage, profitability and liquidity ratios only play a minor role within the machine learning models in the context of bankruptcy prediction. Within the context of financial distress, this difference is much less apparent. However, most ratios related to liquidity, leverage and profitability are outranked by non-financial ratios.  
The most important finding in relation to the predictive relevance of corporate governance indicators is observable in the bankruptcy data-set. The set of relative feature importance does not align with the set of significant corporate governance parameters within logistic regression. Corporate governance variables related to audit committee structure, CEO and board composition all play a larger role within the classification models than they do in the logistic regression analysis. Hence, the results indicate that board, CEO independence, and audit committee structure are characterized by non-parametric relationships not detected by statistical regression. 
Within the financial distress data-set, board characteristics (e.g. board size and independence) play a more important part in the prediction across all prediction time windows. This result is remarkable, because the regression results were ambigious (i.e. the relationship changed from a negative to a positive coefficient). Clearly, a more complex and non-parametric relationship plays a role within its relationship with the probability that a firm becomes financially distressed. 


4.4. [bookmark: _Toc17110440]Predictive ability of Machine Learning Classification Models
This study now moves on to the question whether non-parametric models may outperform the predictive quality of logistic regression. Remember that when during the training-phase, Neural Networks, Random Forest Classifiers, Bagging and Boosting Classifiers weights are attributed to the impact each feature has on the probability that a firm is classified as either bankrupt/ distressed or healthy. Hence, at each node within the network or leaf within a decision-tree a probability is forwarded through layers or decision-trees. Ideally, this process re-iterates until a probability equaling one or zero is assigned as a correct classification for each batch of training data. When testing, we may be concerned with two types of output when ‘predicting’ each observation in the test data. Firstly, the model assigns a probability that a firm belongs to a certain class. In essence, this probability entails the risk that a given observation goes bankrupt in the predicted time-frame. The prediction of probability is actually based on the methodology based on Shumway’s (2001) model, which predicts an implied bankruptcy risk probability. After calculating probabilities, a prediction is made on the actual class. 
This study firstly estimates average accuracy rates for three different types of data-sets: accounting, macro-added and governance-added data-sets. We use the k-fold cross-validation method (instead of train-test-split) to estimate average accuracy rates over 10 iterations of randomly generated training and test-data. The standard deviation provides an indication of the confidence interval wherein a re-produced model would fall. Hence, the standard deviation provides important implications on the generalizability of the model. The average accuracy rates represent the correctly classified portion within test data-set up to three years prior to the occurrence of bankruptcy or the satisfaction of the requirements of financial distress. 
	Average accuracy-rates (and standard deviations) for base estimators. (50/50 Class Distribution)

	Model
	Governance
	Macro
	Accounting

	LR
(bankruptcy)

	0.737582 (0.058328)
	0.750853 (0.135769)
	0.710043 (0.137809

	NN
(bankruptcy)

	0.973776 (0.046772)
	0.957289 (0.075192)
	0.892714 (0.071595)

	RFC
(bankruptcy)

	0.967084 (0.064726)
	0.958390 (0.080185)
	0.948695 (0.049511)

	
	
	
	

	LR 
(distress)

	0.322005 (0.091422)
	0.304881 (0.100288)
	0.245084 (0.186991)

	NN
(distress)

	0.639875 (0.166545)
	0.531487 (0.155369)
	0.485042 (0.100287)

	RFC
(distress)

	0.801491 (0.205955)
	0.795312 (0.214642)
	0.697057 (0.020794)



The results represented above have two important implications. Firstly, the results indicate that machine learning base estimators consistently outperform the logistic regression classifiers in terms of overall accuracy in relation to both the bankruptcy and financial distress data-set. Secondly, the accuracy rates seem to significantly improve when macro and governance variables are added to the data-set. The effect seems to be smaller within the bankruptcy data-set. However, within the financial distress data-set, there seem to be more drastic improvements when macro and governance variables are added to the training data. These effects are also observable in the results disclosed in Appendix 5. The table illustrates that the accuracy rates for the bankruptcy and financial distress class significantly improved when governance variables are added to the model. This effect seems to be stronger for the financial distress data-set than the bankruptcy data-set. 
Remarkably, the accuracy rates are significantly lower for the financial distress indicators. Clearly, financial distress, controlling for the equal distributions between both classes, is a much harder phenomenon to predict. This result is also supported by the fact that the standard deviations of the average accuracy rates within financial distress data-set are much higher than the standard deviations within the bankruptcy data-set. 
Up to now, we have considered base-estimators. As mentioned previously, multiple iterations (each focusing on un-addressed variance) may further optimize a network or random forest when the training process is smoothed out. There is also considerable predictive performance to be gained from aggregating multiple base estimators (either neural networks and random forest classifiers) over multiple iterations. As discussed in the previous section on methodology, bagging and boosting classifiers tend to ‘stabilize’ predictive performance of each feature when the process of fitting the model is iterated numerous times. The instability (standard deviation in the average accuracy) is primarily caused by ‘over-fitting’. Over-fitting occurs when the machine learning model found an optimal minimum that is very particular to the training data, but hardly contains any predictive quality when it needs to qualify the test-data set. Conversely, under-fitting occurs when no predictive features can be extracted as parameters to adequately predict the firms in the training data-set. In short, regression techniques may be prone to under-fitting whereas a single base non-parametric (e.g. neural network or forest classifier) may to be prone to over-fitting. Somewhere in the middle, the optimum between under-fitting and over-fitting, rests the predictive quality of bagging and boosting classifiers. Hence, there is relevance in combining regression analysis with machine learning classification techniques. To reconvene the results from both models, it is recommendable to compare feature importances with the p-values extracted by logistic regression.  
This fine balance between under-fitting and over-fitting is underscored by the evidence that that Bagging Classifiers outperform the non-ensemble classifiers in terms of accuracy and discriminative power. But more importantly, the spreads on average accuracy for bagging and boosting are much narrower. The small difference between the AUC-scores indicates that both bankruptcy and financial distress contains a lot of ‘black box’ variance which destabilizes the performance of non-ensemble classifiers. 
Before testing discriminative power of each model, it is important to cross-validate the machine learning models with the logistic regression classifiers. I plotted boxplots in order to represent the spread of the accuracy rates estimated by 100 iterations of each model. Hence, the results show the average overall accuracy and standard deviation of each model. A smaller standard deviation indicates that the model is more stable in terms of accuracy.
As observable from the standard deviations presented in the subsequent table, Neural Networks and Random Forest Classifiers may outperform Logistic Regression Classifiers in terms overall accuracy. However, their spread and standard deviations still indicates that the model has some instability. Conversely, the spread of the Bagging and Boosting classifiers is narrower and the standard deviation is smaller. Hence, the results of this study are far more reproducible when each base estimator (classifier) is iterated over couple of times. Clearly, the uniqueness of each observation within the training data-set (in particular observations belonging to either the bankruptcy or the financially distressed class) are prone to over-fitting, when a proportion of the overall data-set is assigned as training and testing data. On a last note, the outlier-point at the top of the box plot for bagging classifiers identifies the optimal fitted neural network in terms of accuracy. The bagging-algorithm operates in such a way that the optimal fitted neural network is eventually used to vote on the class-identity of each observation within the testing data-set. 
	Model 
Cross-Validation
	Mean Accuracy
	Standard Deviation

	Logistic Regression Classifier

	0.803
	0.062

	Neural Network Classifier

	0.973
	0.076

	Random Forest Classifier

	0.967
	0.096

	Bagging Classifiers

	0.976
	0.067

	AdaBooster Classifiers
	0.976
	0.066



However, it is more important to assess the ability of the model to correctly assess the probability that a firm goes bankrupt or becomes financially distressed. The next tables review the power of the model to correctly assign a probability that would otherwise be assigned randomly to a given observation. Again, consider that an AUC-score of 0.50 resembles random chance, an AUC score above 0.60 would be considered decent. AUC scores between 0.9 and 1 would be considered as perfect classifiers and would likely correspond to 99% accuracy rates (depending on the class balance). The next tables represent macro-AUC score, meaning that the AUC-scores make an interference on the ability to correctly classify firms into the right category irrespective of the class-imbalances. The Appendix discloses the micro-AUC scores which take into account the class-imbalances into account. In other words, a model’s discriminative power in relation to majority class (the risk that a healthy firm is characterized as bankrupt or distressed) is omitted. By definition, the micro-AUC scores will be more favorable as the error described above is not taken into account. 


Table 1 Macro-average AUC-scores Machine Learning Models for Financial Distress Data-set
	Model (1/1 class-proportions)
	AUC (t-3)
	AUC (t-2)
	AUC (t-1)

	Logistic Regression Classifier

	0.72
	0.70
	0.77

	Neural Network Classifier

	0.73
	0.71
	0.92

	Random Forest Classifier

	0.65
	0.67
	0.87

	Bagging Classifier
(composed of 100 Neural networks)

	0.80
	0.78
	0.96

	Bagging Classifier
(composed of 1000 Random Forest Classifiers)

	0.81
	0.78
	0.92

	AdaBoost Classifier
(composed of 1000 Random Forest Classifiers)
	0.81
	0.78
	0.92




Table 2 Macro-average AUC-scores Machine Learning Models for Bankruptcy Data-set
	Model (1/1 class-proportions)
	AUC (t-1)
	AUC (t-2)
	AUC (t-3)

	Logistic Regression Classifier

	0.78
	0.84
	0.79

	Neural Network Classifier

	0.92
	0.90
	0.93

	Random Forest Classifier

	0.86
	0.58
	0.64

	Bagging Classifier 
(composed of 100 Neural networks)

	0.97
	0.94
	0.94

	Bagging Classifier
(composed of 1000 Random Forest Classifiers)

	0.93
	0.94
	0.92

	AdaBoost Classifier
(composed of 1000 Random Forest Classifiers)
	0.93
	0.94
	0.92



Logistic regression and Random Forest Classifiers are adequate models for both bankruptcy and financial distress prediction. All models exceeded the threshold relating to a model based on random chance of 0.5. Besides superior overall accuracy rates, Neural Networks also outperform the Logistic and Random Forest Classifiers in terms of discriminative power. It is however important to note that the Random Forest Classifiers performed extremely unstable. Hence, special emphasis should be given to the Bagging and Boosting Classifiers as they represent an average AUC-score over all estimated base-estimators. 
What is more, Bagging and Boosting algorithms may somewhat improve the stability of the base-estimators. However, in terms of discriminative power, there are no significant differences between bagged and un-bagged classifiers in terms of discriminative power. Only a small gain was made by reducing the risk of over-fitting. \
Another remarkable result is that the discriminative power relating to the minority class does not decay over time (as was the case for the overall accuracy rates!). This finding is remarkable, because prior literature on bankruptcy prediction models reported decreasing accuracy rates when the years prior to declaration of bankruptcy also increased (Beaver, 1966; Altman, 1968; Ohlson, 1980; Zmijewski, 1984; Shumway, 2001). 
How should we interpret this difference between decaying accuracy rates and persistent discriminatory power for machine learning models? Clearly, the model picks up on more structural characteristics of the firm which correlate with the probability of bankruptcy or financial distress. This finding is also supported by the feature importance analysis pointing towards non-financial metrics as significant predictors of financial distress or bankruptcy. 
Also the micro-average AUC-scores (see Appendix 5) show a persistent pattern of increasing discriminatory power as the test data-set disbalance between healthy and failing companies increases. In contrast, the discriminatory power for logistic regression holds constant. These results seem to suggest that a well-trained machine learning model is more efficient at detecting patterns among outliers. In short, outliers are not a significant problem within the context of machine learning, but they might hamper a well-fitted regression analysis. Henceforth, there is no need to delete outlying values (containing valuable information) using machine learning algorithms. 
As a last note: although the machine learning models pick up on non-linear dynamic relationships, they do not capture the dynamic nature over time of a firm’s survival capabilities. Rather, the analysis on itself uses non-dynamic data within an annual time-frame. Shumway (2001) already reported that there is much predictive performance to be gained from a model which controls for a time-series analysis of hazard-risk that a firm goes bankrupt. Although there is much merit in developing a dynamic model based on market-driven data, it is not easy to incorporate more structural firm-specific variables related to corporate governance within a fully market-based model. The main hurdle to developing such a dynamic model is related to the quality (and quantity) of the data on corporate governance. Data containing regular updates on changes of CEOs, board members or changes in shareholder positions need to be performed to obtain data which would fit a time-series analysis of bankruptcy/ financial distress probability. 



5. [bookmark: _Toc17110441]Conclusion & discussion
Many researchers, who have ventured into the area of bankruptcy or financial prediction, reported sophisticated ways to extract relevant information from accounting data. However, the results of this study show that there is merit in adding non-financial data (e.g. corporate governance data) to models predicting corporate failure. The evidence on the relationship between corporate governance indicators and the probability of corporate failure is supported by previous research on its relationship with financial performance. Especially board composition and ownership structure are two domains within corporate governance, which offer easily accessible data and provide supplemental information about the quality of the nexus of incentives that set the parameters during management’s strategic decision-making process. The first substantive goal of this study was to identify the relevance of corporate governance in the context of financial distress and bankruptcy prediction. The results indicate that a firm’s corporate governance environment contains potential ‘red flags’. Both the indicators relating to board composition and ownership structure were found to be significantly correlated with the probability of bankruptcy and financial distress.
Failing corporate governance may not only induce opportunistic or self-serving behavior by management, it may also impact strategic-decision making. More in particular, this study found that small independent boards are more effective during times of financial distress or bankruptcy than large boards consisting of insiders. The results underscore that formalism within boards may put potential strains during times when fast and efficient decision-making is of the essence. Ownership structure had a more diverse impact across the financial distress and bankruptcy data-set. As expected, a higher proportion of institutional ownership was found to be negatively correlated with the probability of bankruptcy. Also, a positive correlation was found between the probability of financial distress distress and insider ownership. In the context of both financial distress and bankruptcy, a significant positive correlation was found between corporate failure and shareholder concentration. This confirms the expectation that a concentrated shareholder bases is more effective at monitoring management’s strategic decision-making. Not only may concentrated shareholders be more effective at pressuring management with discharge, they may also have more incentives to engage in private monitoring; investors with small stakes are less incentivized to sacrifice resources.
Besides the internal corporate governance structure, this study assessed the association between ownership structure and the probability of corporate failure. Previous research already evidenced that increased concentrated ownership and the presence of institutional investors decreases the probability that a manager acts opportunistically. This study shows that, either directly or indirectly, this relationship has a significant negative impact on the probability that a firm goes bankrupt or becomes financially distressed. No conclusive evidence was found that insider ownership is negatively nor positively related to the probability of bankruptcy (although some significant parameters were found within the financial distress data-set). These mixed results may indicate that the costs associated with entrenchment of management and the benefits pertaining to a decrease in information asymmetries between outsiders and insiders offset each other.  
The findings related to corporate governance variables have multiple implications. Firstly, investors should be concerned with board characteristics when considering a company’s survival capabilities. A review of the financial picture no longer suffices in the context of a thorough portfolio risk-analysis. For example, they should consider the risks related to insider-ownership and benefits derived from institutional ownerships. Secondly, when management and outside corporate rescue experts consider restructuring, they should also review the quality of the corporate governance environment. For example, the results show that they at least think about limiting board size and man the board with independent expert advisors to administer the company a more efficient and expedient many. 
Also insolvency administrators and the insolvency doctrine in general should be concerned with the impact bad governance may have on corporate failure probabilities. The growing trend of debtor-in-possession proceedings paired with the sale of the business as going concern makes the question of corporate governance underscores the increasing relevance of corporate governance for the field of bankruptcy. Even though a firm might be considered as financially healthy enough to continue to operate, it is important to raise the question why the business failed in the first place. Why continue a business with the same management who failed to administer the company in the first place? In that regard, the insolvency administrator should not merely be concerned with the financial picture of the company, but should also look into potential corporate governance problems related to opportunistic behavior or inefficient strategic-decision making. If those problems would persist, intervention via an increase in the corporate governance monitoring capabilities might be warranted. For example, an insolvency administrator might be concerned with cutting board size, introduce more independent directors to the board or man the audit committee with more financial experts. 
The second research goal of this study was to illustrate the value of machine learning models when predicting corporate failure in the form of bankruptcy or financial distress. In order to illustrate the added value of machine learning for corporate failure prediction, two methodological issues had to be overcome.  
The first methodological issue pertains to the question how the impact between the input and output variables could be assessed. In that sense, it tried to overcome the hurdle related to the ‘black-box’ process involved with machine learning algorithms. Although no direct parametric relationships can be derived from a trained model, the relative feature importance were extracted to make an interference about the relative significance of each feature in relation to other features. 
In the context of corporate failure prediction, this study observed that the relative feature importance analysis found a more significant role for corporate governance variables in relation to the financial control variables. Furthermore, the discrepancies between the set of feature importances under machine learning models and the set of significant, indicates that non-linear relationships may play an important role for some of the features related to CEO independence, Audit Committee Expertise and Insider ownership variables. 
The second methodological issue relates to the question which metric should be used to assess the predictive capabilities of each model. Previous research has often used overall accuracy rates to underscore the added value of machine learning over statistical regression. However, this study argues that using overall accuracy rates, as standalone metric, induces some important caveats when the test-data is imbalanced. This study noted that the overall accuracy rates are subject to dis-balances and the random-guess biases. Alternatively, the researcher can construct an evenly balanced data-set for training and testing purposes at the cost of generalizability. However, this study purposed to find optimal prediction results with strongly unbalanced data-sets. Why? Simply because failing firms are the exception and not the rule. What is more, disbalanced data-sets counter the random guessing problem, which is common to binary classification problems (remember the flip-a-token analogy!). 
When data-sets become unbalanced, AUC-scores are needed to describe the ability of the model to recognize patterns among the outliers. Discriminatory power resides in the ability to recognize patterns within the minority class less the random-chance common to binary classification problems. Furthermore, the micro average AUC-scores disclosed in this study (see Appendix 5), show that discriminatory power increases when class dis-balances increases. This result is counter-intuitive to the statistical rule that normally distributed populations are more efficiently predicted. Yet, the non-parametric mathematical processes underlying machine learning seem to be more efficient in comparison to logistic regression at finding patterns within the corporate failure class, when the disbalance between majority and minority classes increases. 
In short, although accuracy rates improve when data becomes more balanced, the ability of the model to recognize patterns within outliers in a real-world data-set does not necessarily increase. Hence, future researchers should take caution when reviewing the ‘classical’ bankruptcy and financial distress literature. While overall accuracy scores provide ‘an adequate’ first indication for the model’s usefulness, it does not necessarily represent a model which is efficient at filtering a few ‘rotten apples’ from the healthy batch of companies. Rather, an alternative metric should be used to measure the accuracy of the model less the existence of random-chance. This study used micro-average AUC-scores and ROC-curves to make an interference on the model’s ability to correctly label the corporate failure class. 
Summing up, this study has illustrated the value of machine learning when explaining complex non-linear relationships in the area of finance and accounting research. Detecting patterns among outliers is not something which statistical regression is built to do; machine learning is. The limitations to orthodox statistical interference (e.g. multi-collinearity or un-balanced data) were less severe (maybe even non-existent) under the sophisticated machine learning prediction techniques. Hopefully, future researchers are less afraid of the ‘black-box’ ghost; and may advance research into the field by constructing more realistic data-sets. When constructing a bankruptcy or financial distress model, outliers should not be omitted for the sake of explained variance (predictive performance). Outlier values contain important information. 
What can future researchers achieve with these machine learning models? They do not necessarily have to be the object of research itself (although it was in this study). The field of machine learning may also offer supplementary tools that strengthen  the use of statistical regression. Future research could also use machine learning models to construct a proxy for corporate failure in the form of bankruptcy or financial distress probabilities. These proxies may be particular useful in the context of research using statistical regression to explain the cost of debt, capital structure or other corporate finance related topics. Controlling for corporate failure probabilities may then open up new insights on existing evidence on the relationship between financial or non-financial indicators and such topics. At the very least, this author hopes he contributed to bringing two worlds together by spreading enthusiasm among economists about machine learning. 
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7.1. [bookmark: _Toc17110444]Descriptive statistics of distress and bankruptcy data-set
	Description of the data-set

	
	Count
	Mean
	Std. Dev.

	Log(assets)

	31216
	4.258667
	2.307767

	Log(marketcap)

	31216
	1.39
	1.39

	TL_TA

	31216
	2.032609
	140.321913

	WC_TA

	31216
	-0.082887
	15.519121

	Current_ratio
	31216
	2.417707
	6.293211

	OENEG 
(dummy)

	31216
	0.026172
	0.159651

	NI_TA

	31216
	-0.424922
	20.303983

	FFO_TL

	31216
	-0.015677
	7.000916

	NI_delta

	31216
	-3.33E+01
	3.02E+04

	CPI
	31216
	1.477596
	1.214985

	INTERESTRATE

	31216
	2.482596
	1.474239

	Board_size

	31216
	4.943651
	4.706268

	CEO_Independence 
(dummy)

	31216
	0.23142
	0.421747

	Board_Independence

	31216
	0.249486
	0.28659

	AUDITCOM_Expertise

	31216
	0.070955
	0.163144

	Concentration

	31216
	0.849444
	0.428455

	Institution

	31216
	0.175024
	0.262284

	Insider

	31216
	0.064259
	0.150357

	Bankruptcy
(dummy)

	31216
	0.004837
	0.069383

	Distress
(dummy)
	31216
	0.026237
	0.159841




7.2. [bookmark: _Toc17110445]Correlation matrix for all variables (including unused/ construction variables)
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7.3. Estimation of logistic-regression parameters
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Bankruptcy prediction models 1 year in advance
Model 1 (Ohlson)
Model 2 (Zmijewski)
Model 3 (market_mix)
Model 4 (macro_added)
Model 5 (governance)
Model 6 (total)
Variable
Coeff
P-value
Coeff
P-value
Coeff
P-value
Coeff
P-value
Coeff
P-value
Coeff
P-value
Log(assets)
-0.914
0
n.a. 
n.a.







 
Log(marketcap)
n.a. 
n.a.
n.a. 
n.a.
-1.4119
0
-1.5225
0
-1.5551
0
-1.812
0
TL_TA
0.0971
0.672
-0.2907
0.04
-0.1006
0.633
-0.27
0.328
-0.2793
0.236
-0.4324
0.143
WC_TA
0.1448
0.262
n.a. 
n.a.
0.2097
0.145
0.2271
0.204
0.191
0.235
0.2252
0.267
CA_CL
-0.2069
0.363
-0.6147
0.026
-0.4185
0.096
-0.2244
0.482
-0.3063
0.255
-0.1374
0.702
OENEG
0.0964
0.591
n.a. 
n.a.
0.2338
0.231
0.3934
0.147
0.4778
0.049
0.581
0.04
NI_TA
-0.0771
0.622
0.138
0.299
0.0108
0.948
0.0534
0.801
0.1044
0.646
0.1413
0.616
FFO_TL
-0.1282
0.321
n.a. 
n.a.
-0.0894
0.519
-0.1568
0.422
-0.1267
0.393
-0.1788
0.402
NI_delta
0.1249
0.426
n.a. 
n.a.
0.0953
0.552
0.1672
0.539
0.1167
0.501
0.2523
0.486
CPI






-1.3389
0
n.a. 
n.a. 
-1.2004
0
INTEREST






2.0333
0
n.a. 
n.a. 
1.9025
0
Board_Size








0.654
0.008
0.7292
0.02
CEO_Independence







-0.0535
0.763
0.0375
0.865
Board_Independence







-0.4408
0.049
-0.4923
0.10
AUDITCOM_Expertise







0.2313
0.288
0.2509
0.395
Concentration







-0.9445
0
-0.9249
0
Institution








-0.2558
0.157
-0.0221
0.919
Insider








0.1501
0.354
0.1606
0.435
 











 
R-Squared 

0.1317

0.02959

0.2475

0.5018

0.368

0.5681
AUC











 
Observations
302
 
302
 
302
 
302
 
302
 
302





Bankruptcy prediction models 2 years in advance
Model 1 (Ohlson)
Model 2 (Zmijewski)
Model 3 (market_mix)
Model 4 (macro_added)
Model 5 (governance)
Model 6 (total)
Variable
Coeff
P-value
Coeff
P-value
Coeff
P-value
Coeff
P-value
Coeff
P-value
Coeff
P-value
Log(assets)
-0.721
0
n.a. 
n.a.
n.a. 
n.a.
n.a. 
n.a.
n.a. 
n.a.
n.a. 
n.a.
Log(marketcap)
n.a.
n.a.
n.a. 
n.a.
-1.2612
0
-1.7296
0
-1.5143
0
-2.0029
0
TL_TA
0.4276
0.049
-0.0369
0.768
0.4871
0.036
0.6205
0.018
0.2702
0.281
0.4265
0.15
WC_TA
0.0711
0.567
n.a. 
n.a.
0.136
0.31
-0.0046
0.976
0.1631
0.289
-0.064
0.735
CA_CL
-0.1844
0.435
-0.7943
0.014
-0.2628
0.255
-0.2566
0.387
-0.2687
0.251
-0.2536
0.406
OENEG
-0.1589
0.361
n.a. 
n.a.
-0.2503
0.21
-0.6399
0.014
-0.0376
0.877
-0.5194
0.107
NI_TA
-0.1196
0.59
0.1519
0.451
-0.0487
0.843
-0.1061
0.694
-0.1074
0.725
-0.0035
0.993
FFO_TL
0.5209
0.155
n.a. 
n.a.
0.4235
0.279
0.3098
0.523
0.629
0.145
0.4832
0.356
NI_delta
0.0118
0.921
n.a. 
n.a.
-0.0356
0.771
0.0038
0.982
-0.0977
0.423
-0.019
0.922
CPI






-1.8734
0
n.a. 
n.a. 
-1.9264
0
INTEREST






1.2253
0
n.a. 
n.a. 
1.0457
0
Board_Size








0.5557
0.017
0.6353
0.021
CEO_Independence







0.2642
0.151
0.2466
0.225
Board_Independence







-0.3361
0.094
-0.4352
0.084
AUDITCOM_Expertise







0.1136
0.568
0.179
0.415
Concentration







-0.9362
0
-0.8295
0
Institution








-0.3351
0.083
-0.3023
0.161
Insider








0.0138
0.926
0.2327
0.154
 











 
R-Squared 

0.0891

0.03235

0.1946

0.374

0.3387

0.4711
AUC











 
Observations
302
 
302
 
302
 
302
 
302
 
302


Bankruptcy prediction models 3 years in advance
Model 1 (Ohlson)
Model 2 (Zmijewski)
Model 3 (market_mix)
Model 4 (macro_added)
Model 5 (governance)
Model 6 (total)
Variable
Coeff
P-value
Coeff
P-value
Coeff
P-value
Coeff
P-value
Coeff
P-value
Coeff
P-value
Log(assets)
-0.556
0
n.a. 
n.a.
n.a. 
n.a.
n.a. 
n.a.
n.a. 
n.a.
n.a. 
n.a.
Log(marketcap)
n.a.
n.a.
n.a. 
n.a.
-1.232
0
-1.3936
0
-1.3368
0
-1.5378
0
TL_TA
0.1128
0.608
-0.1299
0.309
0.2886
0.198
0.5823
0.046
-0.001
0.997
0.2077
0.506
WC_TA
-0.0405
0.749
n.a. 
n.a.
0.0256
0.85
-0.0592
0.732
0.0659
0.681
0.0079
0.971
CA_CL
-0.1194
0.448
-0.4135
0.08
-0.1691
0.273
-0.0314
0.851
-0.2017
0.337
-0.0608
0.794
OENEG
0.0204
0.912
n.a. 
n.a.
-0.136
0.502
-0.3352
0.151
0.1422
0.556
0.0286
0.915
NI_TA
0.0146
0.929
0.1287
0.947
0.033
0.883
-6.74E-05
1
0.1131
0.711
0.0004
0.999
FFO_TL
0.217
0.165
n.a. 
n.a.
0.277
0.133
0.235
0.294
0.3554
0.074
0.3129
0.167
NI_delta
-0.0878
0.622
n.a. 
n.a.
-0.2608
0.34
-0.0379
0.911
-0.2139
0.407
0.0075
0.981
CPI






-1.6777
0
n.a. 
n.a.
-1.5265
0
INTEREST






2.1238
0
n.a. 
n.a.
1.9873
0
Board_Size








0.3521
0.131
0.3074
0.265
CEO_Independence







0.425
0.022
0.3309
0.118
Board_Independence







0.062
0.781
0.1847
0.5
AUDITCOM_Expertise







-0.0308
0.879
0.2383
0.425
Concentration







-0.9167
0
-0.7764
0
Institution








-0.4029
0.041
-0.4838
0.035
Insider








-0.0498
0.733
-0.0168
0.922
 











 
R-Squared 

0.06314

0.01667

0.1776

0.4328

0.3425

0.5311
AUC











 
Observations
302
 
302
 
302
 
302
 
302
 
302




Financial Distress Prediction Models using Overall Model

1 Year prior to Distress
2 Years prior to Distress
3 Years prior to Distress
Variables
Coeff
P-value
Coeff
P-value
Coeff
P-value
Log(marketcap)
-0.54
0
-0.4642
0
-0.6911
0
TL_TA
-0.3553
0.148
-0.196
0.055
-0.386
0.001
WC_TA
-0.0037
0.968
-0.0598
0.407
-0.112
0.145
Current_ratio
0.2179
0.062
0.6334
0
0.0091
0.91
OENEG
0.0769
0.468
0.2489
0.005
0.2054
0.035
NI_TA
-0.7215
0.006
-0.3399
0.002
-0.3499
0.002
FFO_TL
-0.331
0.073
-0.0474
0.658
-0.1731
0.086
NI_delta
0.4906
0.364
0.4932
0
-0.1225
0.342
CPI
-0.0393
0.684
0.6007
0
0.8932
0
INTERESTRATE
1.2755
0
0.6164
0
0.1557
0.056
Board_Size
0.2442
0.034
0.5252
0
0.6305
0
CEO_Independence
-0.0322
0.709
0.0158
0.835
-0.0914
0.247
Board_Independence
0.3132
0.001
0.1015
0.223
-0.1633
0.057
AUDITCOM_Expertise
-0.1573
0.084
-0.1416
0.072
-0.0297
0.719
Concentration
-0.2155
0.02
-0.2684
0.001
-0.2919
0.001
Institution
-0.177
0.06
-0.0355
0.666
0.0414
0.591
Insider
-0.028
0.744
0.0261
0.731
0.2384
0.001







R-squared

0.2059

0.1855

0.241
AUC






Observations

910

1166

1180


7.4. Test-results of configurations machine learning classifiers 

	Testing multiple configurations

	Model
	Accuracy  standard deviations 
(Distress T - 1) 

	Accuracy & standard deviations 
(Bankruptcy T -  1) 

	LDA (benchmark)

	0.512 (0.133)
	0.81 (0.150)

	LR (benchmark)

	0.52 (0.136)
	0.850 (0.135)

	
	
	

	RFC100

	0.855 (0.166)**
	0.97 (0.091)**

	RFC500

	0.855 (0.186)
	0.96 (0.124)

	RFC1000

	0.855 (0.187)
	0.96 (0.123)

	
	
	

	NN10

	0.65 (0.175)
	0.965 (0.085)

	NN100

	0.74 (0.180)**
	0.98 (0.060)**

	NN200

	0.725 (0.176)
	0.98 (0.061)

	
	
	

	NN100
(4 layers)

	0.72 (0.178)
	0.98 (0.060)**

	NN100 
(3 layers)

	0.72 (0.171)
	0.97 (0.073)

	NN100
(2 layers)

	0.73 (0.150)**
	0.97 (0.073)

	NN100
(1 layer)

	0.67 (0.167)
	0.97 (0.082)

	
	
	

	NN100_logistic

	0.66 (0.190)
	0.96 (0.081)

	NN100_tanh

	0.70 (0.200)
	0.97 (0.071)

	NN100_relu

	0.70 (0.176)**
	0.98(0.064)**

	NN100_identity

	0.53 (0.155)
	0.86 0.141)




7.5. [bookmark: _Toc17110447]Shap-values bar-plots; Relative Feature Importances

[image: \\CNAS.RU.NL\s4234588\Documents\MTH\Feature importances\download (5).png][image: \\CNAS.RU.NL\s4234588\Documents\MTH\Feature importances\download (6).png]
Figure 5 Relative Feature Importances for Bankruptcy prediction two and three years prior to occurrence respectively.

[image: \\CNAS.RU.NL\s4234588\Documents\MTH\Feature importances\download (7).png][image: C:\Users\Rick Geurts\Desktop\download (16).png]
Figure 6 Relative Feature Importances for Financial Distress Prediction two and three years prior to occurrence respectively.


7.6. [bookmark: _Toc17110448]Micro-average AUC-scores & minority class accuracy rates. 

	Micro-average AUC-scores
Using varying Class Proportion Configurations

	MOdel
	Class proportion 1/1
	Class proportion 2/1
	Class proportion 10/1

	
	AUC (T - 1)
	AUC (T - 2)
	AUC (T - 3)
	AUC (T - 1)
	AUC (T - 2)
	AUC (T - 3)
	AUC (T - 1)
	AUC (T - 2)
	AUC (T - 3)

	Distress
	
	
	
	
	
	
	
	
	

	LR
	0.69
	0.68
	0.71
	0.7
	0.7
	0.7
	0.68
	0.71
	0.68

	NN
	0.69
	0.66
	0.66
	0.7
	0.67
	0.71
	0.79
	0.84
	0.84

	RF
	0.72
	0.61
	0.67
	0.75
	0.72
	0.69
	0.8
	0.88
	0.91

	BCNN
	0.73
	0.67
	0.72
	0.75
	0.74
	0.74
	0.84**
	0.88
	0.86

	AARF
	0.75**
	0.66
	0.68
	0.78**
	0.74
	0.74
	0.77
	0.91**
	0.94**

	
	
	
	
	
	
	
	
	
	

	Bankruptcy
	
	
	
	
	
	
	
	
	

	LR
	0.91
	0.87
	0.91
	0.91
	0.85
	0.8
	0.94
	0.93
	0.92

	NN
	0.9
	0.89
	0.89
	0.93
	0.87
	0.87
	0.98
	0.97
	0.97

	RF
	0.71
	0.83
	0.72
	0.69
	0.75
	0.73
	0.98
	0.98
	0.98

	BCNN
	0.92
	0.91
	0.92
	0.94
	0.93**
	0.88**
	0.98
	0.98
	0.98

	AARF
	0.88
	0.92
	0.82
	0.91
	0.88
	0.79
	0.99**
	0.99**
	0.99**

	
	
	
	
	
	
	
	
	
	

	Observations
	514
	486
	422
	1028
	972
	844
	2827
	2673
	2321

	
	104
	90
	82
	208
	180
	164
	572
	495
	451




	Minority class accuracy rates & average accuracy rates

	
	Mixed
	Macro added
	Governance added

	Bankruptcy
	
	
	

	LR
	0.16 (0.60)
	0.33 (0.82)
	0.33 (0.84)

	NN
	0.16 (0.59)
	0.42 (0.88)
	0.41 (0.89)

	RF
	0 (0.95)
	0.16 (0.95)
	0.30 (0.96)

	BCNN
	0.16 (0.61)
	0.39 (0.87)
	0.45 (0.90)

	AARF
	0.03 (0.94)
	0.26 (0.93)
	0.48 (0.94)

	
	
	
	

	Distress
	
	
	

	LR
	0.12 (0.54)
	0.14 (0.60)
	0.24 (0.61)

	NN
	0.12 (0.49)
	0.15 (0.64)
	0.24 (0.73)

	RF
	0.12 (0.83)
	0.13 (0.91)
	0.28 (0.73)

	BCNN
	0.12 (0.48)
	0.15 (0.64)
	0.28 (0.73)

	AARF
	0.12 (0.65)
	0.15 (0.66)
	0.25 (0.63)






7.7. [bookmark: _Toc17110449]ROC-curves (financial distress)

[image: C:\Users\Rick Geurts\Desktop\download.png][image: C:\Users\Rick Geurts\Desktop\download (2).png]
Figure 2 Logistic & Random Forest Regressors (t-1)
[image: C:\Users\Rick Geurts\Desktop\download (3).png][image: C:\Users\Rick Geurts\Desktop\download (1).png]
Figure 3 Un-bagged and Bagged Neural Networks (t-1) 
[image: C:\Users\Rick Geurts\Desktop\download (4).png][image: C:\Users\Rick Geurts\Desktop\download (4).png]
Figure 4 Bagging and AdaBoosting Random Forest Classifiers (t-1) 




[image: C:\Users\Rick Geurts\Desktop\download (4).png]
Figure 7 Logistic & Random Forest Regressors (t-2)
[image: C:\Users\Rick Geurts\Desktop\download (6).png][image: C:\Users\Rick Geurts\Desktop\download (8).png]
Figure 8 Unbagged and Bagged Neural Networks (t-2)
[image: C:\Users\Rick Geurts\Desktop\download (9).png][image: C:\Users\Rick Geurts\Desktop\download (9).png]
Figure 9 Bagging and Boosting Classifiers Random Forest Classifiers (t-2)


[image: C:\Users\Rick Geurts\Desktop\download (10).png][image: C:\Users\Rick Geurts\Desktop\download (11).png]
Figure 10 Logistic and Random Forest Classifiers (t-3)

[image: C:\Users\Rick Geurts\Desktop\download (12).png][image: C:\Users\Rick Geurts\Desktop\download (13).png]
Figure 11 Unbagged and Bagged Neural Networks (t-3)

[image: C:\Users\Rick Geurts\Desktop\download (14).png][image: C:\Users\Rick Geurts\Desktop\download (14).png]
Figure 12 Bagging and Boosting Random Forest Classifiers (t-3)
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