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Abstract

The environment is filled with a plethora of multisensory stimuli. In order to process these signals correctly,

your brain must deduce the origin. For example, if you want to swat a fly off your arm, you can use the

visual and tactile information to deduce where the target is. This multisensory integration is sensitive to

spatial and temporal discrepancies. In order for visual and tactile information to be integrated into a single

representation, the two cues have to happen shortly after each other and the visual cue has to be located

near the location of touch, in peripersonal space (i.e. the space around a body part). When the two cues are

in spatio-temporal register, there is a higher chance they are caused by the same source. The exact process of

inferring the causal structure of multisensory stimuli is unknown, though evidence suggests multisensory

integration follows the principles of Bayesian inference. This project will attempt to answer the question:

‘To what extent can the integration of multisensory stimuli in peripersonal space be approximated using

Bayesian multisensory visual-tactile integration?’ In this project, I built a Bayesian model of multisensory

integration to recover the underlying parameters and approximate such an integration. Additionally, I

designed a localisation task to measure multisensory integration within peripersonal space. The majority of

participants integrated the visual and tactile stimuli throughout the extent of peripersonal space. They did so

following the precision-control principle in order to reduce uncertainty. A minority of participants ignored

the visual stimulus and just localised the touch. The recovered visual variances were higher than measured,

suggesting that participants used attentional mechanisms, such as precision control, to make them noisier.

The proposed models were a good fit to the behavioral data. This suggests that spatial localisation within

peripersonal space follows the principles of Bayesian integration. As the spatial localisation was mostly

multisensory, we infer that Bayesian inference can be used to approximate visual-tactile localisation in

peripersonal space.



Introduction

The environment constantly provides us with many stimuli for multiple modalities. We pick up these signals

through our senses and process them in their corresponding neural areas. An important part of processing is

the interpretation of the signal. For example, we want to find the source of the stimulus and decide on its

relevance. As the environment is full of a large amount of multisensory stimuli, it is possible that one source

can cause multiple signals. For example, you can see and feel a fly landing on your arm.

Multisensory integration is the process of combining signals that come from the same source. This is

necessary to understand the complex environment, which often provides information through multiple

modalities simultaneously (Ernst and Bülthoff, 2004). Additionally, multisensory integration causes the

localisation of the source of the stimulus to be more accurate and precise, provided no significant discrepancy

occurs between the modalities for a multisensory stimulus (Ernst and Banks, 2002; Fang et al., 2019). The

constraints of multisensory integration are characterised by the spatial, temporal and inverse effectiveness

principles. The spatial and temporal effectiveness respectively imply that the closer two stimuli are in space or

time, the more likely it is that the signals will be assigned to a single multisensory source. For example, if you

hear a car honk to your left, it is unlikely to be caused by the car that is stationary to your right. Additionally,

it will not be integrated with the car that passed 10 seconds ago (Meredith and Stein, 1986; Meredith et al.,

1987).

The inverse effectiveness principle describes that the multisensory gain is higher when a unisensory

stimulus evokes a weak neural response (Meredith and Stein, 1983). If the sound is too soft to cause an

accurate localisation, seeing the source of the auditory stimulus will be beneficial.

One way to improve integration is attention. Attending to a stimulus causes an improved integration as

some irrelevant signals are filtered out. However, attending to a single modality will attenuate multisensory

integration as the information from the other modality is not processed accordingly (Badde et al., 2020a).

Therefore, for optimal multisensory integration, it is important that all involved modalities are attended.

According to the spatial principle, two stimuli must be close in space for integration. For touch, the

secondary stimulus has to be within peripersonal space (PPS). PPS is a multisensory space surrounding

and adjacent to the body (personal space) consisting of multiple response fields. It is visualised in figure 1.

When the distance to the personal space becomes too large, you enter extrapersonal space. Here, integration

becomes much less likely (Serino, 2019). Previous research has shown that the distance between personal

space and extrapersonal space is at least 10cm (Graziano, 1999).

The main function of peripersonal space is to integrate the information such that we can interact with

objects that are presented to us (Brozzoli et al., 2011). We can pick up a cup that is right beside us, but we

cannot do the same if it is 2 meters away. Similarly, objects within our peripersonal space can interact with us,

and we may want to avoid them. Therefore, peripersonal space contains information that can be much more

relevant to touch than what is located in extrapersonal space. Hence, within PPS, multisensory integration is

very important to maximally comprehend the stimuli in space.



Figure 1: Peripersonal space is the area adjacent to personal space. When the distance to the body is increased, you
enter extrapersonal space. The areas in this figure are merely a visualisation, the shape and size are not representative

Past research suggests that information originating from the response fields in peripersonal space are

graded on significance; a stimulus closer to the body is likely to be more significant (Bufacchi and Iannetti,

2018). For example, a sharp object near to the skin is very dangerous and will be deemed very significant.

However, a knife on the kitchen counter a meter away will not cause a response. A stimulus originating

from the PPS is processed preferentially by the fronto-parietal multisensory network as the likelihood of this

stimulus being significant is increased. Therefore, peripersonal space can be seen as a stochastic space that

computes the likelihood of an object touching the body in the future (Noel et al., 2018b,a; Grivaz et al., 2017).

Therefore, the detection of objects within PPS is very important, and it has been a topic of research.

For example, Canzoneri et al. (2012) found that sound within PPS improved the detection speed of a

tactile stimulus, especially when the sound was approaching. As the sound is getting closer to the body, the

significance is improved, thus multisensory integration is enhanced. Additionally, this effect is emotion-

sensitive; if the sound had negative emotional valence, the spatial constraints of PPS increase (Ferri et al.,

2015). This suggests that these sounds, if they are within the constraints of PPS, are deemed more significant

than non-emotional stimuli, even if they are slightly closer to the body. The spatial constraints of PPS

are dynamic and can change, e.g. through tool use or injury (Serino, 2019). Within these constraints, the

detection of stimuli is increased. However, as the majority of studies measure detection, the actual effect of

the stimuli on localisation is unclear.

In order to integrate a tactile stimulus appropriately, we need to localise the origin. Besides touch, this

process often uses multiple pieces of information to improve the accuracy. Through proprioception, we have

a general idea of the position of our body (Tuthill and Azim, 2018). Additionally, information provided by other

modalities can assist in the localisation of our limbs and of possible causes of the stimuli. This information

is integrated with proprioception to enhance our estimates of where the body is in space (Graziano, 1999).

However, not all stimuli are relevant, which is why PPS grades the objects based on significance (Bufacchi

and Iannetti, 2018).

As PPS is a stochastic space, and the brain represents the stimuli probabilistically, the inferences made by

the brain are also probabilistic (Noel et al., 2018a). Therefore, a probabilistic model can approximate the

true neural process. Like the brain, Bayesian models attempt to find the most likely causal structure given

sensory inputs, prior information and structural assumptions by calculating the posterior probability (Ma,

2012). These models are based upon Bayes’ law, which will be elaborated upon in a later section.



Multisensory integration is based on the variance and reliability of the signal for each modulation.

The signal with the lowest variance would be dominant in the integration process. This can be used in a

maximum-likelihood integrator to approximate the neural processes. The reliability can be implemented by

using it as a weight for each signal. Then, it can make one modality dominant over the other if its variance is

much lower (Ernst and Banks, 2002).

Bayesian inference models have been rather successful at approximating neural processes and predicting

human behaviour (Darlington et al., 2018; Ma, 2012; Körding and Wolpert, 2004; Sato et al., 2007). These

models are important for our understanding of the brain. However, due to the complexity of the neural

processes, some gaps in the research are yet to be filled. An important missing piece is a computational

model of integration in peripersonal space.

Previous research has included models of integration in personal space. However, integration can also

happen with visual stimuli outside the body, within PPS. According to the spatial principle, the integration

within peripersonal space will change if the distance between the stimulus and the body increases. At

some point, the distance gets large enough that the stimulus gets out of PPS, and no integration will occur.

Peripersonal space thus plays a big role in localisation, though this has not yet been modelled. This research

project aims to build this model of the integration of multisensory stimuli in PPS. The research question

therefore is:

To what extent can visual-tactile localisation in peripersonal space be approximated as a process of

Bayesian inference?

This question is divided into three sub-questions:

1. Is spatial localisation within PPS multisensory?

2. Does spatial localisation within PPS follow principles of Bayesian integration?

3. Does spatial localisation within PPS perform the probabilistic computations optimally?

In order to answer these questions, I built a Bayesian model that can estimate the underlying parameters

in multisensory integration. Additionally, an experiment was conducted to find human performance in a

localisation task, within PPS. The participants were asked to localise a tactile stimulus, but were also provided

with a visual stimulus. The behavior was used to evaluate the model. This revealed that, for most participants,

spatial localisation within PPS is multisensory and follows the principles of Bayesian integration. However,

the optimality is unclear.



A Bayesian Model of Multisensory Visual-Tactile Integration

If you want to swat a fly off your arm, you need to know the exact location of both your arm and the fly. This

is done by integrating from multiple senses. To locate your arm, you use proprioception and vision. Then, to

locate the fly, you use the location of your arm, vision and touch. This requires many computations.

Besides the relevant stimuli, your environment also contains a lot of noise. These signals are unrelated

to the relevant stimuli but affect their accuracy. Apart from the stimuli from the outside world, noise also

exists internally (Faisal et al., 2008). As a result of the presence of noise, uncertainty plays a big role in the

processing of the signal, as we can never be completely certain about its source. The uncertainty and thus the

reliability of each signal in a multisensory stimulus will heavily influence the dominance of either modality.

In the example of the motorcycle, the location where we perceive it depends upon the uncertainties and

reliabilities of vision and sound. Hearing an engine when standing next to a busy highway is not very reliable,

thus the visual information will be dominant (Ernst and Banks, 2002).

Within peripersonal space, the stimuli are graded on significance. Therefore, we assume the computation

is probabilistic, as the significance and noise levels influence the probability of a stimulus being relevant

for integration. The goal of this project is to model this behavior regarding multisensory integration in

peripersonal space. These models are built upon Bayes’ Theorem (Bayes, 1763; Kolmogorov, 1933):

P (AjB) ˘ P (B jA)P (A)

P (B)
(1)

P (B jA) is the likelihood of B , given A. This tells us how likely evidence B is, given what we know about the

state A. In the case of PPS, it tells us how likely the stimulus is, considering what we already know about

the space. P (A) is the prior. This contains all our previous beliefs of our environment, A. B is new evidence

regarding the current state, our stimulus. We can use this evidence to update our prior beliefs. P (B) is a

marginalisation factor, stating the probability of the evidence being true. By using Bayes’ Theorem, we can

use our prior, P (A), to obtain the posterior, P (AjB). This is our updated belief of A, given the occurrence of

B . Within peripersonal space, this means we update our knowledge of the multisensory environment after

integration. All factors in this equation are a distribution. In the case of perception, the prior is our beliefs

about the state of our environment. By updating this with the sensory information, which is our likelihood,

we can obtain the posterior, which is perception.

In the case of multisensory integration, we have estimates of at least two modalities. If you want to localise a

fly on your arm, you use vision and touch. To perform this localisation, you need an estimate of the location

of the visual stimulus, x̂v , and an estimate of the location of the tactile stimulus, x̂t . These estimates are

assumed to be Gaussian:

P (x̂v jx) » N (x,„v ,¾2
v ) and P (x̂t jx) » N (x,„t ,¾2

t ) (2)

The parameters of these Gaussian distributions are the locations of the stimuli (x), the mean of the

stimulus of each respective modality („v and „t ) and the variances (¾2
v and ¾2

t ). For multisensory integration,

we assume that these cues are integrated to form the posterior. We can use Bayes’ Theorem to show that

the posterior P (xjx̂v , x̂t ) is proportional to the likelihoods of observing the estimates. The priors are often

assumed to be uniform. Therefore, they can be dropped from the equation (Sato et al., 2007; Acerbi et al.,

2018; Shams, 2012):

P (xjx̂v , x̂t ) / P (x̂v jx)P (x̂t jx) (3)



Figure 2: Integrating two modalities, that are assumed to be distributed as a Gaussian, causes the estimated location
to be biased by the visual stimulus. Additionally, the multisensory estimate is more accurate than the unisensory
equivalents.

To �nd the location ( x) using multisensory integration, we can conceptualize the process as a weighted

integration. This implies that both stimuli are processed and weighted to �nd the multisensory estimate of

the location of the object:

x Æw v x̂v Å w t x̂ t (4)

The weights need to be de�ned in order to perform the integration. One option is to weight them equally

and just take the average. However, this is a sub-optimal approach, as the reliability can differ between

stimuli and modalities. A statistically optimal method is to weight each cue by its reliability. Previous studies

have shown that multisensory integration approximate this optimality (Ernst and Banks, 2002; Alais and Burr,

2004). Therefore, this approach will be used to obtain the weights:

w v Æ

1
¾2

v

1
¾2

v
Å 1

¾2
t

and w t Æ1¡ w v (5)

We expect the estimated location to be biased by the visual stimulus, even if it does not correspond to

the tactile estimate. This is in accordance with the �ndings by Ernst and Banks (2002). An example of this

integration is visible in �gure 2. This shows that the multisensory estimate of two Gaussians will always be

somewhere in between the two, though the exact location depends on the means and variances of the two

distributions. Additionally, the precision of the integrated distribution is increased.

The weight of touch thus depends on its own variance, but also on the variance of vision. To showcase

this interaction, simulations have been performed where the variance of touch remained constant, but the

variance of vision changed. As visible in �gure 3, a low visual variance means the vision is weighted heavily,

and touch is weighted lightly. A high visual variance causes the touch to be weighted more heavily, even

though its own variance did not change. Through optimal integration, the �nal variance of the estimate

should be lower than both unisensory variances (Ernst and Banks, 2002).

To evaluate the model, it is necessary to gather behavioral data. This will be done through a localisation

task with multisensory stimuli.



Figure 3: Simulations of the effect of one changing variance on the weights. The x-axis shows the visual location, the
y-axis shows the integrated location



Methods

Participants

In order to measure and model the process of multisensory visuo-tactile integration in peripersonal space,

experiments were performed on 10 participants (8 female, age 21-31). All of these participants are had no

recorded neurological diseases and signed an informed consent form prior to the experiment.

Experimental Setup

The experiment consisted of tasks that measured tactile, visual, and visual-tactile localization. Our setup was

therefore designed to simultaneously deliver visual and tactile stimuli to participants at distinct locations

in space. The setup of the experiment can be seen in �gure 4. The participant was seated in a chair such

that they sat 60cm above the ground. This chair was restricted in movement, i.e. the participant could not

change the height of the chair or rotate it. The table was 78cm high. A chin rest was attached to the table and

its height was adjusted for each participant.

The screen that was used to display the visual stimuli was manufactured by LG. It had a length of 124cm

and a width of 72cm. For the purpose of this experiment, it was rotated 90 degrees such that the shorter side

is facing the participant. The resolution was 1920x1080px. It was placed on a stand, causing it to be 21cm

above the surface of the table. A trackball was used to control the cursor. However, as the screen was rotated

90 degrees, the trackball was too. Both the left and right click buttons would work during the experiment, so

each participant could �nd a comfortable way to use the trackball.

The left hand of the participant was placed underneath the screen on top of a stand, which is visible

in �gure 5. A wooden stand was introduced and had a height of 7 cm, with the purpose of decreasing the

distance between the screen and the �ngers. The hand was strapped to the solenoid stand, which had a height

of 2 cm. The bottom of this stand was placed 14cm away from the edge of the table. The two outer solenoids

were placed another 17cm away from the edge, with the middle solenoid extending another centimeter away

to better �t the shape of the hand. These solenoids were used to provide tactile stimuli. Weights were used to

ensure the solenoid stand could not accidentally move during the experiment.



Figure 4: The setup of the experiment

Figure 5: On the left: the view underneath the screen. On the right: a closeup on the solenoid stand.



Experimental procedure

During the experiment, the participants were asked to perform a multisensory localisation task, involving

tactile and visual stimuli. The tactile stimuli were applied on the index, middle and ring �nger of the left

hand using the solenoids. Due to the position of the solenoid stand, no visual information on the location of

the hand was available. The visual stimuli were then presented on this screen around the space of the hand.

The experiment started with a practice round of the multisensory task to ensure that the participants

understood the instructions and the experiment. Afterwards, the participants were asked to partake in three

different localisation tasks. These will be described below in the order of the experimental procedure. Later,

they will be discussed in more detail.

1. Tactile-only task. During these trials, no visual stimulus was present. This task was introduced to

compensate for internal biases that occur in tactile localisation (Mancini et al., 2011; Margolis and

Longo, 2015) and to measure the unisensory tactile variances for each �nger.

2. Visual-only task. During these trials, no tactile stimulus was present. As no touch can be localised if no

tactile stimulus is present, the participant was instead asked to click on the perceived location of the

visual stimulus. This task was performed to �nd the unisensory visual variance of each participant.

3. Multisensory task. During these trials, both a visual and a tactile stimulus was presented, and the

participant was asked to locate the touch. This task is the same as the practice round. These trials aim

to capture the behavior of multisensory integration in peripersonal space.

These tasks were repeated three times, always in the same order. Between repetitions, the participants

were allowed a break. Throughout the experiment, the participant wore noise-cancelling headphones playing

white noise to reduce the likelihood of sounds affecting performance. Additionally, a chin rest was used to

ensure a constant head position throughout the experiment. During the tasks, the lights were turned off to

avoid any re�ections onto the screen that could be used for localisation. The different tasks will be described

below in more detail.

Multisensory task

The purpose of the multisensory task was to measure visual-tactile integration in peripersonal space. It is

therefore the main task in our experiment, and the task that is practiced before the start of the experiment.

The task is visualised in �gure 6. During these trials, the participant �rst saw a red square appear on their

screen. This is their cursor, but it is also used as a �xation point. After 750 milliseconds, the participant was

given a tactile stimulus by one of three solenoids. At the same time, a visual stimulus would �ash either 2, 5

or 10 visual angles away from the cursor, on a one dimensional plane (randomly sampled to be either above

or below the �xation point). The exact location is computed by using the distance between the eyes and

the screen, which was measured prior to the experiment. These visual angles were introduced to serve as

different noise levels, as the variance increases if a stimulus is presented further from the fovea (Wolfe et al.,

1998). Changing the visual variance should in�uence the weights of both the visual and the tactile stimuli.

The participant was then asked to click the location where they perceived the tactile stimulus. The cursor

was restricted to only move vertically and was controlled with the right hand using a trackball. Reducing the

dimensionality made the task easier for the participants. Additionally, it facilitated the modelling

For every trial, one out of 81 possible conditions was selected. The condition was dependant on multiple

variables. First, the stimulated �nger could be either the index �nger, the middle �nger, or the ring �nger



of the left hand. Second, the location of the visual task could vary in distance (0, 1, 3, 5, 7cm) and direction

(above, below the �xation point), adding up to nine distinct visual locations. Third, the noise level caused the

�xation point to be either 2, 5 or 10 visual angles of eccentricity from the visual stimulus. Each condition was

tested twice during each block, which thus consists of 162 trials. The order of the trials was randomised for

each block. This adds up to a total of 486 trials for each participant.

A practice round was introduced to ensure the participant understood the instructions. During these

trials, the 1-dimensional constraints may not match the spatial biases of the participant. However, as this

round is not for data collection purposes but solely to ensure full understanding of the task, the participants

were told that this would not be an issue. The practice round has no speci�c amount of trials, as it is

terminated after the participant and researcher agree upon the understanding of the task.

Figure 6: The setup in the practice round and the multisensory task. The �rst panel indicates the screen is blank, and
no touch is present. First, the cursor appears. This is shortly followed by visual and tactile stimuli, which disappear
after 50ms. The participant is then asked to click the location where they perceived the touch

Tactile-only task

The tactile-only task was designed to determine the unisensory tactile variance and the spacial biases of the

location of the �ngers. As in the practice round, the participant was �rst presented with the cursor/�xation

point. Afterwards, one of three solenoids would stimulate the respective �nger. No visual stimulus was

present. The participants were asked to click on the location where they perceived the touch. For this task,

the cursor was able to move in two dimensions instead of just one. The mean of these responses was used

as an estimate to where the participant internally estimated their hand location. It was used as a baseline

for the other two tasks in order to correct for the estimation bias of the participant (Liu et al., 2018). This

task consists of 126 trials, 14 per �nger in each block. As all the �ngers are represented individually within

the primary somatosensory cortex (Duncan and Boynton, 2007), they will also be treated separately in this

experiment. The task is visualised in �gure 7. For one participant, the data of one block of the tactile-only

trials was lost after the experiment. Instead, the variance of the other two blocks was used in further analysis.



Figure 7: The setup in the tactile-only task. The �rst panel indicates the screen is blank, and no touch is present. First,
the cursor appears. This is shortly followed by a tactile stimulus, but no visual stimulus. After the touch has ended,
the participant is asked to click the position where they perceived the touch. Contrary to all other tasks, this was not
constrained to one-dimensional space

Visual-only task

The visual-only task was performed to determine the unisensory visual variance of each participant. Again,

the cursor was presented �rst, functioning as a �xation point. This was on the same x-coordinate as the

internal representation of the middle �nger, either 0, 1, 3, 5 or 7 centimeters above or below the y-coordinate.

After 750 ms, a �ash appeared 2, 5 or 10 visual angles away from the �xation point. The participant was then

asked to click on the location where they thought the �ash was. The cursor was restricted to solely move

vertically. This task consisted of 162 trials in total, 2 per unique pair of �xation point and visual stimulus in

each block. The visual variances were assumed to not change depending on visual location, solely upon

eccentricity. The task is visualised in �gure 8.

Figure 8: The setup in the vision-only task. The �rst panel indicates that the screen is blank, and no touch is present.
First, the cursor appears. This is shortly followed by a visual stimulus, but no tactile stimulus. After the visual stimulus
has disappeared, the participant is asked to click the position where they perceived the visual stimulus



Different models of Bayesian Integration

The goal of this project was to approximate visual-tactile localisation in peripersonal space as a process of

Bayesian inference. To accomplish this, I built three models using the principles of Bayesian integration. Two

of these models assume multisensory integration and use the methods described above. The third model

assumes no multisensory integration, i.e. it uses solely the tactile cues. All models will be introduced below,

starting with the multisensory models.

Model 1: Multisensory_3F3V

Multisensory_3F3V assumes multisensory integration is used by the participant during the experiment. It

is the most complete model, as it has the most parameters; one for each �nger (3F) and one for each noise

level (3V). Like the other models, it assumes that all �ngers are different. Additionally, it assumes that the

noise levels affect the variances and thus the weighting of stimuli. Multisensory_3F3V assigns a different ¾2
vn

to each noise level n . Therefore, the visual and tactile estimates are sampled from a Gaussian distribution,

given the location, mean and variance. Each �nger f and noise level n have their own ¾2.

P(x̂v jxv ) » N (xv , ¹ v ,¾2
vn ) and P(x̂ t jx f ) » N (x f , ¹ t f ,¾2

t f ) (6)

The posterior location of the stimulus, xvt , is estimated by weighing the visual and tactile stimulus

locations We then need to weight the visual and tactile stimuli to �nd the posterior. This equation is used for

all multisensory models:

xvt Æw v x̂v Å w t x̂ t (7)

The weights are dependent on the visual variance of the noise level and the tactile variance of the �nger used

in each trial. For Multisensory_3F3V, these weights are de�ned by:

w v Æ

1
¾2

vn

1
¾2

vn
Å 1

¾2
t f

and w t Æ1¡ w v (8)

Model 2: Multisensory_3F1V

Multisensory_3F1V also assumes that multisensory integration is used by the participant during the ex-

periment. It has 4 parameters, one for each �nger (3F) and one for vision (1V). It reduced the amount of

visual parameters due to the assumption that the introduced visual noise levels do not affect performance

signi�cantly. The likelihoods are now sampled from:

P(x̂v jxv ) » N (xv , ¹ v ,¾2
v ) and P(x̂ t jx f ) » N (x f , ¹ t f ,¾2

t f ) (9)

The weights are de�ned by:

w v Æ

1
¾2

v

1
¾2

v
Å 1

¾2
t f

and w t Æ1¡ w v (10)

The main difference between Multisensory_3F3V and Multisensory_3F1V is thus the assumption about

the effect of the introduced visual noise. Multisensory_3F3V assigns a different ¾2
vn for each noise level ( n),

whereas Multisensory_3F1V uses a singular ¾2
v for vision.



Model 3: Tactile_3F

The third and �nal model assumes no multisensory integration, i.e. the visual stimulus was not used to

determine the location of the tactile stimulus. Thus, x̂v is not used in this model. P(x̂ t jx f ) is sampled from a

Normal distribution, where each parameter depends on which �nger f is stimulated:

P(x̂ t jx f ) » N (x f , ¹ f ,¾2
f ) (11)

Afterwards, no weighting is necessary, as only the tactile stimulus is used. Therefore,

xvt Æx̂ t (12)

Besides these three models, we also investigated models that used a singular tactile parameter. However,

as the patterns of results stayed the same and they are biologically implausible due to their separate neural

processing (Duncan and Boynton, 2007), they have been excluded from further analysis.

Model Fitting

Now that each model has been introduced, they will be evaluated against the behavioral data. For every

trial, the condition was stored in a database. This includes information about which �nger was stimulated,

where the visual stimulus was located and the noise level. Additionally, the location of the click was recorded

and paired with the condition. The data was divided into the individual conditions, depending on the

assumptions made by every model.

Each participant is likely to have inherent biases regarding their estimate of the location of their hand (Liu

et al., 2018). A big chunk of these biases is supposed to be removed by taking the mean of the tactile-only trials.

To remove further biases, the mean error of each block is calculated and subtracted from each individual

trial, effectively mean centering the data.

Given the multisensory localization for every trial, we want to estimate the unisensory visual and tactile

variances underlying the behavior. We do this by maximising the log likelihood function of the entire dataset

of 486 trials. Generally, this is de�ned by:

LL(µ,») Æ ¡
n

2
log (2¼) ¡

n

2
log (¾2) ¡

1

2¾2 §n
i ¡ 1(xi ¡ ¹ )2 (13)

Here, µ is the parameters, » is a sample of the recorded data, n is the size of the sample, ¾2 is the posterior

multisensory variance given the condition, and the summation is the total difference between the mean of

the sample, ¹ , and the individual datapoints. The likelihood is assumed to be unbiased, i.e. centered on the

actual stimulus location. We want to modify this equation to make it applicable for the collected data, thus

the speci�c instance will be described below.

For each model, the set of parameters µ depends on the assumptions made by the model, as shown

in table 1. The sample » contains all trials that match the current condition, with sample size n. xi is the

individual trial.

Model Number of visual parameters number of tactile parameters

Multisensory_3F3V 3 3
Multisensory_3F1V 3 1

Tactile_3F 0 3

Table 1: Parameters for each model



As we want to �nd the posterior parameters, we cannot simply take the mean and variance of the

datapoints and insert these into the log-likelihood function. To �nd the multisensory ¾, we take the inverses

of the covariance matrix of the parameters corresponding to the condition. Then, these are added together,

and the inverse of that is taken:

¾2
vt Æ((¾¡ 2

v ) Å (¾¡ 2
t )¡ 1 (14)

In the case of Tactile_3F, there is no visual parameter. In that case, we can just take the tactile parameter,

such that

¾2
vt Æ¾2

t (15)

The ¹ uses data that is stored during the experiment. The tactile ¹ is found by taking the estimate of the

location of the �nger found in the practice round. The visual ¹ equals the position of the visual stimulus.

This is possible due to the symmetry in the conditions around these center points. The visual and tactile ¹

are stored for every trial.

We want to combine the visual and tactile ¹ into a multisensory mean, adapted by the variances. This

is done by multiplying each ¹ with the inverse of the corresponding sensory variance, and adding these

together. The sum is then multiplied with ¾2
vt :

¹ vt Æ((¹ t £ (¾2
t )¡ 1) Å (¹ v £ (¾2

v )¡ 1)) £ ¾2
vt (16)

Again, Tactile_3F does not use the visual stimulus. Therefore, ¹ vt is calculated by:

¹ vt Æ(¹ t £ (¾2
t )¡ 1) £ ¾2

vt (17)

To ensure the dimensions of the matrices are compatible throughout the calculation of the log likelihood,

the summation also needs small changes:

§n
i ¡ 1(xi ¡ ¹ vt (i )) £ (¾2

vt )
¡ 1 £ (xi ¡ ¹ vt (i ))T (18)

This still describes the sum of the differences between the data and the ¹ , but it is restructured. If we

combine all these changes, the log likelihood equation becomes:

LL(µ,») Æ ¡
n

2
log (2¼) ¡

n

2
log (det(¾2

inv )) ¡
1

2det(¾2
vt )

§n
i ¡ 1(xi ¡ ¹ vt (i )) £ (¾2

vt )
¡ 1 £ (xi ¡ ¹ vt (i ))T (19)

This is calculated for every condition, depending on the model selection. To optimise the model, we want

to minimize the negative log likelihood, which is found by:

NLL(µ,») Æ ¡§ p
i ¡ 1LL(µ,») (20)

In order to minimise the negative log likelihood, a MATLAB code was used implementing FMINCON.

This is a constrained optimisation algorithm, which has been supplied with biologically reasonable ranges

for all parameters. For the tactile parameters, the constraints were set to be within 0.1 and 30 centimeters.

The upper bound for vision has been increased to 100 centimeters. The variance is unlikely to actually be this

high, though such values can be used to identify when no multisensory integration is present.



Model Evaluation

After minimising the negative log likelihood, every model will return the recovered parameters, along with

the likelihood itself. This can be used to evaluate the models and compare them. This helps us to determine

whether the behavior re�ects tactile localisation only or multisensory integration.

We used three approaches to evaluate which model is preferred. The �rst analysis method that will

be used is the coef�cient of determination ( R2). This will tell us how accurately the model describes the

behavior, by calculating the amount of variance that is explained by the model. It can therefore state how

much better/worse a model is than merely taking the average. The data has been mean-centered around

touch. Therefore, taking the average is the same as using the tactile location, which is essentially Tactile_3F.

Consequently, each R2 implicitly tests that particular model against Tactile_3F. R2 is calculated by dividing

the sum of squares of the residuals ( yi ¡ ŷi ) with the sum of squares of the total distance between ¹ and the

individual datapoints yi . The result is then subtracted from 1. If R2 is negative, the model does worse than a

tactile-only variation. If it is positive, it performs better. The higher the R2, the better the performance of the

model. A model is considered to have a good �t if the R2 is higher than 0.4.

R2 Æ1¡
§(yi ¡ ŷi )2

§(yi ¡ ¹ )2 (21)

A second method of analysis that will be used is the Bayesian Information Criterion (BIC). This criterion

uses the minimised negative log likelihood to �nd the accuracy, but it introduces a penalty for the amount of

parameters used in the model. This is done to avoid over�tting. The BIC is found by taking the log of the

amount of trials ( n) and multiplying it with the amount of parameters ( k ). Then, the negative log likelihood

is added twice:

B IC Æk £ log (n) Å 2£ NLL (22)

The model with the lowest BIC is deemed optimal. The difference between two models is found by using

¢ BIC:

¢ B IC ÆBIC1 ¡ B IC2 (23)

¢ BIC is deemed to be a signi�cant difference if its absolute value is more than 3. This tells us which

model is better, whilst penalising the amount of parameters. However, we still want to know what model

gives the best results, no matter the amount of parameters, as not all assumptions may be correct. Therefore,

the likelihood-ratio test (LRT) will also be performed. This can simply be done by subtracting one likelihood

from another and multiplying the result by two:

LRT Æ2(NLL1 ¡ NLL2) (24)

We want to minimise the negative log likelihood, thus the smaller number is the better model. Therefore,

if the LRT is positive, model 2 is better. If the LRT is negative, model 1 is better. The difference is considered

to be signi�cant if the absolute value is more than 3.



Results

Experimental Results

The behavioral data can be used to identify whether multisensory integration had occurred during the

experiment, and whether this integration was symmetrical above and below the �nger. In �gure 9, the group

mean has been visualised. If no multisensory integration would occur, the line would be near horizontal.

However, this is not the case. When the visual stimulus was presented 7cm below the tactile stimulus, the

participants clicked, on average, 0.98cm below the location of touch. When the visual stimulus was presented

7cm above the tactile stimulus, the participants had an average localisation shift of 0.86cm. The errors are in

accordance with the direction of the visual stimulus, thus it appears both stimuli were integrated during this

task.

Figure 9: The �tted group mean of all participants. The x-axis has the different visual locations. The y-axis shows the
mean error. The red line indicates the model �t, the blue dots are the mean errors for each visual location, with the
error bars representing the standard error of the mean

To �nd whether the localisation shifts are signi�cantly different compared to 0, we did a one-samples t-

test. The mean errors when the visual stimulus was 7cm below the tactile stimulus were clearly different from

0, though the difference is not signi�cant, t(9) = 2.1815, p = 0.057. Similarly, the mean errors corresponding to

a visual stimulus 7cm above the location of touch were also higher than 0, but insigni�cant, t(9) = 1.8193, p

= 0.1022. This is likely due to the individual differences between the participants, as the participants who

appeared to use solely the tactile stimuli reduce the mean effect of vision.

The difference between the two absolute extremes is also not signi�cant, t(9) = 1.3345, p = 0.2148. This

indicates that the integration is symmetrical, as the behavior for visual stimuli above touch is not signi�cantly

different from the behavior for visual stimuli below touch.



Probabilistic models provide good �ts to behavioral data

Even though the behavioral data did not provide signi�cant evidence towards multisensory integration, the

probabilistic models assuming it was present do yield good �ts. This is evaluated through the R2, which

tells us how much better the multisensory models are compared to a tactile-only variant. On average, the

R2 demonstrated that the multisensory models provided a signi�cantly better �t than Tactile_3F ( ¹ = 0.603,

[-0.04, 1]). For 8 out of 10 participants, the R2 value was above the signi�cance value of 0.04, demonstrating

a large portion of variance could be explained. This can be seen in �gure 10. However, two participants

appeared to use a different strategy, effectively ignoring the visual stimuli. Their graphs and R2 are visualised

in �gure 11. Clearly, the model prefers a �t with a smaller slope. This indicates that these participants

weighted the tactile stimulus much higher than the visual stimulus, to the point where the visual information

is nearly ignored. The low R2 suggests that not much multisensory integration was going on.

For the plots in �gures 10 and 11, a different variation of the model was used. This was done for

visualisation purposes, to ensure that each participant can be shown in a singular panel. This model uses

two parameters: one for touch and one for vision. However, it has been excluded from further analysis as it is

implausible that all �ngers have the exact same behavior, due to their individual neural processing (Duncan

and Boynton, 2007). For every participant, the plots for Tactile_3F and Multisensory_3F1V can be found in

the appendix.

Every model has now computed the minimum negative log-likelihood and the corresponding parameters.

This can be used to evaluate the models and select the optimal model for each participant.

Model Comparison

In order to compare the models and select the optimal version, we can use the Bayesian Information Criterion

(BIC) to �nd the performance of each model whilst punishing the amount of parameters it uses. This is done

to avoid over�tting and optimising the performance whilst minimising the amount of parameters. The model

with the lowest BIC is considered to be optimal. The BICs can be observed in table 2. For each participant,

the lowest BIC has been emboldened.

Participant Tactile_3F Multisensory_3F3V Multisensory_3F1V

101 1680 1672 1660
102 1475 1459 1448
103 1547 1520 1509
104 1543 1558 1549
105 1352 1371 1359
106 1426 1442 1431
107 1948 1654 1642
108 1556 1559 1551
109 1409 1422 1411
110 1557 1541 1530

Table 2: The Bayesian Information Criterion for each model and each participant. For every participant, the lowest BIC
has been emboldened.

According to the Bayesian Information Criterion, Multisensory_3F3V is never the preferred model. For

each participant, either Tactile_3F or Multisensory_3F1V is considered to be the best option. Unsurprisingly,

Tactile_3F is preferred for the participants where the least multisensory integration was visible. Apart from

the two participants with a lower R2, this includes participants 106 and 109. Even though their R2 was

suf�ciently high, the slope was not very steep.



Figure 10: The participants where multisensory integration was present. The red line indicates the model predictions,
whereas the blue dots represent the data. To avoid skewing, the scale for participant 107 is different compared to the
others.

Figure 11: The data indicates that little to no multisensory integration was present for these participants. Instead, they
appeared to ignore the visual stimulus



To evaluate the difference between both models and check whether it is signi�cant, we calculate ¢ BIC by

subtracting the Multisensory_3F1V BIC from the Tactile_3F BIC. If ¢ BIC is positive, the multisensory model

is preferred, and vice versa. If the difference is more than 3, this difference is deemed signi�cant, whereas a

difference between 0 and 3 is considered to be suggestive. For 9 participants, the ¢ BIC is shown in �gure 12.

Participant 107 is excluded to prevent it from skewing the overall visualisation, as it has a ¢ BIC of 306. The

discrepancies on the x-axis have been included to reduce the overlapping of participants. In the graph, each

participant is color coded. Horizontal lines are added to represent y Æ0, where both models are the same,

and the signi�cance boundaries of 3 and -3.

Figure 12: The graph showing the ¢ BIC for each participant. The horizontal lines at y=3 and y=-3 indicate the
signi�cance boundaries.

According to the ¢ BIC, the multisensory model is signi�cantly better for 6 participants (including 102

and 107, even though they are not visible in the graph). The tactile model is signi�cantly better for another 3

participants. Additionally, the ¢ BIC suggests that the Tactile_3F is preferred for participant 109, even if it is

not signi�cantly better.

Evidently, for almost all participants, the best model is either Tactile_1F, or the multisensory model

that has the least parameters. However, BIC is unable to de�ne why there is a difference between two

models. To �nd whether this is caused by the amount of parameters or a difference in performance, we use

the likelihood-ratio test. For every participant, we compare the negative log likelihoods of Tactile_3F and

Multisensory_3F3V. The lowest value is subtracted from the log likelihood of the other model to �nd the

difference. This can be found in table 3.

The results of the LRT now demonstrate that the Multisensory_3F3V model is the best model for 9/10

participants, albeit most differences are marginal. We again use a value of 3 as a signi�cance threshold.

Multisensory_3F1V model found a lower negative log likelihood than the tactile model for participants 104,

106 and 109, even though the BIC suggested the opposite. Even for participant 105, Multisensory_3F1V, the

difference is marginal. However, these differences are not signi�cant.



Participant Tactile_3F Multisensory_3F1V

101 26.4 0
102 33.0 0
103 44.6 0
104 0.8 0
105 0 0.4
106 1.0 0
107 312.2 0
108 11.6 0
109 3.2 0
110 33.4 0

Table 3: The likelihood-ratio test for each participant between Tactile_3F and Multisensory_3F1V.

Model Selection

Given all of the three tests, our assessment of which model is best is as follows: Due to the insigni�cant

difference in LRT, the insigni�cant R2 and the signi�cant difference in ¢ BIC, Tactile_3F is preferred for

participants 104 and 105. Additionally, even though the R2 is signi�cant, Tactile_3F has been selected for

participant 106 due to the LRT and ¢ BIC.

For participant 109, we were unable to �nd a signi�cant difference between Tactile_3F and Multisen-

sory_3F1V. TheR2 suggests the multisensory model should be better, but the LRT and ¢ BIC contradict.

Therefore, both models have been included for this participant in the remainder of the analysis.

For the other 6 participants, Multisensory_3F1V has been selected as the best model. This is due to the

signi�cant R2, LRT and ¢ BIC. For each participant, the selected model can be found in table 4. For the

majority of participants, Multisensory_3F1V appeared to be the best model. However, for others, Tactile_3F

was clearly the better option.

Participant Tactile_3F Multisensory_3F1V

101 X
102 X
103 X
104 X
105 X
106 X
107 X
108 X
109 ? ?
110 X

Table 4: The selected model for each participant.



Optimality of integration

Past research suggests that optimality is determined by whether the multisensory variance is related to

the individual unisensory variances (Ernst and Banks, 2002). To �nd whether this is the case, we evaluate

the variances collected from the unisensory trials, and compare them to the observed variances in the

multisensory task. The observed unisensory variances are displayed in table 5. It is noteworthy that the

visual variances are increasing left to right, indicating that the introduced noise levels did work as intended

in the unisensory trials.

Participant ¾2 Tactile 1 ¾2 Tactile 2 ¾2 Tactile 3 ¾2 Visual 1 ¾2 Visual 2 ¾2 Visual 3
101 2.17 1.76 1.82 0.56 1.22 2.23
102 X 1.44 4.39 0.33 0.27 0.31
103 0.68 1.19 1.37 0.31 0.38 0.89
104 1.11 0.63 1.46 0.11 0.20 0.36
105 0.62 0.35 0.56 0.23 0.35 0.54
106 2.72 1.71 1.38 0.22 0.33 0.44
107 2.37 1.57 2.26 0.66 0.54 0.63
108 4.90 2.84 5.69 0.27 0.37 0.93
109 0.72 0.98 0.78 0.24 0.46 1.41
110 0.83 0.60 1.10 0.19 0.21 0.35

Table 5: The observed variances in the unisensory trials. One dataset has been lost after the experiment.

The model attempted to recover the variances underlying multisensory integration; the underlying

variance for the tactile stimuli for each �nger, and, in the case of Multisensory_3F1V, the underlying visual

variance. The recovered parameters can be found in table 6.

Participant ¾2
t 1 ¾2

t 2 ¾2
t 3 ¾2v

101 2.81 3.54 3.63 18.02
102 1.98 2.09 2.03 16.02
103 2.20 2.99 2.13 13.61
104 2.16 1.84 2.78 N.A.
105 1.61 1.41 1.49 N.A.
106 1.68 1.78 1.78 N.A.
107 9.43 9.47 9.06 3.78
108 2.25 2.75 2.31 27.67

109 (Tactile_3F) 1.58 1.70 1.78 N.A.
109 (Multisensory_3F1V) 1.62 1.75 1.84 26.23

110 2.42 2.37 2.62 15.87

Table 6: The recovered parameters for each participant, given the selected model

To �nd whether the recovered parameters re�ect the measured parameters, they are compared to the

unisensory variances that are found in the tactile-only trials. First, a two-tailed paired t-test was performed

over the tactile variances from the tactile-only trials, and the recovered tactile variances in the multisensory

conditions, which showed a signi�cant difference, t(28) = 2.7214, p = 0.0111. To check whether the difference

is consistent, we use Spearman's rank correlation coef�cient over the standard deviations, which returned a

value of 0.4938. This indicates that the multisensory variance increases for each participant, but the ranks

stay similar. The ranks of the tactile variance thus are consistent. This implies that the �tting procedure

produced tactile estimates that accurately re�ect measured variances.



Multisensory stimuli are statistically optimally integrated in the brain (Körding and Wolpert, 2004). As a

result, the accuracy increases and the variance decreases (Ernst and Banks, 2002; Alais and Burr, 2004). We

can �nd whether this is the case in our experiment by using the unisensory variances that were collected in

the tactile-only and vision-only tasks:

¾2
opt Æ

1
1

¾2
t

Å 1
¾2

v

(25)

In �gure 13, the measured unisensory variances are plotted, alongside the theoretical optimal variance

and the observed multisensory variance. Even though the model �t with optimal behavior, it does not match

up with the observed variances in the unisensory conditions, and thus it does not equal the theoretical

optimal variance.

Figure 13: The observed multisensory variance does not correspond to the theoretical optimal variance. On the y-axis:
the value of the variance. On the x-axis: the different types of variances.

Even though the behavioral data cannot con�rm multisensory integration over the group mean, the

model �ts suggest this was the case for the majority of the participants. For 6 out of 10, Multisensory_3F1V

was selected as the best model. However, for 3 participants, Tactile_3F was a better alternative. For one

participant, no accurate decision could be made between the two models.

Generally speaking, the models were able to accurately approximate the behavior in the experiment.

However, the observed behavior does not equal the theoretical optimal variance.



Discussion

The purpose of this paper was to evaluate to what extent visual-tactile localisation in peripersonal space

can be approximated as a process of Bayesian inference. To answer this question, a localisation task was

conducted and the behavioral results were evaluated against multisensory and unisensory Bayesian models.

Even though the group mean did not signi�cantly prove that multisensory integration was occurring, the

models indicated that this was the case for most individual participants. The models turned out to be a good

�t to the behavioral data, which suggests that Bayesian inference is a decent approximation for the collected

data. In order to extensively analyse the results and evaluate the research question, each sub-question will be

discusses individually.

Is spatial localisation within PPS multisensory?

The behavioral data can be used to investigate whether spatial localisation within PPS is multisensory. When

looking at the group mean in �gure 9, a clear slope is visible, which indicates that the location of vision

affected tactile localisation. However, this effect is not signi�cant. This is most likely due to the differences

between participants, as some appeared to assign higher weights to vision than others. A possible explanation

for these differences is the concept of precision control. (Limanowski, 2022). This is the phenomenon that the

brain is able to manually weight different sensory stimuli when the information con�icts by injecting noise.

This can be helpful if the location of the visual stimulus is far from the location of touch, as the brain can

increase the uncertainty of vision to reduce the weight of integration. This increases the weight of the tactile

stimulus, which is bene�cial for tactile localisation if the visual stimulus contradicts the actual location.

Precision control can be different between participants, depending on attention. If the participant

directed more attention towards the tactile stimulus, the uncertainty of vision increases, and vice versa.

The percentage of attention directed to vision differed between participants, as some appeared to ignore

it altogether, whereas others did use the visual stimulus for integration. When evaluating the recovered

parameters, it becomes evident that the visual variance is very high for the majority of participants that

performed forced fusion. Precision control can explain this �nding, as the brain would increase the variance

of the visual stimulus to reduce its weights, as the locations of both stimuli are con�icting. This implies that

precision control is an important part of multisensory integration within peripersonal space.

For the majority of our participants, multisensory integration was evident as the visual stimuli in�uenced

the localisation of touch. Attending to a single modality attenuates the integration, but attending to both

enhances it (Badde et al., 2020b). The attenuation of vision suggests that attention does play a role in

multisensory integration in peripersonal space, as it was directed towards touch. This is also a possible

explanation for the differences between participants. Theoretically, the task in the experiment was unisensory;

only the tactile stimulus was required for localisation. Some participants may have attended to touch only,

which attenuates vision. If the participants did divide their attention, the effects of the visual stimulus will be

visible in the localisation of touch. This is evident for e.g. participants 104 and 105. Their data shows little to

no difference in localisation for different visual locations. These participants may have attended to touch to

such an extent that the visual stimuli were attenuated to a negligible effect.

Sambo and Forster (2009) provided evidence that attention and multisensory integration are two separate

neural processes, and the integration occurs prior to attention. This is in accordance to our �ndings. Even

though the visual stimulus was task-irrelevant, we still observed integration. This suggests that spatial

localisation within peripersonal space is multisensory, but attention can in�uence the weights of the stimuli.



Does spatial localisation within PPS follow principles of Bayesian integration?

According to the principles of Bayesian integration, stimuli are weighted by their reliability (Ernst and Banks,

2002). The reliability of a signal is dependent on the noise levels. If a stimulus is very noisy, it is unreliable,

thus it will receive a lower weight for integration. This is in accordance with the inverse effectiveness principle

(Meredith and Stein, 1983). In our experiment, we hypothesized that variance increases in the periphery

relative to the fovea (Wolfe et al., 1998). The model assumed there would be eccentricity-dependent noise.

By implementing different noise levels by placing the stimuli in the periphery, we expected a difference in

localisation, as a noisier visual stimulus has a higher variance, and thus a lower weight in integration. The

vision-only trials demonstrated that the eccentricity-dependent noise did affect performance as expected.

This was not the case in the multisensory task. On the contrary, a multisensory model with a singular visual

parameter outperformed its counterpart with multiple parameters for the different noise levels. Precision

control can explain this �nding. The participants may have introduced inherent noise to vision, reducing the

reliability of this stimulus. This decreases the effect of eccentricity-dependent noise.

Even though previous research has given us much knowledge about multisensory integration, some pieces

are still missing. One gap is a model of integration within peripersonal space. We know that peripersonal

space exists and, within this stochastic space, the brain computes the likelihood of an object touching the

body in the future (Bufacchi and Iannetti, 2018; Noel et al., 2018a,b). Not only is multisensory integration

necessary to accurately localise our own body in space, it also improves the localisation of objects in our

environment, especially in peripersonal space. Makin et al. (2007) found that we are better at following and

predicting the trajectory of a ball if it is closer to our hand. Additionally, Makin et al. (2008) demonstrated

that the rubber hand illusion is closely related to the mechanisms of peripersonal space. However, the exact

role of PPS in localisation and the internal computations of peripersonal space are unclear. Our results

indicate that the proposed Bayesian inference models are a good �t for the behavioral data. This suggests

that the neural computations of PPS are conform to the principles of Bayesian integration and the stimuli are

weighted by their reliability.

Does spatial localisation within PPS perform the probabilistic computations optimally?

Multisensory integration is an important process that enhances our perception of the environment. When

two unisensory stimuli are perceived, they can be integrated together. As a result, the accuracy of the

localisation of the source of the stimuli can be improved and the variance decreases (Ernst and Banks, 2002;

Alais and Burr, 2004). The integration occurs in a statistically optimal fashion by weighting the inputs on

their reliability (Körding and Wolpert, 2004). However, this is not the case in our experiment. We calculated

the theoretical optimal variance, given the reliability of vision and touch. The resulting variance does not

match the measured multisensory variance, which is higher. Therefore, it appears our participants did

not perform optimally. However, other explanations may cause this behavior. One possibility is that the

measured unisensory variances do not adequately represent the underlying reliability. This is due to the

difference in the nature of the unisensory and multisensory tasks. For example, the tactile-only trials were

restricted to two dimensions, contrary to the singular dimension in the other tasks. Additionally, during the

visual-only trials, the participants were asked to localise the visual stimulus, rather than the tactile. The �tted

parameters also are higher than the unisensory variances, even though the proportionality was consistent. If

the reliability of touch and vision did not accurately represent the underlying variance in the multisensory

task, the optimal variance may be much higher than anticipated.



Limitations of this project and suggestions for future research

The results have shown a high goodness of �t for the proposed models and the collected behavioral data.

To some extent, this is rather surprising. This is due to the spatial principle: Two stimuli that are closer in

space are more likely to be integrated together (Meredith and Stein, 1986). This is especially important in

peripersonal space, as that is the area where stimuli are closest to touch. Due to the probabilistic nature,

the stimuli closest to the body should be most signi�cant, thus they should be more likely to be integrated

together.

Multisensory_3F1V and Multisensory_3F3V are forced fusion models, i.e. they will always integrate both

stimuli. The integration is linear, thus it does not attenuate with distance. This is not conform to the spatial

principle. Within peripersonal space, this clearly is not necessarily an issue, proven by the goodness of �t. All

stimuli are relevant enough that integration will indeed take place. However, this cannot be representative

for multisensory integration in general. At some point, the distance between a tactile and a visual stimulus

will get suf�ciently large that integration is not sensible, or at the very least, should be minimal. A forced

fusion model cannot approximate this behavior.

Even though forced fusion is a good �t to the behavior observed within peripersonal space, it is possible

that the underlying computations are much more complex. As discussed, it cannot hold if the distance

between stimuli increases. Future research can investigate more complex models that change forced fusion

to be applicable more generally. One example that could explain our �ndings is Bayesian Causal Inference

(BCI). A BCI model uses the distance between two stimuli to predict how likely they are to have originated

from a singular source (Körding and Wolpert, 2004; Sato et al., 2007). If the distance is small, this is much

more likely. This likelihood is combined with a forced fusion model and a tactile only model in order to

integrate the two signals. When causality is inferred, forced fusion is performed, but when distinct causes are

more likely, the majority of integration will be segregated. Previous research has already suggested that BCI

may be able to approximate multisensory integration accurately (Körding et al., 2007; Verhaar et al., 2022;

Shams, 2012; Shams and Beierholm, 2022).

Forced fusion was able to approximate the behavior observed within peripersonal space. If the underlying

neural computations are conform to BCI, this is logical. The likelihood of vision and touch sharing a common

cause is suf�ciently high that forced fusion takes up the biggest part of integration. BCI has already been

shown to provide constraints for peripersonal space (Noel et al., 2018a). Future research can increase the

distance between stimuli to extend outside of peripersonal space and evaluate whether forced fusion is

indeed solely part of a more complex system.

Another way to improve the experiment is by increasing the dimensionality. Noel et al. (2018a) already

suggested that the principles do not apply in a standard, complex environment. The same reasoning may

hold for the results found in our experiment, which was restricted to a singular dimension. The 3-dimensional

environment is much more complex and noisy. Therefore, these results may not be representative of natural

behavior. Future experiments can improve this by including more dimensions in the experiment.



Conclusion

To conclude, during the experiment, most participants performed multisensory integration in order to

localise a tactile stimulus. However, this was not evident for all participants. For some, Tactile_3F was the

better model, as the effect of vision was negligible.

Other participants did clearly appear to divide their attention and use the visual stimulus to localise the

tactile stimulus. For these participants, a visual parameter is necessary. However, it appears the different

noise levels did not have the desired effect, which can be explained by the addition of internal noise, conform

to precision control. As a result, the model with a singular visual parameter, Multisensory_3F1V, is preferred.

It remains unclear whether spatial localisation within peripersonal space performs the probabilistic

computations optimally. Even though previous research suggests this is the case, our results did not agree.

This may be caused by the collection procedure of the unisensory variances.

This research aimed to approximate visual-tactile localisation in peripersonal space by using Bayesian

inference. The proposed models were good �ts to the behavioral data, especially if multisensory integration

was evident. This suggests that the underlying computations of multisensory integration in peripersonal

space indeed follow the principles of Bayesian integration. Future research can evaluate whether forced

fusion is indeed the best approximation, or whether it is merely part of a more complex computation.
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Appendix

Below, the plots for containing the model �ts for each participant can be found. The red line shows the �ts

from Multisensory_3F1V. The purple line represents Tactile_3F. The blue dots are the mean errors for each

visual location, with the error bars representing the standard error of the mean. The R2 is calculated over the

�ts from Multisensory_3F1V.

Figure 14: The plots for participant 101

Figure 15: The plots for participant 102



Figure 16: The plots for participant 103

Figure 17: The plot for participant 104




