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Abstract

The rise of autonomous artificial intelligence (Al) systems has put strain on traditional notions of
control. The inherent complexity of Al processes leads to an opaqueness which presents challenges
in monitoring actions and attributing responsibility. These challenges may be referred to as ‘control
gaps’ or ‘responsibility gaps’. To address these, recent theories of Meaningful Human Control (MHC)
have emerged, with the aim of establishing clear requirements for effective human oversight of Al
systems. In doing so, some accounts of MHC relax the need for direct operational relationships
between human operators and the systems under their control.

This paper advances a novel philosophical thesis: We assert that the Sense of Agency—a cognitive
measure closely associated with control—can empirically substantiate these normative foundations
of MHC. Through rigorous analysis of scientific literature on the Sense of Agency, we construct a
compelling argument for the empirical justification of the philosophical theory of action underlying
MHC.

The notion that reasons and intentions play an exceedingly important role in human control,
previously considered primarily within theoretical discourse, we find has significant support in recent
empirical studies of human cognition. This connection not only provides crucial empirical grounding
to existing MHC theories, but it also opens avenues for design insights from both fields.

In our examination of MHC and the Sense of Agency, we identify a crucial intersection between these
concepts, so far underexplored, which we propose holds significant potential for future inquiry and
practical development.
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1. Introduction

In the field of Artificial Intelligence and autonomous systems, the concept of meaningful human
control (MHC) has surfaced as a crucial normative framework. MHC seeks to ensure that human
beings remain integral to the decision-making processes of autonomous systems. (Amoroso &
Tamburrini, 2021; Calvert et al., 2019; Roff et al., 2016; Santoni de Sio & van den Hoven, 2018) This
approach provides a framework to address operational challenges associated with shared control
scenarios that include autonomous intelligent systems. The central thesis of these theories is to
prevent scenarios where autonomous systems make critical decisions independently, with a lack of
oversight or accountability. MHC ensures that humans remain involved in these processes in an
effective way, guiding, supervising, or intervening in the operations of such systems where necessary,
thereby maintaining ethical standards and accountability. (Calvert et al., 2019; Santoni de Sio & van
den Hoven, 2018)

Theories of MHC take shape by establishing clear guidelines and mechanisms that define the roles
and responsibilities of human operators in relation to autonomous intelligent systems. This may
include requirements such as the need for operators to have the necessary authority and
understanding to influence the actions of these systems effectively. One of the primary motivations
for establishing MHC is to address the issue of so-called responsibility gaps. These gaps occur when it
is unclear who should be held accountable for actions of a complex system, in particular when
autonomous agents are involved. Responsibility gaps present significant ethical and legal challenges.
For example, if a fully autonomous vehicle were to cause an accident, determining who is
responsible—the manufacturer, the programmer, or the driver'—can be complex. Responsibility gaps
can lead to a lack of accountability, and in turn, undermine the ethical integrity of autonomous
system applications. MHC aims to bridge these responsibility gaps by ensuring that humans remain
actively involved, and by doing so ensures that it remains possible to trace decisions and actions back
to human operators. (Matthias, 2004; Santoni de Sio & Mecacci, 2021)

While multiple accounts of MHC have been produced, a central criticism remains present, namely
the inherently problematic nature of combining both a high degree of human control, as well as a
high degree of autonomy simultaneously, as these dimensions intuitively seem opposed to each
other. A highly automated system requires a high amount of autonomy to function, as the whole
purpose of such a system is to relieve (human) operators from tasks better suited to the machines.
Therefore, autonomous systems, by definition, operate beyond conventional boundaries of
operational control. Following from this, any increase in autonomy would intuitively necessitate a
decrease in human control. As such, a zero-sum game between autonomy and human control seems
inevitable, and responsibility or control gaps an unavoidable consequence. (Schwarz, 2018)

To address this issue, the two-condition model of MHC offers a potential solution by positing that a
balanced system can be achieved where both high human control and high system autonomy coexist
without inherently negating each other. This model suggests that given a novel understanding of
control, one which focusses on a systems responsiveness to a human agents’ reasons for action and
clearly identifiable human responsibility, human operators can maintain significant control over
autonomous systems, thereby fulfilling fundamental functions of control that would otherwise seem
lost. Through these clear conditions, the theory of MHC aims to harmonise the relationship between
human oversight and machine independence, thus mitigating these control- or responsibility gaps

1 A driver who might more accurately be described as a passenger in such a scenario.
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often cited as a major concern. (Hindriks & Veluwenkamp, 2023; Santoni de Sio & Mecacci, 2021;
Santoni de Sio & van den Hoven, 2018, Kohler et al. 2024)

Of course, while such philosophical accounts may seem intuitively sound, empirical foundation must
play an important role in operationalisation of any theory. This paper seeks to provide such a
connection by showing a clear interplay between this understanding of MHC and the concept of
Sense of Agency (SoA), a prominent field of psychological research which concerns itself with human
perception, influence, and ownership over their actions and the associated outcomes. Defined as the
“experience of controlling one’s own actions”, this psychological phenomenon is primarily rooted in
the brain’s predictive processes. These processes lead individuals to attribute actions to themselves
based on the alignment of their intentions, the actions taken, and the outcomes observed. In
addition to a retrospective component, where people make judgements about their actions and
control after the fact, further shaping their SoA. (Haggard & Chambon, 2012; Synofzik et al., 2013)

As we will cover further in this paper, recent empirical research has shown that in certain specific
scenarios, SOA—a measure of human experience of control—deviates from our expectations based
on traditional notions of control. Particularly in control scenarios involving human agents and various
levels of automation or autonomous systems, SoA has been seen to perhaps map to something
different than traditional operational control mechanisms. For example, in a situation where direct
physical control is present, but task performance is weak, SoA might be lower than in assisted
scenarios that improve task performance despite sacrificing operational control. (Wen et al., 2015) In
this paper we investigate these recently explored and well documented deviations that indicate a
very interesting conclusion: alignment of intentions between human agents and automated systems,
combined with high task performance, are primary components in sustaining high SoA.

We will show that SoA and these documented deviations are compatible with the intuitions that the
two-condition theory of MHC affords us. This alignment can explain how SoA may be maintained
when a system performs actions according to the reasons shared by the human operator, even
without direct causal interaction. This is particularly relevant for MHC, as its ‘tracking’ condition
requires explicitly that automated systems act in alignment with human intentions. The research
discussed in this paper underscores that SoA is sustained or even heightened when outcomes match
the operator’s intentions, even if the human is not directly manipulating the system. (Aoyagi et al.,
2021; Wen et al., 2021)

Thus, empirical findings from the SoA domain support the tracking condition of MHC by
demonstrating that intention alignment is crucial for maintaining SoA. This provides a strong
argument for integrating MHC principles in automated system design, ensuring that systems not only
perform tasks effectively but do so in a way that reflects the operator’s goals and intentions.

By re-examining results of empirical research on SoA showing such deviations through this new lens,
we can form a clear picture of the connection present between MHC and SoA. Results show that
when actions of a system align with the broader, distal, reasons or intentions of human agents, then
actions incongruent with conflicting proximal intentions may be taken without reducing SoA. (Wen et
al., 2021) Additionally, SoA may be increased when the actions of the system are aligned with distal
reasons or intentions, even when no direct causal intervention is present. (Aoyagi et al., 2021)

In the following sections we will outline the necessary understanding of SoA and MHC, as well as
some previous operationalisation efforts that align well with the arguments outlined in this paper. In
section 2 and 3 we explore research findings on SoA deviations with our new understanding and
show how the connection between MHC and SoA persists through all of them. Section 4 is dedicated



to a re-examination of research showing an inverse relationship between automation and SoA,
where we are again able to resolve the incongruency through the context of MHC. Before
concluding, section 5 outlines the impact of making this connection to the state of the art of the
fields involved, highlighting insights offered to both sides.

1.1 Meaningful Human Control and the Proximity Scale

It is important to note that MHC is a concept with diverse interpretations, reflecting the broad
spectrum of challenges and opportunities presented by the integration of autonomous systems into
human activities. The two-condition variant of MHC we are focusing on in this paper draws primarily
from the work by Santoni de Sio & Van den Hoven in 2018. Their work in the field articulated a
nuanced interpretation of MHC, emphasising the coexistence of human control and system
autonomy as not only possible, but essential for ethical and effective deployment of autonomous
systems. This interpretation of MHC, with its Tracking and Tracing conditions, offers a comprehensive
framework for ongoing efforts to operationalise MHC in various contexts. A prioritization of reason-
based alignment between human intentions and system actions (Tracking) and ensuring that
decisions can be traced back to human operators (Tracing) makes the work by Santoni de Sio and van
den Hoven exceptionally suited for continued operationalisation efforts. (Santoni de Sio & van den
Hoven, 2018)

The essence of MHC is captured in these two foundational conditions. The Tracking condition
requires that the actions of an autonomous system align with human controller’s reasons and
intentions. The condition asserts that for control to be considered meaningful, the system’s
behaviour should reflect what the operator aims to achieve, even when the operator is not directly
intervening. In simpler terms, the system should act in ways that are consistent with the operator’s
objectives and expectations. For example, when a self-driving car is navigating a complex
intersection, its decisions and associated action should be in line with the driver’s intended route and
safety preferences, even if they are not actively steering or otherwise controlling the vehicle.

The Tracing condition emphasizes the importance of transparency and accountability. It states that it
should be possible to trace any of the system’s actions back to human agents. Additionally, it requires
that these human agents have sufficient understanding of the system’s behaviour and their own
responsibilities as it relates to the system. For instance, if an autonomous weaponized drone makes a
decision during a combat mission, the system’s decision-making process should be transparent to the
operator, who should also understand their responsibility and role in this process. (Santoni de Sio &
van den Hoven, 2018)

An example highlighting the need for the tracing condition can be observed in many shared control
scenarios. Let us take, as an example, an advanced medical diagnostic system: Based on a human
operator’s command, the system assesses available patient data and suggests and/or performs
further testing. Finally, the system produces a diagnosis based on complex algorithms assessing the
available data. In this example case, it is not hard to see how the tracking condition is met, the
human operator, let’s call him Mark, commanded the system to produce a diagnosis for a patient,
and the system does so, therefore it is responsive to his intentions. However, we see a problem arise
when assessing responsibility. Assuming that the diagnosis is incorrect, and the resulting treatment
worsens the patient’s condition, who should be held responsible for such an event? It might be easy
to point to Mark, being the only human operator in the shared control system. But if Mark does not
have a medical degree, or any knowledge of the system and the procedures or testing it applies,
would that be reasonable? Although Mark can be held legally responsible, as this is simply a question
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of policy, moral responsibility might be harder to attribute if Mark was ignorant to the actions and
internal decision processes of the system.

The Tracing condition addresses such cases with the explicit requirement for a morally responsible
human agent, which in turn requires that the system’s decision-making process is transparent and
understandable to such agents. The condition mandates that a system’s logic and internal processes
are accessible and comprehensible to a human agent. In Mark’s scenario, for the Tracing condition to
be met, the system would need to provide the necessary insights into its actions and decisions, such
as how it analyses patient data and how it arrives at a specific diagnosis to the level required for
adequate understanding by Mark. The exact operational implications of this condition might vary on
a per system-agent pairing basis, and in some situations an agent might lack the required knowledge
for the tracing condition to be met at all. This is an expected result. For example, an extremely
advanced weapons targeting system might not be under meaningful control of a toddler in any case,
regardless of how well the system conforms to their intentions and attempts to explain its actions.
Such a requirement for moral responsibility also ensures that situations where operators like Mark
are unjustly blamed for actions they had insufficient understanding over are avoided. In essence, the
Tracing condition fulfils its role in ensuring that autonomous systems operate not as black boxes, but
as entities whose actions can be traced back to human reasoning and relevant ethical considerations.
While it makes no value-based judgements over the actions of a system?, it fosters a culture of
accountability and transparency in the design and operation of autonomous systems.

Operationalisation efforts surrounding this interpretation of MHC, particularly the Tracking condition,
have led to the introduction of the proximity scale of reasons, a measure to evaluate relevant
reasons within a system under MHC. (Mecacci & Santoni de Sio, 2019) To fulfil the Tracking condition,
an autonomous system’s actions must be responsive to the reasons and intentions of human
stakeholders, such as its operator, the system designers, or policymakers. However, intuitive
understanding teaches us that this leads to conflicts when multiple reasons dictate divergent actions.
The proximity scale addresses this conflict by acknowledging that human reasons are in some sense
hierarchical, with proximal reasons (immediate, situational) serving distal reasons (overarching goals,
values, norms). The framework allows reasons relevant to the system to be ordered on a relative
scale, with the proximity referring to the ‘distance’ between the reason and the resulting system’s
behaviour. This distance is generally measured both temporally and by its complexity, the latter of
which is usually expressed in how explicit the reason specifies its related actions. An example of a
proximal reason could be the reason of wanting to (un)lock a door. Such a reason leaves little room
for interpretation, being very explicit in its related actions, and is usually formulated with a low
temporal distance to the systems behaviour, due to its simplicity. Conversely, an example of a very
distal reason might be that to not have your house broken into. This reason is temporally distant
from the resulting behaviour, and relatively complex in its implementation. Although the
actualisation of this reason might eventually include the previously mentioned proximal reason of
locking the door, it is generally formulated without predefined actions related to it, and instead
affects behaviour only through the more proximal reasons it gives rise to (such as the
aforementioned locking of doors).

2 Actions made by a system under MHC could still be unethical while also fulfilling the tracing condition,
provided a human agent fulfils their role as morally responsible and meets the conditions for doing so
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Proximity Scale of Reasons (Mecacci & Santoni de Sio, 2019)

Assigning specific values to individual reasons on such a proximity scale is challenging. However, as
the scale is intended solely to serve as a relative measure to evaluate reasons in relation to one
another, precise numerical values are not necessary.

The scale functions as a conceptual tool not only to assess MHC in a given scenario, but also to help
system engineers designing for MHC, guiding a system’s actions based in part on the relative
evaluation of reasons through the proximity scale. In reference to this, the original paper provides an
example of a hypothetical set of rules that could be used to operationalise the Tracking condition
through the proximity scale:

1) Respond to a proximal reason IFF? it does not conflict with a more distal reason

2) Respond to the most proximal reason allowed by (1)
(Mecacci & Santoni de Sio, 2019)

This hypothetical design guideline closely aligns with the experimental design of some of the
research we will examine in section 2 and 3. (Vinding et al., 2013; Wen et al., 2015, 2021) It also
highlights an important point; there may be situations where proximal reasons—possibly expressed
as attempted operational control—might be ignored or overridden without violating the conditions
of MHC. In fact, this framework suggests that ignoring or overriding such actions might even be
necessary to sustain MHC. (Mecacci & Santoni de Sio, 2019)

This distinction is crucial because it sets MHC apart from more traditional notions of control, which
typically emphasize direct, observable interactions between controllers and systems. In contrast,
MHC can accommodate scenarios where proximal actions—such as attempts at operational
control—might be disregarded or overridden without breaching the MHC principles. This flexibility is
essential when applying MHC in complex control environments where primary human control might
be limited or indirect. In section 2 and 3, we will explore this distinction further, showing how it
consistently aligns with the recurring deviations in SoA observed in shared control experiments.

3 ‘if and only if’ - a commonly used shorthand in philosophy, logic, and mathematics.
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1.2: Sense of Agency

The Sense of Agency (SoA) is a fundamental aspect of human cognition and behaviour as it relates to
an individual’s perception and exertion of control over their actions and the environment. (Abramson
et al., 1978; Gallagher, 2000; Haggard & Chambon, 2012; Jeannerod, 2003; Newman et al., 1983)
Synofzik, Vosgerau, and Newen (2008) defined a framework to explain and formalise the SoA, which
they define as “the registration that we are the initiators of our own actions”. In other words, SoA
represents the subjective awareness or feeling that one is the initiator or the source of their actions.
(Synofzik et al., 2008)

Several measures to assess SoA are relevant to understanding the research discussed in the following
sections. In general, measures of SoA can be split into two categories; implicit measurements, which
measure psychological phenomena shown to correlate with the subconscious component of SoA,
and explicit measurements, usually in the form of questionnaires, which aim to quantify the explicit
judgement of agency.

Common examples of explicit measurements include participants being asked to rate their perceived
influence or control over the outcomes of their actions (or the actions of the system in a shared
control scenario). Although these self-reports provide direct insight into an individual’s conscious
experiences, they are also susceptible to effects such as cognitive bias, in contrast to the implicit
measures which may not suffer from such bias. This also does not mean that there cannot be a
correlation between the implicit and explicit components of SoA. As the study by Berberian et al.
(2012) found, a clear correlation between direct and indirect measures is common even in complex
settings where the SoA is influenced by multiple factors. (Berberian et al., 2012; Haggard et al., 2002;
Moore & Obhi, 2012)

The most prominent implicit measures of SoA involve either ‘intentional binding’ or ‘sensory
attenuation’, in particular auditory feedback modulation. (Haggard et al., 2002; Reznik et al., 2015)
These psychological phenomena are shown to strongly correlate and have been found to be reliable
measures of the subconscious component of SoA. (Moore & Obhi, 2012) The intentional binding
effect involves the perceived temporal contraction between an action and its sensory consequence,
in other words, the perceived delay between performing an action and perceiving a closely related
effect. When an individual performs such a task with high SoA, the action and the sensory feedback
are perceived as being more temporally proximate than they objectively are, scaling effectively with
the level of SoA present. This effect can therefore be used as an indicator of SoA because it reflects
the brain’s action-outcome integration processes, and their effects on temporal perception.

The intentional binding effect is widely used in research aimed at measuring SoA, due to its relatively
easy implementation in a wide range of experimental setups. A commonly used alternative is based
on auditory feedback modulation, an example of sensory attenuation where auditory feedback is
recalled as having a lower volume when SoA is high. This effect is again the result of the brain’s
predictions of sensory outcomes as part of its action-outcome integration processes. This method is
an interesting alternative as it can be used in cases where the use of latency is infeasible, for example
when artificial latency is incompatible with the nature of the experiment. Despite this inherent
limitation, most experiments use the intentional binding phenomenon, and it remains the preferred
method when implementing measures of implicit SoA, due to its reliability. (Barlas & Kopp, 2018;
Berberian et al., 2012; Haggard et al., 2002; Moretto et al., 2011)

In the framework of MHC, SoA is particularly relevant under the tracking condition, which
emphasizes the reason-based relationship between the actions of an autonomous system and the



intentions of a human agent / controller. As we will show in the following section, even when direct
intervention is not applied, if the system’s actions are aligned with the human operator’s reasons and
intentions, the operator is likely to sustain a strong SoA, and this alighment continues even when the
system acts in accordance with the proximity scale outlined in section 1.1. (Aoyagi et al., 2021; Ueda
et al., 2021; Wen et al., 2015, 2021) Aside from the central thesis of the paper, SoA is also of interest
to the field of MHC as it has been shown to correlate with human engagement, which is an
important factor when attributing responsibility. (Navarro et al., 2016; Pagliari et al., 2022; Victor et
al., 2018) As such, sustaining SOA may prove an important part of fulfilling the tracing condition,
while the interplay between SoA and the tracking condition leads to empirical validation of the
theory’s intuitions.

2: Aligning Intentions with Actions: The Role of Meaningful Human

Control in Sustaining Sense of Agency

SoA plays a crucial role in shared control scenarios, particularly in the rapidly advancing domains of
autonomous systems and artificial intelligence. SoA, the subjective experience of ownership over
actions and their consequences, is foundational to human interaction with technology, and as such it
has been covered in related contexts before. Multiple reviews have covered SoA in the context of
human-machine interactions, and as these discuss the relationship between assistance and SoA, they
highlight the importance not only of action-outcomes, but also alighment with human intentions.
(Limerick et al., 2014; Pagliari et al., 2022; Wen et al., 2019; Wen & Imamizu, 2022)

It has been established through numerous psychological experiments that SoA strongly correlates to
task performance. Since the seminal work of Metcalfe & Greene (2007), we know that even when
performance is known to be manipulated by external factors, one still experiences a positive
correlation between performance and SoA. (Metcalfe & Greene, 2007; van der Wel et al., 2012)
More recently, we see similar results in experiments that include machine interaction in the form of
assistance, thereby reducing operational control in favour of goal performance, again showing a
positive correlation between performance and SoA. (Endo et al., 2020; Inoue et al., 2017; Wen et al.,
2015)

A series of studies have investigated how SoA manifests in environments where direct control is
reduced. Wen et al. (2015) were one of the first to indicate that performance produced by an action
might not just be correlated to- but might actually be more important than action-outcome
association in modulating SoA. The authors explored how the alighnment of system outcomes with
user goals influences SoA, revealing that SoA is often increased in an assisted condition compared to
a self-control condition, even if this resulted in a large portion of their commands to not be executed.
For instance, in a task where participants were asked to move a dot on a screen using buttons on a
keyboard, they generally rated their SoA higher in the assisted trials compared to the manual ones.
Their findings show that, in situations where action-feedback is not very explicit, SoA is dependent
primarily on performance (responsiveness to intentions) even if the process of achieving this level of
performance included assistance, and thus reduced operational control. (Wen et al., 2015)

In a similar experiment, Inoue et al. (2017) found that such a measurable SoA increase with improved
performance remained even if participants were explicitly given instructions indicating the presence
of assistance prior to the experiment. These results suggest that the previous findings were not
simply a question of confused self-attribution, but that there might be a deeper mechanism at play
contributing to the relation between performance and SoA. (Inoue et al., 2017)
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This deeper mechanism proves exceptionally relevant to the relationship between SoA and MHC, as
it corresponds to the intuitions of Mecacci and Santoni de Sio (2019) when introducing the proximity
scale to the tracking condition of MHC; proximal reasons may be discarded in an effort to respond to
distal reasons, sustaining MHC. (Mecacci & Santoni de Sio, 2019)As the findings by Wen et al. (2015)
and Inoue et al. (2017) among others, show not only sustained- but even increased SoA in the
assisted condition, this lends credence to the intuition that proximal reasons may be superseded by
more distal ones. As we continue to explore findings that support the importance of performance
over operational control, we find indications that this performance effect actually stems from
intention alignment, as increased performance in a goal-oriented task generally also corresponds to a
better alignment between agent intentions and the outcomes of the system. (Wen et al., 2021) This
alignment makes intuitive sense from the principles of MHC, which indicates through the tracking
condition that such intention- or reason-responsiveness is the primary driving force in fulfilling that
condition.

Based on their findings, Wen et al. (2015) produced a path model (figure) of SoA and its predictors.
Although the focus of their research was on the influence of performance and delay, exceptional
attention should be given to the lack of any direct influence of the level of assistance on SoA. A result
which, given the sustained level of MHC, and the fact that level of assistance on its own has no direct
impact on MHC—provided its conditions are otherwise met—is to be expected.

-25
Sense of Agency q Delay
-28
39 {
.00
Task Performance = 3\ Assistance
D

Path model of SoA predictors (Wen et al., 2015)

Following the findings of Wen et al. (2015), a subsequent study by Wen, Yun, Yamashita, Northcutt,
and Asama (2021) continued the investigation of the dynamics of automation and the SoA in the
specific context of driving tasks. Their research, “Deceleration Assistance Mitigated the Trade-Off
between Sense of Agency and Driving Performance” specifically explored how automated
deceleration technology impacts both SoA and driving performance. The study aligns with the earlier
research by investigating the interplay of user control and automated assistance, focussing primarily
on interventions such as automatic braking systems. (Wen et al., 2021)

Wen et al. (2021) found that deceleration assistance technology, when transparent and predictable,
can mitigate an otherwise expected trade-off between SoA and system performance. The study
highlights that such technological aids, while potentially intrusive, do not detract from the human
operator’s SoA if the interventions are timely, contextually appropriate, and most importantly align
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with the operators’ intentions. This finding again suggests that the effectiveness of the intervention
enhances the operators SoA rather than diminishing it, provided the operator understands and
anticipates the automated system’s behaviour. Conditions aligning almost perfectly with the two-
condition theory of MHC.

Expanding on their model, Wen et al. (2021) detailed the factors that influence this balance, such as
the predictability of assistance, the operator’s awareness of the technology’s functionality, and the
alignment of the system’s actions with the operator’s own responses. The research underscores once
again that SoA is preserved not through the absence of assistance, but through a combination of the
operator’s capacity to anticipate and understand the interventions made by the assistance system,
and the systems responsiveness to the intentions of the agent, which may also be explained as
degree of involvement (Baronas & Louis, 1988). They conclude echoing an insight that MHC had
already afforded us; that the alighment between the systems actions and the operator’s intentions is
the most important factor in sustaining SoA. (Wen et al., 2021) Even in human-human and human-
robot shared control scenarios, we find similar shared-goal tendencies are employed, and lead to
increased (motor) performance. (Takagi et al., 2017)

Additionally, a virtual reality experiment conducted by Aoyagi et al. (2021), in which visually
perceived motion error was reduced by half artificially, has shown that sensory feedback aligning
with intentions improved SoA over a moving object, even when this did not reflect the actual
position of the participants hand. (Aoyagi et al., 2021) Similarly, Ueda et al. (2021) showed that SoA
could be enhanced when maximum performance improvement is produced by an automated
system. In a simple task that involved tracking a moving target using a joystick-controlled cursor with
varying levels of automation, the authors found that participant’s SoA and performance were
improved as a function of automation level. (Ueda et al., 2021) Here we see once again how,
consistent with the intuitions afforded to us through MHC’s tracking condition, the alignment
between intention and action is more important for a sustained SoA than the objective action-
feedback cycle traditionally observed. Operators are shown to maintain high SoA, provided they can
contribute slightly to monitoring an ongoing automated operation, while achieving maximum
performance improvement, consistent with the requirements outlined by the tracking condition.
(Santoni de Sio & van den Hoven, 2018; Ueda et al., 2021)

Further addressing the importance of both proximal and distal action-outcomes in developing a
reliable sense of agency, Tanimoto et al. (2017) conducted research on the effective teleoperation of
construction machinery, which involves fusing manual and automatic operation. Tanimoto et al.
(2017) found that operators experienced enhanced SoA when they could influence the operation of
the system through both direct and indirect means. (Tanimoto et al., 2017) This integration of
manual inputs with automated processes allowed operators to feel connected to the outcomes of
their actions, even when the automation handled most tasks. Such a fusion of control methods aligns
well with the MHC tracking condition, emphasizing once again the importance of the alignment of
system responses with user intentions. The study demonstrated that when users perceive their
actions as effectively contributing to the overall operation, their SoA is maintained, regardless of
whether the control is direct or mediated through automated systems. In fact, Vinding et al. (2013)
found that distal intentions had a greater effect on SoA than proximal intentions, in line with the
MHC proximity scale of reasons. (Mecacci & Santoni de Sio, 2019; Vinding et al., 2013)

Contrarily, Tanimoto et al. (2017) also found that SoA was weakened strongly if the automated
system performed goal-directed assistance rather than trajectory assistance. (Tanimoto et al., 2017)
This finding is consistent with experimental psychology research which highlights the importance of
both immediate and extended action outcomes in establishing a robust SoA (Metcalfe et al., 2013;
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Vinding et al., 2013) While perhaps not immediately obvious, this result also again aligns with the
principles of MHC, emphasizing the necessity for automated systems to prioritize supporting the
user’s underlying intentions and reasons for action rather than presuming a broader goal and
focusing solely on task completion efficiency. In this case, we can see how a distal goal might be so
broad that there are multiple proximal ‘solutions’ which do not contradict the distal goal. As Mecacci
& Santoni de Sio (2019) explained, overriding proximal reasons in service of more distal ones may
only be permitted under MHC when they in fact contradict. In this particular case, it is not hard to
see how the human operator may have had a different, yet equally valid, interpretation of the
overarching goal, and by ignoring these reasons, the automated system failed to sustain the tracking
condition. (Mecacci & Santoni de Sio, 2019)

Continually we see how systems that are responsive to user intentions, even without direct user
input, can enhance SoA. Combined, these studies indicate that when autonomous systems are
designed to be responsive to the reasons and intentions behind operators’ commands, they enhance
the human agent’s SoA. This finding is critical as it aligns directly with the MHC Tracking condition,
which posits that for control to be meaningful, it does not necessarily have to be direct but must
align with human intentions and reasons. Therefore, the continued finding that a system’s
responsiveness to the intentions behind user’s actions can sustain or even enhance SoA, even when
in direct conflict with operational input—as stipulated by the proximity scale of reasons—reinforces
the notions of MHC insofar as it is not merely about the physical act of controlling but about the
alignment of system behaviour with human expectations and values. Following from the results
outlined in this section we conclude that this alignment ensures that human agents feel a continued
sense of agency and efficacy, which is essential for maintaining engagement and trust in automated
systems. (Navarro et al., 2016; Pagliari et al., 2022; Victor et al., 2018) By adhering to the MHC
Tracking condition, system design ensures that the underlying intentions of user’s commands are
interpreted and acted upon appropriately, maintaining a partnership where the human agent feels in
control, even when not constantly making adjustments or decisions. This approach may prove
particularly effective in complex environments where direct control could be impractical or
impossible, yet human oversight remains critical. Consequently, enhancing SoA through such
responsive design aligning with the principles of MHC not only upholds safety and efficiency, but also
meets the demands of responsibility and usability of autonomous systems in everyday applications.

3: Bridging Theory and Practice: Advancing Human-Machine
Collaboration through SoA and MHC Synergy

In shared control settings, such as automated driving, interactive robotics, or medical diagnostic
systems, SoA indicates how users perceive their role in- and the effectiveness of the system.
Additionally, resulting changes in behaviour from varying levels of SoA are critical to the design of
safe and effective systems. One example is that in a shared control scenario where a human agent is
expected to potentially need to take over control, inhibited SoA can prove to be dangerous, leading
to what is referred to as ‘out-of-the-loop’ performance. (Endsley & Kiris, 1995; Victor et al., 2018)
This describes a state of reduced situational awareness and skills due to complacency behaviour and
has been shown to lead to longer decision times, slower response times, and reduced failure
detection due to a shift from active to passive information processing. For instance, in the case of
Victor et al. (2018), participants in a driving automation task were shown to perform worse in
accident-avoidance tasks in (partially) automated trials, despite having their hands on the wheel and
eyes on the road. (Victor et al., 2018)
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By showing a strong relationship between SoA and MHC, we not only strengthen the argument to
design shared control systems that maintain or even enhance SoA to prevent these detrimental
effects, but also provide a foundation for leveraging existing work on the operationalisation of these
concepts. The connection between SoA and MHC we argue in this paper allows for more effective
continued development of practical guidelines and regulatory frameworks designed for high SoA and
MHC, integrating insights from research of both fields. Incorporating MHC principles, such as
transparency, accountability, and predictability in the design of these systems fosters an environment
where SoA is preserved, mitigating risks associated with decreased engagement and situational
awareness. Ultimately, we argue, enhancing SoA through the guidance of MHC can lead to more
resilient and adaptive human-machine collaboration, resulting in systems which are both user-
friendly and robust, while ensuring that all conditions of MHC are met.

Integration of SoA in MHC context is crucial in the illumination of the intricate relationship between
user intention and system response, providing a clearer understanding of how human agents
perceive control in joint human-machine control interactions. Studies consistently show that when
the actions of a system align closely with the human agents’ intentions, even when operating with a
high degree of automation, the users SoA is sustained or even enhanced. (Aoyagi et al., 2021; Ueda
et al., 2021; Wen et al., 2015) Take for example the study by Wen et al. (2015), which showed
significant improvement to SoA from task performance, even when this was the result of assistance
at the cost of operational control. (Wen et al., 2015) Here we see that the alighment is not solely
about achieving goals, but forms through a combination of ensuring that users feel their intentions
and reasons are accurately tracked and respected. (Pagliari et al., 2022; Wen & Imamizu, 2022) Such
nuanced perspectives underscore once again our notion that MHC stems from a harmony between
human expectations and system actions, reinforcing that effective human-machine interaction
transcends operational control.

A robust connection between SoA and MHC further advances theoretical work on MHC by providing
empirical evidence that intention alignment is a key factor in perceived control. Such insight
reinforces a previously purely theoretical framework of MHC, further promoting its use in designing
systems for real-world scenarios where shared control is prevalent. (Ansari et al., 2022) A deep
understanding of this connection allows for the design of systems with high task performance which
also maintain high levels of user engagement, which is has been shown to be critical for effective
human-machine collaboration. (Navarro et al., 2016; Victor et al., 2018)

Moreover, these findings address the responsibility gaps that MHC is concerned with by ensuring
that systems are designed to be transparent, predicable, and accountable. When users feel a strong
SoA, they are more likely to take ownership of actions and decisions, even in automated
environments. (Le Goff et al., 2018) This reduces the risk of ‘out-of-the-loop’ performance and the
associated dangers such as decreased situational awareness and slower response times. (Endsley &
Kaber, 1999; Endsley & Kiris, 1995; Wen et al., 2019) By enhancing SoA through the principles of
MHC, we can create systems that not only uphold safety and efficiency, but also distribute
responsibility more equitably between human operators and automated systems. This approach
mitigates risks, fosters trust, and ensures that all conditions of MHC can be met, leading to more
resilient and adaptive human-machine collaboration.
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4: Refuting Counterarguments: A Nuanced Perspective on

Automation’s Impact on Sense of Agency.

A commonly cited paper on the relation between automation and SoA by Berberian et al. (2012)
tasked participants with performing aircraft navigation with varying levels of automation. (Berberian
et al., 2012; Cornelio et al., 2022; Limerick et al., 2014; Pagliari et al., 2022; Wen et al., 2019; Wen &
Imamizu, 2022) The study found a clear, inverse, relationship between SoA and the level of
automation, which at first seems like a direct contradiction of the results outlined in the previous
sections. However, to understand how these results can still be considered consistent, we must
examine the experimental setup of the study in greater detail.

In the experiment, participants were tasked with resolving aircraft routing conflicts, a procedure
consisting of 3 steps: deciding a corrected heading, implementing the corrected heading using a
scroll wheel, and finally executing the heading with a keypress. After each execution, the participant
was given feedback on the success of the command. SoA was primarily measured through the
intentional binding effect, which involved the modulation and subsequent probing of the latency of
the feedback given. The procedure was repeated for four different conditions: no automation,
automatic heading decision, automatic heading decision and implementation, and a fully automated
condition. As the automation level increased, the participants’ direct interaction with the control
system decreased. This reduction in control led to a clearly defined decrease in SoA in participants,
as they felt less involved in the decision-making process. The study was focussed on investigating
correlation between implicit and explicit SOA and showed that automation affected both. (Berberian
etal., 2012)

To interpret these results in the context of the preceding content of this paper, it is important to
consider how automation was implemented in each condition. The progression from manual control
to a fully automated case in the Berberian et al. study not only decreased operational control, but
also systematically stripped away the participants’ ability to make decisions and interact with the
system as a whole, which naturally led to a diminished SoA. This feeling of disconnection being
exacerbated as the automation not only took over execution of tasks but also the decision-making
process. (Berberian et al., 2012)

Contrasting this with systems designed with MHC principles, the key difference lies in how
automation is applied. MHC-focused systems, in accordance with the tracking condition, prioritise
maintaining human involvement in decision-making, even if execution of the actual task is
automated. As we have seen in the previous section, this approach can preserve or even enhance
SoA by ensuring that the system’s actions remain aligned with the human operator’s intentions.
Through the integration of feedback mechanisms that reflect the outcomes of automated actions
back to the user, such systems help maintain a continuous loop of engagement and intentionality.

For example, our previous insights teach us that if the automatic heading decision in Berberian et
al’s study allowed for an override or input from the participant before final execution, it might have
preserved a higher level of SoA. Such case could have involved providing participants with
recommendations rather than fixed actions, thereby allowing them to approve, reject or even modify
suggested headings based on their judgement and implicitly requiring a higher level of situational
awareness. This form of shared control, where the system supports—but does not replace—human
decision-making, aligns with the MHC framework and could have mitigated the loss of SoA seen with
increasing automation levels in the study.
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Like the finding of Berberian et al. (2012), the studies by Yun et al. (2018) and Navarro et al. (2016)
further illustrate the critical role of user involvement in maintaining SoA amidst varying levels of
automation. (Navarro et al., 2016; Yun et al., 2018)

Yun et al. (2018) conducted an automated driving system experiment where participants were
involved in a simulated driving task with varying levels of automation. The study examined three
conditions: manual driving, automated steering, and a delayed steering condition where the driver’s
input was delayed by 300ms. The authors expected that the delayed condition would decrease SoA
compared to the manual driving condition, while the effect of the automated condition was
uncertain, considering previous results with similar experiments that suggested a positive impact of
assistance through performance, as covered in the previous section. (Wen et al., 2015, 2021) The
study found that participants reported decreased SoA not only in the delayed case, but also in the
assisted driving condition. While easily understood as further indication that automation decreases
SoA, we argue that a more nuanced approach is in order. An often-overlooked result from the study,
easily dismissed as an outlier, is that a participant without a driver’s license reported increased SoA
in the automated condition relative to the manual driving condition. This insinuates the
inexperienced driver had increased SoA in the condition where their distal goals were prioritised,
even when little operational control was present. This contrasts with the experienced drivers, which
likely had a more detailed set of intentions, and easily noted the assistance as conflicting with their
intended behaviour. (Wen et al., 2019; Yun et al., 2018) This is exceptionally relevant as it provides
yet another indicator that the SoA is not affected by the level of automation directly, but rather the
alignment of intentions and actions. It also once again underlines the importance of MHC’s proximity
of reason scale, and guidelines it provides on the taxonomy of reasons. (Mecacci & Santoni de Sio,
2019)

Another experiment by Navarro et al. (2016) investigated the impact of automation on drivers’ ability
to avoid unexpected obstacles when steering was otherwise automated. The study found that
obstacle avoidance was less effective in the automated condition than the manual condition. Eye
movement of participants were measured, and indicated that drivers focussed further ahead in the
environment during the automated trials than they did in the manual driving condition, indicating a
shift in visual scanning strategies. This finding complements Yun et al.s (2018) results, as it suggests
more clearly that the shift in control dynamics can impact the effectiveness of driver response when
resumption of manual control is required, such as the presence of sudden hazards. (Navarro et al.,
2016; Yun et al., 2018) Pagliari et al. (2022) expand on these insights by discussing what they refer to
as ‘degree of involvement’, emphasizing that automated joint-control systems must actively engage
users to preserve SoA. The findings from these studies illustrate that automation’s impact on SoA and
task performance is not merely a function of the level of automation, as previously assumed.
(Berberian et al., 2012) Instead we find conclusively that SoA is deeply influenced by how well the
system aligns with the user’s intentions and how well it maintains their engagement. (Pagliari et al.,
2022)

This conclusion makes sense, as we know from multiple experiments that SoA is modulated by
involvement and intentionality of action. (Baronas & Louis, 1988; Caspar et al., 2018) These insights
are closely linked to the theory of MHC, which emphasizes the necessity of human engagement and
the alignment of automated systems with user intentions. (Santoni de Sio & van den Hoven, 2018)
MHC is predicated on the notion that humans must not only be in a position to exercise control over
automated systems, but also perceive this control as significant and aligned with their goals. The
principles underlying this notion align with what the empirical evidence tells us about the
relationship between automation and SoA, revealing that automation does not uniformly diminish

16



SoA. Instead, the extent to which the actions of automated systems align with human intentions and
support meaningful engagement determine the impact it has. This nuanced understanding, rooted in
the principles of MHC, emphasizes that effective automated systems must not be focussed solely on

performance, but also preserve human engagement and intentionality.

4: Discussion

Integrating empirical insights from the field of SoA can significantly enhance theoretical foundations
and practical applications of MHC. Some existing MHC theories have already dealt with questions
regarding the necessity of physical interaction and direct causal interventions. (Mecacci & Santoni de
Sio, 2019; Santoni de Sio & van den Hoven, 2018; Kohler et al. 2024) Here, they make the argument
that meaningful control can be maintained through reason-based alighment between human
intentions and autonomous system actions, even in the absence of direct intervention. The
alignment between the underlying principles of the tracking condition and SoA outlined in the
previous sections further argues the validity of this notion. This empirical support strengthens the
argument that MHC can be achieved in highly automated contexts, addressing longstanding concerns
with the way MHC fundamentally challenges traditional control paradigms. (Calvert et al., 2019;
Mecacci & Santoni de Sio, 2019; Kohler et al. 2024)

This MHC-SoA synergy has more benefits; it implies that established empirical measurements of SoA,
such as intentional binding, may offer valuable tools when evaluating MHC. These measures could
prove useful in evaluating how well an autonomous system aligns with human intention, therefore
implying that certain conditions of MHC are sustained. (Barlas & Kopp, 2018; Haggard et al., 2002;
Pagliari et al., 2022) Utilizing such empirical measures can prove useful not only in assessing whether
an autonomous system operates under effective MHC but may also be a useful tool in
operationalising these principles in system design. Research on how SoA in maintained in shared
control scenarios can help inform the design of control interfaces that promote MHC. The alignment
of theoretical MHC principles with practical design considerations grounded in SoA research may
then ensure system design that is highly effective while remaining ethically sound.

Studies have shown that SoA is closely linked to moral (dis-)engagement, which makes it a crucial
component in fulfilling MHC’s tracing condition. Operators with strong SoA have a tendency to take
responsibility for actions and outcomes, while weak SoA leads to moral disengagement, where
individuals disown responsibility for system behaviour. (Bandura et al., 1996; Bigenwald & Chambon,
2019; Pagliari et al., 2022) Promoting strong SoA in the design of autonomous systems may therefore
be an important factor in fulfilling MHC'’s tracing condition, promoting responsibility and
accountability.

For instance, consider the hypothetical development of an autonomous drone system for search and
rescue operations that is designed for MHC. Empirical insights from SoA research may be used in the
design of this system, emphasizing the importance of factors such as real-time feedback, human-in-
the-loop decision making, and strong preference for goal-oriented decision making aligned with the
operator’s intentions. These design insights would ensure that the system remains responsive and
aligned with human oversight. Real-time feedback is shown to be an important factor in maintaining
SoA in operators, stimulating their sense of control and engagement. Human-in-the-loop decision-
making allows operators to intervene and adjust the system’s actions where needed, ensuring that
the systems behaviour remains aligned with their intentions. Additionally, goal-oriented decision
making would ensure that the system’s actions are consistently aligned with the mission objectives,
reflecting all relevant human reasons and intentions, not only from the operator, but also other
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relevant stakeholders. This is just one example of how integrating insights from SoA research into the
design of autonomous systems can support designing for MHC.

Empirically grounded MHC theories can improve application across multiple fields. In the example of
automated and assisted driving systems covered previously, we see how SoA enhances driver
attention and engagement, leading to morally responsible agents more capable in their role as
operators. (Merat et al., 2012; Wen et al., 2015, 2021)

The link between SoA and MHC can ensures that systems designed for one are automatically
designed for both, allowing them to fulfil both ethical and performance related targets. With future
research, such approaches may prove applicable to many domains such as healthcare, where trust
and accountability play very important roles, or the military, where ensuring strong moral
engagement and responsibility is paramount.

Integration of MHC and SoA offers multiple avenues of future consideration, empirical grounding of
MHC can address theoretical challenges, a solid link between SoA and moral engagement may lead
to better accountability, and existing empirical measures may prove useful in operationalisation
efforts.

5: Conclusion

This paper explored the relationship between Sense of Agency (SoA) and Meaningful Human Control
(MHC), particularly the two-condition interpretation by Santoni de Sio & van den Hoven (2018),
refined by Mecacci & Santoni de Sio (2019). (Mecacci & Santoni de Sio, 2019; Santoni de Sio & van
den Hoven, 2018) We investigated how SoA is influenced by automation, and how this impacts
drivers’ perception and performance. We argued that, although automation inherently has an effect
on the human experience of control, its impact on SoA is not straightforwardly negative. With the
nuanced perspective of MHC, we demonstrated that empirical evidence shows that the primary
factors in sustaining SoA are the alighment of automated systems with human intentions and the
preservation of user engagement instead.

We discussed evidence that automation’s effect on SoA and task performance is significantly
influenced by how well the system supports the user’s goals and intentions, rather than the presence
of automation itself. This nuanced understanding challenges traditional views that higher levels of
automation must inevitably lead to diminished human control. Instead, we argue that following the
principles of MHC, in particular alignment of intentions, automation can be designed to enhance
human involvement instead, while remaining highly effective.

We explored a theoretical interpretation of MHC, emphasizing how it aligns with certain aspects of
SoA research. Through the link between empirical SoA findings and the normative principles of MHC,
we highlighted how MHC can be operationalised further, focussing on the design and evaluation of
autonomous systems under (meaningful) human control. Such integration promoting human
engagement, oversight, and accountability, while maintaining the performance enhancements
offered through automation.

Based on empirical evidence, we argue that human engagement and the prioritisation of human
intentions in the design of autonomous systems can ensure that such systems operate under
conditions that facilitate MHC, thereby fulfilling critical requirements outlined in various fields.
Future research efforts should be spent on exploring this connection further, refining theoretical
models or strengthening empirical grounding, in service of the development of autonomous systems
that are ethically sound while remaining highly effective.
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