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Abstract—
1) Background:Current screening guidelines for radiologists

in lung cancer state the relevance of examining not only nodule
features in a CT scan, but also other abnormalities before
classifying a nodule on malignancy risk. In deep learning models
in literature, some models focus only on nodule features while
others also take larger parts of the CT scan into account.
However, due to their difference in model characteristics, it is
hard to know which features are important to analyse.

2) Purpose: To develop a deep learning algorithm that can
analyse the added value of outside-the-nodule (global) features
on top of a nodule (local) feature focused model.

3) Materials and Methods:A two-stream deep learning
algorithm was trained, where one stream analyses nodule block
features and the other stream analyses features outside the
nodule block. These parts are then combined to create a �nal
nodule malignancy risk estimation. The model was trained with
nodules from National Lung Screening Trial and validated
with screening data from Danish Lung Cancer Screening Trial,
and Multicentric Italian Lung Detection trial, and clinical data
from Radboud UMC. From each testset, a nodule size-matched
subset was gathered. Furthermore, the impact of screening
variables emphysema and nodule location were analysed.
Other experiments for model interpretability were performed
using uncertainty cross-examinations and pixel attribution maps.

4) Results: For the test-data from screening trial DLCST
the global, the local, and the combined model reached an AUC
of 0.85, 0.93, and 0.93 respectively. For the screening trial of
MILD, the models reached an AUC of 0.81, 0.97, 0.96 AUC. For
the clinical data, the models had an AUC of 0.68, 0.90 and 0.89.
Size matching benign and malignant nodules led to an overall
decrease of performance for all models across all datasets.
The screening variable nodule location showed signi�cant
in�uence on the outside-the-nodule malignancy risk estimations
in both DLCST and MILD ( p < 0.001). The screening variable
emphysema, which was only available in DLCST, did not have
a signi�cant in�uence ( p = 0 :091).
Examination of uncertainty showed a decrease of each model
performance on its own uncertain subset. Cross-examination
showed a decrease in global model performance, when the
local model was uncertain. However, if the global model was
uncertain, the local model still performed well.
Finally, Pixel-attribution examination shows the global model
focuses on lung structure and bone tissue.

5) Conclusion: We managed to build the two-stream model
and it converged to a reasonable performance. The combined
model did not improve upon the local model, yet the global model
performed above expectations without access to nodule charac-
teristics. Furthermore, the global model veri�ed the signi�cance
of Brock model variable nodule location for screening. Finally,
pixel-attribution maps show focus on bone-tissue features, which
needs further investigation.

Index Terms—Lung cancer screening, Pulmonary nodule, Lung
CT Scans, Deep learning, Medical Imaging, Machine learning,
Emphysema, Upper lobe nodule, Bone-tissue, Coronary calci-
�cation, Brock model, Explainable AI, Pixel-attribution maps,
Uncertainty

I. I NTRODUCTION

Globally, lung cancer (LC) is the leading cause of cancer-
related death in both sexes [1, 2]. Research has shown that
by screening a high-risk population with annual low-dose CT
scans, early stage LC can be detected and LC mortality be can
reduced [3]–[6]. However, implementing screening programs
is challenging as of now in Europe. Even in the USA,
where LC screening is in place, only< 10% of the eligible
population is being screened [7]. One of the challenges for
the implementation of LC screening is radiologists facing a
signi�cantly increasing workload (�gure 1) and a shortage
of workforce in many countries [8]–[11], which results in
burnout [12, 13] and potentially compromises quality of care
[14, 15]. In the future, the eligible LC screening population
may even need to be expanded [16] to adjust for rising LC
diagnoses in non-heavy-smokers and non-smokers [17, 18].

Deep learning has the potential to help reduce this workload
of radiologists and assist in LC diagnosis [16, 19]. To this
end, many deep learning models have been developed that can
be used in a LC screening setting, such as nodule detection
[20], nodule type classi�cation [21], and (nodule) malignancy
risk classi�cation [16, 22]–[24]. However, speci�cally for
malignancy risk classi�cation models, there are several
different input scales ranging from50mm3 blocks [23, 25],
to scan slices [24], to full ct scans [16, 22]. Moreover,
comparing these models is dif�cult due to differences in
model characteristics, such as training data, test data, model
architecture, and input size.

In screening practice, radiologists take the entire CT scan
into consideration. The Brock model, used by radiologists
in screening, indicates several relevant �ndings outside of
the nodule itself that are present in the CT scan, such
as emphysema, nodule location, and nodule count. These
characteristics have in�uence on the probability of malignancy

Fig. 1: This �gure shows the increasing number of CT analyses over the years
for the Netherlands from RIVM, 2023. The dark blue dots represent the
total analyses, which show a sharp increase since the start of the year
2000. The grey stars indicate general analyses, light blue diamonds
indicate academic analyses, grey triangles indicate the categorical
hospital analyses, and the grey crosses represent independent hospital
analyses. [8].
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as can be seen in �gure 2. Important to note for Brock model
2b are the signi�cant p-values for nodule location and
nodule count. Furthermore, the associated beta coef�cients
indicate either a higher risk of malignancy when positive,
and a lower risk of malignancy when negative. As such,
a higher nodule count indicates a lower malignancy risk,
while emphysema indicates a higher malignancy risk. The
exception being nodule size, which has a non-linear relation
to malignancy risk as described in �gure 2. Other of�cial
guidelines also state that there are incidental �ndings outside
the lung nodule that can in�uence the risk of malignancy [26].

While these outside-the-nodule, or 'global', characteristics
show relevance in clinical practice, it is unclear if these
characteristics also can be used in deep learning. In literature,
several deep learning systems exist that take the global
characteristics into account, but it is unknown if the global
characteristics are used effectively. Moreover, a CT scan is a
huge 3D space with sparse relevant features. This makes it
hard to create such a model from a technical standpoint, with
concerns such as runtime, VRAM requirements, effective
training, and avoiding local minima. However, models
that only look at nodule-speci�c, or 'local', features show
performance similar to expert radiologists [23] and might
bene�t from global feature information.

In this study, we have developed a deep learning model that
takes global characteristics into account, when classifying a
pulmonary nodule for LC risk. Moreover, the model was built
such that the impact of local and global features could be
analysed individually and collectively. This helped us answer
the question of whether global features have an impact in
classifying nodule malignancy risk in deep learning systems
for screening.
The model was tested on performance in screening and
clinical populations. Furthermore, the impact of the Brock
model variables emphysema and nodule location on the
model predictions was analysed. To get more insights into
the model, the certainty of the model was examined, and
pixel-attribution maps were analysed.

Fig. 2: Figure of table 2 from McWilliams et al. (New England journal of
medicine, 2013) [27]. It shows prediction models for the probability
of LC in pulmonary nodules. In the table you can see the signi�cance
of several predictor variables and their in�uence on the malignancy
outcome across different models. The variable spiculation is a nodule
characteristic that means it has spikes on the nodule border, instead
of it being smooth.

.
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II. M ATERIALS AND METHODS

A. Algorithm development and validation

A deep learning algorithm was trained to predict nodule
malignancy risk estimation and built from an ensemble of
2D and 3D Convolutional Neural Networks. The combined
model consists of two parts. One part is focused on the local
(nodule-speci�c) characteristics, and the other part is focused
on the global (full CT-scan) characteristics. The features
of the local and global model are combined to get a �nal
prediction. An overview of the system can be seen in �gure
3.

A 2D local model was trained on individual nodule
features and used a ConvNext architecture [28]. The model
was based on work by Venkadesh et al.(2021, Radiology)
[23]. As input it takes 9 different 2D views of a50mm3

block around a nodule. The output of the views results in an
individual nodule malignancy risk score and a 1000 nodule
features that are further used in the ensemble. A performance
analysis between our local model and the Venkadesh model
is presented in the appendix VI-B1.

A 3D global model is trained to predict LC risk in a CT
scan and used an Inception3D architecture (open-source;
https://github.com/hassony2/kineticsi3d pytorch). The input
of the global model has a shape of [3, 256, 256, 180]. The
'3' refers to the amount of channels. The next three numbers
refer to the amount of voxels in the CT scan in the coronal,
sagittal, and axial plane respectively. The voxel spacing is
resampled to1:5mm3 across all axes. Furthermore, across
all three channels around each nodule's center in the scan, a
block of 50mm3 is masked out. Two identical channels take
lung segmentation boxes as input, which were created with
the algorithm from Hendrix et al. Communication Medicine,
2023) [20]. These lung boxes are then used to mask out
all voxels outside the lungs. For the third channel only the
nodules are masked out, and therefore still contains voxels
outside the lung. The output of these channels results in a
malignancy risk prediction of the CT scan and a 1000 global
features that are used further in the ensemble.
The local and global features (2000) are then put through a
neural network linear layer to get to a �nal prediction.

The local and global model are trained individually with
10-fold cross validation, which results in 20 models. Per fold,
the global and local model are then combined with the linear
layer, which is trained and tested on the output features of the
validation set. The entire system is validated by testing the
average outcome of the local, global, and combined models.
More details on preprocessing and training can be found in
the appendix VI-A1 and VI-A2.

Fig. 3: Overview of the combined deep learning algorithm. The preprocessing
box represents the preprocessing done for getting the algorithm input.
The middle part represents the feature collection on a global and local
scale. The �nal box represents the combination of the global and local
features.
For the global feature model has three channels of which two are
identical. For all three channels the nodule coordinates are used to
mask50mm 3 blocks around the nodule center in the CT scan. The
two identical channels use AI generated lung boxes to mask everything
outside the lungs.
The preprocessing for the local model consists of extracting one nodule
block of 50mm to extract nodule features.
The local and global model then extract features, which are then put
through to combination layer. The local and global features are then
put through a neural network linear layer to get to a �nal prediction.

B. Data collection

The development data of this study originates from
low-dose CT examinations of participants in National Lung
Screening Trial (NLST) between 2002 and 2004. NLST
was a large-scale, randomized controlled clinical trial that
investigated the effectiveness of low-dose CT screening in
high-risk LC individuals. The institutional review boards of
all 33 centers approved the study and obtained informed
consent from all participants. Further details regarding the
collection of the dataset can be found in Venkadesh et
al.(Radiology, 2021) [23]. The nodules were annotated by
an experienced radiologist and two medical students trained
by the aforementioned radiologist. The dataset is �ltered
based on nodules size smaller than 4mm and on cancers
that were unable to be retrospectively localized in the CT
scan. An overview of the exclusion criteria and the dataset
characteristics can be found in �gure 4.

The model is validated on a total of 3 separate testsets.
Two testsets are from European LC screening trials, namely
the Danish Lung Cancer Screening Trial (DLCST) and
Multicentric Italian Lung Detection (MILD) trial. The third
testset comes from the Radboud University Medical Center
which consists of clinical CT scans.

The DLCST consists of low-dose CT examinations
of participants between 2004 and 2010 [29]. The ethics
Committee of Copenhagen approved the study and obtained
informed consent from all participants. Further details
regarding the collection of the dataset can be found in
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Fig. 4: Flowchart of the data collection and �ltering of the NLST data used
for training and validation.

Venkadesh et al.(Radiology, 2021) [23]. The nodules were
annotated by two thoracic radiologists. Malignancy was
con�rmed by histological analysis, while benign nodules
were con�rmed by at least 2 years of CT follow-up. For
cancer participants, post-screening cancers were excluded
and again the absence of retrospectively relocatable nodules
were also �ltered. Furthermore, only the �rst annotation
of the malignant nodule was kept. For participants without
cancer, only the nodules from the baseline scans were used.
The �lter and inclusion criteria are also described in �gure 5A.

The MILD trial has low dose CT examinations of
participants between 2005 and 2014. The institutional review
board of Fondazione Istituto di Ricovero e Cura a Carattere
Scienti�co Istituto Nazionale Tumori di Milana approved the
study and obtained informed consent from all participants.
Further details regarding the collection of the dataset can
be found in Silva et al.(Thoracic Oncology, 2018) [30].
Expert thoracic radiologists selected malignant nodules based
on histopathology con�rmed LC diagnosis after collecting
morphological and temporal nodule behavior across screening
rounds. For cancer patients, the �rst CT scan within 2 years
of the diagnosis was used. For non-LC diagnosed participants,
only baseline nodules were used that were manually annotated.
The �lter and inclusion criteria are also described in �gure 5B.

The clinical dataset has CT examinations with various
protocols of individuals between 2004 and 2012. The
institutional review board did not deem informed consent
necessary due to the retrospective design and data
pseudonymization. Further details regarding the collection

of the dataset can be found in Chung et al.(Thorax, 2018)
[31]. Annotations are based on patients being linked to the
Dutch national cancer registry until the end of 2014. The
dataset was also adjusted to �t our criteria. For LC patients,
scans more than 2 months prior to diagnosis were excluded.
Furthermore, scans which were not annotated as containing
malignant nodules by radiologists were excluded. For benign
nodules, a random sample was extracted. Any patient with a
substantially high nodule count was also excluded. Finally,
for both nodule types, all nodules from participants with a
history of other primary cancers were excluded. The �lter
and inclusion criteria are also described in �gure 5C.

For each testset, a size-matched subset was created with
a ratio of two benign nodules to one malignant nodule. For
each malignant nodule, two benign nodules were sampled
that are within three millimeter difference of the malignant
nodule. If there are not two benign nodules that �t the
criterion, the malignant nodule is excluded from the subset.
The characteristics of the testsets and subsets can be found
in table I. These subsets were used to further test the added
value of the global model, as the local model has been shown
to perform worse on size-matched data [23, 25].

Label Type Size
Dataset Solid Part-solid Non-solid Mean Median

NLST Mal 878 245 126 14.3 12.1
Ben 9745 1472 3611 7.48 6.0

DLCST Mal 45 12 8 14.6 11.0
Ben 695 27 96 6.5 5.0

Subset Mal 38 7 6 12.3 10.5
Ben 77 7 18 10.8 9.0

MILD Mal 54 20 0 14.9 12.6
Ben 1432 10 8 4.4 4.0

Subset Mal 30 10 0 9.8 9.6
Ben 75 4 1 7.7 6.85

Clinical Mal 187 15 5 28.0 22.4
Ben 136 8 23 9.3 6.8

Subset Mal 27 1 2 12.5 11.8
Ben 38 6 16 11.0 9.7

TABLE I: The table covers median and mean values for nodules sizes, and the
count of nodule types, across different test sets. Mal = Malignant,
Ben = Benign. Size values are displayd in millimeters. Subset refers
to the respective size-matched subset of the testset in the same box.
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Fig. 5: Flowcharts of the collection and �ltering of the test data. Part A shows
the data of the Danish Lung Cancer Screening Trial, B shows the data
of the Multicentric Italian Lung Detection Trial, and C shows data
collected in a clinical setting at the Radboud UMC.

C. Experiments

This section details the �ve experiments conducted. It
begins with an explanation of performance testing using the
AUC ROC metric, followed by an outline of the variance
analysis of the global model with respect to the variables
emphysema and nodule location. Subsequently, uncertainty
cross-examinations are described. The section concludes with
an explanation of a pixel-attribution method.

The performance is measured by the Area Under Receiver
Operating Characteristic Curve. 95% Con�dence intervals
were calculated for the AUC's by bootstrapping using a 1000
iterations. They were calculated with the functions provided
by scikit-learn v.1.4.2.

In�uence of the Brock variables emphysema and nodule
location is tested with an analysis of variance of the
global model prediction values. A linear regression model
is used to predict the global model outcome values. The
linear regression model uses one the Brock variables
(emphysema/nodule location), the malignancy, and the local
model outcome value as input. For each input, the signi�cance
towards the predicted value is measured with a p-value. More
details can be found in the appendix VI-A4.

To analyse the relevance of the differing models, we
assessed the model ensemble's uncertainty. By doing this, we
wanted to show while one model was uncertain, the other
was certain. The models could then be shown to support each
other.
Certainty was measured by calculating the entropy of each
prediction per testset for the global and local models. High
values of entropy show a large variability in malignancy risk
scores which indicates uncertainty. Moreover, low values of
entropy mean little variability in predictions which indicates
certainty [19]. A prediction was deemed uncertain if it was
in the highest 10% of entropy for a model for a testset. More
details on certainty calculation can be found in the appendix
VI-A3.

Further analysis was performed on the global model using
the pixel-attribution method Grad-Cam [32] with SmoothGrad
[33]. Pixel-attribution images indicate which regions in the
CT scan contributed the most to the model prediction. As
these methods are developed for only a single network,
only the global model trained on the �rst fold have been
analysed. Furthermore, while different methods are prone to
highlighting different parts, this combination seems to work
decently well. Though, any interpretation of a pixel-attribution
method does not have strong support [34].
Grad-Cam visualizes the relevance of each pixel input by
back-propagating from the output to the �rst convolutional
layer. SmoothGrad supports this by repeating this operation
several times while adding some noise, after which the
relevance of the pixels is averaged. This helps remove noise
from the pixel-attribution maps. Further details on how the
pixel-attribution maps were generated are in the appendix
VI-A5.

Other experiments that verify current �ndings or model
characteristics are described in appendix VI-B.
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