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Abstract

Drug repurposing has great promises for the �eld of drug development as it reduces the cost and

duration of the development process as well as reducing potential risks of this process. The re-

cently released Drug Repurposing Knowledge Graph (DRKG) combines information from existing

databases, making it a generic biomedical knowledge graph for drug repurposing [1]. Recent ad-

vances in arti�cial intelligence (AI) have made it easier than ever to analyse these big biomedical

knowledge graphs. This thesis investigated whether a relational graph autoencoder (R-GAE) can

be used to derive potential drug repurposing candidates for COVID-19 from a biomedical knowl-

edge graph. During the thesis, it was investigated whether enhancing a generic knowledge graph

with disease-speci�c data results in a better and more relevant prediction of potential drug repur-

posing candidates. The results suggest that adding disease-speci�c data to a generic knowledge

graph results in di�erent predicted drug repurposing candidates compared to a generic knowledge

graph. Even though there are pitfalls in the approach used in this study, the attempts that have

been made o�er promising insights in the use of graph neural networks for drug repurposing. Fu-

ture research will have to investigate how to overcome the limitations towards better predictions

on disease-speci�c drug repurposing candidates.
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Chapter 1

Introduction
This thesis describes the MSc project on using graph neural networks for drug repurposing. The

research was conducted at the Center for Molecular and Biomolecular Informatics (CMBI) at

the Radboudumc Nijmegen. Under daily supervision of prof. dr. Peter-Bram 't Hoen I worked

together with MSc student, Djesse Dirckx, on a project on drug repurposing for COVID-19.

Supervision focused on the COVID-19 data was provided by Tom Ederveen PhD, who works

with this data at the CMBI. PhD student Jelle Piepenbrock provided weekly supervision on

the implementation part of this project. Internal supervision from the Radboud University was

provided by prof. Tom Heskes. The project started February 1, 2022 and �nished on July 31,

2022.

1.1 Problem statement

The severe acute respiratory syndrome covid-2 (SARS-Cov-2) is the novel coronavirus that is

responsible for the recent pandemic, as declared by the World Health Organization (WHO) in

March 2020. SARS-CoV-2 belongs to the family Coronaviridae [2, 3] and is known to cause the

COVID-19 disease. It is currently considered that the outbreak started via a zoonotic spread

through seafood markets in Wuhan, China. Common symptoms are fever, cough, fatigue, loss of

taste and smell and a headache. In more critical cases, patients can su�er from dyspnea which

needs hospitalization and can result in mortality. The virus is transmitted human-to-human via

respiratory droplets and aerosols [2]. Figure 1.1 illustrates the life cycle of the coronavirus [3].

Once the virus ends up in the human body, the virus is binding to host receptors and it enters

cells through endocytosis { internalizing the virus in a cell by wrapping it { or by membrane

fusion. Currently, ACE-2 is identi�ed to be the functional or host receptor for SARS-CoV-2 [3].

Through this receptor, the spike protein (S) of the virus starts the host cell invasion. Once the

virus has entered, the virus starts replicating and forming a negative RNA strand. This negative

RNA strand produces new strands of positive RNA which synthesise new proteins, this is called

translation. The nucleocapsid (N) { the viral protein coat that surrounds the genome { binds

the new RNA and integrates to the cellular endoplasmic reticulum { the network of membranes

inside a cell that facilitates transportation. The new N proteins are enclosed and transported to

the cell membrane. Via exocytosis { moving materials from within the cell to the extracellular


uid { the virions are transported from the infected cell [3]. The newly produced virus particles

can now invade epithelial cells { cells that line the surface of e.g. organs or blood vessels { and

provide new infective material to continue the spread of the virus via respiratory droplets [2].

The COVID-19 outbreak a�ected everyone by shutting the entire world down. This resulted

in a tremendous interest from the scienti�c community to investigate this disease in order to �nd

treatment. Many e�orts have been done to �nd treatment for the disease. Currently, there are

few treatment choices available. The WHO lists oxygen and dexamethasone as treatment that
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Figure 1.1: This �gure illustrated the life cycle of the coronavirus [3]. On the left we can see how

the virus particle enters the cell and starts replicating inside the cell. On the right, we see how

the virus matures and is secreted from the infected cell for virus release.

can be used in hospitals1. Oxygen is used to support patients that are critically ill. Dexametha-

sone is an approved corticosteroid, used as an anti-in
ammatory and immunosuppressant drug.

Dexamethasone was part of the Oxford RECOVERY Trail2, in which lopinavir-ritonavir, hydrox-

ychloroquine, and azithromycin were also tested as treatment for hospitalized COVID-19 patients

[4]. The study showed that the use of a low dose of dexamethasone reduced mortality rates for

patients on oxygen support and patients on a ventilator over a period of 28 days. Furthermore,

the U.S. Food and Drug Administration (FDA) has approved two additional drug treatments 3

and authorized several other treatments under the Emergency Use Authorazation (EUA) that

can be used in public health emergencies. The two drugs approved by the FDA are Veklury, also

known as Remdesivir, and Olumiant (Baricitinib). Remdesivir is used as treatment in suspected

or con�rmed COVID-19 pediatric patients or adults that are either hospitalized or not hospital-

ized but have moderate COVID-19 and are at risk of progressing to severe COVID-19. Olumiant

(Baricitinib) is approved for hospitalized COVID-19 patients requiring supplemental oxygen or

ventilation. However, there is still no speci�c treatment for COVID-19 and the drugs that are

now being used are mostly anti-in
ammatory and immunosuppressants.

The development of new drugs is a long, expensive and high-risk process. On average, it takes

between 13 and 15 years to get a newly discovered drug to the market and the costs range from 2

1https://www.who.int/
2https://www.recoverytrial.net
3https://www.fda.gov/

4



billion to 3 billion dollars. Furthermore, most of the drugs that reach the clinical trial stage fail to

get through because of toxicity or limited e�ect. About 10% of the drugs eventually are approved

by regulatory agencies such as the U.S. Food and Drug Administration (FDA) or the European

Medicines Agency (EMA) [5]. These numbers defend the need for a di�erent approach thande

novo drug discovery, resulting in an interest in the �eld of drug repurposing.

Commonly, drugs that can be repurposed are found by accident. The most famous example

is sildena�l, more commonly known as Viagra. Sildena�l was originally developed as an angina

medication but during clinical trial it turned out to be e�ective for erectile dysfunction [6]. Due

to the potential of drug repurposing, there is a growing interest in the use of computational

methods for drug repurposing. For example, network based approaches such as the one by Hu and

Agarwal [7] o�er insights in the molecular targets and mechanisms underlying drugs and suggest

drug repurposing candidates by creating a disease-drug network based on gene expression data.

In a study by Li et al. [8] computational molecular docking with DrugBank drugs was used to

identify a leukemia drug as a potential anti-in
ammatory drug. Furthermore, machine learning

tools such as natural language processing (NLP) are being used to do literature-based discovery of

drug repurposing candidates, as shown in research by Yanget al. [9]. In their study, disease-gene,

gene-drug and disease-drug relationships were extracted from literature for the purpose of drug

repurposing.

Due to the fast growing amount of available biomedical data on drugs and diseases and the rapid

advances in the �eld of machine learning, these computational methods o�er a more systematic

approach to drug repurposing [10].

1.2 Arti�cial intelligence for drug repurposing

With the ever growing development of arti�cial intelligence (AI) and deep learning, more advanced

methods are available to work with large amounts of complex data. Research by Rifaiogluet al. [11]

proposes DEEPScreen, a method to perform the prediction of drug-target interactions using deep

convolutional neural networks (DCNN) on the 2-D structural representation of compounds. Work

by Aliper et al. [12] show the application of deep neural networks (DNNs) to predict pharmaco-

logical properties of drugs from transcriptomics data. In their work, a DNN is trained to classify

drugs into 12 therapeutic categories based on transcriptonal pro�les. Analysing the performance

of their DNN on a test set, the authors suggest that their { or similar methods { can be used as

a tool for drug repurposing. More recently, there is a growing interest in the application of graph

neural networks (GNNs) on biomedical knowledge graphs to �nd drug repurposing candidates. By

learning the representation of a biomedical knowledge graph, consisting of nodes such as drugs,

genes and diseases, new links between drugs and diseases can be predicted. Research by Dettmers

et al. [13] shows the use of convolutional network models that perform the task of link prediction

by projecting the input knowledge graph to a lower dimensional embedding.

In this project, we aimed to investigate whether AI techniques can be applied on biomedical

data to �nd potential drug repurposing candidates for the novel COVID-19 disease. Biomedical

data can be combined in knowledge graphs, where biological nodes such as genes, compounds and

diseases are linked with one another in a graph structure. We applied a GNN on a biomedical
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knowledge graph to predict new links between existing drugs and COVID-19. The predicted links

represent potential drug repurposing candidates.

Hitherto, most research on biomedical knowledge graphs for drug repurposing use ageneric

knowledge graph, containing information on a wide range of drugs and diseases [14, 15, 16]. In our

research, we wanted to enhance a generic knowledge graph with disease-speci�c data to investi-

gate how this in
uences the predicted drug repurposing candidates. This resulted in the following

hypothesis.

The ranking of drug repurposing candidates for the novel disease COVID-19 predicted by a

graph neural network (GNN) trained on a generic biomedical knowledge graph will be improved

when enhancing this generic knowledge graph with disease-speci�c data.

This hypothesis guided the implementation of a GNN for the prediction of drug repurposing

candidates on the generic biomedical knowledge graph, as proposed by Ionnadiset al. [1] and on

this generic biomedical knowledge graph enhanced with disease-speci�c data for COVID-19. The

disease-speci�c datasets consisted of gene-expression data obtained from [17] and was processed

to obtain additional information on gene-gene interactions related to COVID-19. The predicted

repurposing candidates based on the generic knowledge graph were compared to predictions made

based on a disease-speci�c knowledge graph. The results were analysed to see whether and how

these proposed candidates are in
uenced by including disease-speci�c data. We hoped to obtain

a more speci�ed ranking of the proposed drug repurposing candidates compared to the ranking of

the generic biomedical knowledge graph.

The overarching hypothesis of this thesis was shared with the project on drug repurposing for

the rare disease myotonic dystrophy (DM1) that was conducted by MSc student Djesse Dirckx.

Whilst the main hypothesis is similar, the dataset that were investigated for enhancing the generic

knowledge graph di�er. To test the hypothesis, the following research objectives were de�ned:

1. Review existing GNN techniques for implementation to select a baseline model for predicting

drug repurposing candidates.

2. Analyse the generic biomedical knowledge graph as proposed by Ionnadiset al. [1] to make

sure the data is appropriate and suitable to enhance with disease-speci�c gene pairs obtained

from experimental data.

3. Review and apply methods to process disease-speci�c data and apply these to enhance the

generic biomedical knowledge graph with the disease-speci�c data obtained from research

by Overmyer et al. [17].

4. Review and apply validation strategies to be able to draw conclusions from the conducted

experiments.

The remainder of this thesis is structured as follows: Chapter 2 provides the theoretical back-

ground for this research. Chapter 3 gives an overview of the methods and material used. Chapter 4

lists the experiments that were conducted during this thesis. Chapter 5 provides the results of the
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conducted experiments. Chapter 6 discusses the results of the experiments and tries to validate

biological plausibility of the predicted drug repurposing candidates. Finally, Chapter 7 concludes

this research, discusses the limitations and provides suggestions for future work.
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Chapter 2

Theoretical background
This chapter describes the theoretical background of the important concepts encountered during

this research. Section 2.1 gives a short overview of existing computational methods for drug

repurposing. Section 2.2 introduces biomedical knowledge graphs for drug repurposing. Section 2.3

describes the use of graph neural networks (GNNs) for drug repurposing and elaborates on the

speci�c GNN architectures used in this project.

2.1 Computational methods for drug repurposing

The recent outbreak of the novel COVID-19 infectious disease had a great impact on our lives

the past 2 years. The contagious disease, caused by the SARS-CoV-2 virus, causes symptoms

ranging from a cough, fever and fatigue to severe breathing di�culties resulting in hospitalisation

of patients. The speed at which this virus spreads and the major impact it had on our daily

lives is a great example of the need for fast drug development [18]. A fast analysis of potential

drug repurposing candidates can be of great value in emerging health problems caused by novel

diseases.

Commonly, newly therapeutic use of already approved drugs is found by accident. However,

instead of serendipitous discoveries of new therapeutic uses of already approved drugs, in-silico

methods such as machine learning, data-mining and deep learning have been under investigation

for a more systematic approach [5]. These methods make use of biomedical information on known

targets, drugs, disease pathways, and gene expression. Computational methods for drug repur-

posing are e.g. signature-based methods, pathway based methods, and knowledge-based methods

[19].

Signature-based methods, such as signature matching, make use of the signatures derived

from di�erent types of -omics data, such as genomics, transcriptomics or proteomics. One can

compare and match signatures of for example drugs and disease targets to �nd drug repurposing

candidates. Furthermore, gene signatures obtained from genomics data can be investigated to

search for unknown mechanisms [19].

Mining of electronic health records (EHR) is becoming more common to identify drugs that

were e�ective as treatment in hindsight. For example, natural language processing (NLP) can be

used to drug-drug interactions from EHRs caused adverse drug events [20]. Research by Xuet

al. [21] shows how text mining approaches can be used to �nd new therapeutic use of existing

drugs. In their case study, they show that the use of metformin is associated with reduced cancer

mortality.

Network-based approaches aim to model biomedical information on drugs and diseases in a

graph structure [16]. In these graphs, the nodes represent drugs, diseases or genes and the edges

represent the interactions among them [16]. The graphs are either knowledge-based or based on

data that is computationally inferred by e.g. signature matching. These heterogeneous graphs
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can be used in combination with novel deep learning techniques, such as graph neural networks,

to discover novel interactions that represent potential drug repurposing candidates.

2.2 Knowledge graphs for drug repurposing

Where machine learning and deep learning have been applied on textual or image data for many

years now, applying these techniques on graph data is still a novel �eld of research. For an in-

creasing amount of applications, data is more commonly represented as a graph [22]. For example,

images can be considered as a graph, where the pixels are connected to adjacent pixels. Social

networks link people by their relations to one another. Citation networks can be represented as

graphs linking articles to each other via citations [23].

2.2.1 De�nition of a graph

Throughout this thesis, we will often refer to a graph. Therefore, a general de�nition of such a

graph is given here. A graph is represented asG = ( V; E), where G consists of the set of nodesV

and the set of edgesE. Let vi 2 V denote a node andeij = ( vi ; vj ) 2 E denote an edge from node

vj to node vi . A graph can have node attributesX where X 2 Rn � d is a node feature matrix. In

X , xv 2 Rd is the feature vector of a nodev. A graph can also have edge attributes, for example

the relation type between two nodes,X e where X e 2 Rc is the edge feature matrix. In X e, xe
v;u

represents the feature vector of an edge (v; u) [1].

2.2.2 Biomedical knowledge graphs

Ioannidis et al. [1] created a comprehensive biomedical knowledge graph that relates biological

entities, represented as nodes in the graph, such as genes, compounds and diseases. This knowledge

graph is constructed specially for the purposing of drug repurposing, termed as Drug Repurposing

Knowledge Graph (DRKG). A graphical representation of the graph and the di�erent node types

can be found in Figure 2.1.

Recently, methods have been developed that can be applied on knowledge graphs to analyze

the graph and to propose potential drug repurposing candidates for a disease of interest. In their

paper, Ioannidis et al. [1] use a knowledge graph embedding (KGE) model with a simple scoring

function to obtain a low-dimensional embedding of the knowledge graph. The scoring function

of the KGE model they use measures the distance between two nodes in the graph relative to

the edge-type in a lower dimensional embedding space. The score is computed per edge in the

form (h; r; t ), where h is the head node,t the tail node, and r the relation between head and tail.

During the training of a KGE model, a loss function based on the scoring function gets optimized

such that the score for edges that do exist in the knowledge graph (positives) is maximized and

the score for edges that do not exist (negatives) gets minimized. Based on the embedding, a

ranking of the top scoring relations between the SARS and MERS diseases and drugs in DRKG

are considered potential drug repurposing candidates for the disease caused by SARS-CoV-2 [1].

Whilst embeddings can be used to rank potential drug repurposing candidates, more advanced

deep learning techniques are designed speci�cally for this task. Graph neural networks (GNNs)

9



Figure 2.1: Graphical representation of DRKG as proposed by Ioannidiset al. [1]. DRKG consists

of 13 unique node types with di�erent edge-types between them. The numbers next to the edges

represent the number of di�erent edge-types possible between a set of nodes as originally proposed

in [1].

can analyze graphs and make predictions based on these graphs in a more end-to-end manner

[22]. For example, in the paper by Cheung and Moura [24] GNNs are used to predict drug-target

interactions. Drug-target interaction shows the binding of the chemical compounds to the protein

targets [24], which is an important step in the drug discovery stage. Based on available COVID-19

datasets, their research shows that their GNN method is capable of accurately predicting drug-

target interactions.

2.3 Graph neural networks

Over the past few years, methods have been developed to extend known deep learning approaches

to graph data. Sperduti and Starita [25] made one of the �rst attempts to apply neural networks

on graph data. In their research they used supervised neural networks to represent and classify

structures such as chemical structures, conceptual graphs and logical terms. To apply a neural

network on graphs, Sperduti and Starita encoded a graphX as a �xed-size vector which they fed

to a network to learn and classify the input graph. Their approach shows how nodes in a graph

can be represented by propagating information of neighboring nodes in an iterative way to obtain

a lower dimensional embedding of the input graph [25, 22].

2.3.1 General concept: message passing

The idea of obtaining embeddings by propagating information of neighboring nodes is also known

as message passing [26]. The idea of message passing is that information of neighboring nodes

are passed as `messages' from one node to another along the edges in the graph to update the

node embeddings,h. This idea is illustrated in Figure 2.2, where the embedding of the node

in red, h1, is updated based on the embeddings of the neighboring nodes,h2; h3 and h4. This
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way, the information from a node's local neighborhood is encoded in the node's embeddings in

order to obtain a lower dimensional representation of the input graph that preserves the relevant

topological information.

Figure 2.2: Illustration of message passing to update a node's embedding. This �gure illustrated

how information of the node embeddings of neighboring nodes passed to the current node (red)

to update its embeddings. Based on [26].

The idea of message passing sets the basis for graph neural network approaches, where message

passing is implemented by non-linear layers that aggregate information from neighboring nodes

and propagate this information to the current node to update its embedding. An example of

such an approach is by Hamilton et al. [27]. In their paper, an inductive framework for graph

representation learning called GraphSAGE is presented. Similar to the example by Sperduti

and Starita [25] we have seen before, GraphSAGE aggregates information from a node's local

neighborhood to update the node's embedding. However, instead of directly updating the graph's

node embeddings by message passing, GraphSAGElearns a set of aggregator functions { message

functions { to update the node embedding. Recently, more sophisticated methods, e.g. based on

traditional convolutional neural networks or autoencoders, have been developed to learn to obtain

a graph's lower dimensional embedding. These methods relevant for this study will be discussed

below.

2.3.2 Graph convolutional networks

Convolutional neural networks (CNNs) have shown to be successful in problems where the data

can be represented in a grid structure, such as images, audio, and video data. CNNs are able to

exploit the hierarchical patterns of these grid structures and extract the high-level features of the

input data [28]. Due to the irregular structure of graphs, applying a CNN to graph data is not

straightforward. Convolutional operations on graph data can be de�ned in the spectral domain

or in the spatial domain. Bruna et al. [29] were one of the �rst to generalize CNNs to graphs,

using convolutional operations in the spectral domain. Spectral-based convolutional operations

try to decompose the input graph into smaller chunks, graphlets, to �nd the elementary compo-

nents of the graph [30]. Spectral-based convolutional networks achieve this by learning frequency

�lters that rely on the eigenvector matrix. This requires the computation of the eigenvalue de-

composition of the Laplacian matrix, causing a time complexity of O(n3). However, even with

pre-computed eigenvectors the spectral convolutional operation has a time complexity ofO(n2).

Kipf and Welling [31] introduced a simpli�ed spectral-based convolutional layer that approximates

the convolutional �lter by truncating Chebyshev polynomials to the K t h order. This simpli�ed

spectral convolutional operation is now K -localized, meaning it aggregates node embeddings at
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maximum K steps away from the node of interest [31]. This node localization makes it a bridge

between spectral- and spatial- based methods [28].

Spatial-based graph convolutional networks (GCNs) use the fact that convolutional operations

can be generalized to the aggregation of messages from a node's neighborhood [28], as also ex-

plained in Section 2.3.1. By making use of the spatial structure of a graph, spatial-based GCNs

learn to construct lower dimensional graph embeddings. Classic CNNs operate on grid-like data,

such as images, in which the number of neighboring pixels is �xed and the spacial order of these

pixels is also �xed. In graph data, usually, neither the number of neighboring nodes nor the spatial

order of the nodes is �xed. Several methods have been introduced to address these issues. For

example, Niepert et al. [32] introduce a method in which they construct locally connected neigh-

borhoods from the original graph. These sub-graphs of exactlyk nodes are mapped to a space

with a �xed linear order. This way, CNNs can be applied on the sub-graphs to provide insight

into the structural properties of the input graph [32]. Since CNNs can only handle data with a

�xed structure, Chang et al. [33] propose a method that is able to handle non-Euclidean data

called structure-aware CNNs. The convolutional �lters they propose are generalized to univariate

functions. Therefore, the layers are able to aggregate input from neighboring nodes with varying

topological structures. The parameters to approximate these univariate functions are trainable by

the network, making it a GCN.

2.3.3 Relational graph convolutional networks

Instead of having only one edge type connecting nodes in the graph, many graphs are actually

heterogeneous, meaning there are multiple types of nodes or multiple types of edges between nodes.

Therefore, Schlichtkrull et al. [34] introduce relational graph convolutional networks (R-GCNs)

that are developed to deal with multi-relational data. To extend GCNs to handle relational data,

the authors propose a simple propagation model to update a node's embedding

h( l +1)
i = �

0

@
X

r 2 R

X

j 2 N r
i

1
ci;r

W ( l )
r h( l )

r + W ( l )
0 h( l )

i

1

A ; (2.1)

where r 2 R denote the set of relation types andN r
i the set of neighboring nodes of nodei . ci;r

is the normalization constant that can be chosen upfront or learned. The intuition behind this

equation is that the feature vectors of a node's neighbors are accumulated through a normalised

sum [34]. Furthermore, a node's representation at layerl + 1 is informed by its representation at

layer l , a term is added that represents the self-connection with a special relation type.

In 2.1, relations-speci�c transformations that depend on the type of an edge are introduced as

W ( l )
r . W ( l )

r can either be a basis decomposition or a block decomposition. The basis decomposition

is a linear combination of basis transformations with coe�cients that depend on the relation type

r . As only the coe�cients depend on r , basis decomposition use weight sharing between di�erent

relation types. Block decomposition is the direct sum over a set of low-dimensional matrices. It

encodes the idea that latent features can be grouped into sets in which the variables are more

similar within the sets than across the sets [34].
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Figure 2.3: Illustration of updating a single node embedding, in red, using a R-GCN based on

the gathered embeddings of neighboring nodes, in blue, transformed for each unique edge-type, in

green. Image obtained from [34].

Figure 2.3 illustrates the update of a single node embedding. On the left, the neighboring nodes

are gathered and transformed per relation type, also for the self-connection of the node of interest.

This aggregated information is gathered in a normalized sum an passed to an activation function,

in Figure 2.3 the ReLU. The outcome of the activation function is used to update the node's

embedding. During a network update with a R-GCN, equation (2.1), illustrated in Figure 2.3, is

computed in parallel for every node in the graph [34], allowing parameter sharing.

2.3.4 Graph autoencoders

An autoencoder is an unsupervised method that learns to map the given input to a lower dimen-

sional representationz using an encoder, and tries to reconstruct this using a decoder [35]. As

proposed by Kipf and Welling [36], this approach can also be extended to graphs. As a GAE is

able to learn a lower dimensional representation, this method can be used to learn the graph's

node embeddings. A graphical representation of a GAE can be found in Figure 2.4. The proposed

method in [34], shows that the R-GCN model can be used as the encoder of a GAE. This way, a

GAE is obtained that is able to learn node representations of a graph with di�erent edge-types.

This approach was also followed in this thesis, as will be explained in Chapter 3.

An example of the application of a (variational) GAE on biomedical knowledge graph for drug

repurposing is a study by Hsiehet al. [14]. In their paper, the authors used a graph autoencoder to

obtain an embedding for the drugs, genes, phenotypes, and SARS-CoV-2 baits from a biomedical

knowledge graph enhanced with data on COVID-19. The encoder in their approach used Graph-

SAGE layers for each unique edge type in their input graph. As a decoder, the standard inner

product decoder was used. This decoder takes the inner product between 2 node embeddings to

see whether they are similar. An inner product of 0 means the embeddings are orthogonal and

thus not similar at all, if the inner product is high, the embeddings are similar. The decoder

tries to reconstruct the original input graph, Â by predicting an edge for nodes with a similar

embedding { inner product � 0:5. This reconstruction procedure of predicting an edge between
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Figure 2.4: Graphical representation of the graph autoencoder as presented in [34].A is the

original adjacency matrix of the graph, z the low-dimensional representation obtained from the

encoder andÂ the reconstructed adjacency matrix obtained from the decoder.

nodes for similar embeddings serves as the basis for the link prediction task that was used in our

study to predict drug repurposing candidates, which will be discussed below.

Link prediction

Once a lower dimensional embedding of the input graph is obtained using a GAE, the goal is

to �nd novel interactions between the biological entities in the graph. Especially between nodes

representing drugs and diseases to perform the task of drug repurposing. This task can be solved

as a link prediction task in a biological networks [15]. Link prediction is commonly used in all kinds

of graph problems, examples are link prediction in social networks to recommend new friends, or

movie recommendations in streaming services. Figure 2.5 shows an example of a simple network

of people where the solid lines represent friendships between the people in the network and the

dashed lines the potential friendships predicted by the model.

Figure 2.5: Simple example of the link prediction task. The nodes represent people, the edges are

friendships between the people in this graph. The dashed lines represent possible edges that are

predicted by the model for the link prediction task.

In the R-GCN implementation that was used in this project, the link prediction task was solved
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with a graph autoencoder. With this GAE, the input graph was mapped to a lower dimensional

representation by the encoder. The decoder of this autoencoder performed the link prediction task

by predicting the likelihoods of a set of edges. The decoder used in this GAE is the factorization

method DistMult [34, 37]. In this decoder, a score is obtained for each edge in the set of edges to

be decoded, (h; r; t ). In the scoring function, the embedding of the head and tail node of potential

edges are multiplied using the dot product with the weight matrix for that speci�c edge type. The

idea is that node embeddings that are similar have a high dot product, and thus potentially an

edge between them.

With this idea in mind, the model tries to distinguish positive, existing edges from negative,

non-existing edges during training. For each observed, positive, relation, a negative edge was

sampled from the set of non-existing edges [34]. The model as proposed in [34] was optimized

using a cross-entropy loss function to learn to score positive edges higher than the negative edges,

which translates back to the link prediction task.
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Chapter 3

Methods
This chapter describes the materials and methods used during this research. Section 3.1 gives an

overview of the data used for the generic knowledge graph and the experimental data that was

used to enhance the knowledge graph with. Section 3.2 explains how this data was preprocessed

before it was used to train the model on. Section 3.3 describes the implementation and training of

the relational graph autoencoder (R-GAE) used to predict drug repurposing candidates, accom-

panied with a graphical overview of the di�erent stages from knowledge graph to drug repurposing

candidates. Section 3.4 describes the evaluation strategies for validation of the model performance

and validation of the suggested repurposing candidates.

3.1 The data

The pipeline to predict drug repurposing candidates was trained on the drug repurposing knowl-

edge graph (DRKG) [1], which was used as the generic knowledge graph. The DRKG as presented

in [1] was constructed for the use of machine learning tools to speed up drug repurposing, and it

combines several publicly available data sources. Ioannidiset al. [1] included data on COVID-19

obtained from text mining tools to use the DRKG to �nd drug repurposing candidates for COVID-

19. However, at times of publishing little was known on COVID-19 yet, resulting in COVID-19

data that does not su�ce anymore given the research that has been conducted on COVID-19 since.

Therefore, we decided to include COVID-19 data obtained from the comparative toxicogenomics

database (CTD). CTD updates their database monthly and part of their data is manually curated.

A more in-depth overview of this data and how it is processed will be described in 3.2.1. The

resulting `generic' knowledge graph, with up-to-date COVID-19 data is used in the �rst phase of

this research to train a baseline model for drug repurposing.

In the second phase, we investigated whether adding disease-speci�c data to the generic knowl-

edge graph had an e�ect on the proposed drug repurposing candidates. We hypothesised that when

including more context on the disease of interest, more relevant drugs will be suggested by the

model based on this additional knowledge. The disease-speci�c data to investigate this is obtained

from a study by Overmyer et al. [17]. This study collected and analysed bio-molecules in blood

samples of 102 COVID-19 and 26 non-COVID-19 patients. The following sections explain the

data that was used and how this was processed in more detail.

3.1.1 Generic knowledge graph

As mentioned in Chapter 2, related work showed di�erent approaches in choosing a biomedical

knowledge graph. One approach is to construct a knowledge graph from scratch by combining

data from di�erent data sources. Another, less intensive, approach is to use an existing knowledge

graph. In an attempt to construct our own biomedical knowledge graph we reviewed several

di�erent data sources that were potentially useful. Criteria in constructing this knowledge graph
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were that the knowledge to be included was curated and that there was a su�cient amount of

COVID-19 data in the sources. Furthermore, we needed data on at least the following node types:

genes, diseases and compounds. Data on compounds and diseases is needed to predict new drug

repurposing candidates for the disease in question. Gene data is needed for the network to make

connections between compounds and diseases through genes. Moreover, the disease-speci�c data

that was added in the second phase of this research is on gene-expression. Therefore, the generic

knowledge graph has to incorporate data on genes for it to be enhanced with novel gene pairs.

Name Curation Compounds Diseases Genes

DrugBank Text mining data, manually inspected

by at least 2 people

X

DisGeNet Partially curated, possibility to down-

load only curated data

X X

DGidb Partially curated, unclear what is cu-

rated and what not

X X

ChEMBL Text mining data, manually curated X X

Open Targets Partially curated, unclear what is cu-

rated and what not

X X X

TTD Manually curated X X

CTD Partially curated, possibility to down-

load only curated data

X X X

PharmKG Partially curated, possibility to down-

load only curated data

X X X

RepoDB Manually curated X X

Hetionet Partially curated X X X

KEGG Based on curated databases X

Table 3.1: Overview of reviewed data sources in an attempt to construct a biomedical knowledge

graph. For each reviewed data source, a short description on the curation is given, as well as an

indication of the presence of the required node types.

An overview of the data sources that were reviewed can be found in Table 3.1. As the data

is obtained from several di�erent source, all nodes in the constructed knowledge graph had to be

mapped to a common ID space. However, there is no uni�ed mapping across databases yet, making

integration of the data tricky. Furthermore, most of the reviewed data sources did not contain data

on COVID-19. From the data sources reviewed, only the Comparative Toxicogenomics Database

(CTD) and Open Targets contain knowledge on COVID-19.

Given that there are already available biomedical knowledge graphs and that constructing one's

own knowledge graph involves substantial research on its own, we decided to use the existing drug

repurposing knowledge graph (DRKG) by Ioannidis et al. [1]. As mentioned before, the COVID-

19 data in the original DRKG did not su�ce. Therefore, based on the data source review, we

replaced this data with COVID-19 data from CTD. The way this data was processed and added
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to the generic knowledge graph will be described in Section 3.2.1.

As reviewed in Section 2.2.2, DRKG combines data from 6 di�erent data sources and literature

data on COVID-19 that are mapped to a common ID space. This results in a directed, heteroge-

neous, multi-graph (Figure 2.1 in Section 2.2). This means that the graph contains directed edges

between nodes that can be of di�erent relation types and there can be multiple edges of a di�erent

type between the same pair of nodes. An overview of the datasets used to construct DRKG, the

curation and their contribution to DRKG is given below.

DrugBank

The DrugBank data base is a web-enabled database that contains a comprehensive overview on the

molecular information on drugs [38]. The data in DrugBank is gathered using text mining tools and

manually inspected by at least 2 people before including it in the database. The interaction types

that are extracted from DrugBank are Compound:Gene, Compound:Compound, Compound:ATC

and Compound:Disease, resulting in 1,419,822 edges and 18,729 nodes.

GNBR

The Global Network of Biomedical Relationships (GNBR) contains extensive knowledge on biomed-

ical relationships that is derived from literature using text mining tools [39]. As a tool to obtain

relevant entities from text, the authors used the PubTator project of NCBI [40]. Additionally,

the authors used a parser to produce a dependency graph from which paths connecting chem-

icals to genes, chemicals to diseases, genes to diseases and genes to genes are obtained. These

paths are categorized and labeled with terms such as `inhibition' and `activation' by applying a

combination of ensemble biclustering algorithm (EBC) and hierarchical clustering on the paths

[39]. The interaction types obtained from GNBR are Gene:Gene, Compound:Gene, Disease:Gene,

Compound:Disease and Gene:Tax, resulting in 335,369 edges and 44,033 nodes. As GNBR is

based on text mining, the relations from GNBR in DRKG are not curated.

Hetionet

The majority of the interactions between nodes in DRKG are obtained from Hetionet [41]. Het-

ionet is a biomedical knowledge graph that combines information from 29 di�erent public resources,

resulting in a knowledge graph that is part curated and part text mined. The edges from Hetionet

are labeled with the type of the head and tail node and the relation, for example `compound-

treats-disease'. Hetionet provides edges in DRKG for all edge types except for Atc:Compound

and Gene:Tax. This results in a total of 2,250,197 edges and 45,279 nodes.

STRING

STRING is a database that collects known and predicted protein-protein interactions (PPIs) [42].

The interactions in STRING are either direct or indirect and are extracted from computational

prediction, knowledge transfer between di�erent organisms, and interactions from other databases.

All the associations in STRING are assigned with a con�dence score, of which DRKG includes the
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ones with a con�dence score� 0:6. This results in 1,496,708 Gene:Gene edges and 18,316 gene

nodes.

IntAct

IntAct is an open source dataset that collects data on molecular interactions [43]. The data in

IntAct is either curated data from literature or data that is submitted by researchers based on their

publication. Furthermore, interactions in IntAct can be curated by outside curators. Interactions

in IntAct are given a interaction score that is based on how the interaction is found, the type

of interaction and the number of publications that mention the interaction. DRKG contains

Gene:Gene and Compound:Gene interactions from IntAct, resulting in 256,151 edges and 16,474

nodes.

DGIdb

The drug-gene interaction database (DGIdb) combines information on drug-gene interactions from

literature and 30 other online databases [44]. To combine the information from these resources,

DGIdb uses a combination of expert-curation and text-mining methods. The 30 online databases

that DGIdb combines in its own database are all curated, either by experts or community curation.

DGIdb only provides Compound:Gene relations, resulting in 26,290 edges and 8,899 nodes.

3.1.2 Disease-speci�c gene-expression data

The experimental data that was used to enhance the baseline knowledge graph was provided

by research conducted by Overmyeret al. [17]. In their study, the researchers analysed blood

samples obtained from 102 COVID-19 patients and 26 patients that did not have COVID-19 but

were hospitalized at an intensive care unit (ICU). Of the patients, 37.3% and 50.0% percent of the

COVID-10 and the non-COVID-19 patients were female. On average, the age in the COVID-19

group was 61.3 and 63.1 for females and males respectively. In the non-COVID-19 group this was

59.5 en 67.0 for females and males respectively [17].

The researchers performed RNA sequencing on the leukcocytes derived from the blood sam-

ples. This results in the gene expression data on 19,473 genes. After removing the genes with 0

expression, we are left with a total 18,319 genes.

3.2 Preprocessing

3.2.1 Generic knowledge graph

As presented by the authors in [1], DRKG consists of a total of 5,874,261 edges between 97,238

unique nodes of 13 di�erent node types. In DRKG, nodes are identi�ed by their type and a

unique ID for that speci�c nodes, e.g. Gene::1022 or Compound::DB05969. To represent the

edges between nodes in DRKG, the authors used a naming convention combining the name of

the data source, the name of the relation, and the nodes involved in the relation. This results
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in edge-types such as STRING::ACTIVATION::Gene:Gene [1]. Using this naming convention,

DRKG consists of 107 unique edge-types.

In order to predict drug repurposing candidates, we were only interested in the edge type

in the sense that it connects nodes of di�erent node types with each other, e.g. Gene:Gene or

Gene:Disease, and not in the type of interaction between nodes, e.g. activation or inhibition.

Discarding the type of interaction from the naming convention reduces the complexity of the task

as we were left with a lower amount of edge types and thus fewer relational weight matrices to

be learned, as explained in Section 2.3.3. Moreover, the source of the interaction is not relevant

to the problem of drug repurposing and it can also lead to duplicate edges. For example when

the same Compound:Gene pair is found in GNBR and IntAct they are potentially represented as

di�erent edge types in DRKG. Therefore, it was decided to leave this information out as well.

Furthermore, the authors included data on COVID-19 to their knowledge graph as a case

study to show that DRKG can be used to predict drug repurposing candidates [1]. However, as

little was yet known on COVID-19 at times of publishing, the data that was added to represent

COVID-19 was not representative. From our review to build a knowledge graph ourselves, we

found that CTD provides curated information on compounds, genes and diseases for COVID-19,

shown in Table 3.1. Therefore, we decided to include data on COVID-19 from CTD.

COVID-19 data: Comparative Toxicogenomics Database

As there was no representative data for COVID-19 in DRKG as it was proposed by Ioannidis

et al. [1], we decided to include curated interaction data for COVID-19 from the Comparative

Toxicogenomics Database1 (CTD). CTD is a partially curated database that collects chemical-

gene, chemical-disease, and gene-disease interactions [45]. To get reliable data, we decided to only

include the interactions that were manually curated. To add the data obtained from CTD to the

generic knowledge graph, we had to map the nodes to the same identi�ers used in the generic

knowledge graph. For the disease and gene nodes this was straightforward, as they used the same

identi�ers in CTD. For disease nodes, the MeSH ID is used and for the genes, the Entrez ID is

used. For the compounds, CTD makes use of MeSH IDs whilst the generic knowledge graph uses

DrugBank IDs to include compounds. Furthermore, after manual inspection it turned out that

the COVID-19 curation from CTD contained quite some irrelevant compounds e.g.tobacco smoke

pollution or jet fuel. As these are obviously not sensible drug repurposing candidates, we decided

to �lter and map the CTD compounds based on a list of FDA approved DrugBank IDs.

Unfortunately, there was no straightforward method to map the compounds from MeSH to

the DrugBank IDs. Therefore, we made use of the Uni�ed Medical Language System (UMLS)

API tool [46]. UMLS is a repository that integrates many di�erent biomedical concepts from

di�erent sources. The metathesaurus from UMLS brings these sources together and organises

the terms of all these sources by assigning a concept unique identi�er (CUI) to each term in the

metathesaurus. All sources { including MeSH and DrugBank { that fall under the umbrella of

UMLS can be mapped to a CUI. Because there was no direct mapping from MeSH to DrugBank,

we used the CUIs to obtain 2 lists of mappings. We created one mapping for the COVID-19 MeSH

1http://ctdbase.org
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IDs to CUI of the compounds from CTD, and one mapping for all FDA approved DrugBank nodes

to CUI. To obtain the mapping of the CTD MeSH IDs to the corresponding DrugBank IDs, we

took the intersection of the 2 CUI columns of both mappings. An illustration of this process can

be found in Figure 3.1.

Figure 3.1: Illustration of the mapping procedure for mapping compounds from MeSH IDs to

DrugBank IDs in order to integrate COVID-19 information obtained from CTD [45] to the generic

knowledge graph.

After obtaining a mapping from CTD MeSH IDs to DrugBank IDs for the compounds related

to COVID-19, we performed the mapping by replacing all compound MeSH IDs with their cor-

responding DrugBank IDs in the compound:gene and the compound:disease interactions. The

resulting interactions were concatenated to the generic knowledge graph, together with the CTD

gene:disease interactions.

As CTD is an ever growing database, there is a new release every month including new �ndings

based on published research. Since there is a tremendous amount of research conducted for

COVID-19, the monthly updates di�er quite a lot, bringing an interesting addition to this research.

This addition was included as an extra experiment, described in Chapter 4.

Drug �ltering

Since we aimed to use our knowledge graph to predict novel purpose of an already approved drug,

we only wanted to include compounds in our knowledge graph that are FDA approved. However,

DRKG as presented in [1] and CTD contain many compounds that are not FDA approved and

not even actual drugs. In order to �lter out these irrelevant compounds and their relations

we obtained a list of all FDA approved drugs from DrugBank. DRKG uses DrugBank IDs as

their main compound identi�er, which made �ltering on a major part of DRKG straightforward.

However, there were also compounds labeled with other identi�ers. These compounds had to

be mapped to a common unique identi�er before they could be mapped to DrugBank to do the

�ltering. The compounds for which we were not able to �nd a mapping were discarded to obtain

the generic knowledge graph.

After preprocessing DRKG and adding data on COVID-19, there were 17 unique edge types

left in the generic knowledge graph in the form of e.g. Compound:Compound or Gene:Disease.

An overview of the number of edges per edge type of the generic knowledge graph as it was used

in our study can be found in Table 3.2.
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Edge-type Number of edges

Gene:Gene 1,606,092

Compound:Compound 704,565

Anatomy:Gene 587,829

Gene:Biological Process 559,504

Compound:Side E�ect 137,944

Gene:Disease 120,508

Gene:Molecular Function 97,222

Compound:Gene 88,814

Gene:Pathway 84,372

Gene:Cellular Component 73,566

Compound:Disease 45,622

Gene:Tax 14,663

Compound:Atc 11,070

Disease:Anatomy 3,602

Disease:Symptom 3,357

Pharmacologic Class:Compound 1,026

Disease:Disease 543

Total number of edges 4,140,299

Table 3.2: Overview of number of edges per edge-type in the generic knowledge graph after

stripping the edge-types in DRKG of the data source and the name of the relation between two

nodes and adding data relevant for COVID-19.

3.2.2 Disease-speci�c gene-expression data

To enhance the generic knowledge graph with disease-speci�c data, we used data from a study

by Overmyer et al. [17]. Their study resulted in the gene-expression data on 19,473 genes of ICU

patients with and without COVID-19. After removing the genes with 0 expression, a total 18,319

genes were left. Resulting in a total of 167,792,880 potential Gene:Gene edges.

In order to actually add this disease-speci�c data to the generic knowledge graph, the rel-

evant gene pairs had to be extracted from this gene-expression data. Therefore, for all genes

in the dataset, the expression was correlated with the expression of all other genes, resulting in

co-expressing gene pairs. To �nd the co-expressing gene pairs explained by COVID-19, the par-

tial correlation coe�cient method by la Fuente et al. [47] was used. In their proposed method,

the partial correlation coe�cient is used to �nd meaningful associations from genomics data to

discover the underlying network topology. For our data, we adopted this method such that we

can obtain the co-expression of gene pairs explained by COVID-19 and use this to expand the

generic knowledge graph with disease-speci�c Gene:Gene edges. To get the co-expressing gene

pairs explained by COVID-19, the absolute di�erence between the correlation matrix and the

partial correlation matrix when eliminating the e�ect of COVID-19 was calculated. Before we

calculated the correlation between all gene pairs, the gene expression was normalized using a log

transformation. After normalizing the data, we computed Pearson's correlation coe�cient for all

gene pairs.

The partial correlation coe�cient is the quanti�cation of the correlation between two genes

22



when conditioning on another variable [47], in this case COVID-19. E.g., "what is the correlation

r xy;z between x and y when conditioning on z?" [47]. This was calculated as the correlation

between the parts of x and y that are not correlated with z. These uncorrelated parts were

obtained by taking the residuals of the regression models ofx and y when regressing onz. The

correlation between the residuals of the regression models is the partial correlation betweenx and

y when conditioned on z, r xy;z [47]. To obtain the part of the correlation that was computed

before, explained by COVID-19, we computed the absolute di�erences between the correlations

and the partial correlations. Once we obtained the correlation explained by COVID-19, we sorted

these results based on the computed di�erence factor. A high di�erence between correlation and

partial correlation implies that a large part of the correlation between 2 gene pairs is explained

by COVID-19, potentially revealing speci�c gene co-expression caused by COVID-19.

To study the e�ect of including disease speci�c data to the generic knowledge graph, we

experimented with di�erent amounts of Gene:Gene pairs obtained from the experimental data.

The conducted experiments will be explained in Chapter 2.

3.3 From knowledge graph to drug repurposing candidates

To �nd drug repurposing candidates from the data, we streamlined the process of the input knowl-

edge graph to the actual drug repurposing candidates in a pipeline consisting of a processing step,

a relational graph autoencoder (R-GAE) that learns the embedding, and its decoder that performs

the link prediction test. Figure 3.2 provides a graphical representation of the di�erent phases in

this process. The knowledge graph used here is described before in Section 3.1. Subsection 3.3.1

explains the R-GAE that was used to obtain drug repurposing candidates, subsection 3.3.2 de-

scribes the training procedure.

Figure 3.2: Overview of pipeline to �nd drug repurposing candidates from a biomedical knowledge

graph.

3.3.1 Relational graph autoencoder

To learn from the processed knowledge graph, a relational graph autoencoder (R-GAE) was im-

plemented that uses a relational graph convolutional network (R-GCN) as the encoder and a
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DistMult decoder. The implementation follows the paper by Schlichtkrull et al. [34] of which the

code is provided at PyTorch Geometric2.

The R-GCN that is used as the encoder consists of 2 relational convolutional (RGCNConv)

layers with 32 input channels and 32 output channels. The encoder is provided with a parameter

for the number of relations as the R-GCN learns a separate matrix for each relation type (including

one for the self-loop), as explained in 2.3.3. The �rst R-GCN layer is followed by a ReLU activation

function and a drop-out of 0.2 for regularisation [34]. The graph embedding is initialised using

Xavier initialisation [48], with an embedding of size 32 for each unique node in the graph.

The decoder that was used is the DistMult decoder [37] as suggested by Schlichtkrullet al. [34].

The decoder in the R-GAE performs the actual link prediction task. The DistMult decoder gets

the node embeddings of the head and tail node of a potential edge. This embedding is obtained

from the encoder. The decoder scores the potential edge between the 2 nodes,

f (h; r; t ) = eh � Wr � et (3.1)

whereeh and et are the node embeddings of the head and tail, respectively, of the edge of interest.

DistMult associates a matrix with each unique edge type,Wr in 3.1. In the decoder, the initial

matrices for the relation types are also initialised using Xavier initialisation [48].

3.3.2 Training

The R-GAE was trained on 80% of the input graph and validated on the other 20% by splitting

the input knowledge graph using RandomLinkSplit3 from PyTorch Geometric. RandomLinkSplit

performs graph splitting on an edge-level. As the input graph is heterogeneous, the split is also

performed on edge type level where RandomLinkSplit performs a strati�ed split, distributing all

edge types evenly over the training and validation set. Furthermore, RandomLinkSplit makes sure

that there is no leakage between training and validation sets, ensuring that both sets are disjoint.

The R-GAE was trained for 100 epochs on positive and negative edges for each run with the

model. The generation of these negative edges is explained in 3.3.2. At the start of each epoch, a

subset of the possible negative edges was sampled per edge type. The R-GCN can be trained with

batches of a speci�ed batch size,B , or without batches. When training the model with batches,

the training set is split into N train
B batches, whereN train is the number of training edges. Since the

model had to deal with a skewed distribution of edges per edge type (Table 3.2), batched training

was balanced such that there is an even amount of edges of each edge type in every batch. This

way, it is hypothesised that minority edges are presented as often to the model during training as

majority edges. Results of balanced batching will be discussed in Section 5.1.

Each (batched) training step, the input graph is encoded using the model's encoder, the R-

GCN. The model's decoder, the DistMult decoder, is then used to decode the positive and negative

edges sampled for that (batched) training step. The decoder performs the link prediction task by

predicting a score for each edge. The score represents the likelihood of the existence of that edge

and is basically the link prediction task.

2https://github.com/pyg-team/
3https://pytorch-geometric.readthedocs.io/

24



At the end of (batched) training step, the loss is computed in order to optimize and update the

model. The loss function used here the binary cross-entropy loss regularized with a regression loss

to account for over�tting [34]. The binary cross-entropy loss is computed for the predicted scores

from the decoder { the link prediction task { together with the actual edge labels. To compute

the regression loss, L2 regularisation term was used and multiplied with a regularisation rate of

0.01. The calculated loss was used to optimize the model parameters accordingly, using the Adam

optimizer [49] with a learning rate of 0.01. The training loss is returned after the optimizer step

for evaluation purposes, together with the graph embedding of the last batch, which is needed for

the validation step.

After the training step, the obtained graph embedding was validated using unseen validation

data to check the model on over�tting. The process of validation is similar to training, the loss

is computed for unseen positive and negative edges. The validation loss was not used to optimize

the model, it was only used to check whether and how the model is learning from training. The

results of validation will be discussed in Chapter 5.

Negative sampling

As mentioned before, negative edges were required to train the model for the link prediction task

as the model has to learn to distinguish between positive and negative edges. In order to do so,

the set of all possible negative edges was generated per edge type for the training and validation

split separately. The negative edges were generated after splitting the data to resemble the real

world scenario of novel �ndings between existing nodes in the graph. For example, it can be the

case that there are relations that are not found yet { negative during training { but turn out to

exist e.g. after research { positive during inference. Therefore, there is a possibility that edges

that are negatively sampled in the training set are positive in the validation set. Negative edges

were generated for each edge type separately to make sure there are no generated edges of a type

that does not exist in the input graph. During training the same number of negative edges were

sampled from the set of possible negative edges as there are positive edges for each edge type, as

also done in [34, 14].

Weighted loss

Biomedical knowledge graphs are often highly in
uenced by knowledge bias [50]. This results in

graphs that contain few nodes that are highly connected { hub nodes. These hub nodes potentially

have a major impact on the predictions made by the model. When the models learns that a node

has many connections, it will probably predict a relation for any given other node that is not

connected yet. This potentially a�ects the predicted ranking of drug repurposing candidates by

these hub nodes ending up high in the ranking, resulting in misleading predictions [50]. Table 3.3

shows an overview of the highest node degree per node type, Figure 3.3 shows a distribution of

the node degree for the node of interest { the compounds.
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Node type Nr. of nodes Highest out-degree

Anatomy 400 15,981

Gene 37,060 10,743

Disease 4,700 6,684

Tax 215 5,573

Compound 2,965 2,958

Pathway 1,822 1,956

Cellular component 1,391 1000

Biological process 11,381 999

Molecular function 2,884 955

Side e�ect 5,690 920

Atc 3,051 324

Symptom 415 49

Pharmacologic class 344 22

Total 72,318

Table 3.3: Overview of the number of nodes and highest out-going node degree per node type in

the generic knowledge graph.

To account for this knowledge bias, a weighted loss function was implemented that penalizes

highly connected nodes with a factor to make sure there is an even contribution of all nodes

during optimization. This penalty factor was calculated as 1
D n

, where Dn is the node degree for

the out-going edges of the head node of an edge of interest. Results of this implementation will be

discussed in Section 5.1 to select a baseline model for the experiments with disease-speci�c data.

3.4 Validation strategies

The validation of the methods described above can be divided in two parts. First, the model

performance was validated in terms of machine learning metrics. Second, to analyse the results

for the stated hypothesis, the model was validated by comparing the rankings of the di�erent

experiments. Additionally to this ranking validation, biological plausibility of the predicted drug

repurposing candidates was veri�ed using retrospective drug screening [14].

3.4.1 Model validation

To validate model performance, standard metrics such as the area under the receiving operating

characteristic (AUROC) [51] and the area under the precision-recall curve (AUPRC) were used.

The AUROC describes the trade-o� between the true positive rate and the false positive rate. This

metric shows how good the model is at discriminating positive, in our case, edges, from negative

edges. The worst score for the AUROC is 0.5, which means your model is just guessing. A score

of 1 means the model is perfectly able in discriminating positive edges from negative edges. The

AUPRC shows the trade-o� between the precision and recall and it is commonly used when data

is imbalanced [52]. The AUPRC tells us about the ability of the model to �nd all positive edges {

a perfect recall, without incorrectly classifying negative edges as positive { perfect precision. The
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Figure 3.3: Distribution of the out-going node degree for the compound nodes in the generic

knowledge graph.

model makes predictions for 17 di�erent edge types, thus, the AUROC and AUPRC were analysed

per edge type to see how learning improved. And more speci�cally, to get an insight in learning

for underrepresented edge types.

Additionally, to study the e�ect of the weighted loss function, the rankings as predicted by the

di�erent model set-ups were analysed by their node degree. Furthermore, to statistically inspect

the in
uence of node degree on the ranking, a correlation analysis was performed between the

predicted probability and the node degree. Combined with the model performance metrics, this

validation strategy was used to select the baseline model before continuing experiments with the

disease-speci�c data.

3.4.2 Ranking evaluation

In order to analyse the e�ect of adding disease-speci�c data on the drug repurposing candidate

ranking, the rank-biased overlap (RBO) as proposed by Webberet al. [53] was computed between

the di�erent rankings. The RBO method is specially designed for inde�nite and incomplete rank-

ings that weights high ranked items more heavily than lower ranked items in the �nal ranking

score. Making sure that the tail does not dominate the head of the ranked list [53]. This is espe-

cially useful for our ranking, as the focus is on the topN predicted drug repurposing candidates

and less on the tail of our ranking. The RBO measures the similarity between 2 rankings and

assigns a score on the similarity between 0 and 1. Where a similarity score of 1 means that the

rankings are exactly the same, and a score of 0 means the rankings are completely dissimilar. To

compute the RBO for the obtained drug repurposing candidate rankings, drugs with a probability

> 0:5 were discarded from the ranking, as the model would not consider an edge with a probability

of < 0:5 as an existing edge.

In addition to the RBO, the 10 most a�ected drugs will be analysed to investigate whether

there is an e�ect observed from adding disease-speci�c data to a generic knowledge graph. A

literature review on these 10 most a�ected drugs will be conducted to evaluate whether these
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a�ected drugs make sense biologically.

3.4.3 Evaluation biological validity

Besides studying the e�ect on adding disease-speci�c data on the ranking, it was attempted to

validate the biological plausibility of the predicted drug repurposing candidates. As there is

no ground truth available to validate the predicted repurposing candidates, retrospective drug

screening was performed [14]. This validation approach is merely a way to analyse the sensibility

of our results. The real e�ectiveness of the predicted drug repurposing candidates will have to be

studied in clinical trials and is out of the scope of this thesis.

As described by Hsiehet al. [14], the predicted drug repurposing candidates can be validated to

some extend by a retrospectivein vitro drug screening. This method compares a selection of clinical

trial drugs to the predicted drug repurposing candidates. In order to do so, the predicted drug

repurposing candidates will be compared to a list of FDA approved and Emergency Use Authorized

(EUA) drugs 4. Unfortunately, only 4 drugs that were approved or EMA authorized were in DRKG.

Therefore, a selection of drugs from https://clinicaltrials.gov, selected in consultation with the

supervisors, were also tracked through the di�erent output rankings. Below, the selected drugs

are listed together with a short description of the current uses of the drug and the potential in

COVID-19 treatment could be, �rst impressions of all the drugs were obtained from DrugBank5.

Anakinra

Anakinra is a drug that has been developed to reduce in
ammation and joint destruction in

patients with rheumatoid arthritis (RA) [54]. It was approved by the FDA for RA treatment

on November 14, 2001. And later for treatment of other diseases as well. It is currently being

investigated whether anakinra can be of use in severe cases of COVID-19 where patients su�er from

hyperin
ammation. Although death occurred in the patient group that got anakinra treatment,

the e�ect remained signi�cant [55]. Need for mechanical ventilation and the morality rates were

reduced and the drug did not result in severe side-e�ects. Further trials are needed, but drugs that

can be used for immunomodulation are a promising strategy in severe COVID-19 management [56].

Azithromycin

Azithromycin is an antibiotic that is commonly used to treat infections of the lower and upper

respiratory tracts [57]. Early in the COVID-19 pandemic there has been a small, preliminary study

on azithromycin treatment in combination with hydroxychloroquine [58, 59] where it was found

that there was a reduction of viral load in patients treated with this combination. Treatment of

COVID-19 patients with azithromycin alone was investigated as potential treatment of COVID-19

as part of the RECOVERY trial [60]. Unfortunately, there was no clinical bene�t found in this

study, and it is suggested that this treatment should be restricted to patients with an antimicrobial

indication [60]. Additionally, this drug was also one of the top prioritized drugs in the study by

Hsieh et al. [14] for COVID-19 treatment. As there is a lot of research conducted regarding

4https://www.fda.gov/drugs
5https://www.drugbank.com
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aztihromycin and COVID-19, it is interesting to analyse whether this would also be suggested by

our approach.

Baricitinib

Baricitinib is a Janus kinase (JAK) inhibitor, similar to anakinra, this drug is also used as RA

treatment. JAK plays an important role in in
ammatory diseases, such as RA but potentially

also to treat in
ammation in COVID-19 patients [61]. At �rst, baricitinib was granted EUA in

combination with remdesivir but as of May 2022 it is fully approved as COVID-19 treatment

by the FDA. In a �rst study on the e�ects of baricitinib in combination with remdesivir, the

treatment showed reduced recovery time and lowered morality rates compared to the control

group. Furthermore, there were less serious adverse events registered compared to the control

group [62].

Dexamethasone

Dexamethasone is a glucocorticoid that is used for the treatment of in
ammatory conditions, such

as RA. As part of the Oxford RECOVERY trial 6, dexamethasone was recommended for COVID-

19 patients. In a preliminary report, results from a randomized trial showed the mortality rate in

COVID-19 patients receiving mechanical ventilation or oxygen support treated with dexametha-

sone was lower compared to the control group [63]. The FDA approved the use of dexamethasone

in COVID-19 patients on August 4, 2021.

Favipiravir

Favipiravir is an antiviral drug that is used to manage in
uenza. It has been investigated for the

treatment of the Ebola virus and the Lassa virus and more recently also as potential treatment for

COVID-19. However, the randomized trial with favipiravir treatment did not show any signi�cant

e�ects with respect to recovery rate [64]. The study does claim that there are signi�cant e�ects in

reducing fever and cough, but further investigation is needed. It is still interesting to see whether

this drug would be predicted using our approach, as it was seen as a potential drug repurposing

candidate for COVID-19 and relates to in
uenza.

Ivermectin

Ivermectine is anti-parasite treatment and it has been hyped in in the COVID-19 pandemic as an

o�-label drug that could be used as COVID-19 treatment. However, recent studies have shown that

there are major 
aws in the results of previous studies on ivermectin as COVID-19 treatment [65].

More papers that claimed that ivermectin was the new `micracle' drug for COVID-19 are being

withdrawn as the studies contain statistical errors. After reanalyzing the results, the revision

will probably show no signi�cant e�ects of ivermectin treatment [65]. Given the hype around

ivermectin, it would be interesting to see where this drug ends up in the ranking according to our

models.
6https://www.recoverytrial.net
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Methylprednisolone

Methylprednisolone is a glucocorticoid that is used to treat in
ammation or as immunomodu-

lation [66]. With regard to COVID-19, a low dose of methylprednisolone has shown e�ect in a

immunosuppressive patient su�ering from COVID-19 associated pneumonia, which is in
amma-

tion of tissue in the lungs [67]. Further studies can show whether methylprednisolone is of value

to treat COVID-19 related pneumonia for other immunosuppressie patients as well.

Remdesivir

Remdesivir is treatment for RNA virus infections, including COVID-19. As of October 22, 2020,

remdesivir is FDA approved for COVID-19 treatment. Remdesivir was studied before as potential

treatment for Ebola. Although remdesivir is FDA approved for COVID-19 treatment, there is no

signi�cant clinical bene�t of remdesivir treatment [68, 69].

Ritonavir

Ritonavir is a HIV protease inhibitor that works on the reproductive cycle of HIV. This drug was

originally developed as an antiviral agent, however it did not show an antiviral e�ect [70]. Ritonavir

in combination with lopinavir was proposed as potential treatment for COVID-19 on the basis of

in vitro activity and historical observations [71]. It was suggested that early treatment would be

bene�cial for patients who are at risk of progressing in a severe disease status. The treatment

was studied as part of the RECOVERY trial, unfortunately no signi�cant clinical bene�ts were

discovered.

Tocilizumab

Tocilizumab is used to treat in
ammatory and autoimmune conditions, for example in RA. As

of December 2021, tocilizumab was EMA approved for treatment in adult COVID-19 patients

requiring mechanical ventilation or oxygen. The e�ect of tocilizumab was studied as part of the

RECOVERY trial [72]. Results show that hospitalised patients with hypoxia { oxygen deprivation

{ and in
ammation, tocilizumab showed bene�cial clinical outcomes, resulting in higher hospital

discharge rates within 28 days [72].
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Chapter 4

Experiments
This chapter describes the experiments that were conducted to investigate the hypothesis as stated

in Chapter 1. The experiments can be divided in 2 phases. First, experiments were conducted

for model selection as already mentioned in Section 3.4.1. After selecting a baseline model, we

experimented with adding di�erent types of disease-speci�c data. The �rst dataset used is on

gene-expression data, to study the e�ect of additional Gene:Gene pairs that are disease speci�c.

As a control experiment, we ran experiments with the gene-expression data without controlling

for the COVID-19 disease state. Furthermore, as the new discoveries on COVID-19 is growing by

the day, we also conducted experiments with the latest update from CTD on COVID-19. For all

experiments, performance was evaluated based on averaging the results of 5 runs with 100 epochs

to obtain more robust results.

4.1 Model selection

Before experimenting with disease-speci�c data, a baseline model was chosen based on the AU-

CROC and AUPRC, as described in Section 3.4.1. To account for inter-run variability the metrics

of each model test was averaged over 5 runs. We tested 4 di�erent ways of training the R-GAE as

potential baseline models, listed in Table 4.1. For each model selection experiment, the average

AUROC and AUPRC scores were collected per edge type to check whether the model also learns

to predict for minority edge types. The R-GAE model was trained with batches (B = 500; 000)

and without batches, and with weighted loss and without weighted loss.

Experiment Balanced batches Weighted loss

1 No No

2 No Yes

3 Yes No

4 Yes Yes

Table 4.1: The di�erent models tested for model selection.

4.2 Disease-speci�c gene-expression data

To test for the hypothesis that enhancing a generic knowledge graph with disease-speci�c data will

improve the ranking of predicted drug repurposing candidates, several di�erent experiments were

conducted with disease-speci�c gene-expression data. As explained in Section 3.2.2, Gene:Gene

pairs are subtracted from the gene-expression data and ranked based on the di�erence between

the correlation matrix and the partial correlation matrix to �nd co-expression in genes explained

by COVID-19.
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The co-expression analysis resulted in a total of 167,792,880 gene-gene pairs in this co-expression

matrix. To experiment with the di�erences in in
uence of disease-speci�c data on the rankings,

we conducted experiments with 3 di�erent ratios of disease-speci�c gene pairs:generic gene pairs,

listed in Table 4.2, which were compared to the generic knowledge graph, without disease-speci�c

data. Results of this experiment will be given in Chapter 5 and discussed in Chapter 6.

Data Number of edges

Disease-speci�c gene-expression

800,000

1,600,000

2,400,000

Table 4.2: Overview of experiments with gene-expression data from [17].

4.3 Gene-expression control experiment

As a control experiment on the e�ect of adding disease-speci�c Gene:Gene edges, a noisy control

was performed. This control experiment included the highest co-expressing gene-gene pairs ob-

tained from the partial correlation matrix on the gene-expression data as provided by Overmeyer

et al. [17]. It was hypothesised that including co-expressing gene pairs when regressing out the

e�ect of COVID-19 this would result in irrelevant drug repurposing candidates.

4.4 New direct evidence

As mentioned in Section 3.2.1, there is a fast growing amount of results from COVID-19 studies.

This causes that the data selected at the start of this project, was already outdated after a month.

However, this brought up the question how the addition of novel research results in
uence the

predicted drug repurposing candidates. Specially in this case study, where drug repurposing for

novel disease is being investigated, it is common that there are new results being gathered in a

short period of time. Therefore, including new �ndings on a disease can have a positive impact

on the outcome of the model prediction.

Furthermore, the data that was included in this experiment is direct evidence, meaning that

this data is directly linked to the COVID-19 disease node in the knowledge graph. Whereas the

data from the gene-expression experiment was added as Gene:Gene edges only. An overview of

the number of edges per edge type that are added to in the experiment with new direct evidence

was given in Table 4.3.

To investigate how the ranking of drug repurposing candidates was in
uenced by the addition

of novel knowledge, the results of training DRKG on the May and June release were obtained

and will be discussed in Chapter 6. The contributions for the relevant edge types of the di�erent

releases to DRKG are listed in Table 4.3.
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Edge type Generic KG New direct evidence KG

Compound:Gene 937 964

Compound:Disease 24 28

Gene:Disease 24 36

Table 4.3: Overview of COVID-19 edges obtained from CTD[45]. The May release is included in

the generic knowledge graph (left). The June release is used to experiment with enhancing the

generic knowledge graph with new direct evidence (right).
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Chapter 5

Results
This chapter presents the results of the experiments stated in Chapter 4. Section 5.1 describes the

results of the experiments conducted to select the baseline model and the preliminary decisions

made based on these experiments. The experiments on enhancing the generic knowledge graph

are divided in 2 sections, Section 5.2 will give the results for the experiments on enhancing DRKG

with disease-speci�c gene-expression data. Section 5.3 gives the results for the experiments on new

direct evidence about COVID-19. Both sections describe results of the rank biased overlap (RBO)

between the rankings, results of most a�ected drugs and results of tracing selected validation drugs.

Additionally, for the gene-expression data, a control experiment was conducted. The results of

this control experiment are given in Section 5.2. All results given in this chapter will discussed in

Chapter 6.

5.1 Model selection

Before the model was trained to test the hypothesis, a baseline model was selected from the

models described in Section 4.1, listed in Table 4.1. Balanced batches were implemented to force

the model to learn equally for all edge types. To analyse the e�ect of balanced batches, the

AUROC and AUPRC were computed per edge type for a more in-depth insight in model learning.

Additionally, to account for the node degree bias, a weighted loss function was implemented. To

analyse whether there was an e�ect of the weighted loss function, we analysed the top-10 ranked

drug repurposing candidates and their node degree, which can be found in Table 5.3. Additionally,

we computed and plotted the correlation between the probabilities and the out-going node degree

of the predicted drug repurposing candidates, shown in Figure 5.1.

5.1.1 Balanced batches

As Table 3.2 already showed, the distribution of the number of edges per edge type is highly

skewed. There are a few edge types that make up the majority of the edges, whilst the other edge

types are underrepresented. Ideally, the model is trained such that it is able to predict for all

edge types equally well. Therefore, we implemented balanced batches in our training procedure as

described in Section 3.3.2. To analyse the e�ect of this implementation, the AUROC and AUPRC

are computed for the model with balanced batches and without balanced batches, listed Tables 5.1

and 5.2.
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Edge type AUROC - train AUROC - val AUPRC - train AUPRC - val Nr. of edges

Gene:Gene 0.961 0.957 0.957 0.953 1,606,092

Compound:Compound 0.844 0.830 0.789 0.769 704,565

Anatomy:Gene 0.944 0.916 0.918 0.870 587,829

Gene:Biological Process 0.964 0.954 0.957 0.948 559,504

Compound:Side E�ect 0.953 0.930 0.941 0.925 137,944

Gene:Disease 0.980 0.963 0.976 0.963 120,508

Gene:Molecular Function 0.961 0.946 0.945 0.938 97,222

Compound:Gene 0.959 0.936 0.949 0.932 88,814

Gene:Pathway 0.953 0.944 0.945 0.938 84,372

Gene:Cellular Component 0.949 0.939 0.938 0.928 73,566

Compound:Disease 0.942 0.909 0.929 0.905 45,622

Gene:Tax 0.986 0.967 0.979 0.961 14,663

Compound:Atc 0.968 0.809 0.958 0.857 11,070

Disease:Anatomy 0.677 0.614 0.642 0.585 3,602

Disease:Symptom 0.815 0.716 0.778 0.700 3,357

Pharmacologic Class:Compound 0.660 0.511 0.620 0.506 1,026

Disease:Disease 0.736 0.659 0.715 0.650 543

Table 5.1: AUROC and AUPRC for the train and test set averaged over 5 runs with the model

without balanced batches for each unique edge type.

Edge type AUROC - train AUROC - val AUPRC - train AUPRC - val Nr. of edges

Gene:Gene 0.965 0.960 0.963 0.958 1,606,092

Compound:Compound 0.858 0.845 0.801 0.783 704,565

Anatomy:Gene 0.944 0.916 0.913 0.869 587,829

Gene:Biological Process 0.983 0.970 0.979 0.967 559,504

Compound:Side E�ect 0.969 0.938 0.956 0.930 137,944

Gene:Disease 0.989 0.984 0.966 0.966 120,508

Gene:Molecular Function 0.993 0.980 0.991 0.978 97,222

Compound:Gene 0.987 0.955 0.982 0.954 88,814

Gene:Pathway 0.922 0.981 0.989 0.977 84,372

Gene:Cellular Component 0.992 0.979 0.989 0.974 73,566

Compound:Disease 0.981 0.936 0.972 0.933 45,622

Gene:Tax 0.999 0.954 0.999 0.948 14,663

Compound:Atc 0.999 0.904 0.998 0.921 11,070

Disease:Anatomy 0.994 0.847 0.992 0.797 3,602

Disease:Symptom 0.976 0.830 0.964 0.785 3,357

Pharmacologic Class:Compound 1 0.842 1 0.847 1,026

Disease:Disease 1 0.831 1 0.785 543

Table 5.2: AUROC and AUPRC for the train and test set averaged over 5 runs with the model

with balanced batches for each unique edge type.
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Table 5.1 shows that in the model without balanced batches, the underrepresented edge types

{ Disease:Anatomy, Disease:Disease and Pharm.Class:Compound { have a lower AUROC and

AUPRC on the validation data compared to the other edge types. This can be problematic, as

we need equal performance of the model on all edge types in order to perform link prediction for

the edge type of interest { Compound:Disease. The metrics in Table 5.2 show that the model is

forced to learn for the underrepresented edge types as well, illustrated by the higher AUROC and

AUPRC for the underrepresented edge types on the validation data compared to these metrics in

the model without batches. A remark is that the balanced batches approach results in over�tting

for these underrepresented edge types, e.g. for Disease:Disease and Pharm. Class:Compound with

an AUROC and AUPRC of 1. However, the AUROC and AUPRC on the validation data is still

higher compared to the AUROC and AUPRC on the validation data when training the model

without balanced batches. Therefore, it was decided to select the model with balanced batches.

5.1.2 Weighted loss

To analyse the e�ect of the weighted loss function, described in Section 3.3.2, the top-10 pre-

dicted drug repurposing candidates of the model with and without balanced batches and with and

without weighted loss were analysed, shown in Table 5.3. The AUROC and the AUPRC for the

weighed model without batches and the weighted model with batches can be found in Appendix A,

Tables A.1 and A.2.

No batches, not weighted No batches, weighted Batches, not weighted Batches, weighted

Dexamethasone 2,158 Eltrombopag 222 Cyclosporine 2,924 Phenytoin 1,642

Methotrexate 2,030 Phylloquinone 439 Cochicine 964 Clindamycin 514

Testosterone 1,883 Bupropion 1,199 Methotrexate 2,030 Levamisole 85

Cisplatin 1,868 Dextromethorphan 885 Cyclophospahmide 1,435 Varenicline 1,061

Estradiol 2,254 Memantine 1,023 Cisplatin 1,869 Baclofen 1,438

Sirolimus 1,849 Anagrelide 1,199 Simvastatin 1,569 Zolpidem 1,170

Progrestrone 1,768 Desmopressin 1,062 Paclitaxel 1,505 Anagrelide 1,199

Hydocortisone 1,550 Niacin 621 Curcumin 544 Sirolimus 1,849

Doxorubicin 2,011 Ciclopirox 263 Doxorubicin 2,011 Eszopiclone 1,342

Cyclosporine 2,914 Thalidomide 1,246 Cholesterol 854 Fludarabine 448

Mean degree 2,029 816 1,571 1,075

Median 1,947 954 1,537 1,185

Std degree 369 398 690 561

Table 5.3: Ranking of top-10 drug repurposing candidates with the node degree for each model

selection experiment. The bottom two rows show the mean and standard deviation of the node

degree per experiment.

At a �rst glance, it seems that there is a positive e�ect of weighting the loss function. Compar-

ing the model with weighted loss to the model without weighted loss, is can be observed that there

are less nodes with a high out-going node degree. With a mean out-going node degree of 1,075 for

the model with weighted loss, compared to a mean out-going node degree of 1,571 for the model

without weighted loss, the top-10 predicted drug repurposing candidates seems less in
uenced by
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highly connected compounds. To validate this, Spearman's correlation coe�cient was computed

to analyse the correlation between node degree and the probability of the predicted edges, shown

in Figure 5.1.

(a) No batches, not weighted, r = 0 :76 (b) No batches, weighted, r = 0 :81

(c) Batches, not weighted, r = 0 :57 (d) Batches, weighted, r = 0 :84

Figure 5.1: Spearman correlation plots between the node degree and the predicted probability

and the corresponding correlation coe�cient for each of the 4 experiments for model selection.

The correlation plots in Figure 5.1 show that the implementation of the weighted loss actually

leads to the reversed e�ect of what was intended with this implementation. With a Spearman's

correlation coe�cient of 0 :81 and 0:84 compared to 0:76 and 0:57, the correlation between node

degree and predicted probability is increasing. The pattern in the correlation plots show that the

nodes with a high out-going node degree never get a low probability, which causes an increase in

correlation between node degree and probability. A possible explanation for this e�ect is that the

penalization in the weighted loss is too strict, making the loss terms so small that the model is not

able to learn to encode the node embeddings. This is also re
ected in the training and validation

metrics, shown in Tables A.1 and A.2 in Appendix A. Especially in the weighted model without

balanced batches, we can see that the training metrics are considerably lower compared with the

metrics of the unweighted models. And that this e�ect is increased for the underrepresented edge

types. This e�ect is slightly reduced in the weighted model with balanced batches, but it is still

present.
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Therefore, the model with balanced batches and without weighted loss was selected for the

rest of this study. The top-10 predicted drug repurposing candidates for COVID-19 obtained from

training this model on the generic knowledge graph is given in Table 5.4.

Something interesting that is found from the correlation coe�cients is that the balanced batches

implementation, except for forcing the model to learn minority edge types, reduces the e�ect of

the node degree bias, Figure 5.1 (c). This e�ect will be discussed more in-depth in Section 6.2.

Compound Probability Degree

Cyclosporine 0.989 2924

Colchicine 0.987 964

Methotrexate 0.982 2030

Cyclophosphamide 0.979 1435

Cisplatin 0.978 1868

Simvastatin 0.976 1569

Paclitaxel 0.975 1505

Curcumin 0.974 544

Doxorubicin 0.974 2011

Cholesterol 0.974 854

Table 5.4: Top-10 predicted drug repurposing candidates with their corresponding probability and

out-going node degree as predicted by the model trained on the generic knowledge graph.

5.2 Disease-speci�c gene-expression data

After selecting the baseline model, results for testing the hypothesis were gathered. This section

gives an overview of the results of the experiments with disease-speci�c gene-expression data.

First, the rank-biased overlap (RBO) between the generic knowledge graph and di�erent ratios of

disease-speci�c gene-expression knowledge graph are given. These results are analysed to make

a decision on which ratio changes the ranking the most for further analysis. After selecting a

ratio, an overview of the drugs that are a�ected the most will be given. As a control experiment,

the generic knowledge graph was also enhanced with gene-expression data not necessarily related

to the COVID-19 disease state, as explained in Section 4.3. The most a�ected drugs from the

gene-expression data will be tracked in the ranking of the control data to analyse whether the

control indeed in
uences the ranking di�erently compared to the gene-expression data.

5.2.1 First impression

Table 5.5 shows the RBOs between the drug repurposing candidate rankings of the di�erent ratios

of adding disease-speci�c gene-expression data and the generic knowledge graph. The RBO is a

score for the similarity between two rankings that lays between 0 and 1, 0 being entirely dissimilar

and 1 being exactly the same. The RBO is used here to analyse whether enhancing the generic

knowledge graph results in a di�erent ranking. Furthermore, it is analysed how di�erent ratios
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of additional Gene:Gene pairs result in di�erent rankings. The rows in Table 5.5 represent the

di�erent amounts of added Gene:Gene pairs. The RBO's were computed for the generic knowledge

graph enhanced with 800,000 additional Gene:Gene edges, 1,600,000 additional Gene:Gene edges,

or 2,400,000 additional Gene:Gene edges.

RBO with baseline

800,000 edges 0.81

1,600,000 edges 0.76

2,400,000 edges 0.78

Table 5.5: RBO between generic knowledge graph and gene-expression knowledge graph enhanced

with di�erent amounts of Gene:Gene edges.

From Table 5.5 it can be observed that there are no major di�erences between the RBO's

of the obtained rankings. Nonetheless, the RBO for adding 1,600,000 Gene:Gene edges is the

lowest, meaning that the ranking between the generic knowledge graph and this disease-speci�c

knowledge graph is most dissimilar. Therefore, it was decided to use this ratio in further analysis.

From now on, the knowledge graph enhanced with 1,600,000 Gene:Gene edges obtained from gene-

expression data will be referred to as the(disease-speci�c) gene-expression knowledge graph. The

top-10 ranked drug repurposing candidates based on the gene-expression knowledge graph is given

in Table 5.6

Compound Probability Degree

Cyclosporine 0.991 2924

Clarithromycin 0.987 783

Methotrexate 0.980 2030

Ketoconazole 0.978 874

Fluconazole 0.977 1503

Dexamethasone 0.977 2158

Azithromycin 0.974 1187

Itraconazole 0.974 806

Prednisolone 0.974 1135

Dextrose, unspeci�ed form 0.973 1691

Table 5.6: Top-10 predicted drug repurposing candidates with their corresponding probability and

out-going node degree as predicted by the model trained on the gene-expression knowledge graph.

To get an insight in how the predicted probabilities di�er between the generic knowledge graph

and the gene-expression knowledge graph, the probabilities as predicted by the model for both

knowledge graphs are plotted against each other, shown in Figure 5.2. The drugs that end up above

the light-blue line are potentially interesting, as those drugs are pushed up in the ranking when

using the gene-expression knowledge graph. The drugs below the light-blue line are decreasing

in probability. It can be observed that the majority of the drugs are getting a lower probability

based on the gene-expression knowledge graph compared to the generic knowledge graph.
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Figure 5.2: Change in predictions of the ranked drugs from the generic knowledge graph compared

to the predictions from the gene-expression knowledge graph.

5.2.2 Most a�ected drugs

From the RBO and the plotted probabilities, it can be observed that there are slight changes

in ranking and that some drugs are pushed towards the top of the ranking after enhancing the

generic knowledge graph with gene-expression data. To get a closer look, the top-10 most a�ected

drugs between the generic knowledge graph and the gene-expression knowledge graph are listed

in Table 5.7.

Compound Generic KG Gene-expression KG Di�erence Node degree

Acitretin 0.572 0.78 0.208 378

Aminophylline 0.455 0.632 0.178 438

Balsalazide 0.381 0.572 0.192 657

Demeclocycline 0.335 0.508 0.173 211

Ergocalciferol 0.348 0.547 0.199 164

Ketotifen 0.37 0.523 0.153 263

Linezolid 0.423 0.626 0.204 953

Misoprostol 0.487 0.671 0.184 203

Montelukast 0.521 0.698 0.177 556

Tinidazole 0.378 0.571 0.193 553

Table 5.7: The 10 most a�ected drugs between the generic knowledge graph and the new direct

evidence knowledge graph. For every drug, the probabilities obtained from both knowledge graphs

are given with the di�erence between them and the corresponding out-going node degree.
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5.2.3 Control experiment

To analyse whether adding disease-speci�c gene-expression data has an actual e�ect, a control

experiment as described in Section 4.3 was conducted. It was expected that the ranking obtained

with the control knowledge graph would be dissimilar from both the generic knowledge graph as

well as from the disease-speci�c gene-expression knowledge graph. To get an impression of this

e�ect, the RBO was computed between the control knowledge graph and the generic knowledge

graph and between the control knowledge graph and the disease-speci�c gene-expression knowledge

graph, listed in Table 5.8.

RBO with control

Generic knowledge graph 0.77

Gene-expression knowledge graph 0.68

Table 5.8: RBO between generic and gene-expression knowledge graph and control knowledge

graph

Where the RBO between the generic knowledge graph and the control knowledge graph is

similar to the RBO in the other experiments, a bigger di�erence in rankings { a lower RBO {

is found when comparing the gene-expression knowledge graph and the control knowledge graph.

The top-10 ranking of the control knowledge graph, given in Table 5.9 shows some overlap with

the generic knowledge graph and the gene-expression knowledge graph. As a �rst impression of

where the rankings are actually changing between the knowledge graphs, the predictions of the

control knowledge graph are plotted against the predictions from the generic knowledge graph and

the gene-expression knowledge graph. Given in Figure 5.3.

Compound Probability Degree

Cyclosporine 0.992 2924

Methotrexate 0.982 2030

Sirolimus 0.974 1849

Azithromycin 0.973 1187

Paclitaxel 0.973 1505

Doxorubicin 0.972 2011

Gemcitabine 0.971 1854

Phenytoin 0.969 1642

Carbamazepine 0.967 1844

Nitric Oxide 0.967 1590

Table 5.9: Top-10 predicted drug repurposing candidates with their corresponding probability and

out-going node degree as predicted by the model trained on the control knowledge graph.

It can be observed that there is a similar pattern in comparing the predictions of the control

knowledge graph to the predictions of the generic knowledge graph as was observed in Figure 5.2.

As already indicated by the RBO between the gene-expression knowledge graph and the control
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(a) Generic KG - Control KG (b) Control KG - Gene-expression KG

Figure 5.3: Scatter plots showing the probabilities from the generic knowledge graph plotted

against the control knowledge graph (left), and the probabilities from the gene-expression knowl-

edge graph plotted against the control knowledge graph (right).

knowledge graph, there is a bigger di�erence between these two rankings. This is con�rmed in

Figure 5.3 (b), where a larger amount of a�ected drugs is observed.

Similar to the gene-expression knowledge graph, the plots show that there are changes in the

probabilities between the generic knowledge graph and the control knowledge graph. To inspect

whether the 10 drugs that were a�ected with the gene-expression knowledge graph were not

a�ected or even show the opposite e�ect based on the control knowledge drugs, the same drugs

are listed with their probabilities obtained from the di�erent knowledge graphs in Table 5.10.

These results will be discussed in Section 6.4

Compound Generic KG Gene-expression KG Control KG Di�erence with exp.

Acitretin 0.572 0.78 0.563 -0.217

Aminophylline 0.423 0.632 0.33 -0.303

Balsalazide 0.348 0.572 0.433 -0.139

Demeclocycline 0.378 0.508 0.2 -0.307

Ergocalciferol 0.381 0.547 0.209 -0.338

Ketotifen 0.487 0.523 0.24 -0.283

Linezolid 0.455 0.626 0.441 -0.186

Misoprostol 0.521 0.671 0.436 -0.235

Montelukast 0.335 0.698 0.585 -0.112

Tinidazole 0.37 0.571 0.523 -0.048

Table 5.10: Listing of the 10 drugs that were most a�ected by the gene-expression knowledge

graph and their probabilities from the generic knowledge graph and from the control knowledge

graph. In the right column, the di�erence in probability between the gene-expression knowledge

graph and the control knowledge graph is given.

42


	Introduction
	Problem statement
	Artificial intelligence for drug repurposing

	Theoretical background
	Computational methods for drug repurposing
	Knowledge graphs for drug repurposing
	Definition of a graph
	Biomedical knowledge graphs

	Graph neural networks
	General concept: message passing
	Graph convolutional networks
	Relational graph convolutional networks
	Graph autoencoders


	Methods
	The data
	Generic knowledge graph
	Disease-specific gene-expression data

	Preprocessing
	Generic knowledge graph
	Disease-specific gene-expression data

	From knowledge graph to drug repurposing candidates
	Relational graph autoencoder
	Training

	Validation strategies
	Model validation
	Ranking evaluation
	Evaluation biological validity


	Experiments
	Model selection
	Disease-specific gene-expression data
	Gene-expression control experiment
	New direct evidence

	Results
	Model selection
	Balanced batches
	Weighted loss

	Disease-specific gene-expression data
	First impression
	Most affected drugs
	Control experiment

	New direct evidence data
	First impression
	Most affected drugs

	Drug tracking

	Discussion
	Model performance
	Node degree bias
	Top-10 predicted drug repurposing candidates
	Generic knowledge graph
	Gene-expression knowledge graph
	Control knowledge graph
	New direct evidence knowledge graph
	Comparing top-10 rankings

	Most affected drugs
	Gene-expression knowledge graph
	Control knowledge graph
	New direct evidence knowledge graph

	Drug tracking for biological validity

	Conclusion
	Limitations
	Future work

	References
	Metrics

