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Abstract

This thesis investigates RetNet, a recently introduced architecture for
large language models (LLMs). The study focuses on three aspects:
inference efficiency, training efficiency, and performance. We first per-
form a large set of small-scale experiments to explore RetNet’s char-
acteristics and its different representations. Afterwards, we use our
gained insights to train a large-scale clinical LLM. RetNet exhibits sig-
nificant advantages during inference, especially for long sequences and
large contexts, due to its recurrent representation. During training,
RetNet requires fewer steps to achieve similar loss compared to trans-
formers, proving more data efficient which is particularly valuable for
the data-scarce medical domain. Additionally, the chunkwise repre-
sentation in RetNet allows for efficient training with large block sizes.
Large-scale experiments revealed a performance gap between RetNet
and transformers, with transformers achieving lower loss during pre-
training and better downstream performance on a clinical task. The
study also explored knowledge distillation (KD) to improve the per-
formance of smaller RetNet models, but KD proved ineffective due to
increased training time and information-sparse softmax values.
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1 Introduction

With the ever-increasing sizes of modern Large Language Models (LLMs) and the
need for specialized hardware to train and use these models, there is an increasing
need for models that overcome these bottlenecks. In this project, we will look to
improve three aspects of modern LLMs; inference speed, training speed and data
efficiency. We will apply these improvements for training an efficient clinical LLM
because efficiency is especially important in this field [Rouger, 2019, Karabacak
and Margetis, 2023].

Inference speed and low memory consumption are critical for deploying LLMs
in healthcare settings. LLMs are difficult to deploy due to requiring specialized
and high-end hardware that fits the models in memory and runs them efficiently.
Hospitals and other medical organizations often do not have access to these re-
sources. OQutside organizations that have access to such resources can store and
run such models for them, but this requires the hospital to send sensitive pa-
tient data to such compute clusters. Additionally, this requires a stable network
connection to send and receive this data. Methods and architectures to decrease
the memory consumption, size and inference speed of LLMs can enable hospitals
to deploy such models on-site or even through the use of edge computing, to
overcome these limitations.

Similarly, addressing the challenges associated with training speed is im-
perative. Training large transformer models is a very expensive process, only
achievable for organizations with large, specialized GPU/TPU clusters. As a re-
sult, organizations often rely on external organizations for this as well. Limiting
the experimentation of pre-training or fine-tuning of such models on data from
the hospital. In addition, training a model like BERT from scratch has been
estimated to emit the same amount of carbon emissions as a trans-American
flight [Strubell et al., 2019], and modern LLMs are much larger and thus even
more costly and environmentally detrimental to train or use.

Data efficiency is another crucial consideration in medical applications of
LLMs. Medical/clinical data is hard to collect due to privacy concerns and the
sensitivity of this data. LLMs trained on such data have been shown to uncover
such sensitive information and thus require strict data anonymization, further
increasing the difficulty of responsibly collecting large data sets that are required
to train modern LLMs [Lehman et al., 2021} |Lu et al., 2022].

Improvements in these three efficiency aspects can thus increase the accessi-
bility, effectiveness, sustainability and ethical soundness of the use of LLMs in
healthcare settings.

In this work, we will first perform a list of small-scale experiments with dif-



ferent methods to try and increase training/inference time and data efficiency.
We will look at the RetNet architecture and knowledge distillation (KD) [Hin-
ton et al., 2015]. In these small-scale experiments we will answer the following
research questions:

1. RetNet

e What are the scaling properties of RetNet in terms of wall-clock time for
inference with different context lengths compared to the vanilla trans-
former?

e How does the efficiency of the recurrent RetNet representation compare
to the transformer during inference?

e How does RetNet’s chunkwise representation compare to the vanilla
transformer in terms of training speed for different context windows?

e Does RetNet demonstrate increased data efficiency compared to the
vanilla transformer?

2. Knowledge distillation (KD)
e How do different levels of KD affect the performance of the RetNet
model in terms of language modeling?
e What are the efficiency gains during inference achieved by different
levels of KD?

We will use these insights from the small-scale experiments and apply them to
train a large-scale clinical LLM. In this process, we will answer the following
research questions:

e What are the efficiency improvements, if any, observed in the large-scale
clinical LLM when incorporating the efficiency improvements identified in
the small-scale experiments?

e What are the differences in performance between the transformer and the
(KD enhanced) RetNet model during pre-training and on downstream tasks?
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2 Literature review

With the recent increase in awareness about sustainable Al, a lot of previous
work has already focused on these issues making it impossible to cover it all. In
this section, we will give an overview of the most relevant works for this thesis.

2.1 Transformers and attention

Transformers have revolutionized the field of natural language processing (NLP)
since their introduction |[Vaswani et al., 2017]. The transformer model was
designed to overcome the limitations of recurrent neural networks (RNNs) in
handling sequential data. Transformers leverage a mechanism known as self-
attention, which allows the model to weigh the importance of different words in
a sentence when constructing an output, regardless of their position. This innova-
tion has significantly improved the training efficiency compared to RNNs because
the attention mechanism can be applied to the entire input at once, instead of
having to process the input auto-regressively which is needed for RNNs. This
creates the potential of training much larger models on much larger datasets.

The rise of transformers has led to their widespread application across various
domains. They are now the foundation behind state-of-the-art models in NLP
tasks such as machine translation, text summarization, and question answering
and are also the architecture behind all the recent successful LLMs. Moreover,
transformers have been successfully adapted for use in fields like computer vi-
sion through vision transformers (ViT) [Dosovitskiy et al., 2021] and time series
data [Das et al., 2024].

2.2 Modern transformers

Modern transformers tend to be very large (Fig. and as a result, have a big
memory footprint because of the huge numbers of parameters and states that
are required to be in memory during inference and the massive optimizer states
during training.

Additionally, the attention scales quadratically with respect to the length of
the input sequence both in terms of memory and time. The output sequence has
to be generated auto-regressively as well, which limits the use of parallelization
during inference.

All these factors contribute to the computation time and memory required
during inference and training to be very large. In many real-world tasks, this
could prove to be a bottleneck for using such models.



However, many approaches have been proposed to limit these computational
costs of transformers which include multi-GPU programming, smart batching
strategies, memory offloading, compression techniques and architectural changes.
Our focus centers on architectural changes and compression techniques.

2.3 Architectural changes

Many architectural changes to the transformer have been proposed. Most of the
changes focused on mitigating the quadratic complexity of the attention matrix
with respect to the length of the input sequence both in time and memory.

Proposed changes include approximating the attention matrix. This can be
done in a variety of methods like approximation through kernelization [Choro-
manski et al., 2021, downsampling the large input sequence to a lower resolu-
tion [Jaegle et al., 2021|, using a windowed attention approach |Beltagy et al.,
2020], or re-introducing recurrence in transformers [Peng et al., 2023, Dai et al.,
2019).

Other researchers proposed replacing the attention mechanism entirely [Zhai
et al., 2021], or looked at other ways to improve inference speed through e.g.
sparse attention and sparse fully connected layers [Jaszczur et al., 2021], or Mix-
ture of Experts (MoE) models [Fedus et al., 2022a, Fedus et al., 2022b|. The idea
behind these MoE models is that not all parts of the network have to be used dur-
ing inference, instead, the model consists of several smaller expert models which
are only activated when a data sample lies in the sub-networks “expertise”.

All these methods decrease inference costs, but are often at the expense of
either performance or training time. Thus, these methods fail to perform well on
all three aspects of the “impossible triangle” (Fig. . A recent paper introduced
the retentive network, and claimed to achieve all three vertices of this impossible
triangle [Sun et al., 2023].

2.3.1 Retentive Network

The retentive network has a quite strong similarity to the transformer architec-
ture. The only difference is that the multi-head self-attention blocks are replaced
with multi-scale retention blocks. What makes this model so efficient during in-
ference, is that it has a dual representation where it can train in parallel and do
inference recurrently like in an RNN. RetNet also has a third chunkwise represen-
tation which is efficient when training with long input sequences. It thus inhibits
the O(1) inference from the RNN, the GPU-efficient parallel training from the
Transformer and a hybrid representation (chunkwise) to train efficiently with
large input sequences. All these representations are equivalent and thus produce
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Figure 2: The “impossible triangle”, which denotes a model that trains in parallel,
has strong performance and low inference cost [Sun et al., 2023].

the exact same results. Therefore, the accuracy of the model is equivalent for
each of the representations and only the efficiency is affected.

Multi-scale retention

Figure[3|shows a schematic overview of a retention block compared to an attention
block. It shows that the softmax layer has been removed in the retention block.
The removal of the softmax layer allows for a recurrent representation. This
recurrent representation has O(1) complexity during inference with respect to
the input size just like an RNN.

It also introduces the D matrix, this matrix applies masking and exponential
decay to the () and K matrices. Positional encodings are also added to the @ and
K matrices, which closely resemble rotary position embeddings that use Euler’s
formula [Su et al., 2022]. And finally, the swish activation function is used instead
of ReLU [Ramachandran et al., 2017]. These methods are introduced to attempt
to counteract the reduced expressiveness of multi-scale retention as a result of
removing the softmax layer.

The multi-scale part of retention arises from the different values for expo-
nential decay that are used for each head in every layer. Heads with low decay
values can be viewed as short-term attention because they predominantly focus
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(a) Self-attention block. (b) Self-retention block.

Figure 3: Schematic overview of self-attention and self-retention blocks. The
Q, K, and V matrices are the same components used in attention to compute
context-aware representations. The D matrix applies masking and exponential
decay.

on nearby tokens, while heads with high decay values (close to 1) take long-range
dependencies into account and can thus be seen as long-term attention heads. Be-
cause of these different values of exponential decay, the weight variances for each
head are different and thus, head-level GroupNorm is applied in self-retention
instead of LayerNorm.

2.3.2 Different representations
Parallel representation

The parallel representation of RetNet works similarly to the standard attention
mechanism found in transformers. In this representation, the network processes
the entire input sequence at once (Fig. ), allowing for efficient training due
to the high level of parallelization that modern GPUs can leverage. However,
this approach brings high computational and memory demands, especially when
working with large context windows.

To mitigate these challenges during inference, RetNet employs a recurrent
representation that processes the input auto-regressively, requiring only the in-
put at the current time step and a recurrent state, thus reducing memory and

11
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Figure 4: Schematic overview of the parallel and recurrent representation of Ret-
Net [Sun et al., 2023|. The Q, K, and V matrices are the same components used
in attention to compute context-aware representations. The D matrix applies
masking and exponential decay.

computational requirements. Additionally, to handle long input sequences during
training, RetNet uses a chunkwise representation, which divides the input into
smaller chunks that are processed in parallel and then merged using the recurrent
representation.

Recurrent representation

Figure [4 shows a comparison between the parallel and recurrent representation of
RetNet. It shows that for the recurrent representation, the entire input does not
have to be passed, but it recurrently goes over the input sequence and saves the
intermediate state. This is beneficial during inference because the output has to
be generated auto-regressively in contrast to the parallel training phase. So now,
there is no need to re-pass the entire input at every step but only the previous
state and the token at the current time step. This no longer makes inference
dependent on the size of the input sequence and thus, it becomes O(1) at each
inference step in terms of memory and computation (and O(n) when generating
n tokens instead of O(n - m?) where m is the window size of the model).

12
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Figure 5: Schematic overview of the chunkwise representation of RetNet. The
input sequence is split into chunks and then processed separately through the
parallel representation. Chunk outputs are then combined through the recurrent
representation.

Chunkwise representation

When dealing with long input sequences there is still the problem of quadratic
memory and time complexity during training. The authors introduce the chunk-
wise representation which is a hybrid representation of the parallel and recurrent
representation. The intuition behind this approach is that it is easier to solve
y sub-problems of size x/y than to solve one problem of size x because of the
quadratic complexity (e.g. 102 + 10?2 < 20%). The chunkwise representation
achieves this by separating the large input sequence into chunks. Each of these
chunks is then processed through the parallel representation, and then merged
back together using the recurrent representation. This process is visualised in
Figure By changing the size of the chunks, a trade-off between the level of
parallelization and recurrence is made (larger chunk size is more parallelization
and less recurrence).

2.4 Knowledge distillation

Another way to reduce the model size and in turn, reduce memory requirements
and inference speed is by using knowledge distillation (KD) |Hinton et al., 2015]

13



[Bucila et al., 2006]. This method teaches a smaller more efficient model, called
the student model, to replicate the behavior of the larger teacher model. Exam-
ples of such models include DistilGPT2, DistilRoBERTa and DistilBERT [Sanh
et al., 2019]. Which on average obtain about a 2x speedup and require signifi-
cantly less memory, while preserving most of the performance. KD has also been
successfully applied to biomedical transformers like BioBERT [Rohanian et al.,
2023].

The main objective of the student model is to mimic the output of the softmax
layer of the teacher model. The difference between these two softmax outputs,
together with a task-specific loss like cross-entropy for next-word prediction, is
used to optimize the student model.

The intuition behind why this approach could give better performance and is
more efficient for generative models than training a model from scratch can best
be shown by an example. Consider the input sentence “The man is walking to the
[BLANK]”. The task of the generative model is to predict the next word in the
sentence. The actual word might be “bank”. However, this is not the only logical
option (e.g. store, park, station etc.). The teacher model is already trained and
will (provided it is properly trained) assign non-zero probabilities to these other
plausible words as well. The student model leverages this information to not
only learn the actual word that finished this sentence but also other words that
could have been there. This allows the student model to learn more efficiently
by leveraging the complex probability distributions learned in the larger teacher
model. This method has also been shown to result in performance gains for the
student model in comparison to training from scratch.

2.5 Clinical LLMs

LLMs trained on large general text corpora have shown very promising results
for many tasks. However, some tasks in specific domains, like clinical settings,
require domain adaptation to deal with the heterogeneity, sophistication and
uniqueness of domain-specific data/tasks. In the clinical domain, encounter-
ing such complications is frequent. Complications include uncommon abbrevi-
ations, grammatical errors, domain-specific terminology and unstructured sen-
tences [Ling et al., 2023| |Karabacak and Margetis, 2023].

There are three common options to encode clinical domain knowledge inside
medical LLMs:

1. Pre-training a specialized clinical model from scratch and fine-tuning it on
task-specific data.

2. Fine-tune a large LLM trained on large general text corpora.

14



3. Use an existing LLM “out-of-the-box” and use techniques like prompt-
ing and retrieval augmented generation (RAG) to inject domain knowl-
edge [Lewis et al., 2020].

It was found that specialized clinical LLMs outperform much larger general LLMs
on downstream clinical tasks even when fine-tuned on limited domain-specific
data [Lehman et al., 2023]. The specialized models are thus more parameter-
efficient and as a result, can be much smaller which makes them more efficient
while encapsulating the same amount of clinical knowledge.

Previous work in the clinical and biomedical domain has primarily focused
on encoder-only models [Li et al., 2022, [Lee et al., 2019] or encoder-decoder
models |[Lehman et al., 2023, |Phan et al., 2021]. However, these models do not
have generation capabilities which limits the application scope of such models. To
overcome this, BioGPT [Luo et al., 2022 was introduced. BioGPT is a decoder-
only generative model trained on a large set of biomedical data curated from
PubMed. The model outperformed existing solutions on many tasks and also
showed promising generation capabilities.

Such a generative model does not exist for the clinical domain. Although
biomedical text and clinical text are both in the medical domain, biomedical
text is fluent, edited, and polished whereas clinical text is not. As a result,
models trained on biomedical data do not necessarily perform well on clinical
text |Lehman et al., 2023, Wornow et al., 2023]. This highlights the need for
such a generative model specialized in clinical text, which we will train for our
large-scale application of RetNet.

15



3 Methods

To answer our research questions, we separated our methodology into two stages.
To run extensive experiments on very large transformer models is expensive, time-
consuming, energy-consuming and requires specialized hardware. To circumvent
this, we ran our initial experiments on small models and datasets. We then
used the insights from this initial set of experiments to only run a limited set of
experiments on the large models and datasets for our clinical application.

Code for running all small-scale and large-scale experiments can be found
on (GitHub. The MIMIC-IV-Note and medNLI data used in our experiments
require a license to be accessed and are therefore not included in the public
repository. Language models trained on these data have also been shown to leak
pre-training data, uncovering protected health information as a result [Lu et al.,
2022]. Therefore, these models are not publicly released to adhere to ethical
procedures.

The data can be obtained at their original sources which are listed on the
GitHub page. Models can be requested by messaging the authors and showing
the necessary credentials.

3.1 Small-scale experiments

In the small-scale experiments, we implemented and applied RetNet and knowl-
edge distillation. We then compared the results of each of these methods indi-
vidually against the baseline of a vanilla transformer.

The standard architecture used throughout these small-scale experiments for
both RetNet and the transformer can be found in Appendix [A] All small-scale
experiments were run on a single NVIDIA RTX A6000 GPU. The model was
trained and evaluated on 40000 lines (90-10 train/validation split) of text from
plays of Shakespeare.

3.1.1 RetNet

The RetNet architecture promises various efficiency gains on different parts of
the LLM development process. The original paper shows that the two main
benefits are more efficient text generation during inference with the recurrent
representation (especially with large context windows) and efficient training with
large context windows with the chunkwise representation. Logically, these are
characteristics of RetNet that we attempted to leverage for our use case.

We will report on the wall-clock time for these characteristics for different
context lengths to see the advantageous scaling properties of RetNet. By doing
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so, we can see at what context length the different representations become more
efficient than the standard parallel representation of RetNet, and when one of
the RetNet representations becomes more efficient than the vanilla transformer.

Additionally, we looked at data efficiency (does RetNet learn more from the
same number of data points in comparison to the vanilla transformer?) and
we investigated the performance in language generation of the RetNet model in
comparison to the vanilla transformer.

For data efficiency, we plot the performance per number of data instances.
For the quality of language generation, we report on the cross-entropy loss.

3.1.2 Knowledge distillation

We applied different levels of knowledge distillation to our teacher model. Our
teacher model is the standard model architecture used throughout the small ex-
periments (see Appendix . More specifically, we will create student models
that have roughly 75% and 50% of the original model’s parameters. We then
compared the performance of these models and the difference in inference time
between the different student models and the teacher model. The different con-
figurations for the teacher model and both student models can be found in Table

m

Table 1: Architectures of the teacher and student models for the small-scale KD
experiments.

Model layers | heads | dimensions | parameters
Teacher 4 16 256 ~28 million
Student 1: 75% 3 12 192 ~20 million
Student 2: 50% 2 8 128 ~13 million

Additionally, we compared the small student models to an equivalent model
trained from scratch on the training data alone (without the teacher model). We
then compared the performance and data efficiency between these models trained
through KD and the models trained from scratch.

17



3.2 Large-scale medical application

For our large-scale experiment, we trained a large clinical generative LLM. We
trained our model on the clinical notes and radiology reports from MIMIC-IV-
Note |Johnson et al., 2023]. This is in accordance with the training of the Clinical-
T5 model [Lehman and Johnson, 2023] except we trained on the radiology reports
as well and used a generative training task (next-word prediction) instead of the
masked-language modeling task typically used for encoder-decoder models.

We trained both a vanilla transformer and a RetNet model. We then com-
pared the performance of language modeling through the cross-entropy loss, and
we evaluated our model on a downstream clinical task. The details of the Ret-
Net and transformer architecture can be found in Appendix All large-scale
experiments were run on a single NVIDIA A100 Tensor Core GPU. Model size
was chosen so that it would fit on a single GPU for increased accessibility and
reproducibility, while still being large enough for solid performance.

The goal of this research was not to train a state-of-the-art model but to ex-
periment with potential efficiency gains. Changes could be made like increasing
model size, using more data and various other changes that would increase per-
formance but also complexity. Accessibility and reproducibility were prioritized
over performance in these cases.

3.2.1 Knowledge distillation

In our large-scale experiments, we used KD to train a student-sized 100M pa-
rameter version of the RetNet model (Appendix . We then again trained this
model from scratch and using KD and compared the performance.

As a teacher model, we used the large transformer model as this model showed
superior performance in comparison to the large RetNet model. This also tested
the possibility of leveraging pre-trained transformer-based LLMs as teacher mod-
els for student-sized RetNet models. This way we could get the efficiency benefits
from RetNet while trying to distill the higher performance from the transformer
models instead of having to train them from scratch.

3.2.2 Downstream performance

We evaluated our models on the clinical downstream task medNLI |[Romanov
and Shivade, 2018|. We fine-tuned our model on this dataset and reported on
the performance of RetNet and the transformer model on the defined test set.
The only differences made for fine-tuning in comparison to pre-training were the
addition of dropout (which was set to 0.1 after trying various values), and more
frequent evaluations. Other than that, the setup is the same (Appendix [B|+ .

18



To finetune our generative model on this classification task, we first had to
convert the output labels for these tasks into text sequences so that the down-
stream task was consistent with the generative pre-training task. We adapted the
method as described in [Luo et al., 2022] and applied it to the medNLI classifica-
tion task. A detailed explanation of the medNLI dataset and how we converted
it to a sequence can be found below.

medINLI

Natural Language Inference (NLI) is a classification task that takes two input
sentences as input. The first sentence is called the premise and the second is the
hypothesis. There are three possible labels:

o Entailment: The hypothesis is true given the premise.
e Contradiction: The hypothesis is false given the premise.
e Neutral: The hypothesis is undetermined given the premise.

NLI tests a model’s ability to understand the relations between sentences.

MedNLI is an NLI dataset generated from the medical history of patients.
The label for each sentence pair is simply one of the three NLI labels (entailment,
contradiction or neutral).

To generate a sequence out of this dataset we used the following format:
Premise: premise. Hypothesis: hypothesis. The label for this hypothesis with
respect to the premise is label.

The premise, hypothesis and label simply refer to the input sentence pairs
and the output label. During fine-tuning the goal was to only predict the final
label. We will report on the accuracy of this final label.

19



4 Results

We will first go over the results of the small-scale experiments. Next, we will use
the insights from these results in the training of a large clinical LLM.

4.1 Small-scale experiments

All results for the small-scale experiments are derived from the architecture de-
scribed in Appendix [A] unless specifically noted that changes were made.

4.1.1 RetNet

Recurrent representation

Fig. [6] shows a comparison between inference time for RetNet’s recurrent repre-
sentation and the transformer’s standard parallel representation.

—®- RetNet
800 Transformer
4 600 -
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=]
[&]
1)
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S
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=
=}
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o-————@===—=- - mmm—————— P —— E )
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Sequence length

Figure 6: Comparison of the wall-clock time between the small-scale transformer
network and RetNet for generating 40000 tokens for different model input block
sizes, averaged over 5 runs.

It shows that while RetNet’s wall-clock time stays constant irrespective of
the maximum input sequence length, the transformer’s wall-clock time increases
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quadratically. Even for small sequence lengths the recurrent representation is
marginally faster, but the most significant efficiency gains can be seen for se-
quence lengths larger than 2048.

Chunkwise representation

Before we could experiment with the chunkwise representation, we had to pick a
suitable chunk size. Table [2| shows the wall-clock time for a single training step
for different chunk sizes. The ideal chunk size seems to be around 512 which is
in accordance with what was found in the original paper |[Sun et al., 2023]. For
some experiments we found slightly better results for a chunk size of 1024, but
512 was in general the best option. For consistency, this block size of 512 was
used for all other experiments.

Table 2: Wall-clock time for a single training step for different chunk sizes

Chunk size Time per iteration (s)
4096 (1 chunk) 19.04
1024 (4 chunks) 12.7
512 (8 chunks) 10.2
256 (16 chunks) 14.9

Fig. [7|shows the training curve for both the parallel and chunkwise represen-
tation. It shows that the chunkwise representation is ~ 1.87x faster in the case
of a maximum input sequence length of 4096.
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Wall-clock time (minutes)
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Figure 7: Learning curves of the parallel and chunkwise representations of RetNet
for a maximum input sequence length of 4096.

In Fig. [§] we also compare the same chunkwise representation to the trans-
former model. Here we observe that the chunkwise RetNet achieves the same
training loss ~1.53x faster. In Table |3| we compare these two models for an addi-
tional few input block sizes and observe that the efficiency gains increase as the
maximum input size increases.

In terms of performance, the transformer achieves a slightly lower minimum
validation loss and thus has better performance.

= transformer train/loss = retnet_chunkwise train/loss == transformerval/loss == retnet_chunkwise val/loss

g mm e mmmmmmmm e mm e T,

Cross-entro

Wall-clock time (minutes)

10 20 30 40 50

Figure 8: Wall-clock time comparison for the learning curves of RetNet and the
transformer for a maximum input sequence length of 4096.
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Table 3: Relative training speedup of the chunkwise RetNet representation in
comparison to the transformer.

Maximum input sequence | Relative training speedup
2048 1.07
4096 1.53
8192 1.78

Data efficiency

In the previous sections, we looked at wall-clock time. It showed that RetNet
learns faster. This however does not necessarily mean that a single training step
is faster. On the contrary, RetNet is slower over a single training step. This
can also be seen in Fig. |8 where the first data point of the transformer (orange)
curve occurs earlier than the first data point of the RetNet (blue) curve. Instead,
RetNet is more data efficient and thus learns faster from the same amount of
data as the transformer. In Fig. [0 we plot the learning curve with the number
of training steps on the x-axis instead of the wall-clock time. It shows that
RetNet requires much fewer iterations to achieve the same loss as the transformer
architecture.

— transformer train/loss — retnet trainfloss -- transformerval/loss == retnet val/loss s

Step
0 5 10 15 20 25 3(

Figure 9: Comparison of data efficiency for RetNet and the transformer for a
maximum input sequence length of 4096
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4.1.2 Knowledge distillation

Table {4] shows the cross-entropy loss for the teacher model and the two different
student models. We train both student models using KD but also from scratch to
compare the performance boost gained from using KD. It shows that the perfor-
mance drop for the smaller student models is very minimal. We also see a small
performance increase for both models when training using KD in comparison to
training from scratch.

Table 4: Cross-Entropy loss for the different student models. We distinguish
between training the student model using knowledge distillation (KD) or training
the model with randomly initialized weights without the teacher model (scratch).

Model CE loss - KD | CE loss - scratch

Teacher N.A. 5.1541
Student 1: 75% 5.1931 5.2059
Student 2 : 50% 5.2104 5.2122

In terms of training efficiency or data efficiency, we did not observe any im-
provements on this small-scale dataset. We hypothesized that the benefits of
KD would be more apparent in the large-scale experiment. This is because the
large-scale model is trained on a much larger dataset, which should theoretically
make KD more useful. Models trained on large, varied datasets learn more com-
plex relations, creating more information-rich softmax distributions from which
the student model can more efficiently learn without having to find these distri-
butions itself. For this reason, we still attempted to use KD in our large-scale
experiments. However, our analysis (See Section showed that this was not
strictly an issue for small-scale experiments and similar limitations were visible
for the large-scale experiments.

In Fig. we show the resulting efficiency gains from the student models
during inference. We make each model generate 40000 words and plot the wall-
clock time for this task. We average these results over five different runs. It shows
that the student model with 75% of the teacher model’s parameters achieves
about a 20.82% speedup in comparison to the teacher model. The student model
with 50% of the teacher model’s parameters achieves about a 45.17% speedup.
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Figure 10: Comparison of the wall-clock time between the resulting teacher and
student models for generating 40000 tokens using the recurrent RetNet represen-
tation, averaged over 5 runs.

In contrast to replacing the vanilla transformer with RetNet, the actual model
becomes smaller when using KD because of the decreased parameter size, which
makes it easier to store and deploy. In Table [5| we show the resulting sizes of the
model files. The student model with 75% of the teacher model’s parameters is
roughly 27.88% smaller while the student model with 50% of the teacher model’s
parameters is roughly 54.55% smaller.

Table 5: Model sizes of teacher and student models.

Model Size (MB)

Teacher 165
Student 1: 75% 119
Student 2: 50% 75

4.2 Large-scale medical application

All results for the large-scale experiments are derived from the architecture de-
scribed in Appendix [Bl The transformer and RetNet use the same architecture
with the only difference being a 10x higher learning rate for RetNet. This higher
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learning rate was also attempted for the transformer but resulted in unstable
training. Even the current learning rate sometimes makes the training unstable
at random stages of the training (Appendix @

The block size of 4096 was chosen so that the 350 million parameter mod-
els could still be run on a single NVIDIA A100 Tensor Core GPU, while also
being large enough to have significant inference efficiency gains over the vanilla
transformer (see Fig. [11)).
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Transformer
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Figure 11: Comparison of the wall-clock time between the large-scale transformer
network and RetNet for generating 20000 tokens for different model input block
sizes, averaged over 2 runs.

4.2.1 RetNet
Efficiency and Performance

Similar to the small-scale experiments we see that RetNet is more data efficient
during training. In Fig. [12| we see the learning curves plotted against the number
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of steps and it clearly shows that the RetNet curve goes down more quickly.
However, it also shows that the transformer model still hits a lower plateau
indicating better final performance for the model.

— transformer_large train/loss — retnet_large train/loss == transformer_large val/loss == retnet_large val/loss

—
w
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Figure 12: Comparison of the learning curves for the large-scale RetNet model
trained with the chunkwise representation, and the large-scale transformer archi-
tecture.

Table [6] shows that the large transformer and RetNet achieve a cross-entropy
validation loss of 1.168 and 1.358 respectively, indicating a significant perfor-
mance difference between the two architectures for the large-scale experiment.

Table 6: Performance comparison between different architectures, sizes and pre-
training methods measured by CE-loss on the validation set.

Model CE-loss
Transformer-Large 1.168
RetNet-Large 1.358

Transformer-Small 1.178
RetNet-Small (scratch) | 1.402
RetNet-Small (KD) 1.534
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Knowledge distillation

In Fig. we can see a comparison between training the student-sized RetNet
model from scratch (blue) and using KD (red). Here we see that using KD slows
down the training by a lot.

As a result, even after training the KD model for longer, the loss was still
lacking behind simply training the model from scratch (Table @

— retnet_small_kd train/loss — retnet_small_scratch train/loss == retnet_small_kd val/loss = retnet_small_scratch val/loss

Wall-clock time (hours)

Figure 13: Learning curves of the smaller RetNet model trained from scratch

(blue) and with KD (red).

Downstream performance

After fine-tuning all models on the medNLI dataset, we again see this perfor-
mance differential between the two models (Table [7]) with the large transformer
achieving an accuracy of 70.65 on the test set, whereas the Retnet model only
achieves a score of 67.31.

On the smaller models, we see a similar pattern where the transformer model
beats out the RetNet model by quite a large margin. So the CE-loss seems
to give a good indication of downstream performance for both RetNet and the
transformer.

28



Table 7: Performance comparison between the different architectures and sizes
when fine-tuned on the medNLI dataset.

Finetuned Model Accuracy

Transformer-Large 70.65
RetNet-Large 67.31
Transformer-Small 69.76

RetNet-Small (scratch) 65.96
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5 Discussion

In this research, we looked at RetNet, a recently introduced architecture designed
to address the efficiency limitations of transformer-based large language models
(LLMs). We first performed a series of small-scale experiments to understand
the different representations of RetNet and compare them against a vanilla trans-
former model. The insights from these experiments were then used to train a
large-scale clinical LLM. In this section, we will outline and discuss the main
benefits and limitations found for this architecture and the use of KD in the
pre-training of student-sized RetNet models.

5.1 Inference efficiency

Our study highlighted significant inference efficiency gains for RetNet. Unlike
the transformer model, which suffers from quadratic complexity in terms of time
and memory as context length increases, RetNet’s recurrent representation offers
a more scalable solution that is unaffected by the input size during inference.

Because of this quadratic complexity, RetNet’s efficiency gains were especially
pronounced with larger block sizes of 2048+ tokens, where the transformer’s ef-
ficiency typically starts degrading rapidly. In our large-scale experiment, we saw
that a block size of 2048 was the point where the RetNet model started outper-
forming the transformer in terms of inference efficiency (Fig. . For a block
size of 4096, there was already a 2.63x speedup. This makes the architecture es-
pecially useful in situations with large context lengths or large output sequences
like text summarization and document analysis.

5.2 Training efficiency and computational trade-offs

The experiments revealed that RetNet’s chunkwise representation provides signif-
icant training efficiency benefits over the traditional parallel representation when
training with high model block sizes. By breaking down large context windows
into smaller chunks, RetNet reduces memory usage and computation. However,
this comes with a trade-off: while chunkwise representation allows for better
memory and computational efficiency, it sacrifices the degree of parallelization,
which can result in increased wall-clock time. Balancing these trade-offs is crucial
for optimizing the overall performance of RetNet in different scenarios.

During our small-scale and large-scale experiments, we noticed a significant
benefit in data efficiency for RetNet. This means that RetNet requires signifi-
cantly fewer data points to achieve comparable performance. Fig. [0 and Fig.
show that RetNet achieves a comparable loss in roughly a third of the number of
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data points for both the small-scale and large-scale experiments. This enhanced
data efficiency is particularly beneficial in scenarios with limited training data
(like the clinical domain).

Memory efficiency and architecture design

One thing we noticed when experimenting with the different representations of
RetNet was that the results largely differed from each other when changing the
model size, architecture or the GPU on which it was trained. This arises from
the fact that RetNet not only reduces computational demands but also memory
requirements. By reducing the memory requirements, parallelization can some-
times be increased which further reduces wall-clock time. To illustrate this, we
train the following two models:

1. Model with 32 layers and 4 retention heads in each of these layers.
2. Model with 4 layers and 32 retention heads in each of these layers.

These models have (roughly) the same parameters and exactly the same number
of retention heads. The difference is that heads in a single layer can be run in
parallel, but layers have to be run one at a time (sequentially) because they have
a dependency on earlier layers. The model size was chosen so that during the
training step of the first model, everything narrowly fits completely into memory.
Using that logic, the second model would not fit fully into memory because it
would require 8 times as much memory (8 times the number of heads per layer)
so this operation would have to be split into 8 sub-tasks.

Using this logic, the parallel representations of these models should take
roughly the same time because they have the same number of sub-tasks (ex-
cept the model with more layers has more normalization layers and linear layers
which increases computation time somewhat).

However, when using the chunkwise representation, model 2 massively bene-
fits because the full operation with the smaller chunk-sized retention operations
can now fully fit into memory. On the other hand, model 1 only benefits from the
decreased computation time caused by breaking up the large matrix but gets no
parallelization benefits because the entire layer already fits into memory. Instead,
parallelization even decreases significantly because the chunkwise representation
combines the different chunks recurrently. So the single efficient parallel compu-
tation is now split into chunk-sized sub-tasks that have to be solved recurrently,
which makes it much slower in terms of wall-clock time.

Table [§] shows exactly these results. Although this is an extreme example, it
still shows the importance of clever architectural design to make the best use of
the reduced memory requirements when using the chunkwise representation to
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still make optimal use of parallelisation. This also makes it very difficult to make
a direct comparison between a transformer and RetNet because if the goal is to
achieve optimal results for each architecture separately, one would use different
architectures.

In this research, we used models (Appendix +B|+|C)) that sit somewhere in
the middle, by not being too fine-tuned for either architecture and thus working
well for both models. This gives a realistic average efficiency gain for most use
cases.

Table 8: Time per training iterations for the two models described above. We
report on the training time for both the parallel and chunkwise representations
for both models.

Model Representation | Time per iteration

Model 1 Parallel 13.5
Chunkwise 47.3

Model 2 Parallel 10.3
Chunkwise 6.0

5.3 Performance

In terms of performance, RetNet showed varying results in the language modeling
task during pre-training. The Cross-Entropy (CE) loss indicated that transform-
ers still perform better, both in the smaller and larger models. Even the 100M
parameter variants of the transformer model outperformed RetNet by quite a
large margin (Table [6]).

One point of interest is that the performance difference between the small
and large RetNet was much larger than the performance difference between the
small and large transformers. This suggests that the performance ceiling for
RetNet has not yet been reached, indicating potential for further improvements
with larger models. This is in line with the findings by the original authors which
argued that RetNet possesses favourable scaling properties.

To evaluate the downstream performance, both models were finetuned on
the medNLI dataset. The results mirrored the observations made during pre-
training, with both transformer models again outperforming the RetNet models
by a strong margin. Showcasing that performance is a strong limitation of the
RetNet architecture for this particular use case.
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5.4 Knowledge distillation

Knowledge distillation (KD) presented mixed results in our experiments. In the
small-scale experiments, KD showed small performance gains in comparison to
training from scratch. The student models trained with KD maintained high
performance while being distilled to models with only half the amount of pa-
rameters, suggesting that KD is effective in transferring knowledge from larger
teacher models.

However, in the large-scale experiments, the benefits of KD disappeared
mainly because of a large decrease in efficiency. We found this decreased effi-
ciency had two causes:

1. Having to run the teacher model: If you want to perform KD you also need
to generate the softmax predictions of the teacher model for each training
step. This teacher model is larger than the student model so this makes
training at least twice as slow, and in this specific case ~ 2.43 times slower.

2. Information-sparse softmax distributions: Slower training steps were antic-
ipated, but the idea behind KD was that each optimization step would be
more information-rich by adding the softmax differences between the teacher
and student model to the loss function. However, after closer inspection, we
noticed that for a large majority of the data points, this was not the case.

During training the block size was set to 4096. This means that the model
is fed anywhere between 0-4095 tokens, and then is tasked to predict the
next token. The more tokens the model is given, the more context it has
to predict the next token, making often a very small subset of tokens likely
to be the next one in cases with large provided contexts (often even just 1
or 2). We noticed that in these cases, which presented the large majority
of cases, the softmax distributions of the teacher model were close to a one-
hot vector, which makes KD not useful. Because either the token with the
value of 1 (or close to 1) in the one-hot vector is the same as the ground
truth token, which makes the KD loss equivalent to regular CE-loss, or the
token is incorrect and the model potentially learns the wrong thing due to
mistakes from the teacher model. As a result, the data efficiency for KD
was almost equivalent to just training from scratch and the slower training
steps could not be counteracted.

Our performance benefits in the results of the small-scale experiments can
be explained by KD functioning as an anti-overfitting measure. When scaling
up the size of the dataset, overfitting was no longer a problem and this benefit
disappeared. In the small-scale experiments, longer training was also not much
of an issue as the pre-training took under an hour. However, for the large-scale
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experiments, it had to train for several days. So a considerable increase in training
time for those experiments is simply not worth the small potential performance
gain. Therefore, KD does not seem to be a good fit for pre-training very large
LLMs.

5.5 Future Work

RetNet presents a promising new architecture for LLMs, demonstrating signifi-
cant improvements in data and inference efficiency. However, the performance in
our trained model is a massive limitation for real-world usage. For future work,
we recommend scaling up our large-scale experiments even further. The authors
of the original paper pointed out that RetNet possesses favorable scaling proper-
ties, and that RetNet models larger than 2 billion parameters outperformed the
transformer models in their experiments. By repeating these experiments but on
an even larger scale, this property can be validated in an attempt to close this
performance gap.

Specialized models such as the clinical model trained in this paper are smaller
in size due to limited domain-specific data. Using RetNet for such applications
therefore is not the most logical choice because large architectures and datasets
seem to be needed for strong performance. For future work, we therefore suggest
abandoning focusing on clinical text only, and instead expanding to either the
medical domain entirely or focusing on general LLMs, trained on very large
general corpora.
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Appendix A: Details of RetNet and Transformer ar-
chitecture for small-scale experiments.

Hyperparameter Value

Nr. of params RetNet: ~28 million, Transformer: ~29 million
Nr. of heads 16

Nr. of layers 4

Model dimension 256

Data type torch.bfloat16

Learning rate 6e-4

Block size 4096

Step size (eval interval) | 10 iterations

Appendix B: Architecture of the large-scale clinical
RetNet and Transformer model.

PT: Pre-training, FT: Fine-tuning

Hyperparameter Value

Nr. of params RetNet: ~325 million, Transformer: ~350 million
Nr. of heads 25

Nr. of layers 25

Model dimension 1000

Data type torch.bfloat16

Learning rate RetNet: 6e-4 TF: 6e-5

Block size 4096

Dropout PT: 0.0, FT: 0.1

Step size (eval interval) | PT: 100 iterations, FT: 25 iterations
Eval steps PT: 200 iterations, FT: 200 iterations
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Appendix C: Architecture of the student-sized clinical
RetNet and Transformer model.

PT: Pre-training, FT: Fine-tuning

Hyperparameter Value

Nr. of params RetNet: ~90 million, Transformer: ~100 million
Nr. of heads 20

Nr. of layers 20

Model dimension 480

Data type torch.bfloat16

Learning rate RetNet: 6e-4 TF: 6e-5

Block size 2048

Dropout PT: 0.0, FT: 0.1

Step size (eval interval) | PT: 100 iterations, FT: 25 iterations
Eval steps PT: 200 iterations, FT: 200 iterations

Appendix D: Instability of Transformer

4c 60 30 100 120 140

Figure 14: Validation loss for three large-scale transformer runs on the clinical
dataset, shows instability of the loss at random moments during the training
phase even with a low learning rate of 6e — 5.
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