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Next-word Entropy as a Formalisation of Prediction in Sentence Processing

by Christoph AURNHAMMER

This thesis investigates the issue of prediction during human sentence processing,
i.e. the anticipation of upcoming linguistic elements. While the notion of predictive
sentence processing has received support, it often proves difficult to disentangle the
effects integration, i.e. the merging of new with already processed information, and
prediction. In this thesis, we analyse, in an exploratory manner, whether there are in-
dependent effects of word integration and prediction in human sentence processing
data.

We train a probabilistic language model (Long Short-term Memory recurrent
neural network) on a large text corpus to compute two information theoretic meas-
ures: Surprisal serves to estimate integration cost and next-word entropy is calcu-
lated to estimate the possibility to predict upcoming words. We evaluate the relation
of both surprisal and next-word entropy with human sentence processing effort on
four experimental data sets, two with behavioural, two with neural measures. The
measures correspond to self-paced reading times, eye-tracking gaze durations, elec-
troencephalography responses measured on seven electrodes, and brain activation
measured by functional magnetic resonance imaging.

We replicate earlier findings by demonstrating that all data sets are sensitive to
surprisal, and additionally show that the effect of surprisal is present over and above
effects of next-word entropy. No effects of next-word entropy are found in the self-
paced reading data. Gaze durations are sensitive to next-word entropy over and
above a baseline model, but the effect disappears when surprisal is factored out. In
the EEG data, higher surprisal correlates with stronger negativities on all analysed
electrodes. Lower next-word entropy predicts with stronger negativities on pos-
terior electrodes, whereas the effect size is strongest for average next-word entropy
on anterior electrodes. In the fMRI data, we replicate brain areas previously found
sensitive to surprisal. Next-word entropy significantly predicts voxel activation, but
the areas correlating with surprisal computed from a simple tri-gram model do not
overlap with the areas activated by next-word entropy computed from our recurrent
network.

In both EEG and fMRI data, we find brain activation due to prediction that is
distinct from that due to integration. Based on these analyses we support next-word
entropy as a valid formalisation of prediction in sentence processing.

Keywords: Predictive processing, sentence processing, next-word entropy, surprisal,
reading time, EEG, fMRI, psycholinguistics, computational linguistics
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Chapter 1

Introduction

1.1 Prediction in language processing

Over the last 15 years!, the role of prediction during human language processing
has fueled many debates in cognitive science and linguistics. In psycholinguistics,
the idea of prediction has become a key explanation to the question of how humans
process language so efficiently (e.g., at a rate of 120-200 words per minute during
speech comprehension; Crystal & House, 1990; Liberman, Cooper, Shankweiler &
Studdert-Kennedy, 1967). A general principle of prediction in language compre-
hension has strong explanatory power for many phenomena that have previously
been observed in experimental studies, such as reduced reading time (Smith & Levy,
2013) and N400 strength (Kutas & Federmeier, 2011) for words that can be expected
from prior sentence context as well as for efficient turn taking in dialogue (Corps,
Gambi & Pickering, 2018), to name only a few examples. Theoretical accounts enga-
ging with the anticipation of upcoming linguistic elements differ in the importance
they attribute to predictive mechanisms for language processing, some regarding the
brain essentially as a proactive prediction-machine (Bar, 2007; Clark, 2013; Friston,
2010; den Ouden, Kok & de Lange, 2012), while others argue that prediction occurs
only under only under specific circumstances (Huettig, 2015). Some (Jackendoff,
2007, for instance) have questioned the usefulness of a predictive mechanism for the
processing of language.

In this work, we are particularly interested in the phenomenon of word predic-
tion (as opposed to e.g., prediction of syntactical structure; Staub & Clifton, 2006), for
which a large body of work already suggests that prediction does play a role (Dam-
bacher, Rolfs, Gollner, Kliegl & Jacobs, 2009; DeLong, Urbach & Kutas, 2005; Dikker,
Rabagliati, Farmer & Pylkkénen, 2010; Dikker & Pylkkdnen, 2013; Federmeier, 2007;
Laszlo & Federmeier, 2009; Lau, Weber, Gramfort, Himéldinen & Kuperberg, 2014;
van Berkum, Brown, Zwitserlood, Kooijman & Hagoort, 2005; Wicha, Moreno &
Kutas, 2004), although a large-scale non-replication (Nieuwland et al., 2018) demon-
strated limitations of the results of DeLong et al. (2005). We are interested in predic-
tions of single words, which may be anticipated based on prior words even before
perceptual processing (e.g., of the speech signal) of the predicted word commences.

Methodologically, this thesis follows a line of work that employs probabilistic
language models (PLMs) to model human language processing. Trained on large
text collections, PLMs assign probabilities to next words when presented with a
sequence of prior words. Notably, the predictions these models make correlate
with reading times (Goodkind & Bicknell, 2018; Hahn & Keller, 2016; Hale, 2001;
Levy, 2008; Monsalve, Frank & Vigliocco, 2012), N400 sizes (Frank, Otten, Galli &
Vigliocco, 2015; Frank & Willems, 2017), and voxel activation in the brain (Lopopolo,

1 Although the idea is much older, see Huettig (2015).
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Frank, van den Bosch & Willems, 2017; Willems, Frank, Nijhof, Hagoort & van den
Bosch, 2016) during sentence processing. These experimental measures have been
interpreted to capture integration effort, i.e. the cognitive load associated with mer-
ging new with already processed information. The fact that language model word
probabilities that are conditional to the previous sentence context can approximate
integration cost lends support to the idea of predictive language processing. It must
be noted that language model approximations of predictive processing are by defin-
ition incomplete because they are typically only based on the words present in one
sentence up until and including the currently processed word. For instance, our
models do not account for extra-sentential discourse context (Otten & van Berkum,
2008), world knowledge (Bicknell, Elman, Hare, McRae & Kutas, 2010), non-verbal
factors (Rommers, Meyer & Huettig, 2015), all of which potentially provide predict-
ive cues.

In our study of integration and prediction, we rely on two measures from inform-
ation theory that can be computed using computational language models. To illus-
trate the different aspects of sentence processing effort captured by the two meas-
ures, consider the following two examples: In Examples 1 and 2 the first four words
constrain which words can (with reasonable probability) follow as next word. For
the final word position, there thus is a low uncertainty context. The two highlighted
completions, while both reasonable, differ in that over is more probable than around.

e Example 1: Please turn the page over.

* Example 2: Please turn the page around.

The first information theoretic measure, surprisal, expresses the extent to which
a word could have been expected. Accordingly, an adequately trained language
model would assign lower surprisal to the word over than to the word around be-
cause this continuation is more likely, given the prior context.

Since probabilistic language models predict next words, the fact that surprisal
has explanatory power for integration effort for the current word can be explained
by the idea that humans also predict words. However, surprisal is intrinsically a
backward-looking measure, being computed after observing the actually occurring
word. For this reason the well established relation between computational surprisal
and human integration effort does not form direct evidence for prediction.

This point is crucial because separating the effects of integration and prediction
remains a key challenge in the field. Integration effort based on surprisal effects
alone may even be explained without relying on a process of prediction at all. How-
ever, direct evidence for prediction can, in theory, be provided by a second probab-
ilistic measure, namely next-word entropy. Given the prior sequence of words in
Examples 1 and 2, “Please turn the page", the number of plausible continuations is
relatively small. For such a context, next-word entropy is low. In Example 3, the
opposite is the case.

* Example 3: Today we will read about _.

The prior sequence in this example allows for a large number of plausible con-
tinuations, making it a context with higher next-word entropy. Thus next-word
entropy expresses the extent to which the upcoming word can be predicted. The
computation of next-word entropy proceeds without knowledge of the actual next
word, making this measure forward-looking. Adequately trained language mod-
els will have learned that in Example 1 & 2 the words preceding the sentence-final
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position create a low next-word entropy context and that the opposite is the case
for Example 3 where many continuations are plausible (at least when only sentence
context is available).

If it is the case that next-word entropy predicts behavioural or neural data collec-
ted from human subjects while they were processing language this would provide
substantial support for the notion that a predictive mechanism underlies language
processing. However, the concept of next-word entropy is still underexplored and,
to the best of the author’s knowledge, only two studies analysed the effects of this
potential measure for prediction on human language processing data (Roark, Ba-
chrach, Cardenas & Pallier, 2009; Willems et al., 2016), clearly showing the need for
a thorough evaluation of next-word entropy on experimental language processing
data. This Master’s thesis takes this as the motivation to provide a broad account of
prediction, formalised by next-word entropy.

1.2 Research questions

We narrow down the critical issue of whether next-word entropy predicts human
sentence processing measures to three research questions.

* RQ 1 Is there consistent evidence for prediction based on next-word entropy,
over and above what is explained by surprisal as indicator of integration cost?

* RQ 2 Which dependent measures from language processing experiments are
predicted by next-word entropy?

* RQ 3 In neural data, which brain areas are activated by next-word entropy?

With RQ 1 we stress the importance of factoring out the effects of integration
effort. Since human sentence processing is studied relying on a wide variety of ex-
perimental measures, we see the need to evaluate next-word entropy at least on both
behavioural and neuroscientific data sets (RQ 2). For RQ 3 we focus on neural data
and aim to establish brain areas involved in anticipatory processes in language com-
prehension, a question which we consider in close relation to prior work by Willems
et al. (2016).

1.3 Approach

This thesis sheds light on the research questions by following an approach and struc-
ture that we outline here. We do not provide a separate introduction to the state
of research on predictive sentence processing. Rather, we consider relevant stud-
ies in the lights of our own findings (Chapters 4, 5, and in the general discussion
of Chapter 6). Otherwise, we refer the reader to reviews of empirical findings and
theoretical accounts (Altmann & Kamide, 1999; Huettig, 2015; Kaan, 2014; Kamide,
Altmann & Haywood, 2003; Kutas, DeLong & Smith, 2011).

Instead, we introduce the information theoretic concepts of surprisal and next-
word entropy, on which all following analyses are based, in mathematical terms
(Chapter 2). In this context we review related work in psycholinguistics and the
cognitive neuroscience of language that employs these formulisations in the study
of human language processing. For the estimation of the two information theor-
etic measures, we rely on computational language models. We briefly touch upon
common approaches to language modelling and their consequences for cognitive
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modelling, but then focus on the description of the language modelling methodo-
logy of this thesis with regard to model types, training data, training procedure, and
model evaluation (Chapter 3).

Turning to empirical evaluations of our model-based integration and prediction
estimates, we analyse two sets of reading times, one collected in the self-paced read-
ing paradigm, one recorded by an eye-tracker. These two data sets form a block of
behavioural observations, followed and contrasted by two data sets of neural data
(Chapter 5), the first recorded with electroencephalography, the second with func-
tional magnetic resonance imaging. For each data set, we provide related work and
discuss the results without comparing them to each other at this point. Only after
this do we synthesise all our results in order to answer the research questions, draw
up limitations, point towards opportunities for further work (Chapter 6), and con-
clude the thesis (Chapter 7).

With respect to the generalisability of our results, it is of highest importance to
stress the clear exploratory nature of our approach. For each of the four data sets,
we make use of all available observations and describe effects of next-word entropy
where present. The aim of this approach is thus not to test previously articulated
hypotheses, but rather to generate new hypotheses on the basis of our analyses.
All effects that we may find are preliminary and require additional confirmatory
replication on new data.



Chapter 2

Information theory and linguistic
processing

2.1 Estimating processing and prediction effort

Information theoretic concepts can provide explicit mathematical foundations for
distinct aspects of sentence processing effort. The concepts discussed here are all
based on distributions that express the occurrence probability of single words in
sentences. Before considering how we arrive at these conditional word probabilities
by using probabilistic language models (Chapter 3), the following two subsections
discuss the computations of two information theoretic measures. We use the first
measure, surprisal, as a formalisation for integration cost, while the second measure,
next-word entropy, forms a counterpart that captures prediction (or the possibility
to predict).

2.2 Integration cost: Surprisal

The computation of surprisal is designed such that it expresses the extent to which a
word is unexpected, given the words observed in the sentence so far (Hale, 2001;
Levy, 2008). The estimation of surprisal for the word at position ¢ relies on the
conditional probability of this word w; after observing the prior sequence of words
w1, ..., ws—1. This probability is transformed to surprisal by taking its negative logar-
ithm?!. The complete formula for surprisal for wy is:

surprisaly, = —log P(w¢|wy, ..., wi—1)

If word wy is the only possible word, i.e. its probability equals one, surprisal is
zero. If the probability of the word equals zero, surprisal is infinite. This measure
thus captures the probability of words in their prior context. The negative logarithm
transforms words with low probability into highly surprising events, and vice versa,
it transforms highly probable words into events deemed relatively unsurprising. Im-
portantly, word surprisal is correlated with lexical frequency because, for instance,
low frequency words generally have low occurrence probabilities that lead to higher
surprisal. In the current work we are interested in the effects due to surprisal as the
result of a conditional probability and factor out effects of lexical frequency in all
analyses.

The most important consideration for this thesis is that surprisal is an intrins-
ically backwards looking measure: It is computed based on the probability of the

ITypically the natural logarithm is used, but the base of the logarithm is in principle arbitrary and
provides nothing more than a scaling.



Chapter 2. Information theory and linguistic processing 6

actually occurring words w;. Because of this, surprisal can only be directly indic-
ative for cognitive effort occurring after the word is successfully recognised. With
regard to the notion of prediction, we follow the interpretation of surprisal as the ex-
tent to which the observed words deviates from expectation. We go one step further
by choosing integration cost (i.e. the merging of the meaning newly conferred by w;
with its prior context) as our theoretical interpretation of surprisal, which also forms
the traditional view suggested by Hale (2001) and Levy (2008). Following up on this
argument, Smith and Levy (2013) demonstrated that word level processing load,
measured experimentally from word reading times, is proportional to the surprisal
value estimated for a word in a given prior context.

The predictive power of surprisal for word reading times has been replicated in
numerous studies (Frank et al., 2015; Frank & Thompson, 2012; Goodkind & Bick-
nell, 2018; Hahn & Keller, 2016; Monsalve et al., 2012; Smith & Levy, 2008). The
language modelling approach and the computation of surprisal are also predictive
of reading times when the models are not trained on sequences of words but on se-
quences of syntactical categories (Part-of-Speech tags; Boston, Hale, Kliegl, Patil &
Vasishth, 2008; Demberg & Keller, 2008; Frank & Bod, 2011; Monsalve et al., 2012).
Further, relations between lexical surprisal and brain activity measured by electro-
encephalography have been found, especially with regard to the N400 component
(Frank et al., 2015; Frank & Willems, 2017). Brain areas sensitive to surprisal were
established in fMRI data by Lopopolo et al. (2017) and Willems et al. (2016). We
discuss some of those studies more closely with respect to our analyses of reading
times (Chapter 4), electroencephalography and fMRI data (Chapter 5).

2.3 Prediction: Next-word entropy

The second information theoretic measure, next-word entropy, contrasts the back-
ward looking nature of surprisal. The next-word entropy at time ¢ is computed from
the probability distribution over all words at time t + 1, i.e the distribution over all
possible words (in the vocabulary W) at the upcoming word position. The compu-
tation follows Shannon (1948) in taking the negative sum (over the vocabulary) of
the element-wise product of the entire probability distribution and the entire log-
probability distribution (computed using the natural logarithm).

entropyw, = — Y, ew P(wiiq|wy, ..., w) log P(wyyq|ws, ..., wi)

For pointy distributions in which relatively few outcomes are highly probable
the entropy is low. If only one outcome is possible, i.e. its probability equals 1, the
entropy over the distribution reaches its theoretical minimum 0. If the distribution
is spread out more evenly, the entropy increases. If all outcomes are equally likely,
the entropy equals log(|W|), where |W| is the size of the vocabulary.

By taking the entropy over the next-words, we compute a measure of the extent
to which the upcoming word is predictable from its context. Based on the behaviour
of entropy described above, two hypotheses about possible effects of next-word en-
tropy in linguistic materials can be formed. First, low next-word entropy may in-
dicate situations in which few words are likely to occur next and prediction of these
may successfully take place. Following this line of reasoning, Willems et al. (2016)
analysed brain activity using an fMRI data set and found significant activation re-
lated to lower levels of entropy. Second, it can be argued that high next-word en-
tropy contexts lead to high cognitive processing costs because the upcoming words
are difficult to predict. In line with this second idea, Roark et al. (2009) observed
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that reading at time steps with high entropy over the upcoming words are related
to longer reading times on the current word. Clearly, the two possibilities are not
mutually exclusive and the effect of entropy on human processing load could take
a non-monotonic shape such that the effect is not the same at different levels of
next-word entropy. Outside of language research, effects of entropy over upcom-
ing events on human responses have been found for reaction times (Hyman, 1953)
and corticospinal excitability (Bestmann et al., 2008).



Chapter 3

Probabilistic language models

3.1 Probabilistic language models as cognitive models

Probabilistic language models are a family of sequence models that can be used to
produce a probability distribution over all possible upcoming words, when given a
sequence of prior words. From these probability distributions surprisal and entropy
can be computed, as outlined in Chapter 2. In this thesis, we rely on a language
model implemented by an advanced recurrent neural network (RNN), the Long
Short-term memory (LSTM; Hochreiter & Schmidhuber, 1997). For the analysis of
fMRI data (Chapter 5), we additionally use an n-gram model, with the intention to
replicate earlier n-gram based findings from a study on the same data set. N-gram
language models estimate conditional probabilities of words making the Markov as-
sumption that the probability of the w; can be approximated by taking only the n — 1
prior words into account, denoted mathematically in the following formula.

p(Wi| W1, o, we-1) = p(we|ws, ..., wi-1)

Compared to n-grams, RNNs have the advantage that they can take the entire prior
sequence of words into account to predict upcoming words (Armeni, Willems &
Frank, 2017, for a review of language modelling approaches in the context of cognit-
ive neuroscience). While surprisal computed from n-gram models significantly pre-
dicts word reading times, a Simple Recurrent Network (SRN; Elman, 1990) language
model is found to lead to higher accuracy on human reading time data (Monsalve et
al., 2012). Although this alone makes the RNN attractive for models of human sen-
tence processing, the Simple Recurrent Network is known to suffer from problems
in the encoding of long sequences, due to what has become known as the vanishing
gradient problem (Hochreiter, 1998). The problem that the SRN is not factually able
to encode long distance dependencies is addressed in the architecture of the LSTM.
By using a filtering mechanism (described in more detail in Section 3.3.1) long dis-
tance dependencies can be encoded more accurately by the so called gated RNNs
(Bahdanau, Cho & Bengio, 2015), such as the LSTM.

The human sentence processing data that we analyse in this thesis come from
experiments conducted using stimuli in English (Reading times, EEG responses)
and Dutch (fMRI)!. Accordingly, language models for both languages are required.
While gated recurrent networks are becoming popular cognitive models not only in
the form of language models (Goodkind & Bicknell, 2018; Gulordava, Bojanowski,
Grave, Linzen & Baroni, 2018; Hahn & Keller, 2016; Huebner & Willits, 2018; McCoy,
Frank & Linzen, 2018; Sakaguchi, Duh, Post & van Durme, 2017), they have not yet
been applied to the sentence processing data sets considered in this thesis. The fol-
lowing two sections lay out the details for the training materials and neural network
architectures used as language models for the two languages.

IThe participants were native speakers of the language of the respective set of stimuli.
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3.2 Training data

3.2.1 English

To train the English language model we rely on the English Corpora from the Web
(ENCOW, 2014 version; Schifer, 2015). This corpus consists of randomly ordered
sentences collected from web pages. We use section 13 of ENCOW to first determine
the vocabulary by selecting the 10,000 most frequent word types. Inspecting the
experimental materials (described later in Chapter 3), 103 word types appearing as
stimuli are not yet covered by the training vocabulary and thus added, resulting in
the final vocabulary size of 10,103 word types.

Having determined the vocabulary, we select only those sentences from the cor-
pus section which consist solely of in-vocabulary words. This procedure avoids the
use of an UNKNOWN-type, which we deem cognitively implausible. Correspond-
ing to the longest sentence in the English experimental materials, we only keep sen-
tences with at most 39 words. After removal of a small number of sentences, the
final training selection contains 6,470,000 sentences (94,422,754 tokens).

3.2.2 Dutch

For the selection of the Dutch training materials, we proceed in the same way as de-
scribed for English. Section 1 of the Dutch version of CoW (NLCOW, 2014 version;
Schifer, 2015) provides the initial corpus. From this slice we select the 20,000 most
frequent words. The reason for this increased number compared to the English data
is the prevalence of noun-noun compounds in Dutch which, unlike in English, are
not separated by whitespaces. Because of this, a compound is not indirectly part of
the vocabulary if its constituents are and an increased vocabulary size is necessary
to reach a satisfactory word type coverage. Following this step, we add unaccoun-
ted word types from two sets of experimental stimuli (one from an fMRI experi-
ment described in Section 5.2, the second from unpublished eye-tracking data) to
the vocabulary, thus arriving at a final vocabulary size of 21,631 word types. Again
in correspondence to the longest Dutch stimulus sentence, we keep only sentences
with 43 words at most. After selecting sentences consisting of in-vocabulary words,
the final training corpus comprises 12,588,902 sentences (156,561,913 tokens).

Note that neither the English nor the Dutch selection are competitive with the
state-of-the-art (e.g., in natural language processing) with regard to vocabulary and
corpus size. Earlier studies that found significant effects based on n-gram models
and Simple Recurrent Networks, sometimes even trained on smaller corpora than
we use here, suggests that our material selection suffices to find effects of surprisal
and next-word entropy if they are present.

3.3 Language model methods

3.3.1 Neural network architecture

Regardless of the language of the training materials we use the same recurrent neural
network architecture to train the two language models. In our architecture, the
vocabulary entries are first passed through a 400-unit word embedding layer that
transforms the words to a high-dimensional real-valued vector representation. The
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final vector representations and the weights of the embedding layer are learned dur-
ing language model training, meaning that we do not make use of pre-trained word
embeddings.

The word vectors are passed to a 750-unit recurrent layer with LSTM cells. This
type of recurrent cell is equipped with gates with trainable weights and a memory
state that is passed on through time separately from the hidden state of the cell.
The combination of filtering gates and the memory state allows the network to learn
which information to keep in memory (using the input gate), which information to
forget (using the forget gate) and how much new information is to be merged with
the memory state (using the output gate).

The output from the recurrent layer is passed to a 400-unit feed-forward layer
with tanh activation function, providing yet another non-linearity to optimise the
language model performance. This transformed output is passed on to a final feed-
forward layer, a 250-unit output layer with log-softmax activation function that com-
putes as output a log-probability distribution over the total number of word types
in the vocabulary (differing between the model for Dutch and English).

3.3.2 Neural network training

The recurrent neural network language model is trained on one sentence at a time,
while the hidden states and memory states of the LSTM cells are reset for each new
sentence. We ignore alternatives such as batch training and deliberately decide to
train on one sentence at a time because this most closely resembles human language
processing and acquisition. At each word prediction step, the network returns a
log-probability distribution over the vocabulary, from which the loss function com-
putes the negative log-likelihood. We optimise the neural network weights by using
stochastic gradient descent (with momentum = 0.8) based on the loss.

We clip gradients at 0.25 as a precaution to the exploding gradient problem
(Bengio, Simard & Frasconi, 1994). For each sentence, the error is back-propagated
through the entire prior sequence. Starting with an initial learning rate of 0.01, we
decrease the learning rate to half of its prior value after each third of the entire train-
ing data (learning rate decay). The entire corpus is presented for training twice, and
the learning rate is decreased further during the second epoch.

3.3.3 Language model evaluation

After completion of training, we present the experimental stimuli as test data to the
language models. To evaluate the linguistic accuracy of the language models, we
compute four average surprisal metrics, displayed in Table 3.1. Just as other com-
mon language model evaluation metrics (such as perplexity), the average surprisal
reflects the extent to which the language models’ probability distributions predict
the actually occurring words in the test data. Language models that learn the pat-
terns in the training data more accurately assign lower surprisal to the words in
unseen test data. The first metric is a chance baseline, which assumes that all words
have the same occurrence probability, thus taking neither word frequency nor prior
context into account. This baseline is computed as lo g(ﬁ)

As second baseline, we compute average surprisal from the unigram word prob-
ability, computed as the raw word frequency divided by the total number of word
tokens in the training corpus. Unaccounted words in the test data are assigned the
minimum unigram probability in the training corpus.
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The third and fourth average surprisal metrics are computed from trigram and
LSTM models trained on the same corpora described above. To estimate trigram
surpisal, we use WoPR (van den Bosch & Berck, 2009). Note that WoPR produces
surprisal values from a logarithm with base 2, whereas the LSTM, chance baseline,
and unigram metrics are computed from the natural logarithm. To allow for a valid
comparison, we transform trigram surprisal values to natural logarithm values us-
ing the "Change-of-Base’” formula.

loge(p(wn)) = “ G
For the trigram evaluation, unaccounted collocations are assigned the highest sur-
prisal value in their segment of test data”.

Average Surprisal

Test data Tokens | Baseline Unigram Trigram LSTM
English stimuli 5104 9.22 7.01 5.86 4.84
Dutch stimuli 3875 9.98 6.08 6.08 5.77

TABLE 3.1: Language model quality assessment on unseen test data.

Linguistic accuracy computed as average surprisal from chance as-

signment, from relative word frequency, a trigram model, and the
LSTM model.

For each set of stimuli, the average surprisal computed from the LSTM is low-
est compared to all other models. Strikingly, the average surprisal calculated from
the trigram model for Dutch is not lower than that computed from word frequen-
cies. This may suggest that a trigram model does not suffice to estimate adequate
conditional probabilities for this test set.

Although the two sets of average surprisal values for English and Dutch can-
not be compared directly since they are based on different models and test data
sets, the difference between the LSTM model performances is striking. The not-
ably lower language model quality for the Dutch stimuli can be explained by two
factors: First, the Dutch stimuli, consisting of short stories, present an "extended dis-
course" (Willems et al., 2016), as opposed to single sentences in the English materials
of Frank, Monsalve, Thompson and Vigliocco (2013) that were specifically chosen
because they are understandable out of context. Because the language model acts
on the level of single sentences, the extra-sentential dependencies that presumably
have a stronger impact in the Dutch materials can not be accounted for.

Second, the Dutch stories contain many low frequency words (such as ’laat-
pleistoceen’ - late pleistocene - in the first stimulus sentence) and seven stimulus
words are not accounted for in the training data, meaning that they have never been
encountered by the fully trained language model. While it is also possible that the
larger vocabulary size of the model for Dutch results in higher average surprisal on
unseen data, the Dutch model has access to more training data, reducing some of
this risk.

However, in prior studies of the data set pertaining to the Dutch stimuli even
n-gram language models sufficed to find significant effects of surprisal and next-
word entropy (Lopopolo et al., 2017; Willems et al., 2016). To account for differences

2This procedure is explained in detail in Chapter 5.2.
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between earlier results our research that are due to language model type we addi-
tionally employ the WoPR n-gram model to compute surprisal and next-word en-
tropy for the analysis of the Dutch data set. Before coming to this step, we conduct
an analysis of reading time data relying on the language model for English.



13

Chapter 4

Evidence from behavioural data

4.1 Studying human sentence processing with reading times

Surprisal has a long tradition in analyses of reading times and many studies have
found that surprisal estimated from probabilistic language models predicts read-
ing times. These effects have been found in data collected both in self-paced reading
paradigms (Monsalve et al., 2012; Smith & Levy, 2013) and eye-tracking experiments
(Frank & Thompson, 2012; Goodkind & Bicknell, 2018; Hahn & Keller, 2016; Smith
& Levy, 2013). The explanatory power of surprisal on human reading times is gener-
ally described as a measure of word-level processing effort. The fact that these effects
arise from a generative model, predicting next words at each step lends support to
the idea that a predictive mechanism may underlie human sentence reading.

In the domain of natural reading, it is also long known that highly predict-
able words are often skipped (Rayner, 1998). Importantly, skipping affects function
words more strongly than content words and due to parafoveal preview, informa-
tion about the word’s identity becomes available before readers decide to skip the
word (Rayner, 2009). Word skipping is thus yet another example of evidence that is
compatible with predictive processing accounts, but unable to provide direct evid-
ence for it.

Separate to the evidence from surprisal and the phenomenon of skipping, we
investigate whether prediction effort itself, estimated by next-word entropy, is ex-
pressed by reading times. Compared to the well established predictive power of
surprisal it is less clear whether there are effects of next-word entropy that explain
reading times over and above what is already accounted for by surprisal. If such an
effect is present, this would give direct evidence for prediction.

Willems et al. (2016) report that for reading time data no effects of entropy(t) on
word; 1 remain after factoring out surprisal(t + 1) (Frank, 2013). As they go on to
remark, Roark et al. (2009) do find that for high next-word entropy(t), word; is read
more slowly. We take this finding as a vantage point to investigate whether next-
word entropy (i.e. over the possible words at t 4 1) has an effect on the reading time
of the word at t. However, we stay neutral with regard to the direction of a possible
effect of next-word entropy may have on reading times. As argued by Roark et al.
(2009), high next-word entropy (¢ + 1) may result in longer reading time on the word
at t due to high uncertainty. On the other hand, low next-word entropy may indicate
a situation where the cognitive system can predict words at all, which would then
lead to higher cognitive load that may be indexed by longer reading times.

In this chapter we revisit the data provided by Frank et al. (2013, data publicly
available) and analyse whether next-word entropy effects become visible for self-
paced reading times and gaze-durations measured using eye-tracking, when en-
tropy and surprisal are computed from language models with high linguistic accur-
acy. For both data sets, the sensitivity of reading times to word surprisal is already
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established (Frank & Thompson, 2012; Monsalve et al., 2012, for eye-tracking and
self-paced reading data respectively). We then start out by describing the experi-
ments during which the reading time data were collected. Following this, we de-
scribe data exclusion criteria and the statistical analysis that is applied in order to
investigate the relationship between surprisal, next-word entropy, and current-word
reading time.

4.2 Reading time methods

4.2.1 Reading time data collection

The reading time measurements come from two separate sentence reading data sets,
one collected in a self-paced reading (SPR), one collected in an eye-tracking (ET)
experiment. In the SPR paradigm, single words are presented on a screen and the
participant presses a button in order to see the next word. Self-paced reading time
is the time between the word onset on the screen and the moment in which the par-
ticipant presses the button to see the next word. In the ET experiment, the durations
(in milliseconds) of eye-fixation were recorded. In the following analysis, we make
use only of gaze durations (also known as first-pass fixation times). This reading
time measure sums all individual fixations on a single word, before a word to the
right of the current word is fixated for the first time.

The sentence stimuli used in the experiments are sampled from unpublished
English novels. All sentences are understandable out of their original contexts in
the novels. Each sentence contains at least two content words. After half of the
sentences yes/no question were asked to test comprehension.

For both experiments, Table 4.1 presents numbers of participants, number of sen-
tences, the range of sentence length, mean sentence length, and the number of word
tokens. The last column contains the number of observations in the data sets after
data exclusion (see the criteria in Section 4.2.2). In the SPR experiment, each parti-
cipant received a random subset of the 361 possible sentences. In the eye-tracking
experiment, participants read a subset of 205 shorter sentences from the SPR sen-
tence stimuli that were short enough to fit on a single line of the screen used during
the eye-tracking experiment (see Frank et al., 2013, for details). All word types ap-
pearing in the stimuli sentences are attested in the language model vocabulary and
training data (see Chapter 3.2.1).

Exp. Part. Sent. Range sent.len. Mean sent. len. Tokens Data points

SPR 54 361 5-39 14.1 4957 132,858
ET 35 205 5-15 94 1931 28,970

TABLE 4.1: Numbers of participants, number of sentences, range

of sentence length, mean sentence length, number of word tokens,

and data points (after exclusion; see Section 4.2.2) in the experimental
sentence reading data sets.

4.2.2 Reading time data analysis

The relationship between surprisal, next-word entropy, and reading time is assessed
in a linear mixed-effects regression model (LMEM), using the MixedModels package'

1 github.com/dmbates/MixedModels.jl
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for Julia (Bezanson, Edelman, Karpinski & Shah, 2017, version 0.18.0).

The LSTM language model for English generates surprisal and next-word en-
tropy values for the sentence stimuli described above. For each of the data sets (SPR
and ET) we first build a baseline LMEM. The dependent variables in the model,
self-paced reading time and gaze duration, are log-transformed (see Smith & Levy,
2013). For both data sets, the baseline includes as fixed effects: log-transformed word
frequency in the training corpus, word length (number of characters), and word po-
sition in the sentence. Reading times are subject to so-called spillover effects, i.e.
processing effort at w;_; affects reading time at w; (Rayner, 1998). To account for
this, we include word frequency and word length of the previous word in the ana-
lysis.

For the SPR data set, we enter log-transformed RT on the previous word in order
to account for the correlation between subsequent RTs, typically occurring in the
SPR paradigm. As word skipping happens naturally during reading in eye-tracking
experiments, we add a binary factor into the ET model that indicates whether the
previous word was fixated.

Lastly, we also include all interactions between all fixed effects, by-subject and
by-item (word token) random intercepts, as well as by-subject random slopes for all
fixed-effect predictors.

In both data sets, we exclude observations on sentence-initial and sentence-final
words, words before a comma, and words with clitics. Since our reading time ana-
lysis also includes factors from previous words, we also remove words following a
comma or clitic directly. In addition to that, we exclude all trials with reading times
below 50ms or over 3500ms. Finally, we remove all non-native English speaking
participants from the analysis as well as all participants who did not reply correctly
to at least 80% of the yes/no comprehension questions.

To assess the ability of surprisal and entropy on explaining the variance in read-
ing time data, we employ four different model comparisons, each containing differ-
ent subsets of predictors. The decrease in deviance between two models is assessed
in a log-likelihood comparison and expressed as a chi-squared statistic with as many
degrees of freedom as the numbers of additional predictors in the larger model.

For a first assessment of analysis effects, we enter surprisal on the current and
on the previous word into the baseline model, each both as a fixed effect and as a
per-subject random slope (resulting in four additional degrees of freedom). This test
serves to replicate earlier findings on the same data set, demonstrating the predictive
power of word surprisal on the current and previous word for reading time on the
current word. Second, we regard the effect of next-word entropy (as fixed effect and
per-subject random slope) on the current and the previous word over the baseline, to
assess the isolated effect of next-word entropy over the baseline, without factoring
out surprisal at this point. Note that the next-word entropy on the previous word is
identical to the entropy on the current word, a correlate of surprisal on the current
word.

Lastly, we employ two more conservative comparisons in which we enter either
surprisal or entropy in a model which already contains the other predictors. This
step serves to assess whether entropy is predictive of reading time over and above
the variance explained by surprisal (and vice versa).
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4.3 Reading time results

Table 4.2 presents the results of the four model comparisons on the SPR data. Sur-
prisal significantly predicts self-paced reading time not only over the baseline (row
1), but also over a model with additional next-word entropy predictors (row 3).
Next-word entropy does not lead to significant model improvements compared to
the baseline (row 2) and the chi-squared value decreases when surprisal are factored
out (row 4).

Model comparison (SPR) x> Test

Surprisal over baseline X°(4) = 20253 p <0.001
Entropy over baseline xX°(4) = 324 p=0.520
Surprisal over entropy & baseline x?(4) = 199.71 p < 0.001
Entropy over surprisal & baseline x*(4) = 042 p=0.980

TABLE 4.2: Result of four log-likelihood comparisons between pairs
of models fitted on self-paced reading data, expressed as x? statistic.

In the same fashion, Table 4.3 presents the results of four model comparisons on
the eye-tracking data. Surprisal significantly predicts gaze durations both over the
baseline (row 1) and over a model accounting for next-word entropy effects (row
3). Contrasting the SPR data set, next-word entropy leads to a significant model im-
provement over the baseline (row 2). However this effect vanishes when the model
accounts for surprisal (row 4).

Model comparison (ET) x> Test

Surprisal over baseline X“(4) = 141.10 p < 0.001
Entropy over baseline X°(4) = 1493 p=0.005
Surprisal over entropy & baseline x2(4) = 129.60 p < 0.001
Entropy over surprisal & baseline x*(4) = 343 p=0488

TABLE 4.3: Result of four log-likelihood comparisons between pairs
of models fitted on eye-tracking data, expressed as x? statistic.

4.4 Reading time discussion

In summary, we do not find reliable effects of next-word entropy on reading times,
measured either as self-paced reading times or as eye-tracking gaze durations, at
least when the well studied effects of surprisal are accounted for.

In the model of eye-tracking data containing next-word entropy but no surprisal
effects, the direction of the significant next-word entropy effect is positive (z = 3.13),
suggesting that higher uncertainty about the upcoming context is associated with
longer reading times. This may be interpreted as indication of higher processing
load resulting from the uncertainty about the upcoming word. This result is thus
in line with the findings of Roark et al. (2009) who also observed longer reading
times in relation to higher levels of entropy. Nonetheless, the fact that this effect
disappears after surprisal is factored out forces us to question whether the observed
effect is really due to next-word entropy.

It is noteworthy that surprisal (on the current word) and next-word entropy are
characterised by a weak negative correlation on both the SPR (r = —0.23) and the ET
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data (r = —0.14)2. A correlation between the predictors may suggest that the effect
of next-word entropy (e.g., on gaze durations) is due to an explanation of variance
that surprisal also accounts for. However, this seems implausible, given how weak
the correlation is.

While we argued before that word skipping during reading can not provide dir-
ect evidence for prediction, it may nonetheless be worthwhile to investigate whether
next-word entropy predicts skipping behaviour. This prospect could, for instance, be
integrated into the model of eye-movements during reading with a separate module
for skipping behaviour presented by Hahn and Keller (2016).

We return to a thorough discussion of the results this evidence from behavioural
data in the main discussion (Chapter 6), after presenting evidence from neural data
(Chapter 5).

2Both Pearson correlation coefficients are computed on the standardised data, after excluding ob-
servations.
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Chapter 5

Evidence from neural data

5.1 Electroencephalography

In linguistic studies of sentence processing, electroencephalography (EEG) is a widely
employed technique (Kutas & Federmeier, 2011, for a review) that, compared to be-
havioural measures, provides a neural view on sentence processing by recording the
electrical activity of the brain on the scalp.

Particularly, the N400 component, recorded as event-related potential (ERP) from
electrodes on centro-parietal position has been observed in numerous studies, many
of which manipulate sentences to contain words that are either semantically ex-
pected or unexpected given their prior context. This component is named after a
negativity peaking at around 400 ms after stimulus onset and that is stronger for
unexpected words. As a continuous measure of expectedness in context, surprisal
significantly predicts N400 sizes (Frank et al., 2015; Frank & Willems, 2017).

EEG research has shown that context information pre-activates features of up-
coming words. These features include semantic (Kutas & Federmeier, 2000) and
orthographic aspects (Laszlo & Federmeier, 2009). The processing of actually occur-
ring words resembling the predicted words with regard to these features has been
found to be facilitated. Further evidence for predictive processes was gathered in
ERP studies manipulating the gender (van Berkum et al., 2005; Wicha, Bates, Moreno
& Kutas, 2003) or form (DeLong et al., 2005), not of the predicted item, but a function
word (such as an article) preceding the predicted item (Kutas & Federmeier, 2011,
for all of the above).

While predictive processing accounts have received some of their strongest evid-
ence from ERP studies, it is not known whether next-word entropy predicts the N400
strength or the signal strength on any other electrode sites in response to processing
the current word. The existing literature on the N400 does support it to be regarded
as an index of semantic processing, lexical access, or integration (and not all accounts
are mutually exclusive). At this point we remain neutral as to which interpretation
relates best to next-word entropy. Irrespective of the interpretation of the N400, we
explore whether the strength of its negativity is indicative for word prediction.

Previous work has found that the surprisal of function words causes only a weak
effect on the N400 (Frank et al., 2015). Following up on this finding, we analyse EEG
data recorded from participants reading sentence stimuli and focus only on N400
responses to content words, hypothesising that also next-word entropy effects are
strongest on content words.

Apart from our restriction to electrodes involved in the N400, we follow the ex-
ploratory design, in that we use all available data, document our findings, but do
not conduct additional confirmatory tests here. Given that there is no prior evid-
ence about the direction and shape of a possible effect of next-word entropy on the
N400 strength and time course, we make use of a non-linear model, with the aim
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to generate hypotheses about the shape of entropy effects and to observe their time
course.

5.1.1 EEG Methods
EEG data collection

The EEG experiment (Frank et al., 2015, data publicly available) employed a sub-
set of the English stimuli sentences described previously (Chapter 4). 205 sentences
were presented to 24 native speakers of English. Using the rapid serial visual present-
ation (RSVP) method, the sentences were displayed placing one word at a time cent-
rally on a screen. The stimulus onset asynchrony was word-length-dependent and
at least 627 ms. A 32 channel EEG system was used to record the electrical activity of
the brain at 500Hz, which was then downsampled to 250 Hz and band-pass filtered
between 0.5 and 25 Hz. The signal was epoched into trials that span -100 to +700
ms relative to word onset. During the experiment, artefacts were identified visually
for each trial and marked as such. Further detail about the EEG data acquisition is
provided in Frank et al. (2015).

EEG data analysis

Based on the many findings relating the N400 to sentence processing effort, we re-
strict the analysis to seven central-parietal electrodes. Instead of using ERP aver-
aging, for which the mean amplitude in a time window after stimulus onset is used
as a dependent measure or of using the rERP method (Smith & Kutas, 2015), for
which a separate statistical model is built for each time sample of each word, we
build non-linear models. This approach (as do others) allows to, first, use all the
data that is available for a single electrode in one statistical model (increasing statist-
ical power) and, second, to model interactions between independent measures and
time sample. This latter aspect makes it possible to not only analyse the strength of
a predictor at different points in time but, due to the modelling of a non-linear re-
lationship, additionally enables to observe the strength of the effect of the predictor
over time and at different levels of the predictor.

EEG statistical model Data analysis proceeds using the mgcv package (Wood, 2004)
for non-linear modelling in R (R Core Team, 2015). The model includes includes sev-
eral covariates which are known to have an effect on the N400, but are not relevant
to our current analysis and therefore factored out. These variables are sentence po-
sition in the experiment, word position in the sentence, word length (measured as
number of characters), word frequency in the training corpus (see Chapter 3.2.1),
time-sample (201 measurements for each item), and the EEG baseline activity of the
electrode in the 100ms milliseconds leading up to word onset. As the main pre-
dictors, we enter surprisal and next-word entropy, as computed from the LSTM lan-
guage model for English. All independent predictors are centered and standardised.
We decide not to make any assumptions about the shape of the effect of any of these
predictors on the ERP response in the experiment. Because of that, we allow the
model to compute a smooth term for each of the fixed effects. The computation of
the smooth term determines the linking function between independent variable and
EEG strength based on the data. To account for the fact that the EEG amplitude de-
velops as a function of time, we include all interactions between the aforementioned
independent variables and time-sample. The interactions are modelled as tensor
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product interactions. Lastly, we include a random effect structure with per-subject
and per-item random smooths and per-subject factors smooths for surprisal and en-
tropy. For the current analysis, we remove all function words and data on all words
marked as artefacts in Frank et al. (2015).

EEG statistical analyses We first conduct a model comparison for each electrode
during which we compare the full model to a model where all fixed effects, random
effects, or interactions including either surprisal or next-word entropy are excluded.
The model comparison is a x? test on the minimised smoothing parameter selection
score established by fast restricted maximum likelihood estimation (fREML) times
two, computed for each model (using the itsadug package; van Rij, Wieling, Baayen
& van Rijn, 2017). The test threshold is set in accordance to the difference in degrees
of freedom between the two models'.

Following the model comparison we separately visualise the interactions of the
predictors surprisal and next-word entropy with time sample (again relying in the
itsadug package; van Rij et al., 2017).

5.1.2 EEG results

Surprisal For each of the seven electrodes, Figure 5.1 presents the results of, first,
investigating the significance of surprisal as a x? statistic resulting from the model
comparison and, second, an interaction plot displaying the interplay of surprisal and
time sample.

The difference of seven degrees of freedom between the compared models con-
tains the parameters of surprisal as smoothed effect, the tensor product interaction
between surprisal and time sample, and surprisal as per-subject factor smooth. In
all model comparisons, adding surprisal effects improves model fit at a p < 0.001
level of significance. The effect of surprisal, according to the x? statistics, is stronger
on electrodes FC4, Cz, CP4, Fz and weaker on the two left electrodes FC3 and CP3,
as well as on the posterior central electrode Pz.

For each electrode, the interaction plots display the predicted strength of the EEG
signal as a function of time (from 100ms prior to word onset to 700ms afterwards)
and surprisal (as a standardised predictor). The predicted strength is computed with
the covariates (in this case also including next-word entropy) fixed at their median
values and with random effects removed. The range of the colour gradient displays
change from a minimum of -4uV (blue colours) to +4 uV (yellow colours). The
contour lines indicate a change of 0.2 uV'.

For surprisal, all plots display the expected effect of surprisal on the time samples
around 400ms, where higher surprisal is associated with more strongly negative go-
ing EEG amplitudes. Higher surprisal values predict earlier onset of the N400. A
similar, but weaker relation seems to be present for the offset of the N400, where
higher surprisal appears to predict longer negativities. The range of the colour gradi-
ent visualisation mirror the x? values on most electrodes, in that higher x? statistics
are accompanied by darker colour tones.

It is noteworthy that on the earlier P200 marker, higher levels of surprisal appear
to be related to lower P200 strength. The on- and offset of this positivity remain
indifferent to the strength of surprisal.

!The degrees of freedom of each model are computed as "the sum of 1) the number of estimated
smoothing parameters for the model, 2) number of parametric (non-smooth) model terms including
the intercept, and 3) the sum of the penalty null space dimensions of each smooth object." (van Rjj
etal., 2017).
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Surprisal

Over baseline + next-word entropy:
X2(7) = 2024.663, p < 0.001
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FIGURE 5.1: EEG signal strength predicted from the interaction

between surprisal and time sample on centro-parietal electrodes.

Statistics are computed including all random effects, interaction plots

are generated with random effects removed and with all covariates

fixed at their median. Signal strength differences range from -4 to +4
uV. Contour lines indicate a change of 0.2 uV'.
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Next-word entropy Figure 5.2 displays the results of model comparisons and in-
teraction plots for the predictor next-word entropy, in the same fashion as explained
above for surprisal. The model comparisons testing for the significance of adding
entropy effects into a model that already contains surprisal effects yielded a signi-
ficant decrease in deviance on each electrode (p < 0.001). In the interaction plots,
the direction of the effect of entropy on the predicted EEG signal is less uniform
over electrodes than that of surprisal. On the posterior electrodes Pz, CP3, and CP4,
lower next-word entropy seems associated with stronger N400 sizes. On the remain-
ing electrodes, peak N400 sizes are predicted from next-word entropy values close
to the mean. It is noteworthy that in the time window of around 200 to 250ms a P200
marker is predicted but that it is stronger for extreme values of next-word entropy,
meaning that stronger positivity is predicted both from low and high next-word en-
tropy. As observed for surprisal, the strength of the effect of next-word entropy is
weaker on the two left electrodes (FC3, CP3) than on the central and right ones.

5.1.3 EEG discussion

We provide another replication of the effect of surprisal on the electrodes involved
in the N400, as established in earlier work on the same data sets but using ERP
averaging (Frank et al., 2015) or the rERP method (Frank & Willems, 2017). Addi-
tionally, we observe an effect of next-word entropy that appears to be weaker than
that of surprisal. On the posterior electrodes, lower levels of entropy are related to
stronger negativities. This is in line with the reasoning employed in the fMRI study
of Willems et al. (2016), who found brain areas in which voxel activation strength
was negatively related to next-word entropy.

In addition to the effect of lower levels of next-word entropy found on the pos-
terior electrodes, we observe a non-monotonic effect of next-word entropy on elec-
trodes Fz, FC3, FC4, and Cz on which the strongest negativity is predicted by av-
erage levels of next-word entropy whereas the predicted N400 strength decreases
for both low and high levels of next-word entropy. This finding allows to question
whether there is a single linking function between next-word entropy and electrical
brain activity for all electrode sites.

Further, we note an apparent sensitivity of the P200 to surprisal and next-word
entropy. For extreme values of next-word entropy, i.e. contexts with high or low pre-
dictability over upcoming words, we observe increased positivity. This early com-
ponent is typically associated with automatic, perceptual processing (Beres, 2017).
Finding a theoretical explanation as to why the entropy over next-words would pre-
dict this positivity related to perceptual processing of the current word is not pos-
sible, based on the current evidence.

The bias of the N400 to the right hemisphere is a known phenomenon for written
sentence stimuli (Kutas & Federmeier, 2011) and is predicted both by surprisal and
next-word entropy.

A limitation to our findings is raised by the fact that we did not model any inter-
action between surprisal and next-word entropy. We leave it for future research to
establish the significance, shape, as well as the interpretation of such an interaction.
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Next-word entropy
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FIGURE 5.2: EEG signal strength predicted from the interaction
between next-word entropy and time sample on centro-parietal elec-
trodes. Statistics are computed including all random effects, interac-
tion plots are generated with random effects removed and with all
covariates fixed at their median. Signal strength differences range
from -4 to +4 uV. Contour lines indicate a change of 0.2 V.
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5.2 Functional magnetic resonance imaging

This section presents a full brain analysis conducted for the predictors surprisal
and next-word entropy on an fMRI data set. Opposed to the data sets analysed
so far, there is prior evidence for next-word entropy effects in a whole brain analysis
(Willems et al., 2016). We reanalyse this data while closely relating our methodology
and the interpretation of our new results to this prior work. Based on the previ-
ous results we assume that, first, higher surprisal leads to higher activation of brain
regions related to integration. Second, we assume that lower next-word entropy in-
dicates contexts in which humans can predict upcoming words and thus that this
measure can highlight which brain regions are involved in word prediction.

5.2.1 fMRI Methods
fMRI data collection

Twenty-four native speakers of Dutch participated in the fMRI experiment (Willems
et al., 2016, data publicly available). Each participant listened to excerpts from 3
Dutch narrative audio books (total time 19:27 minutes), selected from the Corpus
of Spoken Dutch ("Corpus Gesproken Nederlands"; Oostdijk, 2000). As a baseline
condition, the three audio files were presented as reversed speech fragments. Bey-
ond listening to the stories, there was no explicit task for the participants. Their
memory and comprehension of the stories was surprise-tested after the experiment.
A 3T Siemens fMRI scanner with a T2*-weighted 3D EPI sequence (TR: 880 ms, TE:
28 ms, flip angle: 14 degrees, voxel size: 3.5 x3.5 x3.5 mm, 36 slices; Poser, Koop-
mans, Witzel, Wald & Barth, 2010) was employed to record images of blood oxygen
level dependent (BOLD) changes. During pre-processing, head movements were
corrected through motion correction (spatial realignment), the images were mapped
to MNI space via spatial normalisation, and spatial smoothing was applied (8 mm
FWHM). These pre-processing steps were conducted using SPM8?. Further detail
about the fMRI data acquisition is provided in Willems et al. (2016).

fMRI data analysis

Predictors The analysis proceeds in two sections: First, we replicate the findings
reported in Willems et al. (2016), based on a trigram model trained on 10 million
sentences from NLCOW (Schifer & Bildhauer, 2012), using WoPR (van den Bosch
& Berck, 2009). Second we use the LSTM, trained on >12 million sentences from
NLCOW (see Chapter 3.2.2). To compare the LSTM fairly to a trigram model, we
additionally compute new trigram estimates from the training corpus selected pre-
viously for the LSTM. For this task we also rely on WoPR. This allows to compare
the LSTM based results not only to the replicated results and the reported results
in Willems et al. (2016), but to compare the model types, when trained on the exact
same corpus. It must be noted that we applied selection criteria to the LSTM train-
ing corpus (described in Section 3.2.2) that restricts the sentences to those containing
only the 21,631 most frequent word types, whereas the 10 Million sentences used by
Willems et al. (2016) covered 2.1 million word types. That means that while we use
the same language modelling algorithm, the training corpora are qualitatively dif-
ferent. In particular, the LSTM training corpus does not cover the entire set of word
types appearing as experimental stimuli in the fMRI experiment (but Willems et al.

thtp: //www.fil.ion.ucl.ac.uk/spm
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2016 report that this was also the case for their model). In these trigram models,
previously unobserved words are always assigned a zero probability. For the com-
putation of surprisal, this results in infinite surprisal values. These are replaced by
the highest surprisal value observed in the story corresponding to each unaccounted
word. Opposed to this unsmoothed trigram, RNN language models always assign
non-zero probabilities, implicitly smoothing the model predictions.

In summary, there are three sets of predictors (the trigram from Willems et al.
2016, a new trigram, and an LSTM model, the latter two trained on the same corpus)
and from each we compute surprisal and next-word entropy. The replication part
re-uses the word frequencies from the original study, log-transformed frequencies
from the SUBTLEX-NL corpus (Keuleers, Brysbaert & New, 2010), whereas for the
other two sets of predictors we used the log-frequency from these models’ training
corpus as covariates. For each set of predictors, we use the exact same procedure to
build a statistical model to reveal the effects of surprisal and next-word entropy on
brain activation. This procedure is described in the following section.

fMRI analysis In the analysis of brain activation, we follow the steps described in
Willems et al. (2016). The analysis makes use of Matlab 2018a and SPM12. Statistical
analysis proceeds in two stages. The first stage is on the level of single subjects. Us-
ing the general linear model, each voxel’s observed BOLD time course is regressed
on the independent variables described above, thus testing for significance of sur-
prisal, next-word entropy, and frequency (although frequency is only a covariate for
our purpose). Testing proceeds by comparing the effect of each predictor on voxel
activity by comparing against the reversed speech condition for each story. This
analysis step results in a single-subject statistical map.

In the second stage of analysis, we perform group-level comparisons during
which every voxel’s significance over participants (meaning that subjects are treated
as random effects) is tested against zero.

Lastly, a voxel level statistical threshold (determining the significance of the ac-
tivation of a single voxel) is combined with a cluster size threshold (determining the
minimum cluster size deemed significant). To ensure accounting for family wise er-
ror at the p < 0.05 level, the voxel level threshold is set at p < 0.005, whereas the
cluster size threshold is established from simulating the estimated critical number
of voxels per cluster to arrive by chance (Slotnick, Moo, Segal & Hart Jr, 2003). For
the replication part of the analysis, we use the reported cluster size threshold of 54
voxels. For the predictors computed newly for this work, we estimate the cluster size
threshold anew and, after 2,000 Monte Carlo simulations, arrive at a larger threshold
of 88 voxels. The resulting cluster thresholds thus indicates that clusters larger than
the estimated size can be regarded as significant at the p < 0.05 level.

5.2.2 fMRI results

The brain activation resulting from the different sets of predictors are presented in
Tables 5.1 to 5.4. Results generated for this thesis are accompanied by a visualisation
of the observed brain activation in a view on the brain from the side (top left; front
of the brain located on the right of the image), from the front (top right), and from
above (bottom left, front of the brain located on the right of the image). Distinct
clusters are marked by dashed lines separating the rows. Clusters in the same row
on the left and right correspond to each other according to our interpretation of the
results. When such an alignment is not perfectly possible we call this to attention in
the verbal description of the results. Each side of each table marks in which of the
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two brain hemispheres the cluster is located and reports the names of the involved
brain areas in the nomenclature of the MNI brain atlas (Collins et al., 1998, version
4). In our results, we list all brain areas that form part of a cluster, even if the size
of the activated part of this brain area is very small. Brain areas are presented in
order of the percentage of voxels in the total cluster that are activated in the respect-
ive region. Brain clusters and local maxima are labeled according to an Automated
Anatomical Labeling of Activations (Tzourio-Mazoyer et al., 2002). Each side of the
table lists the coordinates of the local maximum, the number of voxels activated, and
the maximum t-value for each cluster.

Surprisal Table 5.1 presents the activation clusters significantly predicted by sur-
prisal, as reported by Willems et al. (2016) on the left, and as replicated for this thesis
using the same predictors on the right. In these outcomes, higher levels of surprisal
correspond to higher voxel activation levels. All clusters reported by Willems et al.
(2016) have counterparts in the right columns and are thus replicated.

Activation in the left inferior temporal sulcus and left posterior fusiform gyrus
(row 1) turned out more widespread in the replication, spreading into the cerebellum
and touching upon the left inferior occipital lobule. The local maximum of the rep-
lication however is located at nearly the exact same position as reported previously,
whereas the corresponding t-value is slightly stronger in the replication.

Involvement of the left posterior superior temporal gyrus is best matched by
activation of the left superior temporal pole, middle temporal gyrus, left Heschl
gyrus (and other areas are marginally touched upon). The clusters sizes are very
similar, whereas the local maxima of the replication is situated lower.

A third left-hemisphere cluster was reported for the anterior temporal pole (row
2) which, in the replication, is strongest on the left insula, the left superior temporal
pole, the left amygdala and also stretches towards the left middle temporal gyrus,
the left superior temporal gyrus and the left putamen. The cluster replicates in size,
but the local maximum is located more centrally in the replication and activation is
stronger at the maximum ¢-value at this site.

The right hemisphere is characterised by activation spanning the anterior tem-
poral pole, the hippocampus, the brain stem, the amygdala, and the inferior frontal
gyrus (row 3) in Willems et al. (2016). Our replication mirrors the activation in the
right hippocampus and the right amygdala. The reported anterior temporal pole ac-
tivation may be interpreted to correspond to the superior temporal pole activation,
whereas no counterparts are found for the brain stem and inferior frontal gyrus. The
larger cluster size of the replication additionally includes the right inferior frontal
operculum, the right putamen, the right pallidum, the right superior temporal pole
and gyrus, and touches upon the right insula and rolandic operculum.

A second right hemisphere activation cluster was reported at the superior tem-
poral gyrus (row 4), for which we replicate the same region, spanning also into the
right middle temporal and right postcentral gyri, and touching upon the rolandic
operculum. We replicate the local maximum of this cluster both in terms of location
and t-value strength.

Finally, the replication yielded an additional central-frontally located cluster (row
5) including the left and right medial orbital superior frontal gyrus, left and right
rectus, and the right anterior cingulum.
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Surprisal
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TABLE 5.1: Result of the whole brain analysis for the predictor sur-

prisal, as reported by Willems, Frank, Nijhof, Hagoort and van den

Bosch (2016) (left) and replicated (right). Both analyses make use of a
54 voxel cluster threshold.

Table 5.2 presents the results obtained from training a trigram model and an
LSTM model on the same corpus. On the left hemisphere, the first cluster (row 1)
mirrors what was found before by Willems et al. (2016) on the left inferior temporal
gyrus and left fusiform gyrus. Additionally, we observe activation of the cerebel-
lum, and the left inferior occipital lobule, just as in the replication above. The local
maxima are nearly identical across all four sets of results.

The second left-hemisphere cluster (row 2) involves activation of the left middle
temporal gyrus, the left supramarginal gyrus, the left rolandic operculum, the left
postcentral gyrus, and the left superior temporal gyrus. The trigram (mirroring the
replication above) also predicted the left Heschl gyrus, while only the LSTM predicts
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activation of the left superior temporal pole (which ranks highest among its activ-
ated areas for this cluster). While the coordinates of the replicated and the new n-
gram models mirror each other, the LSTM recreates the location reported by Willems
et al. (2016). Cluster sizes were similar across all four result sets.

Strikingly, the third left-hemisphere cluster (row 3) seems only to be replicated by
the new trigram model, but not by the LSTM model. This is only partly true, because
the activation of the left superior temporal pole, left middle temporal pole, and left
superior temporal gyrus resulting from both trigram models (replicated and new)
is part of the LSTM-cluster above (row 2). Apart from this, the new trigram does
predict activation in the left insula, the left amygdala, and the left putamen (just as
the replicated trigram), whereas the LSTM predictors do not. The new trigram addi-
tionally predicts activation of the left hippocampus. Notably, the size of the cluster
is very large (501 voxels) in the new trigram results, compared to the replicated and
reported results (both 117 voxels). These differences are most clearly visible in the
bottom row panels of the visualisations in Tables 5.1 and 5.2.

On the right hemisphere, we again observe activation (row 4) including the right
hippocampus, the right putamen, the right amygdala, the right superior temporal
pole, the right superior temporal gyrus and the right insula. The new trigram model
activates the right rolandic operculum, whereas the LSTM predicts activation of the
right pallidum (both areas are activated in the replication reported on above). The
LSTM model leads to a much smaller cluster extent (334) than is found in the repor-
ted (813), the replicated (1021), and the new trigram (840) results.

Lastly (row 5), the right middle temporal gyrus, the postcentral gyrus, the right
superior temporal gyrus, and the right rolandic operculum respond to surprisal.
Activation from the two new sets of predictors resulted in the same local maxima as
from the replication predictors, with the highest t-value resulting from LSTM sur-
prisal. The LSTM model leads to a slightly larger cluster extent (573 voxels vs. 476
reported, 447 replicated, and 433 voxels from the new trigram).
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TABLE 5.2: Result of the whole brain analysis for the predictor sur-

prisal, computed from a trigram model (left) and an LSTM model

(right), both trained on the same corpus. Both analyses make use of a
88 voxel cluster threshold.

Next-word entropy For next-word entropy, we proceed in the same fashion as
above, by first considering the replication effort (Table 5.3) and then comparing its
outcome to the results of the full brain analysis based on the new predictors in Table
5.4. For this predictor, we assume that low levels of next-word entropy (high pre-
dictability of upcoming words) are related to high levels of voxel activation, i.e. we
assume a negative relationship between predictor and outcome. As a result of this,
the t-values are marked by a negative sign.

The first reported cluster (row 1) comprises the left middle frontal gyrus and the
postcentral sulcus. With this cluster, additional activation is reported for the left
supplementary motor area. Although this cluster is the largest (353) reported for
entropy by Willems et al. (2016), it is not replicated in our analysis using the same
predictor values.

A second left-hemisphere area (row 2) activated by entropy involves the inferior
parietal lobule. This cluster is also predicted in our replication, where it includes the
left angular gyrus, the left superior and inferior parietal gyri. The replicated results
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return a larger cluster (331 vs. 235 reported voxels) and activation on the peak voxel,
located on nearly the identical spot as reported, is stronger.

In the right hemisphere (row 3), Willems et al. (2016) report involvement of the
inferior frontal gyrus. This cluster is matched best by activation in the inferior frontal
operculum and the middle frontal gyrus. The voxel extent is notably larger in the
replication compared to the reported cluster size and, again, the peak voxel corres-
ponds to a stronger ¢-value in the replication.

Lastly, the replication yielded a completely new cluster (row 4) on the right hemi-
sphere, comprising parts of the superior frontal gyrus, the precentral gyrus, and the
postcentral gyrus. With 482 voxels, this clusters is the largest observed so far.

Next-word entropy

Trigram (reported) Trigram (replicated)
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TABLE 5.3: Result of the whole brain analysis for the predictor en-

tropy, as reported by Willems, Frank, Nijhof, Hagoort and van den

Bosch (2016) (left) and replicated (right). Both analyses make use of a
54 voxel cluster threshold.

Turning to Table 5.4, the newly trained trigram model demonstrates involvement
(row 1) of the left medial superior frontal gyrus and replicates activation in the left
supplementary motor area reported by Willems et al. (2016), although the cluster ex-
tent is notably smaller (163 vs. 353 voxels). No activation in these areas is predicted
by the LSTM model.

A second cluster (row 2) activiated by the new trigram includes parts of the left
angular gyrus, and the left inferior parietal gyrus, replicating again what has been
found by Willems et al. (2016). Yet again, the LSTM based predictor does not support
this cluster. Contrasting Table 5.3, no activation on the right hemisphere is predicted
by this trigram model.

LSTM based next-word entropy resulted in completely distinct brain activation.
On the left hemisphere, the LSTM model leads to activation in a small area (107
voxels) that involves the left triangular inferior frontal gyrus, the left rolandic oper-
culum, the left inferior frontal operculum, and the left precentral gyrus. A second,
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slightly larger (136 voxels) cluster exclusive to the LSTM model (row 4) is observed
in the left cuneus and precuneus.

Third, the largest cluster observed for next-word entropy (across all results; row
5) is located in the left hemisphere, with activation involving this hemisphere’s su-
perior temporal pole, rolandic operculum, superior temporal gyrus, insula, cerebel-
lum, postcentral gyrus, supramarginal gyrus, the fusiform gyrus, the inferior tem-
poral gyrus, Heschl gyrus, and the middle temporal gyrus.

Lastly, next-word entropy computed from the LSTM model revealed activation
(row 6) in the right superior temporal pole, the right superior temporal gyrus, the
right insula, right Heschl gyrus, and the right rolandic operculum. Both left and
right temporal poles (rows 5 and 6) are characterised by peak voxels with strong
t-values (-5.99 and -6.4).
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TABLE 5.4: Result of the whole brain analysis for the predictor en-

tropy, computed from a trigram model (left) and an LSTM model

(right), both trained on the same corpus. Both analyses make use
of a 88 voxel cluster threshold.
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5.2.3 fMRI discussion
fMRI comparison of results

We replicate the prior study to ensure a valid comparison between prior work and
new experimentation. This replication that uses the original predictors from Willems
et al. (2016) finds an additional cluster for surprisal and misses out one cluster for
next-word entropy. By trend, more voxels per clusters (except for row 5 in Table 5.1)
are significant in the new analyses. While this might point towards a less conservat-
ive analysis pipeline, we conclude that generally comparisons to the prior study can
be made.

Using the surprisal values from Willems et al. (2016) leads to activation in central
frontal location (Table 5.1, row 6). We observe this activation in only one out of four
result sets which raises serious doubts about the reliability of this effect.

One cluster in the left hemisphere (Table 5.1, row 3; Table 5.2, row 3) that we
consistently find in relation to n-gram surprisal is not replicated by the LSTM model
(with the exception of the activation in the temporal lobe, which is found by the
LSTM; row 2). This suggests, that the surprisal activation exclusive to the n-gram
models are the left hippocampus, amygdala, insula, putamen. Since the temporal
lobe areas of this cluster may have been merged with another cluster in the case
of the LSTM, the remaining activation may simply not suffice to surpass the voxel
threshold. We cannot draw definite conclusions for the involvement of these left-
hemisphere regions.

Summing up our findings for surprisal, the general similarity of the (rough) loc-
ation of the clusters supports that the Markov assumption made in the computation
of trigram surprisal is not too strict to estimate conditional probabilities of words
in context that predict activation largely in the same locations as a recurrent net-
work does. It remains to be investigated whether the ability of recurrent networks
to encode entire sentences yields a clear advantage over Markov models to track
sentence processing in the brain. Future work should investigate whether LSTM
surprisal and trigram surprisal, while activating similar regions, have explanatory
power on voxel activation over and above each other. Although general similarities
of the results are striking, there is considerable variability in the the extent to which
individual areas are involved in similar clusters.

Moving to next-word entropy, there appears not only to be an unsatisfactory
level of reproducibility between n-gram models, but the LSTM estimated next-word
entropy activation leads to qualitatively completely different results, so extreme that
we are cautious to argue for correspondence between any n-gram and LSTM based
clusters.

Remarkably, the LSTM results of next-word entropy strongly resemble the results
observed from surprisal regardless of model type. The correlation between surprisal
and next-word entropy on the three stories used as stimuli in the experiment is too
low to raise the suspicion that the predictors would just capture the same aspects
of predictability (r = 0.06). The most likely explanation is that next-word entropy
and surprisal account for distinct portions of variance in voxel activation in these
areas; a hypothesis that needs to be tested separately in a model that contrasts the
two variables explicitly against each other.

A possible explanation for the difference between next-word entropy computed
from n-gram and LSTM models is a difference between local context and whole-
sentence context that are taken into account. A look at the correlations between the
two trigram models” entropy (r = 0.72) and between each trigram with LSTM en-
tropy (replication: r = 0.45; same training corpus: r = 0.46) supports the idea that
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the model types capture different aspects of entropy. Since both models signific-
antly predict brain activation, it is tempting to interpret this as a possible difference
between local context prediction and long term anticipation, and one might argue
that these aspects of prediction are implemented in separate brain areas.

fMRI interpretation

In this section we complement the observed brain activation to functions (linguistic
or otherwise) ascribed to the activated regions.

Surprisal As discussed above, the regions related to surprisal are generally rep-
licated. Accordingly, we support the involvement of surprisal in the "visual word
form area" (Cohen et al., 2000) (left inferior temporal sulcus / gyrus; fusiform gyrus)
argued for by Willems et al. (2016). While a direct link of the visual word form
area to integration would require more argumentation, we note that Lopopolo et al.
(2017) explain this activation by (lexical) semantic information retrieval (Binder, De-
sai, Graves & Conant, 2009; Binder & Desai, 2011; Dambacher et al., 2009; Vinckier
et al., 2007). Surprisal may well also be indicative of the ease with which expected
and unexpected items are retrieved from memory.

Relating further to questions of lexical access and semantic memory, our res-
ults also point towards the left and right middle temporal gyrus, a finding connect-
ing well to the Memory, Unification, Control (MUC) model (Hagoort, 2013). On the
same data, involvement of the middle temporal gyri has been found previously by
Lopopolo et al. (2017). Equally, the involvement of the superior temporal regions
is replicated across all models. Importantly, these regions include the primary and
secondary auditory cortices (Willems et al., 2016).

The two n-gram models result in activation of the left insula, amygdala, and
putamen, which are not supported by the LSTM model. While these areas are not
always supported on the left, the right insula, amygdala, putamen, and hippocam-
pus are predicted from all sets of surprisal values. Willems et al. (2016) connected
activation of the right amygdala to an N400 paradigm study (Nobre, Allison & Mc-
Carthy, 1994) in which the authors concluded that this activation rather pertains to
the anterior fusiform gyrus. None of our results directly indicate involvement of
the right anterior fusiform gyrus. Willems et al. (2016) report that J. Skipper sup-
ports the response of the right amygdala to highly unexpected words (in personal
communication with the authors).

The temporal poles are activated in response to surprisal regardless of model
type, although our results locate the activation on the superior and not the anterior
parts of the temporal poles. Willems et al. (2016) interpreted this finding in relation
to integrative functions of the anterior temporal poles (Brennan et al., 2012) and
in the light of studies on narrative comprehension, with special regard to unifying
information on the level of whole sentences and beyond. Interestingly, these areas
are also activated by LSTM next-word entropy (discussed below).

The right inferior frontal cortex activation, which resulted both from surprisal
and from next-word entropy in Willems et al. (2016), is not responsive to surprisal
in our results. As is remarked by Willems et al. (2016), the involvement of this area
has been found before for narrative comprehension, but it is debated whether this
region really is activated in Ferstl, Neumann, Bogler and von Cramon (2008) and
Hagoort, Baggio and Willems (2009). On the same data set, Lopopolo et al. (2017)
also failed to find activation of this region.
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Next-word entropy The largest region activated by next-word entropy in Willems
et al. (2016) was the left ventral premotor cortex (precentral sulcus), also compris-
ing the left supplementary motor area. This region was found sensitive to strongly
ordered audio and visual stimuli (Nastase, lacovella & Hasson, 2014), as well as
to sequences of actions and shapes (Schubotz & von Cramon, 2004). None of this
activation is supported by the LSTM model.

The angular gyrus, labeled a "hub in the language network" (Willems et al., 2016;
Turken & Dronkers, 2011), is replicated only by our trigram models. Left and right
inferior frontal gyri are argued to be implicated in integration (Ferstl et al., 2008;
Hagoort et al., 2009; Mason & Just, 2004; Menenti, Petersson, Scheeringa & Hagoort,
2009; Robertson et al., 2000) and regarded as a unification space (Hagoort, 2005,
2013). While these areas (left and right) were sensitive to both surprsial and next-
word entropy in Willems et al. (2016), the LSTM model’s next-word entropy activates
only the left, and specifically the pars triangularis, but not the right inferior frontal
gyrus.

For the left middle frontal gyrus and the right inferior frontal cortices, Willems
et al. (2016) argued for top down effects, with high predictability generating a signal
that primes other areas. We support this based on n-grams, but not based on LSTM
next-word entropy. This may again point to a higher importance of local contexts
for these areas.

Strikingly, LSTM-based next-word entropy activates many areas previously ob-
served only in response to surprisal. In particular, the left and right temporal poles
comprised the local maxima of two next-word entropy related clusters. This may
suggest that the temporal poles do not have an exclusively integrative function but
additionally become active during the prediction of upcoming elements. It is attract-
ive to think that the temporal poles are another region were expectations are both
generated and aligned with the observed input. The clusters around the temporal
poles include many more areas sensitive to surprisal as well, specifically bilateral
activation in the superior temporal gyri and insulae. On the left, the activation over-
lapping with surprisal also includes the fusiform gyrus which we discussed above in
the context of the "visual word form area". Interestingly, the middle temporal areas,
brought into relation to the MUC model above do not respond to LSMT next-word
entropy.

Activation of the posterior cingulate cortex and precuneus, found to be involved
in narrative comprehension, were expected but not found by Willems et al. (2016)
in response to surprisal. The explanation for the insensitivity of some of these areas
to surprisal was that n-gram surprisal may only reflect local context. Our recurrent
network, modelling whole sentences, also does not predict this area per surprisal.
Instead, LSTM next-word entropy activates the left cuneus and precuneus, which may
thus be best understood as anticipation in the context of narrative comprehension.

In the following chapter, we discuss some of the findings from the full brain
analyses and connect them to the results of our reading times and electroencephalo-
graphy analyse in order to answer the research questions.



35

Chapter 6

Discussion

6.1 Research questions

This thesis set out to answer three research questions by analysing four data sets. In
the following paragraphs we discuss each research question in the light of our find-
ings. The exploratory design of our investigations is continued here in that we draw
preliminary conclusions, discuss limitations of the data sets, and the approaches we
chose. Lastly, we generate hypotheses and discuss how these can be tested in future
research. In all of this, we focus on next-word entropy since the effects of surprisal
on our data sets have already been established and were replicated according to ex-
pectation in all of our analyses.

RQ 1 The first research question intended to investigate whether there is consist-
ent evidence for prediction, when formalised by next-word entropy, over and above
what is already explained by surprisal. We found evidence for effects of next-word
entropy in neural data (EEG and fMRI), but not in behavioural data (self-paced read-
ing times, gaze durations). The fact that both the reading time and the EEG experi-
ments made use of overlapping sets of stimuli rules out that the stimuli selection is
responsible for the lack of next-word entropy effects on the reading times. However,
our analyses of the EEG and reading time data also differ in the fact that for the EEG
data we removed all function words, whereas we did not have word-type related
assumptions in the analysis of the behavioural data. If it is the case that word pre-
diction regularly follows encountering content words, this effect may be concealed
by function words present in the reading time data.

Nonetheless, our results lead to question whether reading times can directly be
indicative for cognitive processing load related to prediction effort. It needs to be
stressed that the division into behavioural and neural measures that we used to
structure this thesis should not lead to the idea that behavioural measures are in gen-
eral inadequate to investigate prediction. Not least, it is known from visual world
studies that behavioural measures, such as anticipatory eye-movements, are useful
to investigate prediction (Altmann & Kamide, 1999; Huettig, Rommers & Meyer,
2011; Kaiser & Trueswell, 2004; Kamide et al., 2003). While we failed to provide co-
herent evidence for next-word entropy as an information theoretic measure of pre-
diction, it is of course possible that prediction effects simply do not become manifest
in reading times. We discuss this and similar possible limitations in the following
section.

RQ 2 In close relation to research question 1, we were interested to known which
measures from common sentence processing experiments are sensitive to next-word
entropy. In our data, there was no effect of next-word entropy on self-paced reading
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times, even if we did not factor out surprisal effects. We interpret this as a sign that
this reading paradigm probably does not lend itself for further analyses based on
next-word entropy.

In the eye-tracking data, we found an isolated effect of next-word entropy on
gaze durations over a baseline containing known predictors, but this effect disap-
peared after factoring out effects of surprisal on the current and previous word.
While gaze durations (also known as first-pass fixation times) are typically used to
analyse the effect of surprisal (Frank & Thompson, 2012; Goodkind & Bicknell, 2018;
Hahn & Keller, 2016), the data set (Frank et al., 2013) also provides other potential
dependent measures (first fixation, right bounded, go past), none of which we analysed
here. We can not exclude that the aspect of prediction that we capture as next-word
entropy becomes visible on another dependent variable available in the eye-tracking
data.

Both the electroencephalography and the functional magnetic resonance imaging
data set support the idea that next-word entropy and surprisal have independent
predictive power on electrical brain activity (as a result of neural activity) and blood
oxygenation on the voxel level, respectively. In part of the EEG data, we observed a
negative relation between next-word entropy and the N400. The analysis of the fMRI
data employed a linear model assuming the same negative relationship between
next-word entropy and voxel activation, with significant cluster activations as a res-
ult. However, the EEG data also revealed what appears to be a non-monotonic effect
of next-word entropy on another set of N400 related electrodes, particularly those
located more frontally. On these electrodes, values close to the mean of next-word
entropy predicted the strongest N400 sizes. One could hypothesise that a similar
relation may exist between next-word entropy and some voxels in fMRI data. If this
is the case, there is reason to question the completeness of the analysis of next-word
entropy effects as conducted by Willems et al. (2016) and in this thesis. Modelling
the negative relation between next-word entropy and voxel activation that was in-
vestigated earlier (Willems et al., 2016), we find distinct activation when using an
(arguably) better suited language model.

RQ 3 Zooming in on neuroscientific aspects, we asked which brain areas respond
to next-word entropy. Localising the brain areas that are the sources of electroen-
cephalography measures, such as the N400, is challenging. Towards establishing the
link between the electrical signal measured on electrodes and the underlying neural
activity, Kutas and Federmeier (2011), argue that "amplitude reductions might reflect
smaller post-synaptic potentials in the same neurons, activation of fewer neurons
in a population, and/or less temporal synchrony among the generating neurons".
Attempts to localise the sources of N400s highlighted the anterior medial-, middle
superior-, and inferior temporal areas as well as prefrontal areas in both hemispheres
(Kutas & Federmeier, 2011; van Petten & Luka, 2006).

While we did not localise the source of the N400 negativity in our data, the fMRI
data is a natural candidate to inform us about the brain regions related to surprisal
and next-word entropy, although we need to account for the difference between the
written and auditory modality of stimulus presentation. For the predictor surprisal,
converging evidence supports activation in the left and right temporal lobe, regard-
less of model type.

The effects of next-word entropy on voxel activation were more variable, with
n-gram models leading to partly overlapping activation, but failing to replicate all
activation reported by Willems et al. (2016). The LSTM model’s next-word entropy
predicted areas that were strikingly similar to those activated by surprisal on the left
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hemisphere. One possible explanation for this phenomenon is that the difference
between the results is due to a difference between local context and whole-sentence
context processing, but that this difference only affects predictive and not integrative
mechanisms of the brain. Relating to this question, future research should explore
whether the estimates of predictability computed from an RNN predict brain activ-
ation more accurately than a simple n-gram model in the overlapping regions.

Our fMRI findings seem consistent with ERP based works analysing hemispheric
differences in language processing. Federmeier (2007) argues for stronger involve-
ment of the left hemisphere in top-down processing based on evidence from ERP
studies biasing for stronger processing in one of the hemispheres. This would sup-
port the strong and widespread activation of left-hemisphere regions by the LSTM’s
surprisal and next-word entropy, both of which can be interpreted to reflect prior
knowledge about language. Davis, Ford, Kherif and Johnsrude (2011) find activa-
tion in similar temporal areas, when presenting participants with semantically co-
herent or anomalous sentences in varying noise conditions. However, based on the
time course of activations of auditory, temporal, and frontal areas they argue for an
advantage of sentence context for perception rather than a clear top down process,
such as word prediction may be.

6.2 Future work

To conclude the discussion, we summarise our recommendations for future work.

Due to the isolated effect of entropy on gaze durations, we suggest conducting
more analyses of eye-tracking data, including other data sets than the one we ana-
lysed, and to investigate other dependent variables and skipping behaviour before
completely ruling out eye-movements and fixations in sentence reading as indicat-
ors of prediction in language processing. We also invite testing the hypothesis that
next-word entropy effects predict gaze durations on content words only.

On the EEG data, we observed significant model improvements on seven central-
parietal electrodes, suggesting that the N400 is indicative of prediction effort. Pre-
liminarily, we found that lower next-word entropy is related to stronger negativity
on the posterior electrodes we analysed. This hypothesis needs to be confirmed on
new data, and a new analysis should also be complemented by additional steps,
testing for linearity of the effect. As far as the remaining electrodes are concerned,
the potentially non-monotonic effect of next-word entropy on other electrodes un-
derlines the necessity to analyse sensitivity to entropy on all electrodes, and not only
those implicated in the N400.

Bringing together these prospect gathered from eye-tracking and EEG, an in-
teresting opportunity is the simultaneous recording of eye-fixations and electrical
brain activity. Given measurements of both dependent variables from the same
participants, reading the same stimuli, it is possible to factor out more differences
between data sets. This is however not an argument specific to next-word entropy,
but one that holds for all known predictors of gaze durations and N400 strengths.
However, such a data-set can more generally help to determine the aspects of sen-
tence processing effort that are expressed by eye fixations and electrophysiological
signals respectively, which in turn may help to answer the question why next-word
entropy predicts only one of the two performance measures.

In the fMRI data we observe brain areas sensitive to both entropy and surprisal
(computed from the LSTM). We encourage to perform a separate analysis dedicated
to establishing the varying portions of variance accounted for by next-word entropy
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and integration in the overlapping. For different language model types that predict
activation of the same regions, future work should examine whether these models
explain different portions of variance or whether one model explains variance over
and above the other.
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Chapter 7

Conclusion

In this thesis, we evaluated surprisal and next-word entropy as formalisations of
integration and prediction effort during sentence processing. Doing so, we focused
our investigations on next-word entropy which, compared to surprisal, is an un-
derexplored metric. We used a gated recurrent network as a language model that
operates at high linguistic accuracy in order to estimate the probabilities of words
in sentences. Using the model-computed probability distributions we generated es-
timations of word surprisal and next-word entropy for four experimental data sets
of human sentence comprehension.

We found effects of next-word entropy in two out of four data sets, namely those
recorded using EEG and fMRI. Because the stimuli used in the EEG experiment over-
lap with the two data sets that were insensitive to next-word entropy, we argue that
the absence of significant effects of next-word entropy on reading times points to a
limit of these behavioural measures as markers for prediction effort. However, we
refuse to completely resign reading times as dependent measure of next-word en-
tropy based on our results. For the eye-tracking data in particular, we encourage
analysing dependent measures apart from gaze durations, to consider the role of
word skipping as an indicator for predictive processing, and to test the hypothesis
that gaze durations are sensitive to next-word entropy on content words only.

In the neural data, we found sensitivity of the N400 ERP component and voxel
activation to next-word entropy. The results of both analyses of brain activity fa-
vour the idea that low levels of next-word entropy indicate the possibility to predict,
which in turn correlates with stronger neural activity.

Lastly, we described the brain areas activated by next-word entropy on the basis
of fMRI data. For surprisal, we recorded activations spanning large parts of the left
temporal lobe, smaller areas of the right temporal lobe, and we support a role of the
right hippocampus, amygdala, pallidum, putamen, and insula. With minor reser-
vations, we interpret these activations as indicative for integration effort. For next-
word entropy, evidence from n-gram and RNN language models diverged and the
RNN predicted activation of next-word entropy resembled the findings for surprisal
in the left and right temporal lobes. Our n-gram models (incompletely) replicated
earlier findings pointing to an involvement of middle and inferior frontal areas, the
supplementary motor area, and the angular gyrus.

We end by we highlight the breadth of our analyses and novel aspects that we
employed. We chose to select a broad range of experimental data from four experi-
ments, varying in the type of data that was collected, differing between spoken and
written stimuli, comprising two languages, and varying in how naturalistic they
were. Based on the breadth of the analysed stimuli, we can, within the limitations
of our exploratory design, support the validity of next-word entropy as an indicator
of prediction effort in English and Dutch materials, presented in the written and
in the auditory modality, and for independently understandable sentences as well
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as for short stories. According to our results, this statement holds only for neural
measures, but not for reading times.

While these aspects underline the breadth of the study, the thesis’ research ques-
tions and methodology united the investigations. First, we aimed to exclude the pos-
sibility of missing true effects of next-word entropy due to low language model qual-
ity by training a gated RNN, assuming that it reaches high linguistic accuracy. For
the first time, we made use of the methodological advantage of gated networks to
investigate prediction in these particular four sentence processing data sets. Second,
we aimed to separate integration cost from prediction effort by consistently regard-
ing the effects of next-word entropy that are present over and above surprisal. Only
due to this could we cancel out the potential confound of integration effort.

To conclude, we invite researchers to revisit the findings drawn from this explor-
atory investigations in confirmatory studies.
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