BACHELOR THESIS

ARTIFICIAL INTELLIGENCE

Radboud University :

Ad'N;
‘CITew

N

S
MiNe©

Feasibility Study of Online
Learning in Spiking Neural
Networks compared to Artificial
Neural Networks

Author: First supervisor:
Jonan Richards Dr M. Shahsavari
51036117 Artificial Intelligence

mahyar.shahsavari@ru.nl

Second supervisor:

Dr R.C. Farinha Duarte
Artificial Intelligence
renato.duarte@donders.ru.nl

£

D
E
o
N

G .
V\.\9 Ny

OMING‘('Q)

June 19, 2022



Abstract

Real-world applications such as the Internet of Things provide a need for
the real-time, incremental, low-power online learning of high velocity data
streams. Whereas artificial neural networks (ANNs) are a popular choice
for machine learning problems, the more biologically plausible spiking neural
networks (SNNs) have properties that are interesting for this online learn-
ing. In this review, several online ANN and SNN methods are compared
to address whether online learning is feasible in SNNs rather than ANNs.
It is found that both ANNs and SNNs are able to learn incrementally from
data streams, adapt to changes in the distributions of these data streams
(concept drift), and dynamically optimize their network structure. Whereas
ANNs have more efficient methods for training deep networks, the spike-
based characteristics of SNNs allow for sparse, event-driven and scalable
implementation on neuromorphic hardware, in turn leading to fast and en-
ergy efficient online learning. This makes SNNs uniquely suitable for real-
time online learning when compared to ANNs.
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Chapter 1

Introduction

A decade ago, the main mode of communication on the Internet was from
human to human [76]. Nowadays, more and more physical objects are being
connected to the Internet, not only communicating with humans but also
with each other, giving rise to the concept of the Internet of Things (IoT) [1].
The definition of the IoT varies depending on who you ask, but a general
formulation could be “an open and comprehensive network of intelligent
objects that have the capacity to auto-organize, share information, data
and resources, reacting and acting in face of situations and changes in the
environment” [44]. The increasing prevalence of IoT related services [48]
will in turn lead to an increase in edge devices: ’things’ with sensors and
actuators in the physical world. Machine learning approaches that can make
sense of the huge amounts of streaming data produced by edge sensors, often
in real time, are in great demand [48].

Machine learning problems are often tackled in an offline learning setting.
In offline learning, a model is trained on a static data set or batch, which is
why offline learning is also referred to as batch learning [39]. This paradigm
has several drawbacks when dealing with more practical problems such as
those posed by the IoT. In these situations, the entire dataset is simply
not available from the start of training. Models using batch learning needs
to be completely retrained if new data arrives [27]. Additionally, offline
methods do not set any temporal restrictions for training which is an issue
when training samples are continuously arriving and need to be processed in
real time. Finally, batch learning methods are known for their high energy
consumption [62], which is not feasible when they are deployed on power-
restricted (portable) edge devices. All in all, it is clear that offline learning
is insufficient in the face of these practical applications of machine learning.

These shortcomings of offline learning have led to the paradigm of online
learning (OL). In online learning, data is received sample by sample as a
stream, which is why online learning is often treated as synonymous with the
term data stream learning. Online learning methods are required to learn
incrementally, being presented only a single sample at a time [41]. This
means that they do not have to be retrained from scratch for new data, in
contrast to offline learning methods. Usually, real-life data streams are non-
stationary and may experience changes in input or target data distributions
over time, which is referred to as concept drift [53]. Online methods may
be required to be able to adapt to this concept drift. In the context of edge
devices, low energy consumption may be another requirement.



The conventional artificial neural networks (ANNSs) are a popular choice
of machine learning models, with the ability to generalize unseen data and
having seen great advances recently [77]. They are inspired by the biological
brain, based on the notion that information in the brain can be encoded in
the firing rates of neurons [43]. This is reflected by ANN neurons taking
on continuous values which can be interpreted as the mean firing rate of
that neuron. Although typically trained in an offline settings, ANNs can be
extended to allow for online learning.

It has been shown however that in the biological brain information may
not only encoded by mean firing rates, but also by the precise timing of
spikes [6]. This notion has led to the development of the more biologically
plausible spiking neural networks (SNNs), which have been referred to as
the third generation of ANNs [43]. In SNNs, neurons can output discrete
spikes over time allowing them to make use of this precise spike timing. This
gives SNNs the opportunity to make use of local learning rules and encode
information sparsely. Additionally, the added dimension of time makes SNNs
event-driven [62]. Together, these factors lead to SNNs being very energy
efficient, fast and scalable. This has motivated a lot of research of SNNs in
the context of online learning [41].

This review will be guided using the research question 'Is online learning
feasible using SNNs, compared to ANNs?. While SNNs could be seen as
a subset of ANNs, the term ANN in this paper refers to first and second
generation ANNs as discussed above. Answering this research question will
provide context for choosing where to direct future research efforts. Research
into online learning using SNNs has so far been relatively disconnected from
research into online learning using ANNs. As will be discussed in chapter 2,
there is no comprehensive review yet that compares approaches and methods
for both SNNs and ANNs. This review will attempt to bridge this gap by
reviewing, comparing, and contrasting online ANN and SNN methods.

In order to answer the research question, many factors need to be consid-
ered. Requirements for approaches that want to incorporate online learning
are addressed in chapter 3. The basic methodology behind ANNs and SNN,
especially in the context of online learning will be discussed in chapters 4
and 5 respectively. Chapter 6 will discuss adaptive network structures for
concept drift adaptation, examining several approaches for both ANNs and
SNNs, and identifying gaps in current literature. In chapter 7 it will be dis-
cussed how both ANNs and SNNs can be implemented onto neuromorphic
hardware, and its relevance for online learning. Finally, chapter 8 will com-
pare and contrast all of the discussed methods in this paper based not only
on accuracy but also on several characteristics that are relevant to online
learning.



Chapter 2

Related Work

There are several works that are related to this review.

[30], discusses online learning methods for supervised ANNs. Although
it discusses several model architectures, it does not mention SNNs or on-
chip learning. Additionally, it does discuss several methods with adaptive
structure, but does not address the reasons why this is important. In general,
the paper does not explicitly state the requirements that an online learning
settings poses. Additionally, the paper is from 2014 and therefore does not
address the most recent advances in online learning.

Another related paper is [53]. It briefly discusses the requirements posed
by online learning settings, an gives a detailed explanation on concept drift.
It reviews several methods for ANNs with adaptive structures, although
again it does not mention SNNs or neuromorphic hardware.

[48] discusses online learning in deep ANNs, in the context of the In-
ternet of Things. However, it does not mention SNNs, concept drift, or
neuromorphic hardware.

The challenges of online learning and concept drift quite extensively de-
scribed in [41]. Several SNNs methods are discussed, although it does not
mention much about online learning of deep SNNs. ANNs are mentioned,
but it is not discussed how ANN methods approach online learning. Al-
though neuromorphic hardware is briefly brought up, there is no explanation
on what neuromorphic hardware is or can mean for online learning.

In [62], the shortcomings of general hardware and approaches to neu-
romorphic hardware are explained. The review also discusses SNNs and
their possibilities for on-chip learning. Although ANNs are briefly brought
up, they are not discussed any further and online learning is not explicitly
mentioned.

There are more reviews that overlap with this paper, in fact more than
can be reasonably mentioned here. However, these all have in common that
they do not directly compare approaches to online learning for both ANNs
and SNNs methods. Additionally, the requirements posed by online learning
and concept drift are often not explicitly mentioned.



Chapter 3

Online Learning

In response to the shortcomings of offline learning, [14] identifies several core
requirements for a real-time online learning algorithm:

e Each sample should be processed before the next one arrives.

e The algorithm should only use a preallocated and finite amount of
memory.

e A valid model should be available every time a new sample has been
processed.

This approach clearly has some inherent advantages over batch learning.
Since the model is valid after every sample, it does not have to be completely
retrained when new training data arrives [27]. However, in addition to these
core requirements, online learning algorithms need to address several other
issues that arise from data arriving in a stream.

Since the entire dataset is not entirely available before training, it might
be hard to choose an appropriate network structure if the characteristics of
the data stream are not known beforehand [53]. This is especially an issue
when learning in the presence of concept drift (chapter 3.1).

Additionally, since the amount of preallocated memory is bounded, on-
line learning algorithms wanting to learn from a potentially unbounded data
stream cannot store all previously seen samples. This is a problem for al-
gorithms which require multiple passes over the data. Ideally, an algorithm
would be able to train on a sample and discard it, which is referred to as
one-pass or single-pass learning [89]. Most of the methods discussed in this
review are not able to do this however, and iterate multiple times over all
data samples even though this is inconsistent with their claim to work in an
online setting. In general, it is important for online learning methods to use
data samples efficiently, extracting as much knowledge as possible.

3.1 Concept Drift

Data streams in online environments are often non-stationary. Changes over
time in hidden contexts can lead to changes in the input data, target vari-
able(s), or how they correlate [82]. This is referred to as concept drift. [47]
categorizes concept drift based on speed (abrupt or gradual) and severity of
both class and feature drift. Additionally, [47] proposes categorizing drift se-
quences based on predictability, frequency (periodic or not), and recurrence



(whether drifts may return to previously encountered concepts). Ideally, an
online learning algorithm is able to deal with all of these types of concept
drift.

An algorithm dealing with data streams in the presence of concept drift
has to be plastic when a new significant concept occurs. However, it also
has to remain stable when confronted with noise, outliers, or irrelevant new
concepts in order to preserve significant knowledge. This is referred to as
the stability-plasticity dilemma [24].

Batch learning methods have to retrain from scratch when concept drift
is encountered [34]. This is why concept drift in online learning settings has
been a much researched topic over the last decade [22].

3.2 Lifelong Learning

In many practical settings, an online algorithm will encounter many dif-
ferent concepts while learning, or might even be used on several different
tasks. When training on a continuous data stream, an online algorithm may
be expected to keep learning from and adapting to its input for its entire
lifespan, which is referred to as lifelong learning or continual learning [49].

Naturally, in a constrained environment, it is not possible for a neural
network to perfectly remember all of the concepts or task-related knowledge
it has learned so far. Similar to biological neural networks, old knowledge
should gradually be forgotten. However, previously learned concepts or tasks
should never be forgotten entirely. This phenomenon is referred to as catas-
trophic forgetting and can lead to old knowledge needing to be relearned
all over again, which should be prevented in algorithms for lifelong learning
[27].

The human brain does not have to learn every new task from scratch.
Its circuitry is optimized through genetics and experience to learn new tasks
efficiently and through prior knowledge [3]. Applying this concept to neural
networks is referred to as meta-learning, transfer learning, or learning-to-
learn. Related to lifelong learning, this approach essentially optimizes a
network to learn a new task or concept as quickly as possible [18]. Therefore,
meta-learning provides interesting opportunities for online adaptation to
concept drift.



Chapter 4

Artificial Neural Networks

Artificial Neural Networks (ANNs) are a machine learning approach inspired
by the biological brain. ANNs are built from computational units referred
to as neurons. These neurons produce a continuous value as output which
can be interpreted as its average firing rate, based on the notion that infor-
mation in the brain can be encoded in the firing rates of neurons [43]. The
neurons apply a differentiable non-linear function over their inputs, making
it representationally meaningful to stack multiple layers of these neurons
into networks [77]. ANNs have recently seen large advances in their gener-
alization ability and performance [77].

Learning in ANNs is typically done through gradient descent. A loss
function computes the prediction error using the value of the network output
layer and the target value. This error is then minimized by updating the
model’s weights to move in the direction of the negative gradient of the loss
function with respect to the weights [63], hence the term gradient descent.
The error is propagated backwards through the layers of the network using
the chain rule, which is referred to as backpropagation [39]. In the most basic
form of gradient descent (batch gradient descent), the gradient is based on
the average prediction error for the entire batch [63], making this approach
unsuitable for online scenarios.

Instead of averaging the prediction error for the entire batch, the gradient
can be estimated by randomly picking a single data sample. This approach
is referred to as stochastic gradient descent (SGD) [9]. Using this method,
the network weights are updated after every sample. Although SGD has
primarily been motivated as a method to speed up batch gradient descent
[27], it is applicable to online learning situations by using the latest sample
in the data stream instead of randomly picking a data sample. Hence,
SGD is also referred to as online gradient descent. While SGD results in
better generalization performance than when using batch gradient descent
because of the noise it introduces [39], it converges very slowly [40]. This
means that either SGD methods need to iterate multiple times over the data
samples, which is not feasible in an online setting, or that a large amount
of data samples need to be processed in order for the learning method to
converge. This makes SGD unsuitable for one pass learning, and is not
ideal for online learning in the presence of concept drift when the network is
expected to quickly adapt to new distributions. Additionally, SGD assumes
that the samples it learns on are independent and identically distributed.
This assumption is violated when learning from data streams with concept



drift [59], making SGD inappropriate for online learning.

4.1 Deep Learning

For decades, researchers were required to carefully extract relevant features
from raw data, on which a classifier could be trained to predict an output
[37]. In deep learning (DL), the stacking of layers to form ’deep’ network
structures, this feature extraction is automated by the hierachical learning
of feature representations [77]. More complex and abstract features are au-
tomatically found based on increasingly lower level features [4], enabling
learning based on powerful hidden features without requiring human inter-
vention. This automated feature extraction could be very useful for online
learning in the presence of concept drift, since the data stream distributions
and therefore its features may vary from one moment to the next. While
there is no concrete analytical proof, it is clear from empirical evidence that
DL methods have a higher representational capacity and better generaliza-
tion performance than more shallow networks [48].

In offline settings, deep learning methods are generally trained using
forms of gradient descent in combination with backpropagation. A naive
approach to extend DL for ANNs to an online setting is to use stochastic
gradient descent (SGD). However, there are various issues when using only
SGD for learning deep architectures in an online manner. These include
insufficient representational capacity when the structure is too shallow, and
slow convergence due to vanishing gradients when the structure is too deep,
especially at the early stages of the data stream [85].

Hedge Backpropagation [64] was the first method proposed to solve these
issues for deep learning in an online setting, and several subsequent methods
follow up on it [27]. Instead of backpropagating the error from the deepest
layer, it uses SGD to update every layer’s weights using the error of inter-
mediate classifiers that are attached to every layer. The outputs of these
intermediate classifiers are multiplied by a weight vector learned using the
Hedge algorithm [20] and then summed to obtain the final model output.
Since shallower networks converge more quickly, this method will start off
by using the first few hidden layers, after which deeper layers will slowly be
included as the learning process progresses [64]. This approach addressed
the issues posed by training a deep network with conventional SGD. Al-
though no explicit decisions are made to construct or prune a layer, this
method could be seen as having an adaptive structure on a layer level (see
chapter 6). However, the maximum network depth in this approach is fixed,
making this method not fully adaptive [2]. Additionally, the weights of all
layers are being updated every iteration even if this layer does not contribute
(much) to the final model prediction, leading to unnecessary computational
complexity. Finally, the method does not address the assumption of in-



dependent and identically distributed samples of SGD, limiting its use for
concept drift adaptation.

In [49] a meta-learning for online learning (MOLe) approach is proposed
to deal with the slow convergence issues of SGD. MOLe uses the model-
agnostic meta-learning (MAML) [17] algorithm to pre-train a network called
a prior and its hyperparameters in an offline setting. This prior has been
optimized to need as little weight updates and therefore data samples as
possible in order to quickly adapt to newly encountered concepts. In MAML,
the network is reset to this prior every time concept drift is detected, and
the new concept needs to be adapted to. [49] finds that for MOLe it is
possible to keep using the same network that has been used for previous
concepts without needing to reset it to the prior. This makes MOLe more
suitable than MAML to adapt to concept drifts further outside of the concept
distributions that its prior has been trained on. However, both MOLe and
MAML assume that all of the concepts that will be encountered come from a
stationary distribution that the prior has been trained on [18]. This is due to
the meta-learning step is only being done once as an offline pre-training step,
before the online learning stage. This means that MOLe is only optimized
to quickly adapt to concept drift that it has seen before when training the
prior, rather than new concept drift that it may encounter. In turn, this
limits its suitability for online learning. Additionally, although this approach
needs relatively few data samples in order to converge, multiple passes are
still needed.

Recurrent neural networks (RNNs) are a variation on the typically used
feed-forward network structure, allowing feedback links [30]. These feedback
connections allow RNNs to store information for later use [83], making it
possible for RNNs to handle time-series data. Since SGD is formally not
suited for time-varying data, RNNs provide an opportunity for ANNs to
model concept drift. RNNs are generally trained using an algorithm called
backpropagation through time (BPTT). In BPTT, the RNN is unfolded into
a feed-forward network that grows for every time step [83], to which then
backpropagation is applied. This means that not only its computational
complexity, but also its memory usage scales with the input sequence length
which makes it unsuitable for the continuous data streams provided by an
online learning settings [5]. To solve this, BPTT can unroll the network
for a finite amount of steps, although this limits its ability to learn longer
temporal dependencies [15].

[83] proposes real-time recurrent learning (RTRL) to address these short-
comings of BPTT. Rather than unrolling the network after a certain num-
ber of input sequence steps, weight updates are performed after every input
sample. This means that RTRL does not follow the exact same gradient as
BPTT, although this approximation is still close and is analogous to SGD
and batch gradient descent [83]. By removing the temporal dependencies
of BPTT, RTRL is local in time. However, RTRL has very high compu-



tational and memory complexity [27]. Although more recent methods have
been proposed to reduce this complexity [15], it has led to RNNs not being
very suitable for online learning and therefore not being commonly used in
an online setting [30].

In short, deep learning can be performed for ANNs in an online setting
to some degree. However, there are several issues such as high complexity
learning algorithms and problems with concept drift adaptation that limit
the use of these algorithms for real-time learning and lifelong learning, re-
spectively.
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Chapter 5

Spiking Neural Networks

It has long been thought that information in the brain is purely encoded in
the rate at which neurons fire. However, these rate-based codes have been
shown to be unable to account for fast and efficient information transmission
such as in the visual cortex [79]. Instead, this kind of processing would be
the result of temporal coding schemes, where information is encoded in the
precise timing of spikes [6].

Spiking neural networks (SNNs) are an attempt to create more biolog-
ically plausible models of the brain [43]. SNN neurons fire discrete spikes
at points in time allowing them to implement temporal coding schemes, as
opposed to ANN neurons which are inherently rate-based. These temporal
coding schemes can be very sparse [86], and are able to implement the rapid
processing of information as discussed above. Additionally, learning based
on precise spike timing has been shown to enable SNNs to capture tempo-
ral patterns between temporally related variables [41]. This gives SNNs an
inherent ability to passively deal with concept drift to some extent. These
factors all make SNNs potentially interesting approaches to online learning
problems.

There are multiple ways for SNN neurons to use temporal coding schemes.
These include methods such as rank-order coding (a population of neurons
is ranked based on when they fire, with the most activated neuron firing
first); the time-to-first-spike scheme (the time it takes for a neuron to emit
its first spike encodes all the information); and latency coding (the timing
between a set of spikes encodes the information) [57]. In [86], it is shown
that rank-order coding can convey less information than precise-spike tim-
ing methods such as time-to-first-spike and latency coding. However, SNN
neurons can implement rate-based schemes as well. [23] describes three dif-
ferent notions of mean firing rates: rate as a spike count (the average spike
count over time); rate as a spiking density (the average over multiple runs,
or the expected average); and rate as population activity (the average over
multiple neurons).

Although it is still not completely clear how the biological brain processes
information in networks of neurons, we have a much better understanding
of the workings of individual neurons [6]. How neurons in SNNs generate an
output spike train from their input spikes and synaptic weights can be mod-
eled in various ways, ranging in biological plausibility and computational
efficiency. The Hodgkin-Huxley neuron model proposed in [26] is a detailed,
biologically realistic model based on experiments on a squid axon, however
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it is also very computationally complex. The leaky integrate-and-fire (LIF)
model [12] on the other hand discards some of this realism for a simple and
computationally efficient method, making it very popular for SNNs [77].
Another model is the Izhikevich model [29], providing a trade-off between
realism and computational efficiency.

The spike-based characteristics of SNNs allow them to be event-driven
and highly asynchronous when implemented on neuromorphic hardware, as
will be discussed in section 7. Together with the sparsity of temporal cod-
ing schemes, this allows for quick and energy efficient inference and learn-
ing. This means that SNNs are very suitable for online learning purposes
relative to ANNS, especially on edge devices with restricted computational
power and energy resources. It should be noted that for exploratory re-
search purposes it is not always viable to directly implement experimental
SNN architectures or learning algorithms on neuromorphic hardware. Luck-
ily, SNNs can be simulated on general hardware, although it is important
to note that the asynchronous and event-driven characteristics of SNNs on
neuromorphic hardware are not present when simulating SNNs.

5.1 Synaptic Plasticity

The changing of synaptic strength between two biological neurons is re-
ferred to as synaptic plasticity. This plasticity is implemented in biological
synapses by long-term potentiation (LTP) and long-term depression (LTD)
[16]. An important cause of LTP and LTD has been shown to be the order
and difference in timing of pre- and post-synaptic spikes [45]. This concept
is called spike-timing dependent plasticity (STDP), and is widely used by
SNNs. Since STDP is a function of precise-spike timing, learning meth-
ods that make use of STDP use temporal encoding schemes rather than
rate-based ones.

Synaptic weight updates in gradient descent methods depend on network-
wide information [50]. On the other hand, in networks using STDP they
only depend on information local to the synapse: the relative firing times
of the pre- and the post-synaptic neuron. This locality of learning means
that STDP can be implemented as highly asynchronous on neuromorphic
hardware, making networks that use STDP very scalable [68]. Since weight
updates are fast, SNNs using local learning are able to process samples
quickly, which is advantageous when it comes to online learning.

In (Hebbian) STDP, LTP is triggered when pre-synaptic spikes precede
post-synaptic spikes and LTD is induced when post-synaptic spikes pre-
cede pre-synaptic spikes. On the other hand, anti-Hebbian STDP or just
anti-STDP refers to the converse process [16]. Both types of STDP are
unsupervised: they allow for learning of synapse weights without knowing
the target firing pattern. ReSuMe [55, 56] combines STDP and anti-STDP
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modulated by a teacher signal into a supervised learning method. It can
train a spiking neuron using the Widrow-Hoff learning rule, which is con-
ventionally used in ANNs, to learn a precise spiking pattern. The locality of
learning in ReSuMe makes it very efficient and thus suitable for data stream
learning. However, because it trains only one neuron, ReSuMe’s represen-
tational capacity is limited compared to more complex networks. Although
ReSuMe converges quickly, it still needs multiple passes over the data.

[70] was the first to propose a multilayer SNN using STDP [71]. Tt
extends ReSuMe to multiple layers, learning using multiple spikes for ev-
ery neuron. Additionally, it shows that in order to classify non-linearly
separable data, at least one hidden layer is needed in SNNs. Although its
STDP processes are derived based on gradient descent backpropagation, the
method inherits the locality of learning from ReSuMe. However the STDP
around the hidden neurons do not take into account the output of these
hidden neurons, therefore limiting its representational capacity and making
it not scale well with the number of layers [71]. Although its performance is
not great even for relatively simple datasets, it is able to converge quickly,
needing relatively few passes over the data [70].

Not only synaptic strengths but also synaptic delays can be modulated.
[73] describes two main ways of changing synaptic delays: delay selection
and delay shift. In the delay selection method, neurons are connected to
another neuron by multiple synapses with different, predefined delays. The
learning method then increases or decreases the weights of the synapses
with the appropriate delays. Since the learning method is agnostic of the
delays, most methods can perform delay selection without needing to be
adapted. However, the number of parameters in the network is increased by
a lot, which can have a great effect on performance especially for non-local
methods. Delay shift methods attempt to counter this problem by only
having one synapse per pair of neurons, with a synaptic delay that can be
modified by the learning method directly. Therefore, the learning method
has to be specifically designed for this purpose.

In DL-ReSuMe [73], ReSuMe is used to train a single neuron, and ex-
tended to shift the neuron’s synaptic delay once per learning run. It is shown
that DL-ReSuMe can achieve similar accuracy to ReSuMe, at a higher learn-
ing speed. DL-ReSuMe is extended in Multi-DL-ReSuMe [74] to a single
layer of neurons, in EDL [72] to shift a neuron’s delay multiple times, and in
[75] to a network with one hidden layer, where the synaptic delay between
the hidden and output neuron can also be shifted multiple times. Although
[75] can be extended to deeper networks with multiple hidden layers, it
struggles with training layers that are far from the output layer. In [75] it is
shown that although making use of delay shifts increases the complexity of
a learning algorithm, it reduces the number of samples to converge to state-
of-the-art accuracy. Although increased complexity means that a method
is less suitable for online learning, needing less samples for convergence is
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desirable for one pass learning. Still, these methods need multiple passes
over the data.

5.2 Gradient descent

Learning methods using STDP have difficulties training deep SNNs, limiting
them to shallow networks [69]. However, as stated in section 4.1, deep ANNs
(DNNs) have automated feature extraction and superior generalization per-
formance relative to shallow ANNs, which are both desirable properties for
online learning. These properties translate to deep SNNs (DSSNs) as well
[77]. In order to be able to train multilayer SNNs effectively, some learning
methods turn to gradient descent backpropagation approaches.

In order to perform gradient descent backpropagation on SNNs, the
derivative of the spiking neurons has to be taken. However, this is not
directly possible, since the spike trains that spiking neurons output are dis-
continuous. By approximating the gradient of a spiking neuron with respect
to the error function, gradient descent becomes possible [71].

SpikeProp [7] is the first learning method to train SNNs with one or
more hidden layers by backpropagating errors [77]. It approximates the
thresholding function of spiking neurons by taking the derivative of the spike
timing [15], implementing a time-to-first-spike coding scheme. This limits
the method to learning patterns of one spike per neuron. Although it is able
to capture non-linearly separable patterns, it uses non-local information for
learning and suffers from dead neurons, when neurons that do not fire will
not start firing again [71]. Additionally, it uses multiple synaptic connections
between neurons with different delays to implement delay selection, making
it too slow to feasibly be used for online learning [41].

Instead of taking the gradient of the spike time of a neuron, many SNNs
use the gradient of a continuous function of the membrane potential instead
[15]. However, this requires performing backpropagation over the unrolled
the network over time, which is known as backpropagation through time
(BPTT) [5]. This approach is analogous to recurrent ANNs (RNNs), in
that the chain rule is applied iteratively [15].

[3] proposes a recurrent SNN (RSNN) based architecture called long
short-term memory SNN (LSNN). It uses a modified version of BPTT to
train four reservoirs of sparsely connected spiking neurons, achieving com-
parable performance to long short-term memory RNNs (LSTMs) [77]. [3]
shows that LSNN is the first SNN that can be used for learning to learn,
or transfer learning, in both supervised and reinforcement learning settings.
This property is very desirable for online learning, since abstract knowledge
extracted from previously encountered concepts or tasks can be used to learn
new tasks more quickly. However, in BPTT the previous states and inputs
of the network need to be kept in memory, scaling the memory required with
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time [15]. This does not only violate the finite memory bound set by online
learning but also creates a non-local temporal dependency which increases
the computational complexity, making methods that use BPTT unsuitable
for online learning.

Apart from BPTT being non-local in time, both of the methods dis-
cussed in this section are non-local in space by updating synaptic weights
not purely using information that is locally available to the synapse or neu-
ron. This limits their scalability, computational complexity, and energy ef-
ficiency when implemented on neuromorphic hardware, and thus also their
feasibility for online learning. However, backpropagation in SNNs can be
approximated using local learning rules to avoid these disadvantages, which
will be discussed in chapter 7.
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Chapter 6

Adaptive Network Structure

When working with neural networks, the structure of the network (number
of hidden layers, number of neurons per hidden layer, etc.) has a large
impact on its performance, whether it is an ANN or an SNN. A network
that is too small or simple may not have the representational capacity to fit
the data well, while a network that is too large or complex may overfit on
the data, reducing the generalization performance. Additionally, the more
complex a network becomes, the more computational resources are needed
for both learning and inference. In general, the ’optimal’ structure is the
smallest structure that leads to an acceptable generalization accuracy [60].

In offline learning, choosing a suitable network structure is non-trivial.
A common tactic is trial and error: training multiple models with varying
structural parameters and choosing the smallest structure that leads to an
acceptable generalization accuracy. However, this tactic does not guarantee
that the chosen structure is optimal, and it is very computationally expensive
[61].

In online learning settings, this trial and error strategy is infeasible alto-
gether. The characteristics and distributions of the data stream may not be
well known when choosing a data structure, or the data stream may even not
be available at all before training starts. In fact, having a predefined, fixed
structure at all may be inappropriate for online learning, especially when
learning in the presence of concept drift. Due to the non-stationarity of the
data stream, a structure that is optimal at one point may be sub-optimal
at the next. Ideally, an online learning method would be able to change its
structure in response to or in anticipation of concept drift [53].

In [35], two main strategies for networks with adaptive structures are
identified: pruning approaches and constructive approaches.

Learning algorithms using pruning approaches start with an oversized
network structure, from which unnecessary neurons and connections are
removed during learning [53]. Which neuron or connection to remove is
determined by a heuristic function. [8] finds that pruning weights generally
leads to better generalization performance over pruning neurons, at the cost
of more complex network structures and higher computational complexity.
This increased generalization performance is neglible however, which is why
pruning neurons should be the preferred strategy [8]. This goes especially
for online settings, where low computational complexity is important.

Constructive algorithms are the opposite of pruning methods. These ap-
proaches start with a small network, and add neurons or connections when
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indicated by a heuristic function, until an appropriate network structure is
found as indicated by a stopping criterion [52]. [35] identifies several ad-
vantages of constructive methods over pruning methods. First of all, when
using a pruning approach, it is not trivial to choose an initial structure
that is larger than needed, while starting configurations for constructive ap-
proaches are very simple, usually a single node [52]. Secondly, when using
constructive methods small networks are searched first whereas in pruning
methods more time is spent on larger networks. This means that construc-
tive methods have lower computational complexity [35]. Finally, there may
be multiple network structures that are deemed appropriate. Since construc-
tive approaches search smaller networks first, they are more likely to end
up at a smaller and therefore more desirable appropriate network structure
than when using a pruning approach [35].

While adaptive network structures can be implemented for both offline
and online learning to find an optimal structure in stationary environments,
neither of the two approaches discussed above are sufficient when adapt-
ing the network structure in order to deal with concept drift. When strictly
pruning the network, it is clear that should the data distribution change and
a larger network structure would be more optimal this cannot be reached
anymore, and the converse applies when strictly constructing a network.
Adaptive structure methods for online learning should therefore prefer hy-
brid approaches, where construction and pruning steps are interleaved [53].

Radial basis function (RBF) networks are a much used approach for
ANNs with dynamic network structure. As an alternative to the standard
multilayer perceptron (MLP) architecture, RBF networks consist of a single
layer of units positioned in the input vector space, connected to an output
layer [21]. For example, a generalized growing and pruning algorithm for
RBF networks (GGAP-RBF) is proposed in [28]. In this method, training
data points are sampled sequentially, and each is considered for the center
of a new RBF neuron. If the potential neuron contributes significantly to
the accuracy of the network it is added, otherwise it is left out. This same
significance measure is used to evaluate every neuron after every sample,
where insignificant neurons are pruned. Although neurons are continually
being pruned, there is no explicit upper bound on the size of the RBF
layer, which is a problem when the memory is restricted such as during
online learning. Additionally, although the method can learn incrementally,
it assumes that the training data points are sampled independently. This is
an issue in online learning settings, where the input data stream is usually
temporally correlated.

In order to deal with time-varying data streams, the online self-adaptive
modular neural network (OSAMNN) [58] constructs and merges not only
neurons in an RBF layer, but also entire feed-forward sub-networks in the
subsequent network layer. Each of these sub-networks represents a local
region of the data stream, and can be recalled in case of recurrent concept
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drift or shifted in case of gradual concept drift [53]. The method is able to
adapt quickly to concept drift and is able to do so with a single pass. The
strategy that is used to recall sub-networks for inference or training allows
the method to mitigate the effects of catastrophic forgetting [58], making
the method suitable for lifelong learning. Again, although the RBF neurons
and the sub-networks can be merged, there is no explicit upper bound on
the network size, posing an issue for online learning.

For SNNs, a prominent adaptive structure approach is the evolving spik-
ing neural network (eSNN) [66], and subsequent methods that are based on
it. eSNNs are made up of two layers: an input layer used to encode real
input values into spike latencies for one spike per input neuron, and an
adaptive output layer. An output neuron is constructed for every training
sample using the order in which the input layer neurons fired for this sam-
ple. Therefore, this approach makes use of rank-order encoding [41]. Output
neurons that are similar and belong to the same class can be merged, result-
ing in the neuron repository being pruned. For inference, the firing pattern
produced by the input layer for a sample is applied to the output layer,
and the class belonging to the first output neuron to spike represents the
classification result. eSNNs are able to learn quickly needing only a single
pass using little computational resources, and are able to adapt to concept
drift [66]. However, its neuron repository is unbounded which goes against
the limited memory restriction posed by online learning [42]. Additionally,
information is lost due the rank-order encoding it uses which leads to limited
applicability on real-life datasets.

In SpikeTemp [81], a different approach is taken from eSNNs in the en-
coding that it uses. Instead of using a purely rank-order approach where
precise spike timing information is thrown away, it uses an enhanced rank-
order approach where the output neuron weights are updated based on the
precise spike timing. This enhanced learning rule is more local in time than
regular rank-based learning, making SpikeTemp computationally more effi-
cient. Additionally, precise spike timing has a higher information capacity,
making SpikeTemp more applicable to a wider range of datasets [81]. How-
ever, the final neuron repository size is even larger than for eSNNs and can
still grow indefinitely.

Spikecomp [80] employs a similar architecture to eSNNs, attempting to
reduce the size of the output neuron repository. It manages to achieve similar
accuracy to eSNNs with an order of magnitude less neurons, although the
neuron repository is still not explicitly bounded. Additionally, Spikecomp
needs to process more training samples to converge than eSNNs, limiting its
applicability to one-pass learning.

In the online evolving SNN (OeSNN) [42], several data reduction tech-
niques are used to keep the neuron repository limited to a fixed size. This
solves the problem that previous eSNNs have with unbounded neuron repos-
itories. This data reduction can optionally be triggered by a drift detector to
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improve the method’s response to concept drift. By using a data reduction
technique rather than simply discarding the oldest neuron when the reposi-
tory is full this method avoids catastrophic forgetting, making it viable for
lifelong learning.

Adaptive structure methods for both ANNs and SNNs are able to dy-
namically find an optimal structure. These methods are able to extract rel-
atively much knowledge from data samples, often allowing them to perform
one-pass learning and to adapt to concept drift. Therefore, adaptive struc-
ture approaches make methods more suitable for online learning. To enable
lifelong learning, additional mechanisms are needed to prevent catastrophic
forgetting and unbounded memory usage. To conclude, it can be said that
having an adaptive structure is an important property of an effective online
learning method, both for ANNs and SNNs.
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Chapter 7

Neuromorphic Hardware

ANNSs are usually implemented on general-purpose hardware. Making use
of the traditional von Neumann architecture, computation and storage are
separated into the processing unit (CPU, GPU, or TPU) and the mem-
ory unit (RAM). This separation is the cause of the so-called memory wall
bottleneck which limits the throughput of the entire system [84], putting
an upper bound on the size, speed, and representational capacity of ANNs.
Additionally, ANNs consume a high amount of energy: about 250W for only
the recognition of about 1000 objects, compared to the total energy usage
of 20W of the biological brain [62]. The high velocity at which data arrives
in online learning adds even more pressure on lowering energy consumption,
especially when the neural network is implemented on an edge device with
restrained power resources [33]. These factors combined mean that gen-
eral hardware is not suitable for online learning. Instead, this has led to
the emergence of neuromorphic hardware, inspired by the biological brain.
There are several approaches to neuromorphic hardware for both ANNs and
SNNs, but a common denominator is the bringing together of computation
and storage.

Non-volatile memory technologies, which include memristors, form an
exciting opportunity for analog neuromorphic hardware. Memristors are
electrical components with a programmable resistance [78]. These can be
connected as a crossbar array, where a set of parallel wires represent pre-
synaptic neurons and another set of orthogonal wires represent post-synaptic
neurons [10]. Between the intersections of these neurons are memristors,
which represent the synapses. These memristor crossbars can be used for
both storing the synaptic weights of a network, and for quickly computing
the dot product of the inputs and weights in parallel and with low power
consumption [87]. Apart from analog technologies, it is also possible to
create neuromorphic hardware using digital components or a mix of analog
and digital (mixed signal).

How a neural network implemented on neuromorphic hardware learns
is an important issue. Usually, learning is done on separate software com-
ponents [33], which is also referred to as off-chip learning. This approach
allows for any learning algorithm to be implemented [25]. However, when
making use of off-chip learning there is again a segregation of computa-
tion and storage. This reinstates the memory wall bottleneck, nullifying
the speed, scalability, and low energy consumption characteristics of neu-
romorphic hardware [68]. Therefore, off-chip learning is not suitable when
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using neuromorphic hardware in an online learning setting. Additionally, in
analog systems there may be slight variations and faults for which off-chip
learning cannot correct [25].

Another approach is on-chip learning, where the learning algorithm is
implemented on the hardware. On-chip methods have the option of using
both spatially and temporally local information, allowing for the scalability
[62] that is needed in online learning settings. Moreover, on-chip learning
allows analog neuromorphic hardware to compensate for slight variations
both within and between chips [62].

[25] proposes a mixed-signal design of on-chip backpropagation learning
of ANNs, using SGD. It makes use of an analog memristor crossbar per
network layer for prediction, after which the error is computed digitally.
The error is then backpropagated through the same crossbars used in the
forward pass. The training is significantly faster and more energy efficient
compared to when implemented on general hardware [25]. Although the
learning is done on-chip, it does not make use of purely local information.
Therefore, the scalability of this approach is limited.

In fact, there are several disadvantages of on-chip backpropagation learn-
ing of ANNs. For example, the algorithm needs to alternate between forward
and backwards passes, synaptic weights need to be identical for both forward
and backward passes (the weight transport problem) and error signals need
to be propagated with high precision [50]. All of these limitations prohibit
the locality of learning that is required by online learning [69]. Therefore,
on-chip approaches for ANNs are not sufficient for scalable, fast, and energy
efficient online learning.

SNNs however, have some characteristics that make implementation on
neuromorphic hardware appealing. The binary outputs of spiking neurons
lead to event-driven communication between neurons, where only neurons
that have just received or emitted a spike are active and the other neurons
are idle [62]. This leads to high scalability and low energy consumption
when implemented asynchronously [46]. This high energy efficiency is en-
hanced even further when communication is sparse, which is the case when
making use of temporal coding [71]. Furthermore, in digital architectures
interconnections need to transfer only a single bit for SNNs, compared to the
floating point values emitted by ANN neurons [41]. Additionally, inputs for
spiking neurons being either a 1 or a 0 means that the expensive multiplica-
tions required in ANNs are reduced to summations in SNNs [62]. Together,
all of these factors allow SNNs to be very energy efficient and highly scal-
able and therefore very suitable for online learning when implemented on
neuromorphic hardware.

In contrast with backpropagation, implementing STDP on neuromor-
phic hardware using only local information is trivial [10]. Indeed, it has
been shown that STDP can be implementend on both memristive (analog)
[31] and digital [68] neuromorphic architectures to enable on-chip learning
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using local information for SNNs. STDP can be implemented on either the
synapse level for optimal scalability, or on the neuron level to reduce the
size of the circuit [10]. [32] proposes a 256 neuron, 64k synapse memristor
crossbar architecture with on-chip STDP on neuron level, and shows that
inference and STDP can be achieved asynchronously and simultaneously.
Therefore, no timing mechanism is needed to switch between these stages
[32], on the contrary to the alternating forward and backwards passes needed
for backpropagation. This adds to the speed and energy efficiency of SNNs
on neuromorphic hardware.

There are several large-scale neuromorphic platforms that are repro-
grammable for several network architectures. For example BrainScaleS
[65], a mixed-signal approach consisting of 200k neurons and 45M synapses.
While it supports STDP for on-chip learning, this has only been demon-
strated for small networks [54]. It can be used to train deep networks too
[67], although this is done off-chip and therefore not viable for online learn-
ing. Additionally, BrainScaleS uses a huge amount of both power and surface
area [87], and is therefore not viable for online learning on edge devices.

A more recent example is Loihi [11], a fully digital asynchronous plat-
form that is comprised of 130k neurons. It supports configurable on-chip
learning through several types of synaptic plasticity using local information,
including STDP. In constrast to BrainScaleS, Loihi has much lower energy
consumption and surface area [11], making it a more viable option for online
learning on edge devices.

Although STDP is often sufficient for learning shallow networks, back-
propagation has proven to be invaluable for multi-layer (deep) networks [50].
In order to be able to train robust multi-layer SNNs on neuromorphic hard-
ware, backpropagation can to be approximated using local learning rules.
[50] proposes event-driven random backpropagation (eRBP), where STDP is
modulated using the prediction error in order to approximate backpropaga-
tion. This error is provided to the hidden layers through a seperate feedback
network with fixed and random weights. While achieving decent accuracy,
eRBP suffers from update locking: having to stop synaptic weights from
updating for a short onset after stimulus presentation. This decreases its
speed, making the method of limited use for online learning. Additionally,
while the method uses mainly local learning rules, the error that it modulates
STDP with is non-local and has to be transmitted between neurons making
the method not fully local [50]. This limits its scalability, although the feed-
back connection is on a per-neuron level rather than on a per-synapse level,
and the locality of learning is still much higher than when using regular
backpropagation.

Online spatio-temporal learning (OSTL) [5] addresses the non-locality
of BPTT in RSNNs, both spatially and temporally. It separates the spatial
and the temporal gradient components into a learning signal and eligibility
traces, respectively. While these components are not local to the neurons
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or even synapses, they are local to every layer. This allows OSTL to have
a low computational complexity while having good performance [88] and
gradients equivalent to BPTT and RTRL [5]. Additionally, OSTL can be
used for feed-forward SNNs, RSNNs, or extended to more complex networks
such as LSTMs and gated recurrent units (GRUs), making it very versatile.

While backpropagation in ANNs is representationally powerful and is
significantly faster and more energy efficient on neuromorphic hardware as
compared to general hardware, it is not possible to implement it using lo-
cal learning rules. STDP for SNNs on the contrary is easily implemented
for on-chip learning, but lacks the power to effectively train multilayer net-
works. There is not yet a learning method for on-chip learning that uses
purely information local to the neuron or synapse and is capable of training
networks with high representational capacity. However, backpropagation
approximation methods for SNNs manage to get good performance with a
much higher degree of locality than ANNSs, even for deep networks. Addition-
ally, the precise spike timing characteristics of SNNs allow for event-driven,
sparse and asynchronous communication when implemented on neuromor-
phic hardware, which lead to fast, scalable and energy efficient on-learning.
All in all, SNNs seem to be the most feasible approach compared to ANNs
for online learning on neuromorphic hardware.
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Chapter 8

Method Comparison

All of the methods that have been discussed in this review have been placed
into an extensive overview (table 8.2). They are compared based on five
criteria (table 8.1). There are a few points worth noting about these criteria.

First of all, accuracy may not be an appropriate measure when compar-
ing online learning performance. Although online learning methods should
be expected to achieve a reasonable accuracy, it may be more interesting
to look at statistics such as how quickly a method can adapt to concept
drift. However, this statistic has only been published for a select few of
the methods discussed in this paper. Additionally, this has been done with
different metrics for every method, making it hard to compare them. There-
fore, accuracy was selected as an easy metric to quantitatively compare the
methods by even though accuracy has not been reported for all methods.

Additionally, most of the methods have only been benchmarked on rel-
atively simple datasets such as Iris [19] and MNIST [38]. This limits the
insight into how well a method can handle complex datasets such as those
posed by real-world problems. Moreover, these datasets are considered as
oriented more towards ANN workloads [13], potentially putting SNNs at a
disadvantage.

Another observation is that one of the criteria is whether a method is
local or not (i.e. uses local learning rules). The only method discussed in
this review that is purely based on local learning rules is STDP, although
STDP by itself is unstable and generally not used on its own and therefore
not included in table 8.2. However, some of the discussed methods are
almost fully local, which still allows them to be scalable for on-chip learning
far beyond non-local methods. Therefore, these close to fully local methods
have been marked as being local.

One more point worth noting concerns the criteria whether a method
can learn in one pass or not. This depends on factors such as the bench-
mark dataset chosen and if the accuracy has not converged after one pass,
the subjective judgement whether the accuracy obtained is sufficient. The
paper for every method discussed in this review mentions whether multiple
passes over the data (or epochs) are needed, or whether one pass is deemed
sufficient by the authors of the paper. Although arguably subjective, this is
an interesting metric to look at which is why it has been included.
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Legend

Accuracy | 1: Iris [19]; 2: MNIST [38]; 3: sequential
MNIST [36]; 4: California housing [51];
—: Unavailable

Network +: Deep; +: Single (hidden) layer; —:
complexity Single neuron

Adaptive | v/V: Yes (neurons and layers); v: Yes
structure (neurons); empty: No

One pass v: Yes; empty: No

Local | v: (Almost) fully local; empty: No

Table 8.1: An overview of the criteria that the methods are compared by.

There are a few interesting observations to be made when looking at
table 8.2.

First of all, the accuracies of the SNN methods hold up well against the
accuracies of the ANN methods (although accuracy has been reported for
only two of the ANN methods), even though the benchmark datasets are
ANN oriented and the SNN networks tend to be more shallow as compared
to the ANN networks. However, this is probably due to the benchmark
datasets being relatively simple. For more complex datasets, it is very likely
to see a larger difference in accuracy between the ANNs and SNNs.

Another interesting observation is that out of the reviewed methods,
only those with adaptive structures are able to perform one-pass learning.
This reinforces the notion brought up in chapter 6 that having an adaptive
structure is an important property for methods to perform well in an online
learning setting.

Finally, it is clear from table 8.2 that out of the methods in the overview,
only SNNs are able to be implemented using local learning rules. This
coincides with the conclusion of chapter 7 that SNNs are uniquely suited for
on-chip learning, as compared to ANNs.
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Table 8.2: An overview of the methods that have been reviewed in this
paper. See table 8.1 for an overview of the criteria that these methods are
compared by.
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Chapter 9

Conclusions

As stated before, there are some limitations to the results found in chapter
8. The accuracy metric may not be the most relevant in the context of
online learning, and several of the methods discussed do not even report
accuracy. Additionally, the other criteria that the methods are compared
by are mostly qualitative rather than quantitative. The development and
widespread usage of quantitative measures relevant to online learning would
greatly help in meaningfully comparing online learning methods.

Since there are a great number of both ANN and SNN methods that
fall within the scope of this paper, it it not reasonably possible to review
all of them. Therefore, a representative selection was made among the most
established but also more recent state-of-the-art online learning methods.
However, future research may be able to provide a more complete overview
of online learning approaches simply by discussing more methods.

To conclude, both ANNs and SNNs have methods that allow them to
incrementally learn from a data stream. Similarly, for both ANNs and SNNs
there are methods with an adaptive structure. This adaptive structure al-
lows online learning methods to dynamically find an optimal network size,
and gives these methods the ability to perform one-pass learning and adapt
to concept drift. In fact, as found in chapter 8, having an adaptive structure
seems to be the key factor in enabling methods to perform one-pass learning.
In short, having an adaptive structure is an important property of online
learning methods.

Backpropagation allows ANNs to effectively train deep networks. This
can be done to some degree in online settings, although there are issues
regarding computational complexity and concept drift adaptation. SNNs
can approximate backpropagation, but this generally has to be done using
BPTT making it very inefficient and unsuitable for online learning. All in all,
although backpropagation is a powerful learning algorithm, its applicability
to online learning seems limited. There are, however, promising results on
approximating backpropagation using almost fully local learning rules for
SNNs on neuromorphic hardware.

Both ANNs and SNNs are able to be implemented on neuromorphic
hardware. On the one hand, although neuromorphic hardware significantly
increases the speed and the energy efficiency of training, backpropagation
in ANNs cannot be efficiently implemented using on-chip learning. On the
other hand the precise timing characteristics spikes allow SNNs to encode
information sparsely. This sparsity along with the event-driven nature of
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spikes allow SNNs to be implemented in a highly asynchronous and energy
efficient way on neuromorphic hardware. Together with the ability to learn
using spatially and temporally local information, this in turn allows for
very fast, scalable, and low-power on-chip learning. In summary, SNNs
are uniquely suited for online learning as compared to ANNs, especially in
real-time and on edge devices.
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