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1 Introduction

The remarkable adaptability of biological intelligence, rooted in its ability to draw upon past
experiences to navigate novel situations, has inspired research in both psychology and education,
leading to the concept of meta-learning [19, [7], the ability to learn how to learn. In an unfamiliar
European city, one they’ve never visited before, individuals can likely navigate their way to the
city’s central square with ease by looking for the towering spires, a visual clue that indicates the
presence of a cathedral. Their ability to do so is guided by prior experiences in various European
cities, where it’'s common to nd a cathedral at the heart of the city. In essence, they employ
a meta-learning approach to tackle this challenge. By leveraging accumulated knowledge and
experiential information, organisms exibly adjust their actions, learn from their experiences,
and e ectively solve new challenges. This fundamental aspect of intelligence aligns with the
core principles of meta-learning, driving signi cant e orts to explore its potential applications
in both biological and arti cial intelligence systems. Meta-reinforcement learning (meta-RL)
serves as a domain within arti cial intelligence that seeks to replicate and understand this
adaptive capacity in decision-making processes [3], 22], 37]. Alternatively, cognitive neuroscience
explores the neurobiological mechanisms of meta-learning, particularly in the hippocampus,
where cognitive maps aid navigation [29], and in the prefrontal cortex, due to its hypothesized
role in inference and generalization [5]. This study bridges theory and behavior by employing a
deep learning model (variBAD [40]) to analyze how arti cial agents seek information in a meta-
learning framework, shedding light on information-seeking dynamics and implications for both
arti cial and biological intelligence. The next two sections provide a more in-depth explanation
of the concept of meta-learning, delving into it from both Al and Neuroscience perspectives.
The last section explains the novelty of the present study.

1.1 Meta-RL with Task Uncertainty for Optimal Decision-Making

Introduction to RL and Exploration-Exploitation Tradeo  Reinforcement Learning
(RL) is a eld of machine learning focused on enabling agents to learn how to make decisions
by interacting with an environment [34] from which rewards can be gained. A key challenge
in RL is striking the right balance between exploration and exploitation. Exploration involves
trying out new actions to gather information about the environment and potentially discover
better strategies. Exploitation, on the other hand, involves the utilization of strategies that
have proven e ective in the past to maximize immediate rewards. Regarding exploration, two
crucial insights can be highlighted. Firstly, exploration is vital for reducing uncertainty about
the underlying mechanisms of the environment and potential rewards. It can be compared to
the experience of discovering hidden treasures when exploring a novel environment. However,
it’s essential to explore strategically, focusing on uncertainty that a ects future rewards and
not on irrelevant areas of the state space. Secondly, there’s a trade-o between exploration
and exploitation, where gathering information might sacri ce immediate rewards. Balancing
exploration and exploitation is necessary to maximize cumulative rewards over time.

Introduction to Meta-RL In traditional RL, an agent is typically trained for a speci ¢
task/environment, and its learned set of rules may not generalize well to di erent tasks. Meta-
RL takes RL to the next level by addressing a fundamental question: How can an agent learn
not just how to perform a speci c¢ task but also how to learn and adapt quickly to new tasks?
Meta-RL aims to equip agents with the ability to adapt rapidly to novel tasks or environments
[3]. In meta-RL, there are usually three main components. The rst is a model with memory
(a recurrent network that maintains a hidden state [14]). This memory enables the agent to
retain information about past experiences and use it to adapt to new tasks. The second is a
meta-learning algorithm that refers to how to optimize the model weights to optimally solve
an unseen task at test time. It’s the part that equips the agent with the ability to learn how



to learn. The last component is a distribution of tasks or environments. Instead of training
for a single task, agents are exposed to a variety of tasks, which encourages them to learn
generalizable strategies.

Variational Bayes-Adaptive Deep RL (variBAD) To nd the best way for an agent
to explore its environment e ectively, there's a specialized technique called the Bayes-adaptive
Markov decision process (BAMDP) [15], which will be further explained in section 2.2. It
can be seen as a set of rules that helps the agent make the best decisions considering all
the information it has and dealing with the fact that the environment can be uncertain and
unpredictable. The main goal is to maximize rewards, even under uncertainty. However, nding
this optimal set of rules, known as a Bayes-optimal policy, is incredibly challenging, especially
for complex tasks. To tackle this challenge, researchers proposed a solution called variational
Bayes-Adaptive Deep RL (variBAD) [40] which makes use of model-based deep learning in a
meta-learning framework to perform approximate inference in an unknown environment while
incorporating task uncertainty. At its core, this approach employs a variational autoencoder
network [23], the details of which will be elaborated in Section 4. We can think of it as a smart
assistant that helps the agent to make the best decisions in a very unpredictable environment,
making exploration more e ective.

1.2 Neural Mechanisms of Adaptive Navigation

In recent years, considerable research has focused on understanding the neural mechanisms
underlying biological learning, particularly in the hippocampal formation [28] 33|, [26,[31]. The
hippocampus is recognized as a key brain region involved in learning and memory processes [27].
Cognitive map theories propose that neural representations within the hippocampus function
as mental maps, enabling goal-directed navigation in familiar environments([35, 27]. In a novel
approach, Ambrogioni and Olafsdbttir [1] explore the potential of cognitive maps for navigating
uncertain or unfamiliar environments. They introduce the concept of a cognitive meta-map (see
Figure 1 taken from [1]), which suggests that the hippocampus serves as a computational module
for meta-learning. This framework integrates representations of known environments with pre-
existing templates of possible future environments, creating a uni ed meta-representation of
accumulated learning. Within this framework, the hippocampal meta-network encodes both
information states, re ecting the animal's state of knowledge, and information sources, which
facilitate transitions and reduce uncertainty. This theoretical perspective o ers insights into
the role of the hippocampus in adaptive navigation and the potential use of cognitive maps in
novel contexts.

1.3 Contributions

In this study, the goal is to put the theoretical framework proposed in [1] into practice from

a behavioral perspective, leveraging the capabilities of deep networks, speci cally the variBAD
model in a di erent environment than the one proposed in [40]. By employing variBAD, this
study seeks to bridge the gap between theory and practice, shedding light on how the agent's
behavior aligns with the proposed theoretical framework. Speci cally, we're interested in how
the agent seeks information while moving from a state of low information to a state of high
information. It can be compared to the process of a detective gathering evidence and gradually
solving a complex mystery. By monitoring the agent's information states, the goal is to gain
a deeper understanding of the agent's information-seeking behavior in the context of meta-
learning.



Figure 1: Cognitive meta-map framework: (A) In the past, the animal explored various radial
arm environments and discovered that stepping on a star-shaped platform in the center of the
maze reveals which arm holds a food reward. Hence, in these environments, the central platform
serves as an information source. (B) When the animal nds itself in a new radial arm maze
(a low information state), it can rely on its past experiences in similar environments to quickly
locate the food reward. It does so by running to the center of the maze and stepping on the
central platform. This behavior exempli es information-seeking behavior. (C) After stepping on
the platform, the animal gains knowledge of where the food is located. This reduces uncertainty
thus, transitioning from a low to a high information state. [1]

2 Problem setting and notation

2.1 RL de nition and objective

Reinforcement learning is a process where an agent learns to nd the best actions to take in
various situations to maximize a numerical reward. It involves acquiring knowledge about which
actions lead to the most favorable outcomes in di erent circumstances [34]. A reinforcement
learning problem can be formulated using ideas from dynamical systems theory, in particular
Markov Decision Processes (MDPs). An MDP is de ned by a tupleM = hSA;R;T;To; ; Hi,
whereS is the set of states,A set of actions,R (ri+1jSt; a;; St+1 ) @ reward function, T (St+1]St; at)
the probability of transitioning from state s; to si+1 given action a;, To(Sp) an initial state
distribution, 2 [0;1] a discount factor, and H the horizon. In a standard reinforcement

learning setting, the oqg\sctive is to learn a policy ; that maximizes the expected discounted

reward J ( ) = Er,1! tHO 1 'R(ri+1jst; at; st+1) [40], where the inclusion of the discount

factor accounts for the temporal nature of the task, giving more weight to immediate rewards
while still considering future rewards.

2.2 Bayesian RL de nition and objective

In simple MDPs, the underlying assumption is that the reward and transition distributions
are xed, so once the optimal policy is learned the agent will behave optimally at deployment.
However, in practice, this assumption rarely holds true. In fact, when placed in a novel environ-
ment, the agent relies solely on sensory inputs as its source of information and the underlying
reward and transition functions might di er from the previously learned ones. This prompts a
crucial question: How much information must the agent gather through exploration before it
can behave optimally by exploiting the environment and transferring this acquired knowledge
to new environments? One way to address this challenge is by adopting a Bayesian perspec-
tive in reinforcement learning, which is formalized as a Bayes-Adaptive MDP (BAMDP). The
solution to the BAMDP corresponds to a policy that is Bayes-optimal, e ectively navigating



the exploration-exploitation trade-o to make optimal decisions. In fact, since the agent lacks
access to the true and xed underlying reward and transition functions, it maintains a belief
b (R,T) of the reward R and transition T functions given the agent's experience up until the
current time step. Thus, the optimal policy is a policy that rst explores to reduce uncer-
tainty about the reward and transition distributions and then proceeds optimally once is more
certain about the environment. This formulation allows us to account for uncertainty in the
decision-making process by state augmentation, which refers to the process of extending the
agent's state representation to incorporate its beliefs or uncertainties about the underlying en-
vironment. In the BAMDP framework, the traditional state representation, denoted as s, is
expanded to include an additional component related to the agent's belief or posterior distri-
bution over the model parameters. This augmented state is often referred to as a hyper-state
and is represented as* . The hyper-state, s*, combines the original state,s, with the belief or
posterior distributiondenoted as b, resulting in s* = (;b). The objective changes accordingly:
3°()= B fo 7 'RT mmisiiagsh,  [40]

Despite the power of the BAMDP framework, it is often intractable for larger tasks due to
three main reasons. Firstly, uncertainty in model parameters makes it challenging to accurately
estimate the reward and transition models. Secondly, updating the belief or computing the
posterior distribution can be computationally intractable. Lastly, planning within the belief
space becomes challenging due to the high dimensionality and complexity of the problem.

To address these challenges, the variational Bayes-Adaptive Deep RL (variBAD) approach [40] is
proposed. It simultaneously addresses multiple objectives. It involves meta-learning the reward
and transition distributions, acquiring the skills to perform inference in an unknown Markov
Decision Process (MDP), and utilizing the learned belief to maximize expected discounted re-
turn J *. By integrating these components, variBAD o ers a solution to the intractability issues
encountered in BAMDPs and enables e ective decision-making in uncertain environments.

2.3 Meta-RL de nition and objective

In contrast to standard RL, where the focus is on learning a policy, meta-RL seeks to learn the
RL algorithm itself, f, which outputs the policy parameters = f (D). Meta-reinforcement
learning (meta-RL) uses a two-level learning approach. The main RL algorithm, calledf, is
controlled by meta-parameters , which are learned to optimize the meta-RL objective. This
algorithm, denoted asf , directly determines the policy . The meta-RL process involves
two loops: the outer-loop and the inner-loop. The outer-loop focuses on optimizing the meta-
parameters , while the inner-loop adapts the policy based on the environment. To train the
inner-loop to adapt quickly to new environments, we need a set of training environments (MDPS)
that share common elements (state and action spaces) but have di erent rewards, dynamics,
and initial states. This training process helps improve the performance of the inner-loop in
new situations. In meta-reinforcement learning, we evaluate how well the algorithm performs
by looking at the rewards it gets when it tries di erent tasks. There are di erent scenarios in
meta RL, and the evaluation metric can vary depending on the speci ¢ scenario, whether it is
a time-constrained exploration where the priority is to nd good policies quickly, or in cases in
which more importance is placed on the optimality of the nal policy. These di erent scenarios
lead to di erent ways of exploring and learning. The meta-RL objective that captures these
di erent approaches can be summarized as follows: \Try di erent tasks, see how well you do
on each of them, and learn to adapt quickly to new tasks." [3]



3 Related work
3.1 Approaches to Meta-RL

Gradient-Based and Probabilistic Meta-RL Methods To solve the meta-RL objective
various approaches can be taken. Model-Agnostic Meta-Learning (MAML) [16] enhances ex-
isting RL algorithms by optimizing their initial policies through gradient descent. It collects
data with the initial policy, updates parameters for each task using policy gradient steps, and
computes a meta-gradient to guide the outer loop optimization. This approach boosts perfor-
mance on multiple tasks. Moreover, the Probabilistic Model-Agnostic Meta-Learning (Prob-
MAML) [17] extends the MAML framework to a probabilistic setting, introducing the notion

of uncertainty-aware approaches in meta-RL. In Prob-MAML, the parameters of the initial
policy are treated as random variables, and the uncertainty associated with them is taken into
account during meta-training and adaptation to new tasks. This probabilistic treatment allows
for better handling of task uncertainties and improves the overall robustness of the learned
policies. Additionally, the paper by Gupta et al. [22] introduces a novel approach to meta-RL
that focuses on learning exploration strategies for e cient exploration in reinforcement learning
tasks. The key idea behind this approach is to meta-learn a structured exploration space. This
means that instead of directly learning a single exploration policy for each task, the algorithm
learns a higher-level strategy for exploration that can be adapted to various tasks.

Recurrent Networks and Model-Based Approaches in Meta-RL Other approaches,
use instead recurrent neural networks (RNNSs) in their inner loop to adapt to di erent tasks
using past experiences and maximize rewards for fast adaptation (R4, [37], [14]). In RL?,
during each time step, the network receives an auxiliary input consisting of the previous action
and reward. This setup enables online learning within a task, with the entire process taking
place within the dynamics of the recurrent network. Similarly to RL 2 [14], variBAD [40] uses
recurrent units. However, RL? is considered amodel-free meta-RL approach since the loss is
explicitly constructed to maximize the reward without explicitly modeling the environment. By
contrast, the variBAD [40] approach can be considerednodel-basedbecause it incorporates a
learned model of the environment. It aims to meta-learn the reward and transition functions
and perform inference within the unknown MDP. By maintaining a belief over the latent space
variBAD leverages this model-based representation to guide decision-making. In this context,
the latent space can be conceptualized as a lower-dimensional space within the neural network
where the input data is transformed and encoded to capture essential but abstract features
or information relevant to the agent's understanding of its environment, beliefs, knowledge, or
uncertainty.

3.2 Meta-RL in Neuroscience

Decision-Making: Insights from the Two-Step Task Paradigm The eld of meta-RL is
gaining signi cant interest within behavioral neuroscience due to its potential connection to the
brain's learning mechanisms [36] and to di erentiate between various decision-making systems
[11]. Particularly, the \two-step task" paradigm [10] was designed to distinguish between a
model-free system that stores action values in states (e.g., TD(1) Q-learning; see [34]) and a
model-based system that constructs an internal environment model, evaluating action values
during decision-making through look-ahead planning [11]. The \two-step task" paradigm is
widely used in neuroscience to investigate decision-making processes and cognitive functions.
Participants or animals are presented with decisions in two stages, where the rst choice sets
the context for the second step [10]. A simple two-step task used in human studies might
look like this: participants may rst choose between two abstract symbols, such as a circle
and a square. Depending on the chosen symbol, a second set of symbols, such as a star and



a heart, may be presented, and the participants have to make a second decision based on the
information from the rst step. For example, the circle leads to star 70% of the time and to
heart 30% of the time, while the opposite is true when choosing the square (i.e. star occurs
30% of the time and heart occurs 70% of the time). In the second stage of the task, every
choice is linked to a certain chance of obtaining a reward. This probability undergoes gradual
changes over time, necessitating ongoing learning to e ectively complete the task. The subject's
primary objective is to maximize rewards during the second stage. In an ideal scenario, this
would involve recognizing the most rewarding second-stage option (e.g., star) and making rst-
stage choices that increase the likelihood of achieving this outcome (e.g., selecting the rst-stage
choice, circle in this case, that leads to star with a 70% success rate). These tasks show the
distinction between model-free decision-making, based on immediate rewards, and model-based
decision-making, involving mental models used to anticipate the consequences of actions. For
instance, model-free decision-making involves forming direct associations between actions and
their immediate rewards based on past experiences. Model-free decision-makers do not create
an explicit internal model of the task but instead rely on learned action-value estimates. They
simply choose actions that have yielded higher rewards in the past without considering the
underlying task structure. In contrast, individuals who adopt a model-based strategy may show
the ability to consider the hierarchical structure of the task. They are likely to be sensitive to
the information provided in the rst step and use it to guide their decisions in the second step.
Model-based decision-makers may exhibit cognitive exibility, as they can adapt their choices
based on changes in the task context or environment. The behavior observed in two-step
tasks provides insights into how individuals integrate information across stages to guide their
decisions. Studies [2, 10] have shown that human decision-making often involves a combination
of both model-based and model-free strategies, with individual variations depending on factors
like task complexity and cognitive abilities.

Hierarchical RL in Decision-Making Moving to the brain, reinforcement learning (RL)
has had a signi cant impact on cognitive science and neuroscience, with recent studies exploring
the potential of model-based RL and hierarchical RL (HRL) in human decision-making [6]. The
approach involves a hierarchical RL model with a high-level planner for long-term planning and a
low-level executor for action execution, incorporating an internal model. The prefrontal cortex is
associated with high-level decision-making, while the basal ganglia facilitates lower-level action
execution in this framework. Neuroscience research on reward-based learning has traditionally
relied on a model where dopamine strengthens connections between situations, actions, and
rewards [12, 25]. However, recent ndings challenge this standard model. Drawing on insights
from arti cial intelligence, the theory explained in [36] suggests that the dopamine system trains
the prefrontal cortex as a separate learning system, o ering a more comprehensive explanation
for a wider range of observations. In Al this type of hierarchical RL can be conceptualized by
the use of the latent space. For instance, [9] learn a latent space comprising low-level skills that
can be controlled by a higher-level policy.

Hippocampal Learning: Cognitive Maps and Meta-Learning Theories In conjunc-
tion with the prefrontal cortex, another brain area has been linked to the (meta-)RL paradigm.
The hippocampus is considered a central hub in the neural networks responsible for learn-
ing. Abundant experimental evidence supports the notion that hippocampal neurons (place
cells [28]) encode cognitive maps representing familiar environments [29]. During sleep, time-
compressed replay [39] of place cell activity consolidates new cognitive maps [18, 20], while
replay during immobile awake periods supports planning and recall [8, 30]. While place cells’
ring locations di er across environments, recent research challenges the idea that each new
hippocampal spatial map re ects entirely novel synaptic connections, as it would be computa-
tionally expensive and inconsistent with animals' rapid learning and quick adaptation [24, 32].



In addition, research suggests that hippocampal learning may rely on pre-existing structural
biases. Studies have shown that future place cell representations can be partially predicted from
previous place cell activity before an animal's initial exploration of an environment, known as
preplay [13, 21]. Additionally, novel hippocampal maps and replay can form within minutes
of exploring a new environment [4, 38]. In their opinion article, Ambrogioni and Olafsdbttir

[1] propose a novel theoretical framework that incorporates biological meta-learning, suggest-
ing that cognitive maps in the hippocampus represent a comprehensive map encompassing all
possible states of knowledge for an animal. Within this meta-map, spatial maps hold specic
positions where knowledge is fully formed. Each state within the meta-map represents a super-
position of multiple potential environments (due to uncertainty), with weights determined by
their relative posterior probabilities. All these activated environments are going to collapse into
a single one spatial representation through the acquisition of information along the way. The
present study does not utilize the superposition property, but instead, the agent's uncertainty
is represented by the variance encoded in the latent variablan. As the agent gathers more
information during its exploration, the variance decreases, indicating increased certainty about
the environment and goal location. This decreasing uncertainty enables the agent to accurately
identify and navigate toward the goal.

4 Methods

This project aims to examine how an agent's behavior in navigational tasks is in uenced by

its knowledge at each time step. To track the agent's knowledge (information states/beliefs),

a simulation approach is employed by introducing cues that allow us to keep track of the

amount of information available to the agent at each moment. By exposing the agent to diverse
environments, it is compelled to transfer knowledge from one environment to another in order
to determine the location of the goal and receive a reward. This setup enables the investigation
of the problem within a meta-learning framework.

4.1 Architecture

The deployed architecture is the one proposed in [40] shown in Figure 2. It comprises a varia-
tional autoencoder [23] responsible for inferring the posterior distribution over task embeddings
m, enabling the prediction of past and future states, and rewards based on the current ones.
The second component is a policy network that conditions the policy on the encoded belief,
allowing for optimal resolution of the exploration-exploitation trade-o . In particular, there are
three main components:

1. The encoderq parameterized by learns a posterior distribution over m conditioned on
the latest action a, current state s, and reward r;

2. A decoder that learns the approximate reward pR) and transition (p") distributions
parameterized by ;

3. The policy  parameterized by will act in the environment by learning the probability
over the next action. It depends on the current state and belief coming from the encoder.

4.2 Experimental Design

The modi ed formulation of the architecture introduces slight changes to the environment and
input representation while maintaining the overall structure. Instead of using two vectors (x,
y) to represent the agent's location ;) in a grid world, a 1D vector (x) is now employed to
indicate the animal's position along a circular environment. The experimental design involves a



Figure 2: variBAD network: it utilizes an RNN to process a sequential data stream consisting
of states, actions, and rewards. This processing generates a posterior distribution, denoted as
g (mj :t), over task embeddings. To train this posterior, a decoder is employed to predict
past and future states as well as rewards based on current states and actions. The policy, which
is trained through RL, relies on the posterior distribution to make decisions and interact with
the environment [40].

circular maze divided into 18 cells of equal size, where the agent receives a reward of +1 when
it nds the goal and stays there for at least one time step (refer to Figure 3) and a penalty
of 0:1 on non-goal cells. The amount of reward an agent accumulates while staying at the
goal is directly proportional to the time spent in that location. For instance, remaining at the
goal for 5 time steps results in a reward of +1 5 =5. The same principle applies to non-goal
locations, with the addition that the penalty is given even if the agent passes through the area
without necessarily staying for at least one time step. This design encourages the agent to
reach the goal as soon as possible, minimizing unnecessary wandering. To e ectively track the
agent's current information state, a cue is placed as a marker in a xed location indicating the
environment in which the animal is present, speci cally where the goal is located. The cue is
visible when the animal is at the cue location and not from adjacent segments. Initially, the
animal lacks any knowledge regarding its environment (see Figure 3a). However, upon visiting
the cue, without necessarily staying there, as shown in Figure 3c, the agent associates the cue
with the goal's position, enabling it to proceed directly towards the goal, depicted in Figure
3d. As the agent navigates through the environment, as depicted in Figure 3b, we can observe
the progressive accumulation of knowledge, starting from a state of complete ignorance (initial
point) and reaching a state of complete information. Figure 3 represents one of the 18 possible
environments, i.e. possible goal locations depending on the cue. For illustrative purposes,
Figure 4 shows other tow possible con gurations.

5 Experiments

In the context of the circular maze described above, the agent's actions are limited to moving
forward (in a counterclockwise direction) or staying in place. In the Markov Decision Process
(MDP) setting, the horizon (maximum number of steps) is denoted asH, with a value of
30. However, in the Bayesian Adaptive MDP (BAMDP) setting, the horizon is extended to
o= H, resulting in a horizon of 120. This extension allows the agent to be trained
for 4 MDP episodes, maximizing its performance. In each episode, consisting of 4 rollouts,
after reaching the maximum of 30 steps, the agent is reset to its initial position while retaining

the knowledge it has acquired about the environment. The goal location remains unchanged



(a) State of very low (zero) information. (b) Navigation in a low information regime.

(c) State of full information. (d) Goal reached.

Figure 3: Hand-picked maze to illustrate the experimental setup and exemplify the desired
behavior. The agent is represented by a mouse-like entity, which, upon encountering the cue
(depicted as a star), aims to navigate directly toward the reward location (represented by drops
of water). In Figure 3a, the agent is depicted in a state of complete uncertainty regarding the
goal's location, representing a zero information state. This is evident from the uniformly colored
cells throughout the environment, indicating a uniformly distributed belief over all possible
locations. As the agent navigates through the environment (Figure 3b), it encounters the cue,
as shown in Figure 3c. The cue serves as a crucial piece of information, revealing the true
location of the goal. Consequently, the agent's belief becomes concentrated solely on the goal
location, causing all cells except the goal location to turn white in the gure. Finally, in Figure
3d, the agent successfully reaches the goal location, which is re ected in the visualization. This
progression demonstrates the agent's ability to transition from a state of complete uncertainty
to a state of certainty by leveraging the information obtained from encountering the cue.

Figure 4. Other possible environment con gurations.

throughout the 120 time steps. The agent and the environment are fully reset when all 4
rollouts are over (the limit of 120 steps is reached). The optimal strategy, from a Bayesian
perspective, is for the agent to explore until it nds the cue, which tells the agent where the
goal is, and go to the goal. Upon nding the goal, the agent should remain at the goal until
the end of the episode and return to it when reset to the initial position in the next rollout.

To assess the agent's behavior under various conditions, several experiments were conducted.
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These experiments involved modifying the positions of the goals. The position of the cue is
always the same. For practical reasons in the following plots coming from the experiments,
the cue looks always the same, as a black cell, but the reader should keep in mind that in a
real-world maze, the cue would look di erent according to where the goal is located, as shown
in Figure 4. By analyzing the agent's performance in these di erent scenarios, valuable insights
into its behavior and adaptability can be gained.

Experiment 1: Two xed goal locations One of the initial experiments was set in a
simpli ed scenario featuring a basic environmental constraint where there are only two potential
goal locations, i.e. two possible environments, and the agent's starting position was randomly
assigned.

Experiment 2: Random goal locations The current experiment extends upon the ndings
of the previous one by introducing a more generalized scenario. Speci cally, the goal can now
be positioned in any of the 18 available locations, corresponding to the total number of cells in
the environment

6 Results

6.1 Experiment 1

Over the course of 100 iterations, where one iteration consists of 120 steps, the agent successfully
memorized the two rewarding locations. Notably, two distinct behaviors emerged during the
learning process:

1. When the agent started its exploration with the cue behind, it demonstrated a strategy of
attempting to locate the goal by spending some time in its current position. If remaining
in the position resulted in a reward, the agent would continue to stay there (Figure 5b).
However, if no reward was obtained, the agent would proceed to explore and move forward
to search for the alternative goal (Figure 5c).

2. In contrast, when the agent initiated its exploration positioned before the cue, it was
unavoidable for the agent to pass by the cue. Recognizing the signi cance of the cue in
providing access to the true reward location, the agent focused its belief exclusively on the
correct location. Consequently, the agent directly navigated toward the correct location
without stopping at any other positions along the way (Figure 5d).

6.2 Experiment 2

Experiment 1 highlighted the importance of the cue in guiding the agent toward the goal, but
its value was only realized when the agent was required to visit it. The results of the cur-
rent experiment can be seen in Figure 10 of Appendix A. The plot reveals a clearer picture of
the agent's uniformly distributed knowledge across all potential locations (highlighted in pink).
Moreover, once the agent visits the cue at time step 15, its information state becomes highly
focused on the actual goal location. This behavior o ers a more informative perspective on the
study's core objective. For this reason, the following analyses rely on the data and insights
derived from this particular experiment.

The initial step in assessing the agent's performance involves analyzing its average reward ac-
cumulation across multiple iterations as shown in Figure 6.

Another informative plot to consider is the average frequency of the agent's visits to the cue
over the course of iterations (refer to Figure 7). Following an initial decline, there is a notice-
able upward trend as the agent gradually learns that visiting the cue is a crucial step toward

11



(a) Initial con guration.

(b) Start after the cue, stopping on the rst goal.

(c) Start after the cue, stopping on the second goal.

(d) Start before the cue.

Figure 5. Experiment 1. Subsection of the full trajectory shown in Figure 9 of Appendix
A depicting the agent's exploration (red rectangle) in an environment with two possible goal
locations (green rectangles). A xed cue (black cell) is present. Pink shadows represent the
agent's belief, darker pink denoting higher certainty about the goal's location. Figure 5a displays
the initial con guration before training the network. At this stage, every cell in the environment
appears pink since the agent has not acquired any speci ¢ knowledge, suggesting that the goal
could be located anywhere. Figure 5b illustrates the agent's learning progress over iterations,
with concentrated beliefs in two speci ¢ goal locations. The agent explores after a cue, staying
at the rst location if rewarding, otherwise moving to the second rewarding location (Figure
5¢). In Figure 5d, the agent explores before reaching the cue, passing by it. Upon reaching the
cue (Episode 1, time step 8), the agent accesses the true goal location, shown by a darker pink
color, while the other location fades.
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Figure 6: Average reward accumulation across multiple iterations.

Figure 7: Average number of times the animal visits the cue as a function of the number of
iterations.

successfully reaching the goal.

Besides the apparent behavior of the agent highlighted in the last two plots, it is also interesting
to look at what the network is learning (Figure 8). Figure 8a displays the reward predictions,
with each line representing a cell in the environment and the value indicating the probability of
receiving a reward at that speci c cell (where the black line is the average reward). As the agent
accumulates more data, more cells are gradually excluded from potential rewardp(r = 1) = 0),
eventually aligning with the true reward function once the cue is visited thus, the agent knows
the location of the goal. In Figure 8b, the 5-dimensional latent space can be visualized, with
separate sub-plots displaying the mean and variance of the latent variablen. Notably, when the
agent locates the goal by visiting the cue, the posterior belief becomes more focused, indicated
by a signi cant decrease in variance approaching zero, and the mean converges to a xed value.
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(a) Reward predictions.

(b) Latent space.

Figure 8: Behaviour of the agent for Experiment 2 shown in Figure 10. (a) Decoder's predictions
of reward probabilities for each cell (colored lines and average reward in black) while interacting
with the environment. (b) Representation of the latent space: each line corresponds to a latent
dimension, with the average shown in black.

7 Discussion

The average reward plot, depicted in Figure 6, assumes a pivotal role in evaluating the behavior
of the RL agent. The rising average reward curve signi es an improving performance pro le.
Furthermore, this plot serves as a window into the agent's learning journey, illustrating its
adaptability as it ventures through the environment. Initially characterized by lower rewards
during exploration, the curve ascends as the agent accumulates experience and knowledge,
re ecting an enhanced understanding of the task. Additionally, the plateaux reached after
roughly 15000 iterations serves as a convergence indicator. This stability suggests the agent
may have reached a point of diminishing returns in its learning process, possibly converging to
an optimal or near-optimal policy.

While the average reward plot is a crucial tool in evaluating the performance of RL agents,
its adequacy falls short in this speci ¢ scenario. Our primary objective here is not merely for
the agent to reach the goal but, more importantly, to grasp the association between the cue
and the goal. This association is not explicitly modeled from our side because is the type of
implicit learning that we expect the agent to acquire thus, the agent is explicitly rewarded only
upon reaching the nal goal, not for interacting with the cue locations. Consequently, while the
reward plot may suggest implicit learning success, it fails to provide a clear indication of whether
the desired cue-goal association has been acquired. It is possible that the agent reaches the goal
by chance and continues to collect rewards by remaining there, without truly understanding the
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critical association we seek to uncover. Hence, it becomes crucial to introduce an additional
metric into our evaluation framework: the average frequency of cue visits (Figure 7). This metric

0 ers a more precise and direct means of assessing whether the agent has genuinely learned the
association we are investigating. By tracking how often the agent returns to the cue locations,
we gain a more accurate estimation of its understanding of this pivotal cue-goal connection.
The average number of visits to the cue converges to a particular value, in uenced by the
experimental design and the inherent randomness in the agent and goal location placement.

" When the agent begins its journey after the cue, it can ideally visit the cue just once,
primarily in the rst rollout. This initial visit is crucial for accessing the goal's location.
In subsequent rollouts, the agent already knows the goal's location, allowing it to head
directly toward the goal without revisiting the cue.

However, if the agent's starting position precedes the cue, it must pass by the cue to reach
the goal. In this scenario, the cue is visited at least four times, once in each of the four
rollouts, as a necessary step to reach the goal.

In a unique scenario where the goal is positioned at the same location as the cue, the
agent remains at the cue location until the end of the episode. This situation leads to a
considerable increase in the average cue visits and extends the time spent at the cue.

This supplementary analysis enriches our evaluation, allowing us to delve deeper into the agent's
capacity to learn and apply this association e ectively.

Analyzing gures 6 and 7 before reaching complete convergence is a worthwhile endeavor. We
can see the transition from an initial exploratory phase, possibly characterized by random
search, to a more structured cue-visiting strategy. The agent adapts its actions and strategies,
by visiting the cue more often, as it gains experience, re ected in an increased average reward,
potentially uncovering distinct phases or behavioral patterns during the learning process.

8 Conclusion, Limitations, Future Directions

In this study, we explored the eld of meta-RL from both an Al and neuroscience perspective.
By connecting recent advancements in Al, speci cally, the variBAD framework proposed by [40],
with insights from neuroscience, particularly from [1], we have gained a valuable understanding
of the potential implications and interplay between these two domains.

The variBAD approach, rooted in meta-RL, o ers a computational framework that incorporates
model-based learning. This framework has revealed several intriguing parallels with the func-
tioning of the brain, particularly the hippocampus, which guides adaptive navigation and serves
as a computational module for meta-learning by the use of cognitive maps in novel contexts.
By introducing a latent space representation capturing task uncertainty, variBAD enables the
policy to strike a balance between exploration and exploitation in real-time decision-making,
mimicking the cognitive exibility observed in humans and animals. Finally, this study empha-
sizes the importance of information states or beliefs in the agent's decision-making process. By
simulating and encoding the agent's knowledge through cues, we demonstrated the signi cance
of task representations and the transfer of knowledge across di erent environments, depicted by
the 18 possible goal locations. Notably, the presence of the cue adds complexity as learning the
association between the cue and the goal is non-trivial. When the agent is \forced" to visit the
cue before reaching the goal, the association is learned faster. Conversely, if the agent encoun-
ters the cue after discovering the goal, it memorizes the locations of rewards and disregards the
cue, focusing solely on reaching the reward associated with the current goal. This behavior is
observed speci cally in scenarios with two potential goal locations, as it appears simpler and
more time-e cient to learn the reward locations rather than following the cue. However, when
the goal can be located anywhere, it becomes impractical to stop in each cell and verify the
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presence of a reward. In such cases, visiting the cue becomes the optimal behavior, resembling a
setup closer to real-world conditions. These observed behaviors highlight the agent's remarkable
ability to adapt its decision-making strategy based on the contextual information available at
the beginning of each iteration. By taking into account the number of rewards and the initial
position, the agent e ectively adjusts its balance between exploration and exploitation, opti-
mizing its chances of reaching the rewarding locations. As mentioned in the Discussion section
and as it can be inferred from the plots, the agent slowly switches from a more exploratory
behavior by trying random actions, to a cue-visit strategy by exploiting the learned association
between cue and goal to get the maximal reward.

The current limitations of the study are two-fold, characterized by the simplicity of the task
and the exclusive use of a single environment shape. An extension of this work might involve
exploring alternative environments, as the approach taken by the neuroscience student Yuheng
Shi supervised by Dr. H. Freyja Olafscbttir 1. Despite the above-mentioned limitations, this
study highlights the potential of Al and computational models to inform and inspire experi-
mental design in neuroscience. It serves as an exemplar of how these models can inform and
shape neuroscienti ¢ research hypotheses, ultimately reducing the cost and time required for
animal-based experiments. By adopting the principles of meta-RL, Al researchers can design
experiments that more closely resemble real-world decision-making scenarios, capturing the
complexity and exibility of behavior observed in naturalistic settings. This can lead to a
deeper understanding of the neural circuits and mechanisms underlying decision-making and
action control.

!Donders Institute for Brain, Cognition & Behaviour, Radboud University, Nijmegen, the Netherlands
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