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Abstract

Learning and anticipating sequential visual events is essential in daily life. Resulting
visual expectations have been shown to strongly influence perception. However, the
underlying neurocomputational representation of such sensory, relational knowledge is
less well understood. Drawing on insights from predictive representations in reinforcement
learning, we propose that the successor representation (SR) might be a suitable model
to explain sequential anticipatory activity in the visual cortex, called preplay. To test
this hypothesis, we derived predictions from the SR theory and investigated whether
preplay activity patterns in V1 are in line with those predictions. Indeed, using functional
magnetic resonance imaging (fMRI), we found that after learning a non-linear sequence of
four successively presented dots, presenting any of the dots individually elicits anticipatory
activity solely at the retinotopic locations of the future dots but not at those preceding
the shown dot. At the same time, we did not find any evidence for preplay in V2 and
argue that low-level explanations are unlikely to cause the absence of preplay. Our results
indicate that preplay in V1 is consistent with the hypotheses derived from the SR and
that there might be a differential involvement of V1 and V2 in predictively representing a
visual sequences.
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1 Introduction

Visual sequence learning is ubiquitous in a stable environment, like ours, that is governed by
many statistical regularities. Learning those regularities can be used to form expectations
about what is likely to occur in the future and is an essential part of perception (de Lange
et al., 2018; Summerfield & De Lange, 2014). Those expectations acan be temporally-,
spatially- and content-specific (Gavornik & Bear, 2014; Ekman et al., 2017; Bosch et al.,
2014). For example, when watching a familiar movie, one can easily anticipate the next
upcoming scenes, or when looking at a traffic light, one can anticipate at which location
the next light will occur. In order to use this knowledge to guide predictions, one needs
a suitable representation that can achieve an optimal trade-off between flexibility and
computational efficiency (Gershman, 2018).

Previous research has repeatedly shown that prior expectations influence neural activity
in the visual cortex (de Lange et al., 2018; Kok, Failing, & De Lange, 2014; Fiser et al.,
2016; Ekman et al., 2017; Gavornik & Bear, 2014). Often, however, such expectation effects
are investigated on a global, spatially-unspecific level within an entire visual area (e.g., V1)
that makes it difficult to investigate potential retinotopically-specific representations. Thus,
little is known about how the visual cortex might efficiently represent visual statistical
dependencies on a more local, spatially-precise level. In this study, we address this issue
using the phenomenon of preplay or forward-replay (Ekman et al., 2017). Preplay refers
to anticipatory neural activity at retinotopically-defined locations in V1 following learning
of a visual sequence. It has been shown that after learning a sequence of four successively
presented dots ABCD, when showing only dot A the associated retinotopic locations of
B, C and D are predictively activated as measured with functional magnetic resonance
imaging (fMRI; Ekman et al., 2017). In contrast, showing only the last dot D did not
elicit heightened activity at the preceding locations. In the previous study, the sequence
ABCD was presented linearly from left-to-right or right-to-left. However, visual sequences
can also be non-linear and involve statistical dependencies between non-adjacent locations
(e.g., the transition from one movie scene to the next might not involve any spatial
dependencies). Thus, whether preplay can also be elicited from non-linear sequences and
which representational mechanism it might underlie remains unclear.

Insights on how such relational knowledge might be represented can be gained from
literature on reinforcement learning (RL) and how it explains the representation of
space in navigational tasks as well as its neural correlates (Niv, 2009; Gershman, 2018;
Momennejad, 2020; Stachenfeld et al., 2017; Den Ouden et al., 2009). RL is a mechanism
to maximise future expected reward through learning and predicting the values and/or
structure of the environment. There are various forms of RL algorithms of which some
can also explain learning without reward that is usually the case for visual sequences.
It has been suggested that RL algorithms and the resulting representations do not only
underlie spatial knowledge but form a more general coding mechanism including non-
spatial relational knowledge (Behrens et al., 2018; Garvert, Dolan, & Behrens, 2017;
Schwartenbeck et al., 2021; Momennejad, 2020). Thus, the question arises whether this
might also hold for visual sequence learning and be a mechanism to explain preplay.

Typically, two types of RL classes have been proposed to solve navigational or other
sequential tasks: Model-free (MF) and model-based (MB) learning (Daw et al., 2005;
Glascher et al., 2010; Dolan & Dayan, 2013). They exhibit a different trade-off between
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efficiency and flexibility. MF learning algorithms store the values of each state or action
in terms of their expected future reward. No explicit representation of the environment
(e.g., transition probabilities, reward identity, etc.) is formed. Updating the cached values
happens based on reward prediction errors (e.g., via temporal-difference (TD) learning). It
follows that, in its original form, an MF agent does not learn without reward. However, it
has been shown that an essential computation of such algorithms, namely prediction errors,
relates to brain activity also during learning of abstract stimulus-stimulus associations,
when redefining reward as stimulus outcome (Den Ouden et al., 2009). Planning with
an MF representation is computationally efficient as each value of a state or action is
directly accessible in the form of a look-up table (Dolan & Dayan, 2013).

In contrast, MB learning algorithms build a model of the environment that reflects
its transitional structure and reward identity information. The representation is updated
based on state prediction errors and can therefore account for learning with and without
reward (Gléscher et al., 2010). Such a representation allows for flexible updating when the
environment changes, unlike a MF representation. In each state, the agent can select the
optimal next state or action by calculating the expected future reward of each possible
trajectory. For a simple structure, such a planning and representation strategy might
be feasible. However, in a more complex environment it can become computationally
intractable (Momennejad et al., 2017; Dolan & Dayan, 2013).

Given the disadvantages of either algorithm, an intermediate approach called successor
representation (SR) has been suggested (Dayan, 1993). Its learning algorithm is also based
on TD-learning, but instead of learning future rewards, it predicts discounted expected
future state occupancies. The reward function is separated from the representation of the
states (Gershman, 2018; Russek et al., 2017). This yields a representation that encodes
each state in relation to its successor states (i.e., those states that are expected to be visited
in the future) independent of reward. The SR is dependent on the actually experienced
transitions and can also reflect non-adjacent dependencies (Momennejad, 2020). States
that are visited more often are also represented more strongly. Thus, any directionality of
a sequence is reflected in the SR matrix. It has been argued that the SR is more flexible
than a MF learning algorithm and less computationally demanding than a MB algorithm
(Gershman, 2018). The SR has been proposed to underlie the spatial representation of
place cells in the hippocampus (Stachenfeld et al., 2017; de Cothi & Barry, 2020). Place
cells do not only encode a specific location in space but are also predictively active in
anticipation of that location being visited in the future (Mehta, Quirk, & Wilson, 2000).
This finding as well as other hippocampal and entorhinal cortex (EC) firing patterns can
be explained by the SR theory (Stachenfeld et al., 2017; de Cothi & Barry, 2020).

There are compelling conceptual parallels between navigation and vision, as well as
functional links between their neural substrates, the hippocampus and visual cortex. On a
conceptual level, navigation and visual sequences both involve learning and representing the
relational structure between events to enable forward planning and predictions. Similar to
navigational space, visual space can be represented in terms of direction and distance, and
it has been suggested that similar mechanisms might underlie their spatial representations
(Nau, Julian, & Doeller, 2018). Recently, a conceptual link between visual understanding,
navigation and MB-RL has been proposed that suggests a common underlying map-like
representation of visual and navigational task structure (Schwartenbeck et al., 2021). Also
on a neural level, there are functional and anatomical links between the hippocampus and
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visual cortex (Huang et al., 2021; A. C. Lee et al., 2012; Nau et al., 2018). Both show offline
reactivation of past experiences (i.e., 'replay’; Ji & Wilson, 2007; Carr, Jadhav, & Frank,
2011; Bang, Sasaki, Watanabe, & Rahnev, 2018). In the case of the hippocampus, this has
been associated with MB as well as SR learning (Momennejad, 2020; Schwartenbeck et al.,
2021; Russek et al., 2017). Cue-triggered, predictive reactivation of visual events has been
found in the visual cortex (Xu et al., 2012; Gavornik & Bear, 2014; Ekman et al., 2017)
and in the hippocampus (Kok & Turk-Browne, 2018; Hindy, Ng, & Turk-Browne, 2016).
The hippocampus has been proposed to mediate such sensory reinstatement in the visual
cortex (Bosch et al., 2014; Turk-Browne et al., 2010), specifically when there is sequential
structure to it (Finnie, Komorowski, & Bear, 2021). Similar to hippocampal place cells,
V1 cells show activity that is dependent on the agent’s location in space (Fournier et
al., 2020; Haggerty & Ji, 2015) and can be predictively activated in anticipation of a
visual stimulus in a spatially dependent manner (Fiser et al., 2016). Analogously, the
hippocampus also shows dependencies on visual cues (Fiser et al., 2016; Haggerty & Ji,
2015). Similarly, grid cells in the EC that are also involved in spatial navigation have
been shown to encode visual space in terms of a “grid code” in a comparable way to
navigational space (Julian et al., 2018).

Together, this suggests that the SR, as a computational and neural mechanism for
a predictive representation of navigational space in the hippocampus, might also be a
suitable model for a predictive representation of visual sequences (e.g., preplay) in the
visual cortex. To test this hypothesis, we derived the following predictions from the SR
theory and designed an fMRI experiment, based on a previous study by Ekman et al.
(2017), to investigate whether preplay is consistent with those predictions. When framing
one visual event (e.g., the presentation of one dot) as one state, a regular visual sequence
consisting of four dots, ABCD, can be translated into a transition matrix that indicates
which states follow each other (see Figure 1). From such a transition matrix an SR matrix
can be computed (see Figure 1d) where each row is the representation of one state. The
SR matrix can then be used to predict the neural activity pattern elicited in any of
those states. For example, the first row might correspond to the expected neural activity
pattern in V1 after seeing only the first dot (‘being in state A’). One cell might then
reflect the activity at the respective retinotopic location of the stimulus. Similarly, the
following rows might reflect the activity pattern when seeing only the second, third or
fourth dot, respectively. Thus, the SR predicts that any part of a sequence predictively
co-activates its successors states (i.e., states that follow a given state in a sequence) but
not its predecessor states (i.e., states that precede a given state). This has partly been
tested by a previous study on preplay (Ekman et al., 2017). In their study, they essentially
examined the first and last row of the SR matrix by presenting only the first or last dot
of a sequence. Indeed, they found anticipatory activity in V1 following the presentation of
dot A but not D. With the current study, we tested the entire SR matrix and investigated
whether preplay is elicited from any part of a sequence and not only from the start.
We hypothesized that the preplay activation patterns in V1 would be predicted by the
respective rows in the SR matrix. Thus, only successor states but not predecessor states
would be co-activated. Furthermore, the amplitude of the successor state activations is
equal across rows, meaning that the first successor states should be similarly large when
the first, second and third dot is shown. The same should hold for the second successor
states.
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Fig. 1. Experimental design. (a) Stimuli setup. The eight locations where dots are presented. All dot
locations are equally far away from the centre (7° visual angle) and are evenly spaced around the central
fixation cross. (b) Experimental design. One ’full sequence trial’ consists of the successive presentation of
four dots. Each dot is shown for 100 ms and the inter-stimulus-interval (ISI) is 17 ms. On some trials the
last dot is shown with a delay (i.e., an ISI of 170 ms). The subjects’ task is to detect this delay. Any of the
dot locations shown under (a) can be the starting location of the sequence. Here, an example sequence
with starting location 1 is shown. The other trial type is a ’single dot trial’ where only one dot is shown
for 100 ms but is not displayed here. (c¢) The structure of the full sequence ABCD can be translated
into a transition matrix 7. A cell value of one indicates a transition between two states. A value of zero
indicates that there is no transition. (d) The successor representation matrix M can be computed from
the transition matrix with the displayed formula. Here, the matrix is plotted with the discount factor
~v = 0.34 (i.e., the median v value as derived from fitting the V1 preplay amplitude, see Methods section).
I is the 4x4 identity matrix and T is the transition matrix as shown under (c).

According to the SR theory, the predictive activation of successor states is exponentially
discounted with increasing distance within the sequence (i.e., from A to B, B to C and
C to D) independent of physical space (see Figure 1d). The larger the discount factor -
or 'predictive horizon’, the further into the future states are represented. Therefore, we
predicted that preplay in V1 decays exponentially with ‘sequence distance’. We further
explored the behavioural relevance of . For example, subjects that show a longer predictive
horizon might show a better behavioural performance than those with a shorter horizon.
The previous study on preplay did not explicitly test for a decrease in preplay amplitude
(Ekman et al., 2017). Also, in their design, the sequence distance and physical distance
were perfectly correlated since the dots were presented linearly from left-to-right (and vice
versa). To be able to discriminate between spatial and sequence distance and to show that
also non-adjacent visual dependencies can be represented, we chose a non-linear sequence
(see Figure 1b).
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Lastly, it has been suggested that there is a multi-scale SR across brain areas
(Momennejad, 2020). Such that from posterior to anterior regions (e.g., in the hip-
pocampus but also other brain areas) the predictive horizon increases. This would allow
greater forward anticipation in more anterior regions (Brunec et al., 2018; C. S. Lee, Aly,
& Baldassano, 2021). Analogously, we hypothesized that following the visual hierarchy
there would also be preplay in V2, possibly with a larger predictive horizon than in V1.
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2 Methods

The experimental design, data analyses and hypotheses were preregistered at Open
Science Framework (OSF; Kusch, Ekman, & de Lange, 2021) prior to data collection. All
preregistered procedures were followed, besides the deviations mentioned below.

2.1 Participants

Thirty-seven subjects participated in the fMRI study of which two had to be excluded
based on low behavioural performance and excessive motion during scanning (see Exclusion
criteria section). In the final analyses 35 subjects were included (20 females, mean age =
26.5 years, SD = 4.4 years). A target sample size of n = 34 was determined a priori based
on a power analysis (two-sided paired t-test, power = 80%, Cohen’s d > 0.5 and o =
0.05). All participants were right-handed, MRI compatible and had normal-or-corrected
to normal vision. They were recruited from the research participation system of Radboud
University, Nijmegen. Written informed consent was given prior to participation and
followed the guidelines of the local ethical committee (CMO region Arnhem-Nijmegen,
The Netherlands). Monetary compensation was given for participation.

2.2 Visual stimuli

Participants viewed a sequence of four, white dots on a black background. Those dots
could appear at eight different locations. The centre of each of the dot locations was seven
degrees visual angle away from the central, white fixation cross (0.5° visual angle) and
the locations were equally spaced around the centre (distance in polar angle from the
vertical line: 22.5°, 67.5°, 112.5°, 157.5°, 202.5°, 247.5°, 292.5°, 337.5°, see Figure 1a). The
dots had a diameter of 1.2° visual angle. During the learning block outside the scanner,
the stimuli were presented on an XL.2420T BenQ-monitor (1920 x 1080 pixel resolution,
60 Hz refresh rate). Participants were positioned 56 cm away from the screen. During
scanning the stimuli were shown on an MRI safe LCD screen (BOLDscreen 32, 1920 x
1080 pixel resolution, 60 Hz refresh rate). In the scanner, participants were 134 cm away
from the screen and viewed the stimuli via a mirror on top of the headcoil.

One sequence consisted of four successively presented dots (see Figure 1b). During
the full sequence presentation, each dot was shown for 100 ms with a stimulus onset
asynchrony (SOA) of 17 ms. On some of the trials the last dot had a longer SOA of 170
ms that participants had to detect and report via a button press with their right index
finger. The stimulus presentation was 451 ms long if there was no task (i.e., no delay)
and 604 ms long on task trials.

There were eight possible sequences that differed only in the location of the presented
dots. Each of the eight dot locations was a starting location for one of the sequences.
The second dot was always presented opposite of the starting location (180 degrees
clockwise from the start). The third dot was shown 90 degrees clockwise from the second
location and the last dot was on the opposite side of the third location (see Figure 1b).
Therefore, the spatial relations among the dots were constant across the sequences, only
the location of the sequence dots varied. Dots that were part of the sequence are labelled
as ‘preplay dots’. While the remaining four dots at those locations that were not part
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of the sequence are referred to as ‘control dots’. Each subject only saw one of the eight
sequences for the entire period of the experiment. The sequences were randomly assigned
and counterbalanced in frequency across subjects.

2.3 Experimental design

The experiment consisted of three blocks: a learning block, a preplay block and a localizer
block. It lasted a total of 2h.

Learning block: Subjects were familiarized with one of the eight sequences. The full
sequence, consisting of four successively presented dots (ABCD), was shown 352 times
outside and then 160 times inside the scanner (so-called ‘full sequence’ trials). To keep
subjects’ attention on the sequence, there was a delay detection task on 50% of the trials.
Subjects had to detect a timing delay of the last dot (see Visual stimuli section) for which
they had 1 s to respond. After every 30 trials participants were shown their accuracy
of the last 30 trials. During the initial learning phase outside the scanner, participants
received additional feedback after each trial on whether their response was correct or
incorrect through changes in the colour of the fixation cross (green for correct and red for
incorrect answers).

Each trial lasted 1.5 s inside the scanner and 3 s outside the scanner due to the
additional feedback. In the learning phase inside the scanner there were three null events
of 15 s where only the fixation cross was shown. Participants were instructed to maintain
fixation throughout the experiment. During scanning eye movements were measured with
the eye-tracker system Eyelink 1000 (SR Research, Ontario, Canada) with a sampling
rate of 1000 Hz.

Preplay block: The preplay block was divided into three runs of equal duration (about
13 min) during which we recorded functional MRI data. There were 192 trials per run,
thus 576 trials in total. To probe preplay we introduced so-called ‘single dot’ trials where
only one of the eight dots was shown for 100 ms, instead of the full sequence. Each of the
dots were shown eight times as single dot trials during each run. In total each dot was
presented 24 times as a single dot trial. The preplay conditions comprised of those single
dot trials where dots were shown that constituted the sequence (A, B, C and D; ‘preplay’
dots). Control conditions consisted of single dot trials where the dots that were not part
of the sequence were shown (‘control’ dots). During each run, two-thirds of the 192 trials
were full sequence trials (128 trials) and one-third of the trials were single dot trials
(64 trials). A single dot trial was always followed and preceded by a full sequence trial,
such that single dot trials never followed each other. The order of trials was randomized
following this constraint. There was a task on 40% of the full sequence trials (76 trials).
At the end of each run, participants received feedback on their performance.

The inter-trial-interval (ITI) was a random sample drawn from an exponential distri-
bution with a mean of 3.72 s. The minimum ITI was set to 2 s. The maximum ITI value
was 10.9 s but was not predetermined. The ITI sample was the same for each subject and
run but randomized in its order.

Localizer: After the preplay block we ran a functional localizer (about 16 min) to
determine the voxels in early visual cortex that are most responsive to the eight locations.
During the localizer we individually flashed each dot at 2 Hz for 13.5 s in a pseudo-
randomized order. We repeated such a mini-block eight times, each time with a different
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pseudo-randomized order. There was a rest period of 15 s before each mini-block. Each
of the eight dots followed once immediately after the rest period. During the localizer
subjects had to perform a letter stream task at fixation where they had to detect target
letters (‘X’ and ‘Z’) in a stream of non-target letters (‘A’, “T”, ‘N’, ‘U’, *V’, ‘Y’, ‘H’ and
‘R’). The target probability was 10%. Each letter was presented for 500 ms.

2.4 MRI acquisition

We acquired the functional and anatomical MRI data on a 3T PrismaFit scanner (Siemens
AG, Healthcare Sector, Erlangen, Germany) using a 32-channel head coil. The protocol
included a T1-weighted anatomical scan and five functional runs. The anatomical scan
was acquired with a Magnetization Prepared Rapid Acquisition Gradient Echo sequence
(MP-RAGE; TR = 2300 ms, TI = 1100 ms, TE = 3ms, flip angle = 8°, 1x1x1 mm isotropic).
To acquire the functional images, we used a T2*-weighted multiband 4 sequence (TR =
1500 ms, TE = 39 ms, flip angle = 75°, 2x2x2 mm, 68 slices). The first three volumes
of each functional run were excluded to stabilize the signal. The five functional runs
comprised of one learning run, three preplay runs and one localizer run. For two subjects
only two preplay runs were acquired because of time constraints.

2.5 fMRI preprocessing

The MRI data was preprocessed using FSL (version 6.00; FMRIB Software Library;
Oxford, UK; www.fmrib.ox.ac.uk/fsl, Smith et al., 2004) in the following way. We applied
brain extraction using BET, motion correction using MCFLIRT, temporal high-pass
filtering (100 s), spatial smoothing (Gaussian kernel, FMWH = 5 mm) and grand-mean
intensity normalization. Registration of the functional images to the anatomical image
was performed with FLIRT boundary-based registration (BBR; Greve & Fischl, 2009).
The anatomical image was registered to the MNI152 T1 2 mm standard space template
(linear registration, 12 degrees of freedom).

2.6 fMRI data analyses

The preprocessed functional data was analysed for each run separately using FSL FEAT.
To analyse the three preplay runs a voxel-wise general linear model (GLM) was fit with
the following regressors: eight regressors for each single dot trial (duration = 0.1 s), one
regressor for the full sequence trial (duration = 0.1 s), one regressor of no interest to
model the instructions and the feedback at the end of a run (duration = 4.5 and 15
s, respectively) and 24 motion regressors (six standard and 18 extended FSL motion
parameters, i.e. the derivatives of the standard motion parameters, the squares of standard
motion parameters and the squares of the derivatives). The model was convolved with a
single gamma haemodynamic response function. Nine contrasts were set up that tested
which voxels were more responsive to presentation of a single dot (eight contrasts, one for
each dot) or the full sequence (one contrast) compared to baseline.

To analyse the localizer data we also fitted a voxel-wise GLM with the following
regressors: eight regressors of interest for stimulation of each of the locations (duration =
13.5 s), one regressor for the instructions and the end-of-block screen (duration = 4.5 s
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and 15 s, respectively) as well as the 24 FSL motion regressors. We set up eight contrasts
testing for voxels that are more responsive to presentation of a dot at a certain location
compared to all other locations.

2.7 Definition of V1 and V2 ROIs

The regions of interest (ROI) V1 and V2 were determined using FreeSurfer (Fischl, 2012)
by applying cortical surface parcellation to the T1 images for each subject separately.
All overlapping voxels that were assigned to both ROI were reassigned to V1 only. This
yielded two V1 and V2 masks in anatomical space that were then registered into functional
space.

2.8 Definition of retinotopic dot locations

We used the functional localizer data to determine those voxels that were most responsive
to stimulation at one of the eight locations (i.e., determine those voxels with a “population
receptive field” for one of the eight locations). For each location we selected, as preregis-
tered, the 25 voxels with the largest z-values in the V1 and V2 mask separately. Based
on this selection some voxels were assigned to more than one location. We removed the
overlapping voxels in all locations. To keep the same number of voxels for each location we
removed the least active voxels for those locations that had more voxels than the location
with the lowest number of selected voxels. For V1 we selected on average 22.05 voxels
(SD = 2.88) and 24.46 voxels in V2 (SD = 1.12).

2.9 Controlling for baseline activity

To assess the preplay BOLD amplitude at the four preplay locations we determined
a baseline activity to compare it to. The preplay analyses in both ROIs are based on
the difference between the BOLD amplitude at the preplay locations and the baseline
activity. Since there is no predictive relation between preplay dots and control dots we
reasoned that the control locations exhibit baseline activity when a preplay dot is shown.
Therefore, we defined the baseline activity as the mean BOLD activity across the four
control locations for each of the four preplay conditions separately. This resulted in a
different control value for each preplay condition. Within a preplay condition the same
control value for each of the four preplay locations was used. This enabled us to account
for variability between conditions. The control values were calculated and subtracted on a
subject-by-subject level. The reported BOLD amplitudes at the retinotopic dot locations
therefore reflect the average activity across the selected voxels for the different preplay
locations minus the respective control values, averaged across subjects.

This baseline definition deviates from the one proposed in the preregistration report.
This deviation also affected the proposed data analysis strategy to test for preplay. For an
explanation of the differences between the control options and data analyses strategies, as
well as the reasoning behind this change, see Supplementary Materials.

2.10 Testing for bottom-up activity and preplay

Testing whether there is preplay in any of the conditions we performed multiple statistical
tests, separately for V1 and V2. All of those were two-sided, evaluated for significance at

10
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an alpha level of 0.05 and performed with SciPy (Virtanen et al., 2020), unless stated
otherwise. Testing whether a given BOLD activity amplitude was significantly different
from zero was done by performing a one-sample t-test against zero, since we controlled
the BOLD values for baseline activity. This test was used to assess bottom-up activity,
preplay following dot A (i.e., the average activity of the successor states when dot A was
shown), ‘no-preplay’ preceding dot D (i.e., the average activity at the predecessor locations
when dot D was shown) and the BOLD amplitude at each location for each condition
individually (see Table 1). Testing the average activity at the predecessor locations against
the successor locations after dot B was shown, after dot C was shown, and across all
conditions, was done with paired t-tests.

To directly test preplay in V1 against V2, we calculated the difference between activity
at successor states and activity at predecessor states averaged across conditions for each
subject in V1 and V2. The difference was tested with a paired t-test. Whether there was
a difference in bottom-up amplitude between V1 and V2 was investigated with a paired
t-test between the averaged BOLD activity values at the stimulated locations across the
different conditions of the two ROIs.

We used a repeated measures (rm-)ANOVA (JASP Team, 2020) to test for any
differences between the activity at the first location (i.e., first successor state) following
the presentation of dot A, B and C. A paired t-test was used to assess differences in
activity at the second successor state (i.e., location C and D) after showing dot A or B,
respectively, as only those conditions have a second successor state.

2.11 Decay fitting and relation to behaviour

To characterise the preplay amplitude decay, we fitted three different decay functions to
the BOLD activity at each of the four locations that followed the presentation of the start
dot A. We used the function curve_fit from the Python toolbox SciPy 1.6.2 (Virtanen et
al., 2020) to fit parameters by minimising the sum of the squared residuals between the
fitted and observed values, for each subject separately.

The linear decay function was defined as:

flz) =a+bx (1)

Where z are the four different states of the sequence (0, 1, 2, 3, or A, B, C, D), b<0
is the linear decay factor and a is a constant offset (i.e., bottom-up stimulation).
The constant decay function was defined as:

- |

It is based on the assumption that the preplay amplitude is smaller than bottom-up
stimulation (a) at location A (x = 0), that it depends on the amplitude of the bottom-up
stimulation and that it stays constant with sequence distance.

forx=0

forx >0

(2)

>l

The exponential decay function was based on the definition of the SR matrix as taken
from Equation 7 in Stachenfeld et al. (2017):
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with T being the transition matrix of the sequence ABCD (see also Figure 1c), I the
identity matrix and v € [0, 1] the discount factor or predictive horizon. The larger 7 is,
the further into the future states are predicted.

We then computed the mean squared error (MSE) for each function fit and each
subject. We then averaged the MSE across subjects and compared the MSE of the three
functions using a rm-ANOVA. We applied a Greenhouse-Geisser correction in case the
assumption of sphericity was violated (JASP Team, 2020).

Fitting the data to the SR function yielded a v value (i.e., the predictive horizon) for
each subject. To relate v to behavioural performance we split the group based on the
median v value into a ‘low 4’ and ‘high v’ group, depending on whether the subject’s
value was lower or higher than the median. We then calculated the mean hit rate across
the preplay runs of each group and compared them using an independent, two-sided t-test.
For this analysis one subject’s hit rate data of one run was excluded due to reported
misunderstanding of the task.

2.12 Bayesian analyses

Non-significant tests were additionally investigated by a Bayesian factor analyses with
JASP 0.11.1.0 and the default setting (JASP Team, 2020). The classification scheme by
M. D. Lee and Wagenmakers (2014, p. 125) was used to qualitatively interpret the results.

2.13 Exclusion criteria

We excluded participants based on performance, motion and fixation behaviour. All exclu-
sion criteria were preregistered. We excluded two participants because of low performance
during the preplay runs that was defined as having an error rate (i.e., false alarm rate)
that is three standard deviations (SD) above the group mean (z-score > 3). One of those
two participants also had to be excluded based on excessive motion, that was defined as
showing frequent (three SD above group mean, z-score > 3) relative motion exceeding
half the voxel size during scanning. No participant had to be excluded based on poor
fixation behaviour (i.e., frequency of breaking fixation during scanning three SD above
group mean). We calculated the frequency by first detrending the x and y coordinate
of the eye-tracking data, then adding the mean x and y coordinate values per run and
subject. Based on these coordinate values we calculated the Euclidean distance to the
centre per timepoint during stimulus presentation. This was done separately for each run
and subject and then averaged across runs for each subject. Based on this average we
calculated z-values across subjects. No subject exceeded the threshold of a z-score > 3.

12
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3 Results

3.1 Testing preplay in V1

With this study we aimed to test whether preplay in V1 can be elicited by cueing any
part of a non-linear sequence and whether the resulting preplay pattern is in line with
predictions that follow from the SR theory. Furthermore, we set out to test for any
differences in preplay activity in V1 and V2.

In line with our predictions we found evidence for preplay in V1 after learning a
non-linear visual sequence (ABCD). As a sanity check we first confirmed that presenting
the full sequence elicits heightened BOLD activity at the stimulated locations reflecting
bottom-up stimulation (one-sample t-test, t(34) = 15.15, P = 1.10x10716). This also holds
true when testing each location individually against zero (see Table 1 and Figure 2a).

When probing preplay by presenting the start dot A alone, we find significant bottom-
up BOLD activity at location A (one-sample t-test, t(34) = 13.55, P = 2.91x1071%).
Crucially, we also find significant activity at the non-stimulated successor locations B,
C and D (one sample t-test, tiq) = 9.03, P = 1.59x107). This is also the case when
each successor location is individually tested against zero (see Table 1 for t- and p-values,
and Figure 2b). Importantly, when we only show the last dot D, we again find large
bottom-up stimulation of location D (one-sample t-test, L34y = 1349, P = 3.31x1071%) but
no heightened activity at the predecessor states A, B and C. In fact we find significantly
negative activity at those locations (one-sample t-test, t(34) = -2.68, P = 0.011; see Table
1 for individual t-tests of each predecessor location against zero, and Figure 2e).

After showing only the second dot B, there is significant bottom-up activation of
location B (one-sample t-test, t(34) = 17.63, P = 1.12x1078). Interestingly, we also find
significantly higher BOLD activity at the successor locations C and D compared to the
predecessor location A, reflecting preplay following cueing of dot B (paired t-test: #(34) =
3.22, P = 0.0028; see Table 1 for separate one-sample t-tests against zero per location,
and Figure 2c). Similarly, when presenting the third dot C alone, we see significant BOLD
activity of location C (one-sample t-test, t(34) = 13.18, P = 6.42x10x71%). Again, we
also find preplay in the form of larger activity at the successor state D compared to the
predecessor states A and B (paired t-test, ¢(34) = 4.56, P = 6.34x107; see Table 1 for
all test results per location, and Figure 2d). Additionally, comparing the BOLD activity
at all successor states and all predecessor states across the conditions shows that in V1
successor states have higher BOLD activity than predecessor states (paired t-test, t(34) =
6.38, P = 2.76x1077).

According to the SR matrix, the activity at the respective successor states is equally
large across rows. It follows that the first successor states should have the same activity
across conditions. Thus, the activity at location B when dot A is shown, at location C
when dot B was shown, and at location D when dot C was shown should be equally large.
Our data is consistent with this predictions (rm-ANOVA, Fy¢g) = 0.761, P = 0.471,
BF1p = 0.166). The Bayes factor indicates moderate evidence that there is no difference
in activity at the successor states across conditions (BF1y < 1/3). Analogously, the second
successor states at location C when dot A was shown and at location D when dot B was
shown should also be equally high. Our data is also in line with this (paired t-test, (34
= 1.19, P = 0.24, BFyp = 0.346).
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Fig. 2. Average BOLD amplitude for all conditions in V1 and V2. The left column shows the
condition (i.e., which dot was shown). The middle column shows the results in V1 and the right column
the results in V2. All plotted BOLD amplitude values are controlled for baseline activity (see Methods
section for details). Error bars indicate + standard deviation (SD). For all statistical test values see Table
1 and 3. *P < 0.05, **P < 0.01, ***P < 0.001 (a) The average BOLD amplitude at the retinotopically
defined locations A, B, C and D in V1 when the full sequence was presented. (b-e) The average BOLD
activity in V1 at the locations A, B, C and D when each dot was shown individually. Bottom-up activity
is present as a large positive amplitude at the respective, stimulated location. Note that positive activity
only occurs at the non-stimulated locations following the presented dot and not at those preceding it (i.e.,
preplay). (f) The average BOLD amplitude at the retinotopic locations A, B, C and D in V2 when the
full sequence was presented. Note that the locations refer to different voxels as in V1. (g-j) The mean
BOLD activity at the locations A, B, C and D in V2 when each dot is shown individually. Bottom-up
activity is visible as large BOLD activity at the presented dot location. There is no positive activity at
any of the other locations. 14



3. RESULTS

3.2 Testing preplay in V2

In contrast to the results in V1, we did not find evidence for preplay in V2. As a sanity
check we, again, first looked at the BOLD activity during full sequence presentation. This
revealed significant activation at the stimulated locations (one-sample t-test, t(34) = 19.64,
P = 3.95x10°%%; see Table 2 for separate one-sample t-tests for each location, and Figure
2f). Similarly, for all other conditions we also found significant bottom-up stimulation
at the expected locations (see Table 2 for all values, and Figure 2g-j). However, when
averaging the BOLD activity at the successor locations across conditions and comparing
those to the average activity at the predecessor location, we do not find BOLD activity
differences, meaning that we did not find preplay in V2 (two-sided related t-test, (34
=-0.98, P = 0.33, BF1p = 0.283). The Bayesian analysis provides moderate support for
the absence of activity differences between the predecessor and successor locations (i.e.,
preplay). Also, when looking at the individual conditions, the successor states are not
significantly more active than predecessor states for any of the conditions (see Table 2 for
t- and p-values and Figure 2g-j).

Directly comparing preplay in V1 and V2 confirmed that preplay in V1 is significantly
higher than in V2 (paired t-test, f(34) = 5.40, P = 5.12x10°%; see Methods section). To
test whether there is lower signal-to-noise ratio (SNR) in V2 than in V1 we compared the
bottom up stimulation in V1 against V2. This revealed that bottom-up stimulation leads
to higher BOLD activity in V2 than in V1 (paired t-test, (34 = -2.77, P = 0.009).

3.3 Fitting preplay decay in V1 and its relation to behaviour

The successor representation predicts an exponential decay of preplay. To test this,
we fitted three decay functions to the preplay activity in V1 that followed after the
presentation of only the first dot A. We fitted three decay functions: an exponential decay
function derived from the SR equation (Stachenfeld et al., 2017), a linear decay and a
constant decay function (see Methods section for details, and Figure 3). Comparing the
average mean-squared error of each fit showed that there was no difference between them
(MSEggr = 4.303, MSEjineqr = 8.372, MSE onstant = 4.385; Greenhouse-Geisser corrected
rm-ANOVA, F{q 037,36.966) = 3469, P = 0.067, BFp = 0.748). The Bayes factor indicates
only anecdotal evidence that the errors are equally large.

Fitting the exponential decay yielded 7 values (i.e., predictive horizons) for each
subject (median v = 0.351, SD = 0.28). To test for a relationship between the predictive
horizon and behaviour we split the subjects into a ‘high v’ and a ‘low v’ group based on
whether their « value was higher or lower than the median, respectively. The larger the
predictive horizon, the further states are represented. Based on this we hypothesized that
participants with larger v values would have a better behavioural performance (i.e., larger
mean hit rate). However, this was not the case (independent t-test, ¢(33) = -1.34, P =
0.188, BF1p = 0.652). The Bayes factor provides only anecdotal evidence that there is no
difference in mean hit rate between the groups.

15



3. RESULTS

15.0 A

linear decay

—— constant decay
12.5 4 —— SR

10.0 1
7.5 1

5.0

BOLD (a.u.)

2.5 1

0.0 1

—2.5 1

T T T T

A B C D
Locations

Fig. 3. Fitting preplay decay in V1. The average BOLD activity in V1 (grey bars) at the retinotopically
defined locations A, B, C and D after the presentation of dot A. The decay from A-B, B-C and C-D is
modeled with three different functions: An exponential decay function derived from the SR equation (red),
a constant decay function (blue) and a linear decay function (yellow). All functions were fitted separately
for each subject. For illustration purposes the fitted functions are shown averaged over subjects. Error
bars denote £ standard deviation.
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4 Discussion

An efficient representation of sensory relational knowledge in the visual cortex is crucial
to enable predictions of future visual events. Given the proposed similarities between
vision and navigation (Nau et al., 2018; Schwartenbeck et al., 2021), as well as the
functional links between their neuronal substrates (Bosch et al., 2014; Hindy et al., 2016;
A. C. Lee et al., 2012), we hypothesized that the SR might constitute such an efficient
representation. Similar to how the SR can explain predictive activity in hippocampal
place cells (Stachenfeld et al., 2017), it might also explain predictive activity observed as
preplay in the visual cortex (Ekman et al., 2017). We found that preplay in V1 can be
elicited from a non-linear sequence and is in line with predictions derived from the SR
theory. At the same time we did not find evidence for preplay in V2.

4.1 Preplay in V1 is consistent with the SR

In this study, we replicated the previous finding on preplay that there is a wave of
anticipatory activity at retinotopically precise locations in V1 after showing only the first
element of a learned visual sequence (Ekman et al., 2017). When showing only the last
element, there is no such elevated activity at any of the non-stimulated locations. We
extended this finding by showing that also intermediate elements lead to anticipatory,
positive BOLD activity at future locations but not at those preceding the cued sequence
element.

According to the SR theory, each state is encoded in terms of those states that are
likely to be encountered in the future (i.e., the successor states). When framing one visual
event (e.g., presenting dot B) as one state it follows that when state B is visited or seen,
the corresponding second row of the SR matrix is activated (see Figure 1d). This means
that when being in state B, not only the state itself is activated but also its successor
states C and D. Its predecessor state A is not activated. This logic applies to all state
representations (i.e., all rows). Furthermore, across rows the activities at the corresponding
successor states are equal. This means that the first successor states B, C and D should
have the same activity amplitude when being in state A, B or C, respectively. The same
should hold for the second successor states, namely, C when being in state A, and D when
being in state B. We showed that preplay in V1 follows those principles of the SR. After
showing any of the four dots individually, we solely find heightened BOLD activity at the
retinotopic locations of the respective successor states but not at the predecessor states
(see Figure 2). Furthermore, the activity at the first successor states, as well as at the
second successor states, are equally large across conditions.

Surprisingly, we also found negative activity at the predecessor states in V1. The
SR theory makes no explicit predictions about the activity at the predecessor states,
besides that they are not activated according to the SR matrix equation (see Equation 3
and Figure 1d). The observed negative activation might reflect a separation mechanism
between predecessor and successor states to further strengthen the representation of the
sequence direction. This could help to avoid interference of non-expected, past events. It
might be explained by the sharpening hypothesis that says that prior expectations sharpen
sensory representations by selectively decreasing representations of non-preferred (e.g.,
predecessor states) relative to the preferred stimuli (e.g., successor states; Kok, Jehee, &
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de Lange, 2012; de Lange et al., 2018). This leads to an overall reduced BOLD amplitude
in response to the presentation of expected relative to unexpected stimuli. As it has been
suggested before, it might even influence prestimulus activity, to give an advantage to the
perception of expected over unexpected stimuli, once the bottom-up stimuli appear (Kok
et al., 2014), for example when the full sequence is shown. That we did not observe such
a reduction in BOLD amplitude during full sequence trials might be because we look at
the expected, retinotopically-specific locations that should be sharpened and not damned.

The question might arise whether the observed preplay pattern could also be ex-
plained by other RL algorithms, like MF or MB learning. MF agents typically learn
exclusively from reward prediction errors, while in our design there was no reward present.
Nevertheless, MF algorithms have been successfully used to predict the strength of
stimulus-stimulus associations by redefining reward as stimulus outcome (Den Ouden et
al., 2009). However, their study related brain activity patterns to prediction errors rather
than state representations. Thus, one might hypothesize that the pattern we observed is
due to prediction errors or surprise caused by the unexpected omission of the rest of the
sequence when only a single dot is shown. Since both successor and predecessor states
would have been unexpectedly omitted, a prediction error account could not explain
why there was positive activity at successor states but negative activity at predecessor
states. Alternatively, one might argue that prediction errors take the directionality of the
sequence into account and the predecessor states are expected to be omitted when a single
dot is shown. However, this could still not explain why we found negative activity at the
predecessor states, as there would be no prediction error. This is also why it is unlikely
that the observed preplay pattern is due to an omission or surprise signal and speaks for
a prediction rather than error signal. In line with this, it has previously been argued that
an omission or surprise response cannot explain the time-compression of preplay (Ekman

et al., 2017).

Furthermore, it is unclear how a MB learning account could explain our findings
in V1. It has been claimed that MB representations reflect the one-step transition
matrix which does not directly represent non-adjacent dependencies (Momennejad, 2020;
Gershman, 2018). Therefore, planning or anticipating the next, non-adjacent states occurs
by iteratively traversing through the states/rows. Our results show activities that go
beyond one step into the future and therefore cannot directly reflect the transition matrix.
Alternatively, the heightened activity might reflect the recursive unfolding of the transition
matrix (‘replay’) that presumably underlies MB planning (Momennejad et al., 2018).
However, it is unclear what the ‘goal’ of such planning would be as no reward or action
was involved, and it has been argued that offline (i.e., reactivation after exposure) rather
than online replay (i.e., during exposure) is crucial in MB planning (Momennejad et al.,
2018).

Predictive representations have also been contrasted with maps encoding Euclidean
space (Stachenfeld et al., 2017). However, a predictive map that accurately reflects the
visual space (e.g., in Euclidean distance) cannot explain why the activity at the first
successor state following dot A (i.e., B) and the one following dot B (i.e., C) is equally
large, although the distance between A and B is larger than between B and C. Thus it
seems unlikely that the preplay activity is independent of the sequence distance (i.e., from
A-B, B-C and C-D).
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The SR theory predicts that the preplay amplitude decays exponentially with sequence
distance. Contrary to our predictions, a model fit comparison showed that the exponential
SR function does not explain the decay significantly better than a simple linear function
as an alternative model (see Figure 3). Also, the exponential SR fit did not describe
the decay better than a constant preplay amplitude model. A constant model could, for
example, be an activation pattern that purely reflects the frequencies of occurrences. As
each preplay dot is shown equally often, each of those dots would be activated equally
strong. However, this would not be able to explain the directionality of the activation
pattern that we found. To fit the most data points we chose to model the preplay activity
that followed the presentation of dot A. Still, this yielded only four data points to fit per
subject. This might have strongly limited the fitting approach and resulted in predicted
values that were too similar to be able to detect differences (see Figure 3). In the future,
using a longer sequence would circumvent this problem and could yield more conclusive
results. Another possibility would be to model the decay on each trial with an online
updating TD-SR algorithm (Russek et al., 2017) and contrast it with linear and constant
functions. All in all, since the SR function does not perform worse and numerically better
than the other functions, we conclude that the fitting results can still be consistent with
the SR but do not provide conclusive evidence in favour of it.

Previous research on preplay found that there is a relationship between the BOLD
peak latency and behavioural performance (Ekman et al., 2017). We hypothesized that
those subjects with a larger predictive horizon (i.e., large ) show better behavioural
performance than subjects with a shorter horizon. However, we did not find such a
relationship. This might be due to the above mentioned limitations of the fitting approach,
such that the v values were not accurately estimated. Another possibility is that the
timing or speed of the neural activity, rather than the ‘length’ of the predictions, is crucial
for behavioural performance. However, due to the inherently low temporal resolution of
fMRI, more time resolved methods would be needed to explicitly test this hypothesis.

4.2 No evidence for preplay in V2

In contrast to V1 and to previous studies on predictive activations in the visual cortex
(e.g., Bosch et al., 2014; Hindy et al., 2016), we did not find evidence for preplay in V2
in any of the conditions. While there was strong stimulus-specific bottom-up activation in
each condition, presenting the preplay dots individually did not elicit higher activity at
successor states compared to predecessor states. It is unclear what exactly causes this
difference between V1 and V2 but we propose potential explanations based on functional
and anatomical reasons. To exclude the possibility that there is a lower SNR in V2 than
V1 we compared the mean BOLD amplitude elicited from bottom-up stimulation in V1
and V2. This showed that the average amplitudes are higher in V2 than V1 and therefore
a lack of SNR seems unlikely to explain the absence of preplay.

The average receptive field (RF) sizes in V2 are larger than in V1 (Harvey & Dumoulin,
2011). Therefore, it is conceivable that the stimulus locations were too close to each other
such that more than one dot location fell within the same population RF in V2. This
might have resulted in no measurable preplay since if the selected voxels in V2 would
also respond to the neighbouring dot locations, then the control values would have the
same amplitude as the bottom-up stimulated locations. Subtracting the control values
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would then result in an amplitude of zero. However, during the full sequence trials, the
bottom-up activity at the four preplay locations could be well distinguished (see Figure
2f). Therefore, those low-level explanations, like SNR and stimulus position, seem to be
unlikely to cause the absence of preplay.

The hippocampus has direct anatomical connections with V1 and V2 (Huang et al.,
2021) and has been proposed to guide predictive activation in the visual cortex (Barron,
Auksztulewicz, & Friston, 2020; Bosch et al., 2014; Hindy et al., 2016; Kok & Turk-Browne,
2018; Turk-Browne et al., 2010), specifically in the presence of sequential structure (Finnie
et al., 2021). If signals from the hippocampus would also account for the reinstatement of
the sequence in V1 the question arises why the sequence is not reinstated in V2. It has
been argued that activity during reinstatement resembles the activity during encoding
(Bosch et al., 2014; Gordon et al., 2014). However, not all areas involved during encoding
are also activated during reinstatement. For example, visual category information that
activate many visual areas during viewing are only reinstated in higher visual areas
(Gordon et al., 2014). Thus, the hippocampus might reinstate the sensory content only at
a minimally-required level depending on visual stimulus features. Previous studies have
consistently found sensory reactivation or information of predicted stimuli in V1, while
the results for V2 have been mixed (Kok & Turk-Browne, 2018; Kok et al., 2014; Bosch
et al., 2014; Hindy et al., 2016; Bang et al., 2018). These differences might be due to the
used visual stimuli. The small, local dots used in this experiment might not need the
involvement of V2 for reinstatement. While more complex or global stimuli (e.g., gratings
or fractals; Hindy et al., 2016; Bosch et al., 2014; Kok et al., 2014) might require V2 as
well. For example, visual shapes could not be decoded from V1 and V2 during omission
(Kok & Turk-Browne, 2018) although gratings in a similar design could (Kok et al., 2014).
Others found reactivation of grating patterns that were much smaller only in V1 but not
in higher visual areas (Bang et al., 2018). Analogously, a multi-scale SR might also only
be recruited in case of more complex or hierarchical structures. This is why we cannot
conclusively answer the question whether potential anticipatory activity in V2 might also
be SR-like. More complex sequences that require V2 for encoding would be needed to
investigate this.

The fact that preplay information in V1 is not signalled up to the next higher visual
area might also be a mechanism to prevent hallucinating the dots that were not shown.
While we cannot conclusively answer the question why there is no preplay in V2, our
results point towards a difference in predictive representations in V1 and V2, possibly
based on visual sequence features. It would be interesting to further investigate whether
there is a differential involvement of the hippocampus in predictions in V1 and V2 based
on visual properties. Furthermore, since the hippocampus also connects to other sensory
areas, it is conceivable that SR-like predictive representations extend to other early sensory
areas, like somatosensory or auditory cortex, that are also involved in sequence learning
and show predictive activations (Demarchi et al., 2019; Long & Zhang, 2021).

4.3 Functional relevance of SR-like map in V1

Previous research has proposed that map-like representations can be viewed as a shared
coding scheme for structural knowledge such as navigational space, abstract task knowledge
and social networks (Behrens et al., 2018; Garvert et al., 2017; Stachenfeld et al., 2017). We
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argue that such a representation might also extend to visual sequence learning. Specifically,
we provided evidence that preplay in V1 is in line with predictions from the SR theory.
The question arises what the functional relevance of an SR-like mechanism for visual
sequence representation might be. When thinking of a more complex visual sequence, like
a familiar movie, it becomes clear that predicting the entire sequence of scenes that will
follow is not optimal. Even if the preplay would be time-compressed (Ekman et al., 2017),
preplaying the entire movie would be too time consuming and might even interfere with
current sensory processing. Assuming that the sharpening hypothesis could also be applied
to preplay then those neuronal populations that are inconsistent with current expectations
about the upcoming scenes would be suppressed. In turn, anticipating too far into the
future would yield many expectations. Thus, only few neuronal populations would be
suppressed and the predictive representation would not be sharpened. A predictive horizon
might be a mechanism to resolve this. An SR-like representation allows for predictions
about the upcoming events but limited to a certain number of steps into the future. In
line with this, it has been shown that anticipatory brain activity of upcoming movie
scenes does not cover the entire movie but is time constraint (C. S. Lee et al., 2021).
This can help avoid interference with past information and provide sharper predictive
representations. Additionally, the discount factor also gives a sequential order to the
expectations and contains information about when (i.e., in how many steps) a predicted
state might be visited.

Within the SR framework state representations are inherently predictive. This might
be a computationally efficient mechanism to enable fast and automatic predictions of
upcoming events. In line with this it has been shown that preplay is time-compressed
(Ekman et al., 2017) and statistical regularities are often learned and predicted automat-
ically (Turk-Browne et al., 2010; Kok, Mostert, & De Lange, 2017). Furthermore, the
SR enables learning of non-adjacent dependencies, also in environments without reward,
which is often the case in visual sequence learning.

However, it has also been argued that at the cost of being computationally more
efficient the SR is less flexible than a MB account in representing state transitions (Russek
et al., 2017; Gershman, 2018). Once learned, changes in the transitional structure of the
environment are only slowly updated. This leads to predictions about choices that have
been shown to mimic human behaviour in sequential decision-making tasks (Gershman,
2018; Momennejad et al., 2017). It would be interesting to further investigate how changes
in a visual sequence would be updated on a neural level in the visual cortex.

Another limitation of the SR is that there is no explicit parameter of time. The
discounting of state representations does not depend directly on time but on sequence
distance. Thus, it cannot take the time between events into account. Often time and
sequence distance are highly correlated, like in our experiment. However, in visual sequences
this is not necessarily the case. It has been shown that visual sequence learning is not
only stimulus- and location- but also time-specific (Gavornik & Bear, 2014; Ekman et al.,
2017). Consistent with this, we did not find a relation between  (predictive distance)
and behaviour, and proposed that time and not solely the distance of predictions might
be crucial for behavioural performance. Introducing a temporal parameter or including
temporal information in the definition of states or transitions might present a solution.
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5 Conclusion

Applying insights from reinforcement learning on state-space representations to visual
sequence learning can offer explanations on an algorithmic-level. Based on such algorithms,
testable hypothesis also about the neural implementation can be derived. The present
study investigated whether the SR might be a neurocomputational mechanism underlying
preplay in V1. Consistent with predictions following from the SR, we showed that cueing
any part of a learned visual sequence elicits anticipatory, positive BOLD activity at
retinotopically-defined locations. Specifically only at those locations that encode the
expected future visual events but not at those coding events preceding the cued part.
This replicates and extends previous results on preplay (Ekman et al., 2017) and can
inform how V1 uses predictive representations to anticipate future visual events in an
efficient manner.

In contrast to V1, we did not find preplay in V2. We propose that, in line with
previous studies, this might be due to a differential recruitment of visual areas in sensory
reinstatement based on visual stimulus features. It might be that anticipatory reactivation
of sensory events might occur only at minimally-required levels. Such that reinstatement of
a simple dot sequence, as used in our experiment, did not involve V2. This can potentially
explain the mixed findings of previous studies on predictive reactivation in V2 (Bosch
et al., 2014; Kok et al., 2014; Kok & Turk-Browne, 2018; Bang et al., 2018). Further
examining the differences in anticipatory reinstatement in visual areas and the role of the
hippocampus is crucial to better understand the mechanisms of predictive representations
in the visual cortex.
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Supplementary Materials

Preregistered control/baseline definition. Since the preplay and control dots did
not have any associative relations with each other, we initially assumed that the activity
at the preplay locations, when a control dot was shown, can be used as a baseline activity
estimate for the preplay locations. Thus, the preregistered control values (’Control 27)
were defined separately for each preplay location, as the average activity at those locations
during the control conditions (i.e., when dots that are not part of the sequence were
shown). By averaging across the different control conditions, this enabled us to determine
a baseline activity for each of the four preplay locations separately.

In contrast, the other control option, that was ultimately used (’Control 1’), defined
the baseline activity separately for each preplay condition, and averaged across the four
control locations. This resulted in the same control value for each of the preplay locations
but differed across preplay conditions (e.g., the control values for the condition when dot
A is shown is different from when dot B is shown, but within the conditions the control
values for the four preplay locations are the same).

Thus, the preregistered control option 2 can account for potential variability between
preplay locations but not for variability between conditions, as it is an average across
conditions. The control option 1, that was used, accounts for variability between preplay
conditions but not between locations because it is an average across the four control
locations. For example, it might be that one location is consistently more active than all
other locations, independent of any stimulation (Control 2 would be better) or that during
one condition all locations are always more active (Control 1 would be better). Since we
are not interested in this type of variance, we wanted to chose a control that removes the
respective variability from our BOLD activity amplitudes at the preplay locations.

To test which type of variability was the greater source of noise in our data, we
averaged the activity in V1 at the preplay locations (during the control trials, ’Control 27)
and activity during preplay trials (at the control locations, ’Control 1’) for each subject.
The variability (standard deviation; SD) of both control options could be calculated per
subject. We found that in our data there is more variability between conditions (Control
1) than between locations (Control 2; paired t-test, t(34) = 8.40, P = 8.26x10710). This is
why we decided to use Control 1 instead of the preregistered Control 2 as it can account
for the greater source of noise.

Another reason why the preregistered control is not ideal is because the average bottom-
up stimulation elicited from presented control dots were higher than from presented
preplay dots at their respective retinotopic location in V1 (paired t-test, t(34) = 5.37, P
= 5.69x10°%). The bottom-up stimulation influences the neighbouring locations due to
passive spreading. As preplay and control locations were always next to each other, the
heightened bottom up stimulation biased the baseline estimate at the preplay locations
during control trials (Control 2). Note that the average size of the control values did not
differ between Control 1 and Control 2 (paired t-test, t(34) = -0.99, P = 0.33).

We initially suggested a rm-ANOVA with the rm-factor successor location and the
factor trial type (preplay vs control) to test for preplay. However, since with Control 1 we
could not compare the same locations across conditions anymore, we decided to subtract
the baseline values from the preplay locations during the respective preplay condition and
test the activity at successor locations against activity at the predecessor locations with
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paired sample t-tests or for individual locations against zero with a one-sample t-test (see
Methods).

Location

A B C

D

Full Sequence|| t = 9.18, p = 1.01x107'% |t = 10.89, p = 1.24x107'2| t = 12.49, p = 2.93x107* |t = 11.53, p = 2.67x107*3

P1 t = 13.55, p = 2.91x107'%| t = 5.73, p = 1.91x10°¢ t = 3.50, p = 0.0013 t = 2.38, p = 0.023
P2 t=-1.28, p=0.21 |t =17.63, p=1.12x10"®8| t = 5.20, p = 9.35x10°6 t=1.36, p = 0.18
P3 t = 0.04, p = 0.97 t =-2.15,p = 0.039 |t = 13.18, p = 6.42x10x*®| t = 5.13, p = 1.15x10°
P4 t =-2.00, p = 0.053 t=-1.84, p = 0.074 t=-0.88,p=0.39 |t =13.49, p = 3.31x107"®

Table 1. V1: t- and p-values for each condition and location (Figure 2a-e). Statistical test
values from two-sided, one-sample t-tests against 0 for each retinotopically-defined location (A, B, C, D)
separately per condition. P1-P4 refer to the conditions where only the first, second, third and fourth dot
were shown, respectively. The degrees of freedom were 34 for each test.

Bottom-up stimulation Preplay

19.64, P = 3.95x102° -

Full Sequence|| t

P1 t =11.63, P = 2.12x107'3 Successor states vs 0:

t =-1.52, P =0.138

P2 t = 15.63, P = 4.32x10™'7 |Predecessor states vs successor states:

t =-1.07, P = 0.29

P3 t = 13.18, P = 6.42x107'% |Predecessor states vs successor states:

t =-1.67, P = 0.10

P4 t = 15.48, P = 5.752x1017 Predecessor states vs 0:

t =-3.13, P = 0.0036

Table 2. V2: t- and p-values for each condition. To test bottom-up activity at the stimulated
retinotopically defined locations in V2 we performed one-sample t-tests against 0, for each condition
separately. P1-P4 refer to the conditions where only the first, second, third and fourth dot were shown,
respectively. P1: To test for potential preplay we performed a one-sample t-test against 0 at the successor
states B, C and D. P2: To whether successor (C and D) and predecessor states (A) are differently active
when dot B was shown, we performed a paired t-test. P3: To whether successor (D) and predecessor states
(A and B) are differently active when dot C was shown, we performed a paired t-test. P4: We tested the
average activity at the predecessor states (A, B, C) against 0 with a one-sample t-test. All tests had 34
degrees of freedom and were two-sided.
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Location

A

B

C

D

Full Sequence

t =9.85 P = 1.72x10°!*

t = 12.08, P = 7.50x107!4

+
Il

12.16, P = 6.29x10714

t = 15.52, P = 5.34x10717

P1 t =11.63, P = 2.12x10™*3 t =-0.09, P 0.93 t-0.64, P = 0.53 t =-1.83, P = 0.08

P2 t=-223,P=0032 |t=15.63, P =4.32x10'"| t=-231,P =0.027 | t=-4.44, P = 8.96x10”°
P3 t = 0.60, P = 0.55 t =-1.87, P = 0.069 |t = 13.18, P = 6.42x107!%| t =-2.32, P = 0.026
P4 t =-0.56, P = 0.58 t = -3.295, P = 0.0023 t=-1.79, P = 0.08 |t =15.48, P = 5.752x10""

Table 3. V2: t- and p-values for each condition and location (Figure 2f-j). Statistical test
values from two-sided, one-sample t-tests against 0 for each retinotopically-defined location (A, B, C, D)
separately per condition. P1-P4 refer to the conditions where only the first, second, third and fourth dot
were shown, respectively. The degrees of freedom were 34 for each test. Those results are shown in Figure

2.
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