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Abstract

Word and paragraph embeddings are known to capture semantic properties of texts and may
therefore be useful for recommending relevant legal cases based on automated text analysis. We
investigate to which extent paragraph embeddings are able to capture two types of juridically relevant
information from case transcriptions. Firstly, recommendation and clustering experiments show that
paragraph embeddings can capture the rhetorical and argumentative role of various sections in a
case transcription. For these experiments, we have constructed a new data set of Dutch criminal law
cases, where each case section is assigned a role label that indicates the type of legal information that
can be found in that section. Moreover, we have developed a rudimentary form of automated argu-
mentative zoning by showing that these section roles can be predicted using a text classi�cation pipeline.

Secondly, given that paragraph embeddings are useful for representing the characteristics of separate
section roles, including case decisions, are they also able to track the case outcome? We developed
a pattern- and rule-based classi�er in order to extract the case outcome automatically for arbitrarily
large data sets. A particular innovation is that this classi�er successfully extracts co-occurring pun-
ishments as well as their heights, as opposed to a binary verdict (guilty/not guilty). We were able to
�nd interpretable clusters of co-occurring punishments, but our experiments showed that paragraph
embeddings were not able to capture this type of legal information. Given the relative pros and cons of
the machine learning models and the pattern- and rule-based methods used in this project, we re�ect
on the merits of hybrid AI in the legal domain. Because the legal domain is a high-risk domain for
the use of AI, we pay special attention to issues concerning the explainability of embedding-based case
recommendation. We conclude by arguing that hybrid AI is a promising approach to explainability
in the high-risk legal domain compared to post-hoc explanation methods on non-transparent machine
learning models, such as embedding models.
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1 Introduction

When legal professionals look for relevant cases
they are not just interested in �nding cases with
similar topics, but speci�cally in cases with similar
arguments that concern similar facts and legal prin-
ciples. The importance of �nding relevant cases is
particularly clear in common law, as similar prior
cases serve as precedents for ruling in the current
case at hand through a form of case-based analog-
ical reasoning. Case-based reasoning �is a meta-
level of argument concerning the cases themselves�
([54, p. 72]) where one looks to comparable prior
cases when pleading the case at hand or predicting
its outcome. Even though the case base does not
directly set law-giving precedents in the civil law
tradition, case law still has a similar function as in
common law. The interpretation of previous cases
guides how norms and laws are applied in practice
and thus are part of the law-giving role of judges
[50, p. 410-411]. From this point of view it is sur-
prising and perhaps undesirable that most research
on �nding relevant cases is focused on the common
law tradition. Both traditions have to deal with
a case base of increasing size that requires exten-
sive training to interpret and navigate [54, p. 61].
Manual analysis of cases is costly, but also does not
scale well with the increasing amount of informa-
tion becoming available through digital technolo-
gies. This form of information overload can be alle-
viated by the automatic extraction of useful infor-
mation from cases in order to recommend the most
relevant cases. But in order to live up to its po-
tential, any form of automated information extrac-
tion or decision support needs to meet the relatively
high standards of legal practice, because inaccurate
information or unsound reasoning may have large
consequences in the legal domain.

An automated solution for retrieving relevant cases
therefore has great utility for both law traditions,
if the recommendations are trustworthy. To as-
sess whether a system is trustworthy, we should be
able to explain why a certain case is recommended.
The use of Arti�cial Intelligence (AI) is promising
for recommending cases based on text analysis, but
unfortunately state-of-the-art AI applications often
have a trade-o�1between performance and explain-
ability that limits their trustworthiness and adap-
tation in high-risk domains [14, p. 18]. On the one
hand, we should not trust recommendations if they
are inaccurate. On the other hand, the workings of
top performing AI applications are often very hard

1As Barredo Arrieta et al. [4] point out, this trade-o� does
not necessarily hold in general. In less complex problem
domains simple transparent models can achieve very good
performance. Rudin [39] even calls this perceived trade-o�
a harmful �myth� that discourages data scientists from even
developing interpretable machine learning models.

to interpret, because they are typically subsymbolic
and rely on statistical and model-free learning over
many millions over parameters. As the impact of
these type of AI models is expected to increase in
the coming years, their limited explainability and
accountability have become a broader societal con-
cern. Generally speaking, lawyers are looking for-
ward to XAI solutions that unlock AI's potential in
the legal domain, but in a responsible manner [10].

At TNO, the challenge of explainability is ad-
dressed by researching and developing Hybrid AI
that �complements learning from data with reason-
ing using knowledge and (social) interaction� [29,
p. 4]. One of the �agship projects within the TNO
appl.ai programme, FATE, focuses on developing
decision support systems for sensitive application
domains, with a special focus on explainable and
fair decisions [12]. The FATE �agship investigates
possible approaches to explainability by consider-
ing various use cases. The use case in 2021 is
the recommendation of relevant legal cases given
a query case. One research focus is how to make
these recommendations more explainable and tai-
lor the explanations to three speci�c stakeholders
[12]: 1) researchers (those seeking insights in cases,
e.g. criminologists or developers of the AI system);
2) consultants (professional users with legal domain
knowledge, e.g. lawyers or judges); 3) subjects (e.g.
the accused subject in a case).

The pipeline used in the FATE project for this legal
use case starts by representing case texts as dense
embedding vectors and thus investigates topics such
as explainability, fairness and co-learning in a ma-
chine learning context. A reason for using embed-
dings over other vector representations (e.g. vectors
with TF-IDF scores) is that embeddings take the
context around words into account and are known
to capture (word) semantics to some degree. This
means that the vector representations of semanti-
cally similar words or spans of text tend to be closer
to each other in embedding space. This is achieved
by optimizing a neural network such that the proba-
bility of a target word given its local context (a win-
dow of n words) is maximized (see section 3.5.1).
Feature vectors over n-grams also capture some of
the local context around a word, but they instead
rely on literal term matches (therefore not captur-
ing semantic relations such as synonymy) and lead
to very high-dimensional but sparse vector repre-
sentations. Given that embedding vectors do cap-
ture semantic information, semantic (dis)similarity
of texts can be quanti�ed in terms of a distance
metric over these embedding vectors, for example
using cosine distance. When wecluster on these
embedding vectors, we can potentially �nd mean-
ingful groupings of cases.
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The question then arises: if two cases are simi-
lar according to their document embeddings2 and
are clustered together, can we actually explain why
they are considered to be similar? The XAI team at
FATE has explored the use of counterfactual expla-
nations for answering this question in a contrastive
manner: �What would need to be di�erent in input
x for output y to be di�erent?� This type of ex-
planation is typically provided in the context of a
classi�cation task. However, embedding models are
trained in an unsupervised manner and hence there
is no native concept of �output label.� This is a �rst
motivation for the usage of clustering: by clustering
embeddings, similar embeddings are grouped to-
gether under the umbrella of a cluster label, which
may serve as the output to de�ne counterfactuals
against. The counterfactual question then becomes:
�What needs to change in the transcription of legal
casex for it to be assigned to another clustery?�
The answer to this question provides insight into
which input characteristics were relevant � from the
perspective of the used model � for assigning a given
input case to the factual cluster in contrast to some
foil cluster.

There is however a prior question we should
ask before considering counterfactual explanations,
namely why does a user care about moving towards
cluster y? Is the contrast between the factual and
foil cluster meaningful to a user? The answer is
clear in case of a classi�cation model that recom-
mends whether an applicant receives a mortgage or
not, but is not as clear in this unsupervised con-
text using document embeddings. It is hypothe-
sized that the clusters based on embedding vectors
capture meaningful semantic distinctions such that
each cluster represents a �topic.� This gives some
more options for recommending legal cases, e.g. one
may recommend the most similar case of the same
topic or instead of another topic for comparison.
One may also explain to end-users that a case is
recommended because it discusses the same topic,
although this explanation is too coarse-grained on
its own (you can after all, by de�nition, use the
same explanation for any other document in the
same cluster). However, with the current fully un-
supervised approach based on embeddings, it is not
validated that these clusters indeed capture topics
legal experts would care about in the absence of
�true� topic labels.

Moreover, research in the �eld of AI & Law, such
as research into case-based reasoning or argument
mining, instead typically tries to extract legally rel-
evant bits of information such as facts, legal prin-

2We speak of a document embedding when we compute
a single embedding for a whole document, in this case the
whole case transcription.

ciples, citations, arguments, and case outcomes, in
order to use this as input for further classi�cation,
modelling, or reasoning. Because this type of infor-
mation is known to be actionable and legally rel-
evant, which is not obvious for said �topics,� ex-
planations in these terms would be useful if they
are faithful to the model rationale. We should thus
investigate whether these embedding clusters can
capture information that is relevant to legal profes-
sionals in the context of legal case recommendation,
as aprecondition for sensible counterfactual expla-
nations in an unsupervised setting with document
embeddings.

1.1 Research Question

We thus ask: can we capture legally relevant infor-
mation, such as case outcomes, using a similarity
metric in embedded space? What are the limita-
tions of such an approach? We speci�cally inves-
tigate this question with respect to two types of
legal information: 1) the argumentative and rhetor-
ical role a section has within the overall case and
2) the case outcome. Can the relevant conceptual
distinctions for these two types of information be
embedded and thus used during embedding-based
recommendation?

This research is done in anunsupervised machine
learning context, and in this case we also do not
have access to a domain ontology to answer this
question. In this unsupervised context, we cannot
take for granted that similarity in the vector space
of document embeddings equates to legal relevance
in case recommendation. This is why we resort to
clustering as an unsupervised method for investi-
gating whether embeddings that are close to each
other in vector space also tend to capture the same
juridically relevant factors, in this case an argumen-
tative role or case outcome.

1.2 Approach

The prior work on counterfactual explanations sets
the research context of the current project, but this
project does not use counterfactual explanations
to answer our research question for two reasons.
Firstly, we argued that researching the embedding
clusters is a precondition for sensible counterfac-
tual explanations in this speci�c context. Using
counterfactuals to explain its own precondition is
not a desirable approach. If we would do so any-
ways and it turned out that counterfactual gener-
ation fails, then we would have no way of iden-
tifying whether the problem is the counterfactual
generation itself, problems with the clustering, or
problems with the embedding model. Secondly, in-
dependent from that issue, we identify challenges
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of counterfactuals on textual data in section 2.4
and speci�cally limitations that make counterfac-
tual generation practically infeasible in the context
of clusters of embeddings 2.5.

Even though not developing another XAI algo-
rithm, this project does share the overall con-
cern for explainability by attempting to interpret
embedding clusters in a domain-speci�c manner.
Comparable to Landthaler et al. [18], we use clus-
tering to get insight into which cases are simi-
lar according to their embeddings and then probe
whether these groupings coincide with external fac-
tors of interest. In order to analyze whether clus-
ters track certain aspects of legal cases, we must
�rst know these aspects. This is why a signi�cant
part of this project consists of an e�ort to extract
information from cases, in two manners.

Firstly, Dutch case transcriptions have a typical
structure despite being free text. For example, a
case transcription will typically have a section sum-
marizing the charged facts, as well as a concluding
section that summarizes the judge's verdict. Being
able to predict the role of each case section helps
in locating certain types of information in the case
text. We will relate this to prior work called �ar-
gumentative zoning� [46]. Moreover, having access
to these role labels allows us to investigate whether
embeddings are useful for quantifying the seman-
tic di�erences between these sections. If they are,
this suggests we may use them during recommenda-
tion in a more �ne-grained manner. In the case of
criminal law, we could speci�cally ask whether the
sections describing the charged facts of a case are
similar; or a legal expert may �nd cases with similar
decision sections. It is good to know however that,
even though exploring this possibility, this project
is not developing and evaluating recommendation
algorithms directly, mainly due to the absence of
relevance judgements on Dutch legal cases. The le-
gal relevance of facts, principles, case outcomes and
so on is rather established by factual legal practice
and literature review.

Secondly, given that we have identi�ed the sec-
tions where the judge's decisions are summarized,
we extract the imposed punishments (or acquittal)
from the text. This allows us to research the legal
domain in itself, but also allows us to investigate
whether embedding clusters (e.g. clusters of deci-
sion sections) are able to track the imposed punish-
ments. Since decision sections summarize the im-
posed punishments, one may hypothesize that de-
cision sections that are clustered together accord-
ing to their embeddings are also similar in terms
of the imposed punishments. If they are not, this
type of legal information is not represented prop-

erly by paragraph embeddings, plays no role in the
pipeline's �rationale,� and consequently cannot be
used meaningfully in explanations.

In section 2 we discuss related work and provide
a theoretical discussion of explainability in our use
case that serves as a background for the current
project. The methods section 3 explains the cre-
ation of a new data set, the used information ex-
traction methods, relevant domain knowledge, as
well as the used machine learning techniques. Ex-
perimental results are presented in section 4 and
discussed in section 5. We conclude (6) by re�ect-
ing on hybrid AI as a more fruitful direction for
explainable AI in the high-risk legal domain.

2 Background

2.1 Recommendation: what is
legally relevant?

The recommendation of relevant legal cases can
be approached from multiple angles. This project
explores the usefulness of machine learning tech-
niques, but speaking more broadly we are operat-
ing in an information retrieval context, in which
machine learning is not necessarily required. For
example, information systems or enterprise search
engines in the legal domain do not typically use
machine learning in production, but most likely a
traditional keyword-document (backward) index as
used in search engines, and other features and infor-
mation retrieval techniques. The work of Van Opi-
jnen [50] provides examples of domain-speci�c fea-
tures that indicate the relevance of jurisprudence.
Van Opijnen develops a quantitative notion of ju-
ridical relevance in terms of what the �legal crowd�
�nds relevant, which includes several �exogenous�
and �endogenous� features. Endogenous features
can be extracted by considering the case in isola-
tion, whereas exogenous features require analysis of
external sources. Examples of endogenous features
are references to law articles, the size of the pre-
siding chamber (e.g. 1 vs. 3 judges), the length of
the judge's decision, or outgoing citations. Exam-
ples of exogenous features are incoming citations
from various sources or the publication of annota-
tions on the case, which are two indications of the
importance assigned to the article by the collective
legal crowd.

In particular citations can be used to model the
relations between cases, which is of evident impor-
tance for �nding related cases: �Citation analysis
can help legal practitioners to identify which prin-
ciples have applied in a certain case and which facts
have been selected as the `material' facts of the case,
i.e. the facts that in�uenced the decision and which
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are crucial in establishing the similarity between
two cases� [41, p. 108]. Van Opijnen [50, p. 377]
distinguishes three types of relations between the
citing and cited case: formal relations that have a
formal legal signi�cance (e.g. a case under appeal
will be discussed in higher court); self-referential re-
lations; and material relations. As opposed to the
juridically-de�ned formal relations, material rela-
tions are diverse because they pertain to the facts
of the cases: �Optimally, a legal professional �nds a
cited case with the same facts and legal principles,
and so can argue that the decision for the current
case should be that of the precedent; similarly, the
opposing party may identify precedents with op-
posing principles to argue the decision should be
otherwise.� [41, p. 108]. In the process of case-
based reasoning, one case may for example cite an-
other case as support for its own line of reasoning
or, quite the opposite, rather to indicate that even
though the other case may have a resemblance (e.g.
in terms of legal facts and principles), its line of rea-
soning doesnot apply in the current case.

To understand this speci�c relation between two
cases would require either manual e�ort of legal ex-
perts or otherwise a solution involving automated
text analysis. In citation analysis we at least know
there is a relation due to the explicit citation, but
it is not guaranteed that all relevant cases are also
cited. But if we extend the scope beyond citation
analysis to case recommendation on the whole case
base, then even establishing there is a relationship
is a task in itself. Moreover, because each case from
the case base is a potential candidate for recommen-
dation, the need for automated support in deciding
which cases are relevant becomes more evident.

2.2 Uses and limitations of machine
learning in the legal domain

The promise of arti�cial intelligence (AI) and ma-
chine learning (ML) in this context is precisely to
makeautomated analysis of thecontent of free form
text possible. Sub-disciplines such as natural lan-
guage processing (NLP) and text mining allow for
the extraction of information from free text and its
transformation into structured data that is usable
in machine learning applications. For the purpose
of recommending relevant cases, the question is how
we can predict the relevance of some case relative to
a query case, based on an analysis of the contents
of those cases. However, theunderstanding of a
case by lawyers is a hermeneutic activity: a process
of interpreting its content in the holistic context of
other cases, the law, background knowledge of the
legal domain, and common sense. Conversely, ma-
chine learning techniques are advanced data-driven
methods that learn by statistical association. As of

now, it is not controversial to state that these sta-
tistical methods do not lead to an understanding of
the case, despite potentially being able to capture
some semantics and performing very well on some
tasks. By extension, this means that machine learn-
ing approaches without a connection to forms of
knowledge representation, such as ontologies, base
decisions onjuridical language rather than on legal
knowledge and the law itself.

Moreover, data-driven NLP techniques are domain
agnostic, which makes them widely applicable, but
as a result the concept of �relevance� is reduced to
a similarity measure or distance metric: abstract
mathematical notions that are de�ned in vector
space or over sets. What is particularly interest-
ing about the work of Van Opijnen is his domain-
speci�c inquiry into the concept of legal relevance.
A goal of this project is to assess to which degree
such a similarity measure, in this case between em-
beddings, captures juridically relevant information.

2.2.1 Document representations in ML

A dominant approach for predicting case similar-
ity and other tasks, such as predicting case out-
comes, is to �rst construct vector representations of
documents that capture desirable (e.g. semantic)
properties, and then quantify similarity in terms
of a vector-based measure such as cosine distance.
Various vector representations for legal documents
are used in the literature. These include: TF-
IDF vectors; various forms of latent feature vec-
tors e.g. through Latent Semantic Analysis (LSA),
non-negative matrix factorization (NMF), or La-
tent Dirichlet Allocation (LDA); or word- and para-
graph/document embeddings [36, 8, 34].

In this project we mainly explore the use of em-
beddings. It has been shown that in some cases
semantic relations are preserved under vector ad-
dition of embeddings, which suggests that dense
representations of larger spans of text or concepts
can be constructed by summing or averaging the
constituent word embeddings, although it is di�-
cult to asses under which conditions these opera-
tions in fact respect semantics. Nevertheless, these
type of operations on embeddings are commonly
used in practice. For example, Mehta, Bawa, and
Singh [28] cluster word embeddings to extract �con-
cepts� from a corpus that are consequently used
for representing documents in terms of these con-
cepts. Landthaler et al. [18] aggregate the word
embeddings for descriptions of legal norms by sum-
ming them in order to produce a single embedding
for each norm. They consequently use t-SNE, a
technique for visualizing high dimensional vectors
in two or three dimensions, to show that these norm
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vectors form groups which correspond well with
the di�erent books from the German Civil Code.
Given this positive result, they use a similar strat-
egy for retrieving relevant text passages from legal
sources without the need for literal term matches.
The search query is �rst represented as a single em-
bedding by summing the word embeddings of the
query words. Embeddings of text fragments from
a document are then constructed by summing the
word embeddings over rolling windows ofw words
and compared to the query embeddings using co-
sine similarity. Due to the use of this rolling window
approach, this retrieval algorithm is computation-
ally infeasible for larger case bases. In this project
we implement similar ideas on retrieval using em-
bedding, but we will use an alternative strategy.
First of all, we will compute embeddings over logi-
cal blocks of texts that have a legal meaning. Sec-
ondly, we will use the alternative strategy of com-
puting embeddings directly over these spans of text
in order to produce a representation of their seman-
tic content, rather than aggregating word embed-
dings (see section 3.5.2). In our use case, our query
will be a (fragment of a) case transcription.

One advantage of the discussed unsupervised ap-
proaches is that they do not require labelled data
sets. This comes at the cost of limited explainabil-
ity. The elements of TF-IDF vectors are easy to un-
derstand, but these vectors commonly have thou-
sands of dimensions. Vector representations that
capture latent properties of the data are typically
more dense (but still long, e.g. word embedding
vectors of length 200-300 are common) but more
importantly, it is di�cult to interpret the meaning
of each of the many latent dimensions precisely be-
cause they arelatent. When clustering documents
together based on their embeddings, the problem
persists because it is not a priori clear what a clus-
ter �means� in an unsupervised setting.

Many of the approaches that avoid these issues pre-
suppose the existence of a domain taxonomy or on-
tology in order to support (explainable) reasoning
in terms of legal concepts. One possibility for hy-
brid AI could be to still use embeddings, because
they are robust to linguistic variability and capture
some semantics, but then learn a mapping from
embeddings to a pre-existing ontology [9]. How-
ever, in this project we do not have access to an
ontology. Another route could be to perform prob-
abilistic reasoning by representing cases as Bayesian
networks. For example, Vlek et al. [51] develop a
methodology for formalizing alternative competing
narratives in a single Bayesian network, such that
the probability of each narrative given the evidence
in the case can be computed. Even though the au-
thors o�er several re-usable �narrative idioms� for

the construction of such a network, each new case
requires the construction of a new network, whereas
this project explores techniques that from begin-
ning to end without manual intervention. More-
over, such a Bayesian network is valuable for rea-
soning on evidence in a case by essentially formal-
izing inference to the best explanation as a MAP3

problem, but is less suitable for the purpose of case
recommendation. Another style of formalizing rea-
soning in legal cases, namely argumentation theory
and its use in machine learning (argument mining),
may o�er more insights for the use case of recom-
mendation and will be discussed in the following
section.

2.2.2 Argumentation and recommendation

Another promising line of research concerns the de-
termination of �legal factors� in cases. Legal fac-
tors are �stereotypical patterns of fact that tend to
strengthen or weaken a side's argument in a legal
claim� [8, p. 183]. The automatic identi�cation of
legal factors is thus a sub-task of argument min-
ing. These factors can for example be identi�ed
using classi�ers such as support vector machines
(SVM) with a linear kernel [8] and then be used
in an interpretable fashion, e.g. in case-based rea-
soning schemes [54, p. 63-64] or with rule trees to
predict case outcomes [52]. This type of classi�-
cation based on factors (for example for case out-
comes) is human-understandable, but could poten-
tially also be the basis of explainable automated
relevance judgments. Although this would be a
good example of a hybrid approach that leverages
both the bene�ts of machine learning and domain
knowledge, this approach requires case texts that
are labelled with factors, or at the least a domain
model with worked out factor descriptions. This is
not available in the Dutch language according to
our knowledge.

We can connect work on legal argumentation with
legal relevance judgements by seeing that in case-
based reasoning legal professionals are most inter-
ested in comparing cases with similarfacts, legal
principles, the arguments connecting them, and
their relation to case outcomes. The �eld of ar-
gument mining aims to automatically identify one
or more of these components and their relations,
and can thus contribute to more explainable case
recommendations. Whereas machine learning work
typically refers to the Toulmin model of argumen-
tation as theoretical background [48], this detailed
model is not used in practice due to the absence
of detailed annotations. In practice, a heavily sim-
pli�ed model that only distinguishes premises from
conclusions is used.

3Maximum a posteriori probability.
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Coincidentally, work on argument mining is largely
focused on the legal domain because legal texts are
relatively structured and have more explicit argu-
mentation than other forms of free text [31]. A typ-
ical argumentation mining pipeline can be split up
in several sub-tasks: 1) identifying argumentative
components (typically argumentative sentences), 2)
classifying their role in an argument (e.g. premise
or conclusion), and 3) identifying their argumenta-
tive structure, either internally or externally (e.g.
support or attack relations with other arguments)
[31, 22]. Most works that claim to be on argu-
ment mining actually focus on a sub-task and do
not successfully implement the whole argumenta-
tion pipeline, although possible frameworks for do-
ing so have been proposed [e.g. 3]. In particular the
automatic identi�cation of argumentative relations
is a very di�cult task. Some works focus on min-
ing a particular type of argumentative components,
such as claims [23] or cited facts and legal principles
[41]. These approaches still require data sets where
the components are labelled, for example sentences
labelled as premise or claim. We do not have access
to this type of label currently.

Despite not having access to the labels required for
a machine learning approach to argument mining,
this project may serve as a starting point for an
argument mining pipeline by identifying the role
that a given section of a case transcription plays in
the overall case. Similar work has been done for
scienti�c texts under the name of �argumentative
zoning� [46]. This entails the automatic identi�-
cation of various argumentative zones in scienti�c
articles, where each zone has a distinct rhetorical
role in the whole of the article. For example, a sci-
enti�c paper typically contains a zone where the
aim of the current paper is introduced, which is
distinct from other zones, such as a zone where a
description of the current new work is given. These
zones help understand the global argumentation
structure of a scienti�c article. Similarly, the dis-
tinguishing of section roles helps determinewhere
facts, principles, and arguments can be found, as
well as the judge's decision in the case. For ex-
ample, the Dutch case transcriptions that can be
found at rechtspraak.nl will have a separate sec-
tion that summarizes the charged facts, another
for listing relevant articles from criminal law, an-
other where the material facts are considered, and
yet another for the judge's decision. It is useful to
have a picture of the global argumentation struc-
ture of a text. Teufel and Moens [47] have for
example approached document summarization by
grouping extracted sentences under their common
argumentative role. This overcomes the limitation
that normally the context of a sentence is not avail-
able at sentence level, which leads to more incoher-

ent text summaries. Whereas the labels needed for
argumentation mining require manual annotation
on sentence level, this project semi-automatically
creates labels on section level using a rule-based
classi�er by exploiting the fact that the legal clerks
drafting up case transcriptions give fairly standard-
ized titles to sections, that are descriptive of their
contents. This in turn allows the training of a clas-
si�er that predicts the role of a span of text within
a case, also in cases where no section labels are
available. We further elaborate on this in section
3.2.3.

We have brie�y explored how hybrid (using both
data- and knowledge-driven) approaches using text
and argument mining, as well as knowledge repre-
sentations such as factors or ontologies, may con-
tribute to explainable case recommendations. By
basing these recommendations on detected facts,
principles, arguments in a transparent manner, the
resulting recommendations can be explained by
providing the reasoning over these components that
led to a particular outcome. One strategy for
achieving �explainability� is therefore to not use
�black box� models in the �rst place, especially in
high-stakes domains such as criminal law [39]. The
topic of explainability has seen an upsurge precisely
due to the successes of di�cult to interpret machine
learning models, as it wasn't such a problematic
topic for good old-fashioned (symbolic) AI. Nev-
ertheless, a pilot user study showed that there is
general excitement amongst lawyers for XAI work
with advanced AI methods such as deep neural net-
works and advances in NLP such as embeddings
[10]. Moreover, the research context within FATE
is the use of document embeddings. We therefore
also brie�y review developments in the �eld of ex-
plainable AI (XAI) and which type of explanation
generation method may be relevant when using doc-
ument embeddings in the legal domain.

2.3 XAI: challenges of textual data

In recent years, the �eld of Explainable AI (XAI)
has put signi�cant e�ort into making so-called
�black box� models more interpretable, as is evi-
denced by hundreds of XAI methods being listed in
recent surveys [4][2][13]. Some methods are model-
agnostic and only require access to input data and
the model output, of which SHAP [24, 25] and
LIME [38] are the most well known. Other methods
are model-speci�c and for example try to introspect
the �black box� of neural networks by analyzing gra-
dients [e.g. 45, 40]. These type of methods o�er
post-hoc interpretability of algorithmic decisions,
often using surrogate models, but are �generally
more akin to scienti�c modelling than explanation
giving� [30, p. 279]. In contrast, human explana-
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tions are contrastive (why outcome P, rather than
outcome Q?), selective (only use the most pertinent
and relevant information), and socially interactive
(are geared towards the explainee and a�ord the
explainee to critically engage with the explanation)
[30].

Most model-agnostic XAI methods work in a clas-
si�cation context with only a limited set of struc-
tured features. When working with texts as input,
high dimensional feature vectors are engineered for
example by counting and scoring n-grams (a so-
called �bag of words� model). Even when using
only 1-grams for the feature engineering, this re-
sults in vector representations with a dimension-
ality that is equal to the size of the corpus vo-
cabulary if no feature selection is performed, so
working with text input poses several challenges
[27, p. 80-81]. In linear models, inspection of the
weight coe�cients show the contribution of a fea-
ture for any given prediction (global explanation),
but this is not feasible with many thousands fea-
tures. Surrogate models that approximate the out-
come of more complex non-linear models globally
or for certain regions in input space (local expla-
nation) su�er from similar problems. Martens and
Provost [27, p. 80] emphasize the limited useful-
ness of global explanation methods for text classi�-
cation, such as rule-extraction to generate a global
surrogate model. A surrogate decision tree cannot
include thousands of nodes, because it will become
unreadable. As a result the quality of the surrogate
model lowers. Moreover, rules have exceptions and
some predictions will not be explained; and when
they are explained, a more re�ned explanation may
be available. But more importantly, these type of
global methods �do not explain what words actu-
ally are responsible for the classi�cation. All words
from the root to the speci�c leaf for this document
may be important for the classi�cation, but some of
these words are likely not present in the document
(the path branched on the absence of the word) and
we do not know which (minimal) set of words actu-
ally is responsible for the given classi�cation� [27,
p. 82].

For non-linear models, many explanation methods
instead provide the feature importance scores of
each feature for a given classi�cation, such than an
explanation is a real-valued vector with the same
dimensions as the input vector, for example by per-
turbing the input vectors and measuring the e�ect
on output classi�cations. This does give more in-
sight into the importance of individual words. But
Martens and Provost [27, p. 81] point out that
even though the �words with the highest contri-
bution scores will have the biggest impact on the
classi�cation�, that �we still will not know which

(combination) of words actually led to any given
classi�cation.� [27]. Perhaps equally important is
that providing an explanation of this sort for non-
linear models is computationally infeasible for high
dimensional feature vectors.

A more fundamental problem is that explanation
methods that provide feature attribution scores are
not guaranteed to help discriminate whether a well-
performing model actually captures an appropriate
rationale in its decision making. A known prob-
lem of many machine learning models is that they
perform well, but that we do not know why, and
that they may be correct for the wrong reasons.
Particularly in high-risk domains such as the le-
gal domain it is desirable that the decisions made
using machine learning models follow a sound ra-
tionale; for one, a decision process that actually
meets the standards of the law. The premise of
XAI methods is that they then provide this miss-
ing �why� and as such, they should also be help-
ful in assessing whether an opaque model's deci-
sion making process is unsound. However, Steg-
ing, Renooij, and Verheij [44] have identi�ed sit-
uations in which a neural network did in fact not
correctly learn the correct rationale, whereas fea-
ture attribution methods such as SHAP and LIME
did indicate that all variables from the relevant log-
ical conditions were important for the decisions. In
other words, SHAP and LIME were not helpful for
identifying that the model did in fact not learn the
desired sound rationale. The importance of learn-
ing the correct underlying rationale is underlined
by a user study of van der Waa et al. [49], who
found that both (hand-crafted) example-based and
rule-based explanations of a system's advice did not
enable participants to predict the system's output
in other situations, compared to receiving no ex-
planation. The authors hypothesize that this is the
case because �these explanations lack a clari�cation
of the underlying rationale of system behavior� [49,
p. 17].

The experiments by Steging, Renooij, and Verheij
[44] were performed using a data set with only
12 relevant numerical variables (and 52 noise vari-
ables). Again, in the case of text data the situation
is more complicated, because we have (combina-
tions of) thousands of words which may be relevant.
Moreover, it is not clear how to de�ne a rationale
on typical textual features in the �rst place, as op-
posed to numerical features where for example a
condition for receiving pension bene�ts depends on
being older than 65 years.

Some work has been done speci�cally on XAI for
word embeddings in a text classi�cation context.
Górski, Ramakrishna, and Nowosielski [11] take
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embeddings of the word in a sentence and then de-
�ne a convolutional neural network (CNN) with a
single 1D convolutional layer, followed by a fully
connected layer with softmax activation. The con-
volutional layer is 1D because it moves in a single
(temporal) direction, from the embedding of the
�rst word to the embedding of the last word. This
setup allows the usage of gradient-based XAI meth-
ods that are commonly used with CNNs in com-
puter vision, such as Grad-CAM, which generates
a �class activation map [that] gives information on
how strongly the particular tokens present in the in-
put sentence in�uence the prediction of the CNN�
[10]. We do not pursue research in this direction
for two reasons4. Firstly, this method only works
for text classi�cation and speci�cally when using
CNNs, both of which do not apply in the FATE
use case. Secondly, this idea is developed for se-
quences of word embeddings rather than document
embeddings and is unlikely to scale, because a sin-
gle heat map over possibly thousands of tokens is
not insightful, if feasible at all.

It is interesting to note that this type of XAI work
for embeddings does not directly try to interpret
the highly abstract embedded dimensions. Instead,
they apply XAI techniques on the classi�er which
takes embeddings as the input, in order to see which
embeddings impact the classi�cation the most. The
only reason this may aid understanding is because
in this case each embedding corresponds to an in-
put token, i.e. a word. Something similar is done
with research into bias in word embeddings: de-
tecting bias is not a matter of directly interpreting
embeddings, but rather by producing analogies us-
ing vector algebra, which may or may not be biased
[6]. Asking an explanation of the embeddings them-
selves is a bit like asking an explanation of a feature
vector, which is uncommon because the XAI com-
munity focuses on explaining model behavior. In
other words, what information embeddings capture
is understood by investigating which analogies, de-
cisions, classi�cations etc. can be madeusing these
embeddings. The same �indirect� strategy holds for
our chosen approach: we investigate which infor-
mation embeddings capture by clustering similar
embeddings and then evaluating the clusters.

4As a critical note: the authors chose to only provide
explanations for correct classes, but this approach severely
limits the scienti�c value of the results. For example, Rudin
[39, p. 4-5] points out that salience maps tend to highlight
edges (in images) and in that scenario provide very similar
explanations for all classes, including the wrong class. Only
showing the explanation of the positive class instills a false
sense of trust into the black box in this scenario.

2.4 Counterfactual explanations for
legal cases in FATE

We have mentioned that human explanations
are contrastive, selective and socially interactive.
Counterfactual explanations are promising in this
regard, because they arecontrastive by de�nition,
are usually selective, and allow the explainee toact
on the explanation. This section discusses how and
why counterfactual explanations are being explored
within FATE. We have identi�ed several challenges
that high-dimensional representations of text data
pose for explainability. Speci�cally, we expect that
an explainability method for text data is able to in-
dicate for a speci�c prediction which combination
of words led to that prediction. We discuss whether
counterfactual explanations are able to address the
identi�ed challenges in section 2.5.

Practically speaking, counterfactuals change an in-
stance such that the system's prediction changes
in a signi�cant and meaningful way. This is why
the FATE project currently tries to cluster similar
cases in meaningful groups based on their embed-
ding vectors, as a way to provide outcome labels
in an unsupervised setting. A counterfactual can
then be de�ned as an example that changes the
assignment of a case to the nearest (but di�erent)
cluster or some other cluster of choice. The cluster-
ing also allows for more manageable inspection of
what the system considers to be semantically sim-
ilar texts, by manually investigating the coherence
of cases within a cluster, as well as assessing the re-
lation between two clusters. Counterfactual expla-
nations are a form of example-based explanations
that make use of an analogy that, I argue, can be a
good �t with the case-based reasoning employed in
�nding relevant cases. An example-based explana-
tion typically explains a system output for a given
case by showing a similar case for which the sys-
tem produced similar outcomes. So the basic anal-
ogy of example-based explanation is that given that
caseX has a particular outcome, and that caseY is
very similar in some meaningful aspect, then caseY
should likely receive the same outcome. But when
people are for example refused a bank loan, they
are mainly interested in knowing what they have to
change in order to get the loan approved instead.
A counterfactual example addresses this user need,
because it is a (possibly hypothetical) data instance
that would have received a di�erent recommenda-
tion by the AI model. A counterfactual thus builds
forth on the above-mentioned analogical reasoning
by stating that if case Ywould have been di�erent in
one or moremeaningful aspects, then caseY would
have had a di�erent outcome than caseX. So coun-
terfactuals �tell us how an instance has to change
to signi�cantly change its prediction. By creating
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counterfactual instances, we learn about how the
model makes its predictions and can explain indi-
vidual predictions� [32].

The quality and feasibility of a counterfactual ex-
planation depends on several factors. 1) As op-
posed to for example providing Shapley feature at-
tribution values, this type of example-based expla-
nation is intuitive for humans under the assumption
that data instances themselves are meaningful. Im-
ages and text are intuitively understandable, but a
vector of 10.000 features is not. 2) The counter-
factual changes with respect to the current data
instance must be meaningful and actionable to a
user. This broad notion may entail several aspects
[cf. 33]. For example, the counterfactual should be
a valid data point given causal and domain con-
straints. If a counterfactual states that you would
have gotten a mortgage with in�nite income, this is
not useful and actionable information to the user;
neither is the recommendation to increase your age
(assuming you typically earn more in senior posi-
tions). The changes in feature values should thus
aim to be su�cient but minimal for changing the
outcome (proximity). If an increase of 500 is su�-
cient, we should not provide a counterfactual expla-
nation that increases the income by 2000. At the
same time, if a counterfactual text does not have
signi�cant and perceptible di�erences with respect
to the reference instance, the counterfactual does
not provide any insights to the user. The require-
ment of selectivity or sparsity additionally states
that other things being equal, you want to present
users with the most e�ective and signi�cant change
instead of a long list of small insigni�cant changes.
3) Not only the changes with respect to the refer-
ence instance should be meaningful, the switch in
output label should be too. In the example of the
bank loan, the outcome whether the client gets a
loan or not is clearly relevant to that client. In
unsupervised learning settings, class labels may be
acquired e.g. by clustering methods, but if these la-
bels are not validated and don't have a clear mean-
ing it is consequently also hard to provide good
counterfactual explanations. Output labels should
also be su�ciently di�erent from each other. In a
multi-class problem, one may also desire a counter-
factual with respect to a speci�c class, not just any
class.

With respect to several of the above points, pro-
ducing counterfactuals on textual data is problem-
atic. Whereas it is relatively easy to perturb tab-
ular data with numeric features, it is not obvious
how to perturb texts in the search for counterfactu-
als. When searching for counterfactual texts, how
does one replace words with other words without
breaking semantic coherence or leading to syntac-

tic errors? That is, how do you guarantee the coun-
terfactual text is still a valid data instance? Given
a very large group of replacement candidates, how
does one determine which one to pick?5 Addition-
ally, all possible combinations of words to replace
are a clear source of combinatorial explosion. Fi-
nally, depending on the form of text analysis, it
may be that many di�erent words of the input text
(from various locations) need to be changed. What
insights does this actually provide to the end user?

The solution (or circumvention) of some of these
questions has been to generate counterfactuals on
text data using leave-out methods. The �rst
method suggested in 2014 by Martens and Provost
[27] was SEDC (Search for Explanations for Doc-
ument Classi�cation). This algorithm avoids the
issue of generating a replacement word by leaving
out (�masking�) words instead and then investigat-
ing the e�ect on the class prediction; the rationale
being that if leaving out a certain part of the text
changes the model prediction, then this piece of text
contained information that the model deemed rel-
evant for the original prediction. SEDC uses the
probability estimates of the target classes to do a
best-�rst search with pruning in the direction of
the class change. Still in 2020, �SEDC is the only
existing model-agnostic explanation algorithm for
counterfactuals which is able to deal with behav-
ioral and textual data� [37, p. 804], although more
recent work starts exploring the possibilities of us-
ing generative language models such as GPT-2 for
altering texts in a plausible way [26]. Proposed
extensions such as LIME-C and SHAP-C [37] use
LIME and SHAP respectively to �nd which fea-
tures to leave out �rst, namely the ones that have
the highest impact on the classi�cation according
to these algorithms. Nevertheless, the de facto de-
fault method for producing counterfactuals on text,
also of these hybrid algorithms, is still to leave out
words.

In the following section I review the counterfactual
generation used in FATE. This will serve as context
for the current research project.

2.5 Limitations of counterfactual ex-
planations in FATE

To reiterate, within the FATE project document
embeddings were computed over case transcrip-
tions. These embeddings were then clustered into
groups with the hope that this captures meaningful
groupings in the jurisprudence that may serve as a
point for departure both for recommendation and
explanation. The FATE project used the SEDC

5Finding such a word or words is essentially an adversar-
ial attack task on NLP classi�ers.
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algorithm to generate counterfactuals with the em-
bedding clusters as the output label. It was found
that sometimes up to a third of a case text had to
be masked before the output label changed. As
a result, the set of left out words was typically
too large to provide a potentially useful explana-
tion. Moreover, this required many combinations
of masking vectors to be explored, leading to coun-
terfactual generation times up to thirty minutes,
whereas the authors of SEDC state that �nding an
example takes on average four seconds for linear
models and close to three minutes for an SVM with
a non-linear RBF kernel. What explains this dif-
ference with the �ndings on SEDC in FATE?

The authors of SEDC provide several �hyper ex-
planations� as scenarios where SEDC explanations
indicate problems with the model. It could in-
deed be the case that the embedding model was
not properly �tted, although experiments done in
this research project have shown that the same
trained embedding model can be used successfully
for some tasks. However, there are some theoret-
ical limitations that are plausible explanations for
the limited usefulness of SEDC on clusters of em-
beddings. To begin with, the authors clearly dis-
tinguish the task of classi�cation from clustering
over dense representations: �Note that latent se-
mantic analysis (LSA) (Deerwester et al. 1990) is
sometimes used for indexing and information re-
trieval (e.g., Sidorova et al. 2008). Its clustering
over the identi�ed concepts can provide improved
understanding, but is di�erent from making or ex-
plaining prediction models based on labeled data.�
[27, p. 80]. The authors themselves do not further
work out what the di�erence is exactly, but we iden-
tify two attention points.

Firstly, when having access tolabeled data, coun-
terfactuals can be computed over labels that are
meaningful to a human. Cluster labels are not
meaningful in themselves and without identifying
what they represent, no one will ask �what must I
change in order to �nd a case in clusterx instead
of cluster y.�

Secondly, the �identi�ed concepts� from the cita-
tion are dense vector representations of the text
data because they represent latent data structures.
Similarly, the embedding vectors are dense repre-
sentations. This is relevant to consider because the
authors of SEDC explicitly de�ne the scope of their
approach to �a space de�ned by more sophisticated
word-basedfeatures� [my emphasis 27, p. 82]. This
limitation of scope is not only for practical reasons,
but has theoretical implications. A distinct prop-
erty of word-based features is that they are non-
negative, since they for example represent word fre-

quencies or TF-IDF scores. This property is used
in theorems on SEDC and does not generally hold
for dense vector representations [cf. 27, p. 85]. But
another implication is that when using word-based
features, there is a one to one mapping between
words in the input texts and a dimension of its fea-
ture vector representation. This also means that
masking a particular word in the input type corre-
sponds to setting a feature dimension to zero. This
correspondence does not hold for the denser vector
representations, which may have a many to one (in
the case of dimensionality reduction) or many to
many mapping from the words in the input text to
the feature vectors. In the case of embeddings over
a whole document, masking a word does not corre-
spond to setting a dimension of the embedding vec-
tor to zero; the change in the embedding represen-
tation after masking an input word is expected to
be small for a document embedding and distributed
over all dimensions. Quantitative support for this
claim can be found in section 4.5.1. As a direct con-
sequence, the cluster assignment of that document
is unlikely to change without changing a large6 pro-
portion of the input text. The dense feature rep-
resentation thus introduces a layer of abstraction
that counteracts what makes SEDC e�cient and
prevents it from generating �small� explanations.
Since classi�cation or clustering models are de�ned
on these feature vectors rather than the input texts
directly, this extra layer of abstraction in the vector
representations dampens the e�ect of word mask-
ing on the model behavior. Being able to express
changes in model behaviordirectly in terms of the
set of maskedwords was, however, the whole intu-
ition behind a counterfactual explanation on text.
Because words are in themselves understandable to
humans, the authors claim that a minimal group of
masked words �will immediately give a deep intu-
itive understanding of the explanation� [27, p. 81].
We do not care about an counterfactual explanation
that states: the cluster assignment changes when
embedding dimensionx is set to 0, because it is
not intuitively clear what that embedding dimen-
sion means. As a consequence, the masking oper-
ation of setting a dimension to zero also does not
have a clear interpretation, whereas in word-based
vectors it unambiguously means that a word does
not occur anywhere in a document.

Another practical reason for slower counterfactual
generation is that the inference of the output label
is much slower. A new embedding has to be com-
puted for each perturbation of the input text. This

6As a reference, the empirical analysis of Martens and
Provost [27, p. 82] showed �that explanations typically are
quite small (often about a dozen words) as compared to the
size of the vocabulary, and as such the technique is able to
e�ectively transform the high-dimensional input space to a
low-dimensional explanation.�
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is again a direct consequence of not using word-
based feature vectors, because in the latter case we
only trivially have to set a dimension value to zero.
So compared to the SEDC work�ow, this inference
is an extra step. Because we have established that
sometimes up to a third of the input text has to be
perturbed, and there is a combinatorial explosion
of word combinations to mask, many (slower) infer-
ences have to be made. Each of the computed em-
beddings additionally has to be assigned to a clus-
ter label, which comes at additional computational
cost. Whereas for most machine learning classi�ers
training is costly but inference fast, classi�cation
methods such as k-nearest neighbours (k-NN) re-
quire no training but are slow at inference time due
to many distance metric function evaluations.

To summarize, the generation of counterfactuals
with SEDC against cluster labels over document
embeddings does not currently meet the require-
ments we identi�ed for good counterfactuals. The
explanation is not actionable because the explana-
tions are too large. Because theinterpretation of
the output labelsis not clear, it is also unclearwhy a
particular user or developer would take �action� (in
the broadest sense of the word) towards another
cluster. Counterfactuals produced by leaving out
words are still understandable if only a few words
are left out, but it is a stretch to say that domain
constraints are satis�ed when leaving out a large
proportion of a case transcription. The SEDC guar-
antees a minimal explanation under conditions that
do not hold for the FATE pipeline. But even if an
explanation is �minimal� in a technical sense (i.e.
it causes a label �ip), this does not mean it is suf-
�ciently proximate to the original data instance to
be actually useful.

For these reasons, we do not pursue the genera-
tion of counterfactuals in the context of the FATE
project, even though there are promising research
lines such as developing counterfactual explana-
tions in case-based reasoning systems. For example,
even though CBR systems are focused on providing
similar cases, they should not hide possible contrary
evidence, which �can be achieved by displaying the
most similar case(s) that are not of the proposed
solution class to the user� [42, p. 134], which is es-
sentially a counterfactual that occurs naturally in
the case base. The usefulness of counterfactuals
in case-based reasoning systems also requires that
the most similar case with a di�erent outcome is
in fact not very dissimilar and is thus aligned with
the requirement of proximity. Keane and Smyth
[16] express the �counterfactual potential� of a case
base by counting how many cases have at least one
su�ciently proximate (using some threshold) coun-
terfactual case, relative to the reference case. The

results in section 4.5.1 indicate that the counter-
factual potential with cluster labels over embed-
dings is low. We explain in the methods section
(3) how these re�ections on counterfactual expla-
nations nevertheless set the context for the current
project.

2.6 Is research that aids automation
of legal reasoning and extraction
of case outcomes societally desir-
able?

This research makes use of open data. Speci�cally,
we automatically extract information from Dutch
criminal law cases that may be used to study pat-
terns in case law and that we can use to recom-
mend relevant cases to some inquirer. So far we
have mentioned possible bene�ts of such an en-
deavor, but it is good to note that there has been
resistance to mining legal data7. In 2016, machine
learning research8 based on open data showed that
there were signi�cant unexplained di�erences be-
tween di�erent individual judges, thereby under-
mining the idea that these judges act impartially.
For example, by aggregating case statistics it was
shown that some judges and some courts have a
signi�cant higher rejection rate in cases deciding
whether a foreigner may stay in French territory or
has to be expelled from the country. Such analy-
sis has predictive merit if it indeed captures a sys-
temic trend: this could mean that the same person
may be evicted by one judge or court whileceteris
paribus they could stay in France if facing another
judge or court.

Exposing bias in the judicial system is a noble goal,
assuming the machine learning application itself
provides unbiased and correct results. Neverthe-
less this type of analysis raised a slight panic be-
cause it could lead to targeted actions and threats
against judges and, accordingly, nudge judges into
self-adapting their rulings to the mean decision (as
determined by the algorithmic analysis). In other
words, this algorithmic analysis itself may limit the
judge's ability to rule without being constrained
by undue external in�uences (of course, the judge's
ruling is and should be constrained by the law; but
the law allows for wiggle room and leaves space to
the judge's expert judgement). The rather regres-
sive �solution� to this problem in France has been to
prohibit the use of any data on magistrates or legal
clerks if that leads to an evaluation, analysis, com-
parison or prediction of their professional behavior
(cf. the blog of Van Oppijnen, who paraphrased

7https://ibestuur.nl/weblog/het-verboden-algoritme
8https://medium.com/@supralegem/the-impartiality

-of-some-judges-undermined-by-artificial-intellige
nce-c54cac85c4c4
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the French law).

The data set produced in this research does contain
information on the court where the case is handled.
The names of the judges are not anonymised by
rechtspraak.nl and hence could also be extracted
from the decision (�beslissing�) sections. This re-
search does not, however, aggregate statistics ei-
ther on the level of courts or individual judges for
a comparative analysis.

3 Methods

The limitations discussed in sections 2.5 are reason-
able explanations for the limited success of SEDC in
the FATE pipeline and motivate why this method is
not pursued further in this project. This theoretical
discussion on counterfactuals has nevertheless set
the research context for the current project. Both
in our literature survey and in the previous discus-
sion of limitations we have identi�ed the need of
meaningful output labels. In a supervised classi�-
cation context these labels are a given, but not in
the more challenging context of unsupervised clus-
tering on textual data. Before producing counter-
factuals, we should thus further investigate cluster-
ing on embeddings as a problem of its own in the
context of legal case recommendation. We specif-
ically research to which extent these embedding
clusters capture information that is relevant from
a juridical perspective, such as the case outcome.
This in turn assumes the prior step of extracting
this information from case texts using text mining
techniques. Predicting the role of each case section
helps in locating information, but also allows us to
investigate via embeddings whether the semantic
di�erences between these sections can be quanti�ed
and thus used during embedding-based recommen-
dation. These elements combined do not amount
to a new XAI algorithm, but nevertheless aid our
understanding of embedding clusters of legal texts.

This project contains several components. We �rst
have to create a suitable data set of case texts, be-
cause we did not have access to a data set suitable
for our research. Section 3.1 outlines the used data
sources at FATE and the data sources of the new
data set, including their opportunities and limita-
tions. Section 3.2 explains how the data set repre-
sents cases in a structured fashion by parsing sec-
tions and also how we provide each section with a
label indicating its juridical role in the overall case
transcription. Secondly, in section 3.3 we explain
in detail how we parse potentially co-occurring sen-
tences in case decisions and how we create labels for
the case outcome of each case. The made decisions
are motivated with reference to domain knowledge
of Dutch criminal law. Thirdly, we explain in sec-

tion 3.4 how we use a machine learning classi�er to
predict the juridical role of each section in the con-
structed data set, as well as the usefulness of this
endeavour with respect to the aims of this project.
Fourthly, we brie�y explain the choice for a �para-
graph�9 embedding model in section 3.5. Lastly, we
explain the use of these paragraph embeddings in
clustering (3.6).

3.1 Data sources

A collection of Dutch cases calledOpen Data van de
Rechtspraakis publicly available 10. Cases are iden-
ti�ed by the European Case Law Identi�er (ECLI).
Apart from the contents of the case, metadata is
available for most of the entries. These include
amongst other things the name of the type of case
(such as �Hoger beroep� or �Eerste aanleg - Meer-
voudige Kamer�), the involved instances (a value
for �eerdere aanleg� for lower courts and �latere
aanleg� for higher courts), as well asformal re-
lations between documents (such as between �ar-
rest� and �conclusie�). This database publishes
court rulings (�uitspraak�) and documents called
conclusions (�conclusies�) separately. Despite the
slightly misleading name, �conclusies� are actually
not the conclusions of court rulings, but advisory
re�ections by a higher court that are not legally
binding. We will focus on the actual court rulings
(which have their conclusions in the case descrip-
tions as �beslissing�). There is also metadata that
indicates the relation between cases that have a for-
mal relation (�afhandelingswijze�). Possible meta-
data values for the ECLI-index are listed under
https://data.rechtspraak.nl/uitspraken/ .

A subset of more recent case contents also contain
some labels on the role of a section, e.g.<section
role="beslissing"> , where the role can be �de-
cision� (�beslissing�), �considerations� (�overwegin-
gen�), and �proceedings� (�procesverloop�). These
labels can potentially be used to create a labelled
data set for (weak) supervision.

Additionally, a new data set has become available
to FATE which contains paragraphs from Open
Data van de Rechtspraaklabelled with some key
words 11. Annotation is performed by two legal
experts at Wolters Kluwer. A smaller subset of
these paragraphs are also labelled with the values
�standpunt�, �oordeel�, �overweging�, �tussenkop�,
�aangifte�, �onderbouwing�. The former three types

9This extension to word embeddings are suitable for texts
of variable length, from paragraphs to documents.

10 https://www.rechtspraak.nl/Uitspraken/paginas/open-
data.aspx

11 I wrote a script that veri�ed that each of the paragraphs
could be literally matched with sections from the respective
cases in Open Data van de Rechtspraak .
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have >1700 samples each, whereas the latter three
types are unusable with <15 samples each. In argu-
mentation mining, one ideally labels each sentence
e.g. with �claim� or �premise�. The labels of this
data set seemed to be the best available proxy in
the absence of a data set of Dutch legal texts with
argumentative annotations. The FATE project cur-
rently focuses on cases from criminal law and for
reasons of scope, so will this project. However, I
identi�ed several issues with the latter data set.

1) For any given case, typically only one to three
paragraphs were included. This means that most
information from the original case texts is missing
in this data set. The paragraphs were seemingly
haphazardly selected and not successive.

2) The paragraphs were not really paragraphs, be-
cause they often terminate mid-sentence.

3) The key words were being interpreted as topic
labels within FATE. However, I argue they are not
indicative of the case's topic because the key words
pertain to speci�c formal legal concepts: the inad-
missibility of a case (�niet-ontvankelijkheid�), exclu-
sion of evidence (�bewijsuitsluiting�), reduction of
the sentence (�strafvermindering�). There are three
similar labels that speci�cally indicate that the con-
cept applies due toformal or procedural errors, e.g.
�niet-ontvankelijkheid vanwege vormverzuim�. An
additional label indicates that a formal error has
been established, but that this has no consequences
for the ruling in the case (�rechter volstaat met con-
statering vormverzuim�). Together these add up to
a total of seven labels. These labels may be use-
ful for a machine learning model that tries to pre-
dict mistrials, but are not appropriate for evaluat-
ing whether cases that are clustered together are
�about� the same topic.

4) There are many duplicate texts with di�erent
key words. It is unknown how the key words are
assigned and why this is the case. In any case,
this means that the key words are a noisy signal
for training machine learning models. The cur-
rent strategy at FATE is to drop the data points
with duplicate texts. However, I identify two prob-
lems with this approach. Firstly, motivation about
which key word label to keep is absent. Secondly,
even though there may be many duplicate text
fragments, these are not necessarily duplicatedata
points. In fact, checking the most duplicated text
fragments shows that even though a speci�c frag-
ment e.g. is repeated 103 times, these fragments
also come from 103separatecases.12 This provides

12 The following fragment is duplicated 103 times. This
is a standard formulation that indicates that all the formal
requirements to proceed with the case are ful�lled (these are

another argument against dropping duplicate texts.
In fact, this observation a�rms that legal profes-
sionals tend to use highly standardized phrasings
in particular for common formal aspects of cases.
The duplication of paragraphs therefore is not sim-
ply noise in the data set, but points to a valid prop-
erty of the target domain.

5) The data set also contained text fragments from
administrative law, even though the FATE project
focuses on criminal law.13 Within the scope of the
project the goal is to �nd similar cases within crim-
inal law, so we do consider legal texts from another
domain as erroneous data points.

6) Finally, only a limited amount of text fragments
also had the �type� annotation (see above) which we
consider to have argumentative signi�cance. The
labels were also strongly imbalanced. Machine
learning applications typically perform better with
more data and balanced data, so this imposes some
limitations on machine learning approaches.

We decided to create a new data set based on cases
from Open Data van de Rechtspraak. This new data
set was ultimately also used for the �nal demonstra-
tions of the legal use case in the FATE project. Our
approach is outlined in the next section.

3.2 Data set creation

This section describes a pipeline that produces an
annotated data set of case law in a fully automated
fashion.

3.2.1 Query of ECLI-index

The input to this pipeline is a query via the REST-
ful API of rechtspraak.nl conform their technical
speci�cation [35]. This queries an ECLI-index and
returns an Atom xml feed with the case identi�ers
(ECLI) that match the query, alongside metadata
concerning the edit history of the record.

For this project the following query parameters are
important. We select type=uitspraak , as opposed
to �conclusie,� because we are interested in court
rulings rather than juridical re�ections and advice
from higher courts. We limit ourselves to cases
from criminal law, but not one speci�c sub�eld of
criminal law.14 We furthermore query cases from

called the �voorvragen�): �De dagvaarding is geldig, deze
rechtbank is bevoegd tot kennisneming van de ten laste
gelegde feiten en de o�cier van justitie is ontvankelijk. Er
zijn geen redenen voor schorsing van de vervolging�.

13 The data points themselves do not indicate from which
domain they come, but the domain of law can be retrieved
by taking the case ECLI and querying Open Data van de
Rechtspraak.

14 The URIs for legal domains can be found at
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a particular time period to control the size of the
data set. We submit return=DOC in order to only
return the case identi�ers of cases that have associ-
ated content, as opposed to having metadata only.
Finally, the web service returns a maximum of 1000
case identi�ers for a given query, even though the
query may return more hits. If this scenario occurs,
we recursively resubmit a query that retrieves re-
sults starting from the last result of the preceding
query, until all query hits have been retrieved.

Given the returned set of Atom xml feeds, the next
step is to retrieve the case contents with a follow-
up query that uses the case's ECLI. This gives ac-
cess to the case information in xml format, allow-
ing more control over the data than if we were
to scrape texts directly from the html on recht-
spraak.nl. Most of the cases that have been added
after the introduction of the ECLI format since
2010 follow the xml format as described in section
11.1.3.2 of technical speci�cation:

<uitspraak>
<uitspraak.info>

<para> ... </para>
</uitspraak.info>
...
<section role="overwegingen">

<title><nr>2.</nr> ... <title>
<paragroup>
<nr>2.1.</nr>
<para> ... </para>
</paragroup>

</section>
<section role="beslissing">

<para> ... </para>
</section>

</uitspraak>

This xml structure is useful for several reasons: it
allows for a consistent approach of extracting the
data on section or paragraph level; structured in-
formation like section titles or numbering can be
processed independently (e.g. �ltered out if de-
sired); additionally some of the sections will be
labeled with a role identi�er. These are �pro-
cesverloop� (proceedings), �overwegingen� (consid-
erations), �beslissing� (decision). The latter two la-
bels occur frequently, but �procesverloop� almost
never. Nevertheless, some of the returned xml will
only contain <para> tags. An extra check is per-
formed and cases with this lower quality xml are
discarded.

https: / /data.rechtspraak.nl /Waardel i js t /Rech
tsgeb ieden . Using percent URL encoding, we sub-
mit `http%3A%2F%2Fpsi.rechtspraak.nl%2Frechtsgebied
%23strafrecht'.

3.2.2 Parsing cases

The resulting xml �les are parsed using an xml
parser with the BeautifulSoup4 Python pack-
age.15 Some metadata is parsed and recorded in the
data set: we record the ECLI, the subject domain
(at least �Strafrecht� but may include additional
subdomains), the type of procedure (e.g. �Eerste
aanleg - meervoudige kamer�) and the date of the
case.

Cases from regular courts and higher courts are
quite di�erent in nature and structure. Regular
cases in criminal law have a relatively stable struc-
ture with sections that correspond to common el-
ements of criminal cases, whereas case texts from
higher courts typically refer to one or more prob-
lematic aspects of previous judge rulings. The
procedure �eld is used to �lter out procedures
from higher courts. The �ltered out procedures
are �Hoger beroep�, �Cassatie�, �Cassatie in het
belang der wet�, �Raadkamer�, �Artikel 81 RO-
zaken�, �Wraking�, �Beschikking� (for details and
justi�cation, see appendix C). These types of cases
are relatively uncommon, so this does not �lter
out too many data points. The remaining cases
are typically of type �Eerste aanleg - Meervoudige
Kamer� (�rst instance, multiple judges) or �Op
tegenspraak� (a case where a representative of the
defendant appeared in court). The pipeline pro-
duces data points either on the paragraph (<para>)
or section (<section> ) level. For this project we at
least require text data on the section granularity,
because we want to di�erentiate the various legal
roles of sections and use these during recommen-
dation. The sections or paragraphs receive an ad-
ditional id based on their order of occurrence in
the full case transcription, so that the full text can
always be reconstructed by concatenating its com-
ponents in the right order.

For each section, the section title is also parsed and
recorded separately. Section titles are free text, but
nevertheless the legal clerks writing up the cases
use common formulations for describing the con-
tent of a section. This means that these section
titles can be interpreted as weak labels and used
to label sections for their juridical signi�cance in
the overall case text. We therefore designed a rule-
based labelling scheme to produce more section la-
bels based on the common structure of Dutch crim-
inal law cases and section titles (see �gure 1). Be-
cause a large part of the labels are produced using
this heuristic, this project uses machine learning in
a weakly supervisedcontext.
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Figure 1: The typical case structure in Dutch crim-
inal law.

3.2.3 Labelling of section roles

As mentioned before, rechtspraak.nl has labelled
some sections as �procesverloop� (proceedings),
�overwegingen� (considerations), and �beslissing�
(decision), but all other sections are unlabelled and
would have to be categorized in a large heteroge-
neous �other� class. It is not guaranteed that all
sections that are in fact e.g. legal considerations
(�overwegingen�) are also labeled as such in the case
xml from rechtspraak.nl. Since we are interested
in training a machine learning classi�er to predict
section role labels (see section 3.4), having sections
with legal considerations in the �other� class would
be a source of error in the machine learning model.
We developed a rule-based classi�er on the section
titles that catches unlabeled sections with legal con-
siderations, judiciary decisions, and proceedings.

But there are also reasons to further di�erentiate
section types in the �other� class. The various sec-
tions of a case transcription can have very di�er-
ent roles. Some are more procedural or formal
and others contain the arguments in the case. For
some downstream applications it may be bene�cial
to consider certain section types, but not others.
For example, cases almost always contain a quite
formal section that is typically called �wettelijke
voorschriften� (legal prescriptions) and which sim-
ply lists the articles of criminal law that are relevant
to the case. We may make the �nding of law arti-
cle citations more e�cient and reduce the amount
of false positives by only considering this section.16

A strictly procedural section, which is often called
�onderzoek van de zaak� (research of the case), sim-
ply summarizes some facts about the physical hear-
ing for the reader of the case transcription. An ex-
ample is: �De zaak is inhoudelijk behandeld op de
zitting van 11 maart 2022. De verdachte en zijn
raadsman zijn verschenen. De o�cier van justitie
en de verdediging hebben hun standpunten kenbaar
gemaakt� (ECLI:NL:RBLIM:2022:2339).

Another section type that is not labelled by recht-
spraak.nl, but is de�nitely very important for a
good understanding of the case, is the section
typically called �tenlastelegging,� (charges) which
states all charges against the defendant. It is dif-
�cult to automatically di�erentiate charged facts
from facts that are for example presented as ev-
idence. Knowing in which type of section these
elements appear can help distinguish their signif-
icance and can be seen as a rudimentary form of

15 https://pypi.org/project/beautifulsoup4/
16 In fact, we currently extract cited law articles from �wet-

telijke voorschriften� sections using regular expressions and
record them in the data set, but these are not used in the
current project.
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argumentation zoning on paragraph/section level.
Argumentation zoning aims to �group the state-
ments according to their rhetorical role� [41, p. 115].
In our case we predict the role of the section (i.e.
semi-local context) in which a statement appears.
A di�erence with previous work in argumentation
zoning is that we can do this directly on the section
level due to the common structure of case transcrip-
tions. Previous work by Teufel predicts the role
of each sentence and then groups similar sentences
together. This would however require a manually
annotated corpus that is currently not available in
Dutch (and its creation is beyond the scope of this
project). We can instead predict a role label for ar-
bitrary spans of text, but this does assume we more
or less know a priori which spans of texts to feed
to the classi�er. This is not a practical limitation
for the current research, because the case transcrip-
tions from rechtspraak.nl already have meaningful
section borders.

Knowing the role of a section thus helps interpret
its signi�cance within the overall case and gives us
more �ne-grained control in embedding-based rec-
ommendation. For example, it would allow us to
weigh the importance of case sections during rec-
ommendation, or �nd cases that have similar sec-
tions of a particular type. Moreover, from a ma-
chine learning perspective, labelling and di�erenti-
ating sections in the �other� class will provide more
insights during failure analysis in appendix B. For
example, which types of text are easily confused
with legal considerations or judiciary decisions? To
which extent are misclassi�cations of the machine
learning model due to limitations of the machine
learning approach and to which extent can they
be explained by properties of the legal texts them-
selves?

The other labels and the full labelling procedure
are explained and justi�ed with reference to typical
case text structures in appendix C. For the pre-
diction of section roles using machine learning, see
section 3.4. Since the section titles are used for la-
belling, they are excluded from the texts that the
machine learning classi�er is �tted on.

3.3 Detecting case sentences

3.3.1 Relevance of case outcome labels

Lawyers are interested in successfully pleading their
case (even bad lawyers would at least try!). The
recommendation of similar cases is useful for this
purpose, because these cases can help identify fac-
tors that contribute to the desirable outcome. Most
cases in common law will build forth on a case base
where, as a rule of thumb, similar cases have simi-
lar outcomes. However, it is too simple to de�ne a

�relevant� case as a similar case with the desirable
outcome. Precisely because this type of case con-
tinues a trend, they are just one in a dozen. How-
ever, similar cases withdissimilar outcomes that
break the trend may be juridically more relevant,
particularly when they have an explicit law-giving
signi�cance as in the common law tradition. This
means that the study of juridical relevance may re-
quire an atypical application in which precisely the
outliers, instead of the main trend, are of special in-
terest for a deeper understanding of the case base.
A temporal analysis could potentially show that an
outlier may start a new trend, for example because
public sentiment motivates judges to assign higher
punishments for certain types of crime if that crime
incited public rage due to some in-world event. We
will not develop such applications within the scope
of this thesis, but in any case this re�ection shows
that having an indication of the case outcome is of
added value for the evaluation of any pipeline that
aims to automatically recommend relevant cases.

3.3.2 Types of punishment in Dutch crimi-
nal law

Dutch criminal law (Art. 9 Wetboek van
Strafrecht17) distinguishes four main types of pun-
ishment (�hoofdstra�en�):

1. a prison sentence (�gevangenisstraf�)

2. custody (�hechtenis�)

3. community service (�taakstraf�)

4. �ne (�geldboete�) accompanied by an alternate
custody in case payment is not ful�lled

These punishments are largely self-explanatory.
The di�erence between a prison sentence and cus-
tody is somewhat subtle. They are similar in prac-
tice because they are both custodial sentences, but
they are theoretically distinct. Custody is a pun-
ishment for (severe) o�ences, whereas prison sen-
tences are a punishment for crimes. Custody in the
Netherlands typically has a maximum length of one
year, whereas a prison sentence has a maximum of
30 years.18 Because prison sentences are typically
longer, prisons have more facilities and focus on fu-
ture reintegration into society. Custody is instead
typically served in a detention center/county jail

17 https://wetten.overheid.nl/BWBR0001854/2022-03-0
1

18 In Dutch criminal law there is however also a prison
sentence for life, which is only imposed in very exceptional
cases. In this project we parse the length of prison sentences,
but it is unclear how to quantify the length of a lifelong
sentence. We therefore consider this exceptional sentence as
out of scope for this project, which has no serious impact on
our results due to its extreme rarity.
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without those facilities (e.g. without the option to
work and do daytime activities). Custody as a main
punishment is post-trial and is thus not the same
as detention when the trial is pending.

There is a set of additional secondary punishments
a judge can impose (such as making the case pub-
lic without anonymization) as well additional mea-
sures to take (such as placement in a psychiatric
hospital). For feasibility, we initially focus on the
four main types of punishments. However, one
particular measure called TBS (�terbeschikking-
stelling�) will be treated as an exception due to its
severity. TBS can be imposed for severe crimes that
have a minimum prison sentence of four years, as
well as for a selection of speci�c crimes, in cases
where the suspect su�ered from a mental disease
or mental disturbance at the time of the crime.
The goal of this type of punishment is additional
psychological treatment to avoid recidivism. How-
ever, what makes this particular punishment po-
tentially much heavier than a prison sentence (de-
spite formally being a �measure� and not a �main
punishment�) is that the patient needs to pass a
psychiatric evaluation before being a candidate for
release. TBS is initially imposed for a minimum of
two years but without a prede�ned maximum du-
ration, and is evaluated every two years. If after
six years the evaluation is still not positive, the de-
tainee will be marked as a long-stay patient. At
the extreme, this can lead to a lifelong detainment,
despite not formally being a life sentence. We there-
fore include TBS as a �fth label.

3.3.3 Labelling case outcomes

In order to label case with their outcome, it is im-
portant to clearly de�ne what we mean with �case
outcome.� Al-Abdulkarim, Atkinson, and Bench-
Capon [1, p. 3] de�ne �verdict� as a �binary deci-
sion such as guilty or innocent and recognize that,
when appropriate, sentence and damages remain to
be determined.� Framed in these terms, we may in-
terpret �case outcome� either as the verdict (binary)
or as the sentence(s) with their real-valued height.
They however also note that most approaches in AI
and Law �represent legal concepts only as Booleans.
For example factors are considered present or ab-
sent and values are promoted or demoted, whereas
we believe that di�ering degrees of presence and ab-
sence (...) need to be recognised.� [1, p. 3]. Follow-
ing this line of reasoning, it is preferable to de�ne
the case outcome as the assigned sentence (i.e. one
of the types of punishments we identi�ed in the pre-
vious section) including its �height� (length or sum
of money). The sentence height contains informa-
tion that a Boolean verdict does not have, because
we expect higher sentences to be assigned for more

severe crimes and o�enses.

Extracting both the punishment type and the pre-
cise height of a punishment is considerably more
di�cult than extracting a Boolean verdict and also
adds complexity to machine learning and reasoning
approaches using these labels. Another source of
complexity is that cases in Dutch criminal law of-
ten consider multiple charged facts, that each may
call for a di�erent punishment, but that the �nal
ruling by the judge passes sentences that addresses
all charges at once. In many cases, this means
that two di�erent types of punishment co-occur in
the same ruling, e.g. a prison sentence alongside
a �ne. But in case two charged facts call for the
same punishment type, for example a prison sen-
tence, asingle prison sentence that addresses both
charged facts is imposed if the defendant is found
guilty. This project aims to be sensitive to these
nuances in Dutch criminal law � and is innovative
in this regard � and consequently models the case
outcome as avector or tuple, where each dimension
corresponds to a punishmenttype and the value for
each dimension theheight of that respective pun-
ishment.

The interpretation of �case outcome� in this project
is thus the total collection of sentences, includ-
ing their height, imposed on the defendant in the
case by decision of the judge(s); and not the bi-
nary verdict �guilty� or �not guilty.� The sentence
heights are real-valued variables, with two excep-
tions. Firstly, we have already discussed that TBS
is often assigned without a clear maximum dura-
tion and hence we record this punishment type as
a binary variable. Secondly, we also record whether
acquittal is detected, but acquittal does not have a
�height�. We do observe that acquittal occurs mul-
tiple times in the same case, but this is because mul-
tiple (possibly disconnected) charges are treated in
the same case and not because the suspect is twice
as innocent. It may be the case that for a par-
ticular fact there is a primary charge, for example
murder, but also a secondary charge in case there
is not su�cient proof for the primary charge, such
as manslaughter. A judge is required to rule on all
charges, so even for a single fact a �nal decision
may contain for example acquittal on the count of
murder, but the imposition of a prison sentence for
manslaughter.

The co-occurrence of punishment labels further
complicates the interpretation of acquittal. If ac-
quittal is detected for at least one of the charged
facts, this does not mean the suspect is not guilty,
since a punishment may be imposed for one of the
other charges. Moreover, even if acquittal is de-
tected without any main punishment, we still can-
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not say with certainty that the defendant is not
guilty, because we do not match the myriad of all
measures and secondary punishments, by limiting
the scope to the main punishments and TBS. If we
detect acquittal without any other imposed main
punishment, we can strictly speaking only say the
defendant is acquitted of all charged facts for which
a main punishment or TBS would be required.

To summarize, by choosing our labelling approach
together with our scope, we do not label a Boolean
verdict, but the collection of imposed (main) pun-
ishments. We have stated that recording the sen-
tence height contains more information than a
Boolean verdict. We may now also ask whether par-
ticular frequent combinations of punishments are of
interest. We investigate statistics over the punish-
ment label vectors (distributions, correlations, co-
occurrences) in section 4.3.

3.3.4 On regular expressions

Manual inspection of many case transcriptions
showed that the transcriptions of a judge's rul-
ing tend to use common phrasings. We exploited
this regularity by writing regular expression that
parses both the type of punishment and the mea-
sure of punishment. This is a speci�c property
of juridical language that also makes approaches
like context-free grammars quite successful, even
for detecting argumentation structures [54, e.g.].
Appendix D explains the used regular expression
using test cases, as well as discussing its limita-
tions. The length of a sentence or the amount of
a �ne is captured as a description in natural lan-
guage, but is further processed and normalized as
the number of days or the amount of euros. The
�nal label vectors are produced using a classi�er
using manually-drafted logical rules over the cap-
tured information. Consider for example the fol-
lowing (Dutch) text fragment from the decision in
case ECLI:NL:RBZWB:2020:6311:

Strafoplegging - veroordeelt verdachte tot
een gevangenisstraf van 5 jaar; - bepaalt
dat de tijd die verdachte voor de tenuitvo-
erlegging van deze uitspraak in voorarrest
heeft doorgebracht in mindering wordt
gebracht bij de tenuitvoerlegging van de
opgelegde gevangenisstraf;

Benadeelde partijen - veroordeelt ver-
dachte tot betaling aan de benadeelde
partij [slachto�er] van ¿ 6.404,77, waar-
van ¿ 3.404,77 ter zake van materiële
schade en¿ 3.000,- ter zake van immater-
iële schade vermeerderd met de wettelijke
rente berekend vanaf 29 december 2020;�

In this case we want to extract the vec-
tor of shape (TBS, prison sentence, custody,
community service, fine, acquittal) as such:
(0, 1825, 0, 0, 6404, 0) . The length of prison
sentence, custody, and community service is parsed
and translated into the amount of days (an inte-
ger). Community service is often assigned in terms
of hours. These are translated to days and then
rounded up in case the result is a fraction. With
respect to the height of a punishment, it is good to
notice that in Dutch criminal law the judges impose
only a single punishment of a given type with the
total duration. This is a notable di�erence with for
example the U.S. legal system, where it is possible
to for example receiveN cumulative life sentences
if N crimes with a life sentence as punishment are
committed. If a suspect commits several crimes
with prison sentence as a punishment, the judge
will impose a single prison sentence for the com-
bination of all punishable facts. The punishment
types have (with some exceptions) upper bounds
and also categories that indicate the bandwidth of
possible punishments for certain crimes.

In the example from above we already notice one of
many challenges, namely that the �ne of ¿ 6404,77
is split up into two parts that should not be counted
separately, i.e. the total �ne is not ¿ 12.809,54. We
will show how these and other cases are handled in
section 4.2.

3.3.5 From case sentences to labels

For typical downstream machine learning tasks
such as classi�cation or clustering it is common
to have a single target label. We have estab-
lished, however, that a single case often discusses
multiple facts and charges and consequently may
have multiple verdicts. We may either construe
machine learning approaches on these label vec-
tors as a multi-label problem, or de�ne an ap-
proach to convert the label vectors to a single la-
bel. Multi-label approaches typically decompose
the multi-label problem into multiple single-label
problems, thereby assuming independence of the
multiple labels. We investigate the correlation and
co-occurrence of punishment labels in section 4.3.
This project instead explored approaches to convert
punishment vectors to a single target label.

Initially, a naive approach with some obvious down-
sides was taken, namely to take the �most signi�-
cant� punishment as the target label. This requires
a function that de�nes the priorities between the
punishment labels. The main punishments are pri-
oritized in the order they appear in above, with
TBS being considered the most severe and excep-
tional punishment.
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There are at least two obvious downsides to this
approach. Firstly, we discard some information on
subsidiary punishments that may be relevant for
some applications. Secondly, by assigning a higher
priority to heavier punishments, we amplify the ef-
fect of the selection bias (see 3.3.6) towards heavier
sentences in terms of the labels that are present in
the data set.

A second approach � and the approach ultimately
used in this project � is to try and �nd meaningful
clusters of punishment vectors that capture com-
mon patterns. An advantage of this approach is
that we do not discard information on co-occurring
sentences. If the clustering is of good quality, we
may interpret the cluster labels and use them as
target labels in our analyses.

3.3.6 Selection bias

We expect a signi�cant selection bias in the sen-
tence labels of the created data set. The Public
Prosecution Service (Openbaar Ministerie) in the
Netherlands decides which cases appear in front of
a judge. Because this body has limited resources,
the decision to let a case appear in court is partially
based on the probability of reaching a conviction as
opposed to acquittal. This implies that we can ex-
pect that the majority of the cases that appear in
court leads to a conviction. Additionally, cases with
more severe crimes are also more likely to appear
in court than petty crimes, due to limited capacity
of the Public Prosecution Service. Petty crimes are
more likely to be handled outside of the courtroom
and will thus appear less in the data set. Because
more severe crimes also have heavier punishments,
we also expect a bias towards the heavier sentences
such as imprisonment when extracting sentence la-
bels. Following the same reasoning, we expect the
less heavy sentences, such as �nes or custody, to
occur less often in court transcriptions, particularly
not as the �main� sentence (as opposed to accom-
panying a more severe sentence such as imprison-
ment). We corroborate this hypothesis in section
4.3. We do have to consider that a high selection
bias towards a particular punishment type does not
necessarily imply that this punishment type is more
frequent in absolute terms. For example, we can ex-
pect a very high selection bias towards TBS-cases,
but at the same time these cases are more rare over-
all and will thus not outnumber prison sentences.

There is a second source of selection bias. This
project parses openly available data, but not all
cases that appear in court are also publicized in
Open Data van de Rechtspraakfrom rechtspraak.nl.
This means that some form of selection takes place
here. Van Opijnen [50, p. 328-339] discusses the se-

lection criteria (if any) for publication of legal jour-
nals and data collections such as on rechtspraak.nl.
Now that case transcriptions can be publicized dig-
itally, the selection of cases is important for coun-
tering information overload: one wants to present
the more interesting cases that are likely to be more
valuable for legal professionals, rather than drown-
ing them in a sea of cases that are all nearly iden-
tical. At the same time, Van Opijnen points out
that data collections aim to be �representative.�
This ambition for representability can however be
at odds with the selection bias towards the more in-
teresting cases, precisely because the average case
is not a new landmark in lines of jurisprudence.
The cases selected for publication are thus not nec-
essarily representative for the whole of all cases,
which may be problematic if legal theory consis-
tently refers only to the �interesting� cases rather
than �ordinary� cases, thereby potentially diverg-
ing theory from practice. The selection of cases
is also not representative in the statistical sense of
being an unbiased sample, but Van Opijnen points
out that this is typically also not desired, �rst of
all because this would exclude highly relevant cases
and secondly because selection criteria typically re-
fer to the more subjective notion of �juridical im-
portance.�

3.4 Predicting section roles

We train a machine learning classi�er on textual
features in order to predict the section role labels
that we recorded in the data set (see section 3.2.3).
Since we have produced these labels using labelling
rules on section headers, one may wonder why we
additionally need to train a machine learning clas-
si�er to essentially do the same thing. A �rst an-
swer is that in this research context our goal is not
just to accurately predict section role labels, but
primarily to gain an understanding of which type
of textual features are indicative of these respective
section roles. A second related point is that whereas
the rule-based labelling procedure labels based on
relatively standardized section titles, for which the
credit goes to legal clerks and rechtspraak.nl, the
machine learning classi�er predicts based on tex-
tual features. This means that the latter has sig-
ni�cantly more use cases, also in various situations
where no section labels are present. As we've stated
earlier, this approach can be considered as a rudi-
mentary form of argumentation zoning, speci�c for
the legal domain. For one, this can be used to auto-
matically extend the existing section annotation at
rechtspraak.nl and to complement the current la-
bels by catching unlabelled sections without man-
ual e�ort.
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Role Count
benadeelde partijen 411
bepaling strafbaarheid 4461
beslag 492
beslissing 2954
bewezenverklaring 885
bijlage 707
eis 1406
identi�catie 294
inleiding 91
overig 708
overwegingen 4586
procesverloop 2219
strafoplegging 1083
tenlastelegging 2491
voorvragen 1168
wettelijke voorschriften 2417

Table 1: Counts per section role for 2885 cases from
2021

3.4.1 Data characteristics

There are two notable data set characteristics that
should be addressed.

Firstly, during data set creation we maintain the di-
vision in sections that occurs naturally in the case
transcriptions that are available via rechtspraak.nl,
but as a result the sections are not of equal length.
This could introduce a bias when using textual fea-
tures such as word counts, which are expected to
be higher on average for longer texts. In some ap-
plications it is acceptable to split up input texts
into equal length fragments, but we do not do so
in our case because we cannot guarantee that the
labels that are appropriate on section level are also
appropriate on smaller subsections. It may be the
case that the textual indicators for a particular sec-
tion role are not present in one or more of the splits.
For example, in a �decision� section, the judges' de-
cision may only be present in the second half of that
section. We instead take the unequal length of sec-
tions into account in our feature design by directly
designing features as proportions where appropri-
ate and by scaling features to zero mean and unit
variance.

Secondly, the 16 section roles are not balanced. See
table 1. We take this into account in two manners.
Firstly, we apply class weighting when training the
classi�er, where the weights are inversely propor-
tional to the class frequencies using the weighting
formula:

w(y) =
# samples

(# classes� count(y))

This formula assigns a weight of 1 to each class in
case of a balanced class distribution, independent
of the amount of classes. In this scenario we have
count(y) = # samples

# classes and hence:

w(y) =
# samples

(# classes� # samples
# classes )

=
# samples
# samples

= 1

The weight of a class is lowered if it count(y) >
# samples
# classes and increased vice versa.

Secondly, when splitting train and test data we use
strati�cation on the class labels, such that the label
distribution is the same for the train and test set.
This is a suitable approach because the class imbal-
ance is not caused by erroneous data collection, but
represents a genuine distribution of section roles in
the target domain and is thus a fair way to assess
model performance.

We have decided to exclude sections of type �bi-
jlage� (attachment/appendix) due to �ndings in an
intermediate failure analysis. The appendix is ar-
guably not part of the case content, because there is
typically a good reason why information is placed
in the appendix instead of the body of the case
transcription. Nevertheless, it can occur that con-
tent from the case is placed in the appendix purely
because it's very lengthy. We observed that for ex-
ample the summary of charged facts is sometimes
placed in the appendix in its entirety, in which case
the confusion matrix showed a �misclassi�cation�
of �bijlage� as �tenlastelegging.� However, on closer
inspection, this is not actually a wrong prediction
because the summary of charged facts was placed
in the appendix. In other words, in this case the
appendix labels are not useful for evaluating model
performance. There is no damage in not including
these sections for model training because we, for
example, already have su�cient training data for
the �tenlastelegging� label.

3.4.2 Feature extraction

The feature extraction pipeline builds up feature
vectors from several components that can be in-
dependently enabled. A �rst component consists
of TF-IDF n-gram (1- to 4-gram) feature vectors,
where the top N features in terms of TF-IDF scores
are used. A second component consists of word
counts for a set of argumentation indicators ex-
tracted from Knott and Dale [17]. The intuition
here is that various sections typically have di�er-
ent roles in the argumentation of the overall case.
For example, we expect main arguments for and
against the defendant to be made in the �considera-
tions� section, and we expect the �decision� section
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to contain mainly conclusions. We thus hypothe-
size that di�erent argumentative indicators should
help di�erentiate these sections. The list presented
in [17] is a compiled list of �relational phrases� that
tie clauses together and are hence also indicative
for argumentative relations. I translated these re-
lational phrases to Dutch, see appendix A.2 for de-
tails. Thirdly, I included a small list of domain-
speci�c terms for criminal law, inherited from a
previous project at TNO called JuriBot. Fourthly,
a wide range of text statistics, lexical and syntac-
tic features are extracted from case texts based on
text- and argument mining literature [31, 21, 46]
as well as some stylometric features [15, 43]. An
overview of the extracted features can be found in
appendix A.1.

The document embeddings can also be used as fea-
ture vectors in their own right. We perform the
same prediction task using embeddings, on their
own and in combination with other features.

3.4.3 NLP

Some of the extracted features are count-based, but
many rely on NLP modules. The text extraction
pipeline has abstract classes for tokenizers, stem-
mers, lemmatizers, POS-taggers, and parsers such
that the backend implementation can be exchanged
easily. Tokenizers from the NLTK19 and spaCy20

packages are implemented, as well as a simple regu-
lar expression-based tokenizer. A tokenizer using a
BERT transformer model trained on a Dutch cor-
pus, called BERTje [7] is also implemented21. How-
ever, BERT uses a subword algorithm in order to
decompose unknown words into a known part with
an encoded unknown su�x, e.g. `#je', so is slightly
di�erent in character. Using BERT did not lead to
an improvement in model performance but is slower
due to its model complexity, so we opted for a sim-
ple word tokenizer from NLTK.

For POS-tagging on Dutch texts, a custom tagger
is trained on the Alpino corpus with an accuracy
of 0:93 on a test set with 10% of the tagged sen-
tences.22 A POS-tagger using the aforementioned
BERTje model is also implemented, but ultimately
not used. BERTje has state of the art POS-tagging
performance in Dutch, but this comes at the cost

19 https://www.nltk.org
20 https://spacy.io/models/nl
21 https://huggingface.co/GroNLP/bert-base-dutch-ca

sed
22 The Alpino corpus was retrieved via the NTLK package.

The tags of the training set consist of `verb' (verb), `comp'
(complementizer), `adj' (adjective), `pp' (personal pronoun),
`�xed' (�xed idioms), `det' (determiner), `pron' (pronoun),
`vg' (verb gerund), `prep' (preposition), `num' (cardinal
number), `punct' (punctuation), `tag', `name', `part' (par-
ticle), `comparative', `noun', `adv' (adverb).

of extra complexity, both in terms of implementa-
tion and computation time. BERT can only process
512 tokens at once, but many sections in the cur-
rent data set are longer and will have to be split up
and reconstructed afterwards if we do not want to
lose information (the BERT implementation I used
discards the over�ow text by default). On the CPU
of my personal computer, a single inference could
take up to 15 seconds. Batch processing using a
data set class from thePyTorch backend was also
implemented, but an undesirable side-e�ect here is
that all shorter sequences will have to be padded
to the max length with mask tokens because the
batches need to have a constant non-ragged size.
This results in arti�cially increasing the size of the
input data and, at least on CPU, is actually slower
than sequential inference. Because POS-tags are
just one of many features in this project, we opted
for a good combination of speed and accuracy by
using the custom trained Alpino tagger.

For stemming, the Snowball stemmer fromNLTKis
used. For lemmatization and dependency parsing,
the components from the above-mentionedspaCy
Dutch pipeline are used. Preliminary experiments
showed that stemming outperformed lemmatizing,
so we apply stemming in all experiments.

3.4.4 Feature selection and preprocessing

For feature selection, features with a variance lower
than 0.001 are removed. This is done before pre-
processing steps such as scaling to unit variance.
Standard scaling (and possible other normalization
operations) is performed after splitting the data to
avoid leaking information from the train to test set,
because standard scaling is a �column-wise� opera-
tion that uses global data statistics.

Punctuation is removed when computing n-grams
to avoid generating meaningless (but perhaps nev-
ertheless common) n-grams such as �appelant ]�,
which is a 2-gram that occurs often because the
square brackets are used in the anonymization
scheme of rechtspraak.nl. However, punctuation re-
moval is not always necessary. For example, when
extracting stylometric features we operate on the
raw case texts including interpunction.

Dimensionality reduction techniques (such as PCA,
SVD, and t-SNE) are also explored and imple-
mented, but not used in the reported results. The
reported results use a Support Vector Machine,
which already performs well for high dimensional
data. Moreover, when using dimensionality reduc-
tion we lose the straightforward interpretation of
the word-based feature vectors.
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3.4.5 ML classi�er

Preliminary experiments showed good performance
with a Support Vector Machine (SVM) with a Ra-
dial Basis Function (RBF) kernel. SVMs are also
extensively used in text classi�cation tasks because
they work well for very high dimensional data and,
as we have discussed, it is a particular characteris-
tic of textual feature representations that they tend
to be very high dimensional. SVMs also impose
no restrictive constraints on the feature vectors, al-
though feature scaling is very bene�cial. A multino-
mial Naive Bayes classi�er, for example, does have
constraints because it requires strictly positive fea-
ture vectors, which does not hold when standard
scaling feature or using embedding vectors.

Cross-validation is implemented, but the results
shown in this paper use a 80-20 strati�ed train-test
split.

3.4.6 Pipeline Components

All steps from data set creation, to data loading,
feature extraction, preprocessing, model training,
model inference, and evaluation, are implemented
in a single pipeline. The pipeline is set up using
the Hydra framework for hierarchic and dynamic
con�guration. 23

The pipeline consists of the following main com-
ponents. The CaseLoader queries the �Open Data
van de Rechtspraak� database from rechtspraak.nl
based on arbitrary query and several customizable
options. It also retrieves case XMLs and stores
them automatically if the XML quality meets the
requirements. The CaseParser parses and pro-
cesses case XMLs to create the full data set. The
DataLoader contains functionalities to construct a
data set X with target labels y, including options
to drop certain columns or target categories, con-
vert labels to one vs. rest, or reduce text data
to sentence level with preservation of target la-
bels. The Features class is a highly customiz-
able feature extraction pipeline, where for exam-
ple various NLP classes can be dropped in at will.
The CaseClassifier supports any classi�er with a
predict() function and has support for strati�ed
data splitting, cross-validation and feature scaling.
Evaluation utility scripts are called from the main
�le.

3.4.7 Ablation study

To assess the contribution of groups of features, we
perform a feature ablation study where we study
the e�ect of removing a particular feature group on

23 https://hydra.cc/

the classi�cation performance. Additionally, we in-
vestigate classi�cation metrics when using the fea-
ture groups in isolation.

3.5 Embeddings

The promise of neural network language models is
that they overcome some of the limitations of bag
of words feature vectors. Two main limitations are
typically mentioned [28, 19].

Firstly, a bag of word model disregards word order,
although a bag of words model using n-gramsdoes
consider word order in the local window of lengthn.
However, increasingn comes at the cost of a large
increase in the dimensionality of the feature vec-
tors. Additionally, that high dimensional space be-
ing increasingly sparse because n-grams with larger
n are more speci�c and occur less frequently. These
approaches thus have to deal with the curse of di-
mensionality. Word embeddings instead factor in
local word context but without this leading to an
increase in the size of the resulting vectors. The
resulting vectors are also dense and �xed-length,
because they are not a function of the size of the
vocabulary.

Secondly, bag of word models are not sensitive to
word semantics. For example, �cat�, �lion�, �fac-
tory� are all equidistant in vector space, but seman-
tically speaking �cat� is clearly closer to �lion� than
to �factory�. The dense representations of many
neural network language models are however able
to capture this semantic similarity by having the
embeddings for �cat� and �lion� be closer to each
other in vector space. Bag of word models have no
way of handling polysemy (the same word having
multiple meanings) or synonymy (di�erent words
having the same meaning), whereas non-contextual
embeddings as used in this project can at least deal
with synonymy under the assumption that words
with the same meaning will be used frequently in
the same context (the assumption of distributional
semantics; more on that below).

In the �rst part of this project we distinguished ju-
ridically meaningful units of text on the level of sec-
tions. Well-known neural network language mod-
els such asword2vec instead compute embeddings
on the level of words. Le and Mikolov [19] pro-
posed an extension of this model that works with
texts of variable length (sentences, paragraphs, to
whole documents), that has since then has seen
implementations in popular ML libraries, such as
the doc2vec implementation in the gensim pack-
age. We brie�y explain the basic idea behind word
embeddings in order to then discuss how it can be
extended to longer stretches of text.
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3.5.1 Word embeddings

The learning of word embeddings depends on a pre-
diction task where the goal is to predict the most
likely word in a sentence, given the preceding or sur-
rounding words.24 Each of the words in the local
context around the target word (the �window�) is
represented by a �xed-length vector. The local con-
text itself can be represented by concatenating or
averaging the component word vectors and is used
as input to a neural network that predicts which
word is most likely given this representation of the
context.

More formally, we have a large matrix W where
each column corresponds to a word vector of a word
wt in the vocabulary. The learning objective is then
fairly straightforward: given a word sequence (with
corresponding input columns from matrix W that
you either average or concatenate), the task is to
maximize the average log probability of the target
word. For training words w1; w2; :::; wT :

1
T

T � kX

t = k

log p(wt jwt � k ; :::; wt + k )

where k is here the context around the word that
you want to predict (i.e. in this case the �window�
around the target word) [19]. The prediction task is
a multi-class classi�cation task, so typically a type
of softmax classi�cation layer is used. The true
word in the training input sequence is known, so an
error signal is available to backpropagate through
the network and update the input word vectors (i.e.
backpropagation is used to update the matrixW ).
The idea behind this type of word vector learning
is that �they can eventually capture semantics as
an indirect result of the prediction task� [19, p. 3].
To build some intuition for this statement, it is use-
ful to understand it in the context of the distribu-
tional semantics paradigm: words that tend to be
used frequently in the same context tend to be se-
mantically related. So if some word �x� occurs very
frequently in the context of word �y,� the neural
network will repeatedly update the word embed-
ding of �x� such that it becomes a better predictor
of �y�. If the same holds for some word �z,� it will
be updated in a similar manner such that the vec-
tor representations of �x� and �z� become ever so
slightly more similar. If this training procedure is
repeated over a large amount of contexts, we expect
that �words with similar meaning are mapped to a

24 This style of training word embeddings is called CBOW
(continuous bag-of-words). An alternative but more di�cult
training procedure is the Skip-gram approach, where instead
the task is to predict the surrounding words given the current
word. In this project, we use the CBOW approach.

similar position in the vector space.� [19, p. 2-3]. It
is due to this desirable e�ect that �the di�erences
between word vectors also carry meaning� [19, p. 3].

3.5.2 Paragraph embeddings

Le and Mikolov [19] build forth on the idea that
semantic relations can be represented in vector
space by backpropagating in a word prediction task.
They extend this idea to work with larger stretches
of text in a surprisingly straightforward manner.
When learning word embeddings, the word embed-
ding's local context contributes to the prediction
task by concatenating or averaging the word vectors
of the neighbouring words and feeding them to the
neural network. The Paragraph Vector Model has
another matrix D alongside the matrix W , where
each column ofD indicates aparagraph vector. The
Paragraph Vector Model additionally involves the
paragraph vector in the prediction task by concate-
nating both the paragraph vector and word vectors
(of the words sampled from the paragraph). The
paragraph vectors are trained the same way as the
word vectors. In this sense, the paragraph is treated
as just another �word� in terms of its vector repre-
sentation, but because it is shared between all win-
dows sampled from the same paragraph, it captures
semantic information from the broader paragraph
context. In this sense it �acts as a memory that
remembers what is missing from the current con-
text � or the topic of the paragraph. For this rea-
son, we often call this model the Distributed Mem-
ory Model of Paragraph Vectors (PV-DM).� [19,
p. 3].25 All local contexts sampled from a para-
graph (i.e. the window of length k) share the same
paragraph vector, but this paragraph vector is not
shared across paragraphs. Conversely, the learned
word vectors are learned across all paragraphs, e.g.
the learned vector representation for the word �ma-
jor� is the same whether it occurs in a paragraph
on the military or in a paragraph on a major scien-
ti�c breakthrough. That is, the word vectors them-
selves do not factor in the paragraph context which,
in this example, clearly a�ects the semantics of the
word.26 To summarize, we have a sliding window of
k as the context around a given word and, addition-
ally, the corresponding paragraph vector that cap-
tures something about the whole paragraph con-

25 The PV-DM model is thus an extension to the CBOW
model for training word embeddings and is reported to be
superior to another way of training paragraph embeddings
called PV-DBOW (distributed bag of words), where the iso-
lated paragraph vector is used to predict randomly sampled
words (not taking into account order) from the paragraph.
The latter method is similar to the Skip-gram model for
training word embeddings, which we do not use as well.

26 Architectures such as used in BERT models support con-
textual embeddings and have better claims to dealing with
more complex linguistic phenomena such as polysemy; at the
cost of increased complexity.
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text. This is why one may informally want to call
it �memory� of the context that is not captured in
the current window k; or even more informally, it
may be called the paragraph's �topic�.

At prediction time you need to infer a paragraph
vector for an unseen paragraph, which can again
be done using gradient descent. In this case we do
have the information on the word vectors and the
weights of the softmax classi�er. We apply a sliding
window over words from the new unseen paragraph
� we now do have the required word vectors, as-
suming the words in the new paragraph were in the
vocabulary � and then try to predict the next word
from this local context. However, by now freezing
word vectors and the weights of the softmax clas-
si�er, we can only change the randomly initialized
paragraph vector in order to improve our prediction
of the subsequent word. Hence, gradient descent
will learn a paragraph vector representation that
minimizes the error in the prediction task for that
particular paragraph. The underlying idea is that
this paragraph vector, if successfully learned, then
is a representation of the paragraph content that
can consequently be used as a standalone represen-
tation in other machine learning techniques, such
as classi�cation using support vector machines or
clustering using k-means.

When we refer to �section embeddings� in this
project, we refer to paragraph embeddings inferred
over case sections.

3.5.3 Normalization and downstream ap-
plication

Within this project, the embeddings are not ex-
plored directly themselves, but are used for down-
stream tasks that rely on the computation of a dis-
tance metric between (high-dimensional) vectors,
namely clustering and recommendation. Many dis-
tance metrics are sensitive to scale and by exten-
sion, so are these downstream applications. It is
therefore common practice to L2-normalize the em-
bedding vectors if the goal is to calculate vector
similarity. L2-normalization rescales the vectors to
have unit L2-norm (sum of squares).

Note that L2-normalization is performed sample-
wise. This alters the value distributions of the fea-
tures, but keep information on the relation between
features per sample. This is appropriate for our use
case. The goal of clustering on embeddings or other
vector document representations is to �nd meaning-
ful patterns in these documents. If we take simple
term frequency vectors as an example, then a par-
ticular cluster (e.g a �topic�) may be characterized
by the word �doctor� occurring x times more fre-

quent than the word �football.� In this case, the rel-
ative frequency of these features is important. We
do not in itself care that in a given document the
word �doctor� occurs more than in some other doc-
ument, because this may be largely explained the
the former document being twice as long. Row-wise
normalization disregards text length while keeping
the information we care about during recommen-
dation. As Wilson and Schakel [53, p. 1] point out:
�Most applications of word embeddings explore not
the word vectors themselves, but relations between
them to solve, for example, similarity and word re-
lation tasks. For these tasks, it was found that us-
ing normalised word vectors improves performance.
Word vector length is therefore typically ignored.�
Similarly, Levy, Goldberg, and Dagan [20, p. 216]
state that �Vectors are normalized to unit length
before they are used for similarity calculation, mak-
ing cosine similarity and dot-product equivalent.�

L2 normalization does not actually a�ect the cosine
similarity because this measures distance in terms
of the vector angle, but it does a�ect measures
such as the inertia (within-cluster sum-of-squares),
as used in k-means clustering. For �nding simi-
lar embedding vectors we use the cosine distance
in this project. K-means clustering uses inertia by
design, but when normalizing the embedding vec-
tors to unit length this is proportional to the cosine
distance, so that our recommendation and cluster-
ing experiments essentially use the same distance
metric.

3.5.4 Hyperparameter tuning and training

We use the gensim doc2vec27 implementation
for computing paragraph embeddings. Theray
tune 28 framework was used for hyperparameter
tuning. During training we strip control charac-
ters from the input text. The embedding model
was trained on a corpus of Dutch legal texts avail-
able within the FATE project at the start of this
project. All section embeddings used within our
experiments areinferred on the new data set pro-
duced in this project. The hyperparameters were
chosen based on a custom metric that checked to
which degree the most similar embedding vectors
were from texts on the same topic. Hyperparam-
eter tuning with this setup resulted in a doc2vec
model trained for 50 epochs with 40 dimensions and
a window of 3. The window size determines how
many word embeddings will be concatenated for
the prediction task alongside the paragraph vector,
but the paragraph vector itself is alwaysused for all
words in a paragraph. As a result, each word in a

27 https://radimrehurek.com/gensim/models/doc2vec.h
tml

28 https://docs.ray.io/en/latest/tune/index.html
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paragraph a�ects the training of the paragraph vec-
tors and, informally speaking, we may say that the
window size for the paragraph vector is the whole
paragraph by design. The window size of 3 found
with hyperparameter tuning is relatively low, but
this is not problematic because it mainly a�ects the
underlying word-embeddings, which we do not di-
rectly use. Once inferred, embeddings are stored
on disk and loaded into a LRU cache for e�cient
retrieval when needed. When an embedding has
been previously computed for an input text, it will
not be recomputed.

3.5.5 Custom evaluation metrics

Embeddings are trained in an unsupervised man-
ner and it is common to asses the quality of the
trained model by manually checking whether re-
sults that are similar in embeddings space are also
similar to a human reader. We have however pro-
duced two types of labels in this project: for each
section we have an indication of its legal signi�cance
in the overall case transcription; and for decision
sections speci�cally, we have extracted a vector in-
dicating the combination of punishments assigned
in the judge's �nal verdict.

We design two custom evaluation metrics using
these available labels to gain more insight into
what constitutes �semantic similarity� in embed-
ding space for adoc2vec model trained on Dutch
case transcriptions. Firstly, is it the case that the
top n most similar section embeddings tend to be
of the same legal role? We assess this by comput-
ing the percentage of the topn recommended sec-
tions that are of the same type as the query text.
We repeat this procedure for each section in the
data set and then compute the mean percentage,
as well as the mean percentage per input type so
that we can inspect whether there are clear di�er-
ences. Secondly, when only using decision sections,
we can compute the mean vector similarity of the
punishment vector of the query section with the
punishment vectors of the top n recommended sec-
tions. Do we �nd any evidence that cases with sim-
ilar punishment types and punishment heights are
recommended?

It is good to repeat that neither of these metrics
serve as an objective function in the training pro-
cedure, since the embedding model is trained in an
unsupervised manner. Neither do these evaluation
metrics play any role in the recommendation pro-
cess, which is only dependent on the embedding
vectors. This means that these metrics are a form
of external validation.

3.6 Clustering

Work on word embeddings has shown that the
learned representations can capture semantic rela-
tions, such that in some cases conceptual analo-
gies can be reconstructed as vector computations.
To my knowledge, there is no work that shows
that similar properties extend to paragraph vectors.
Nevertheless, paragraph vectors are considered to
be dense representations of the content of a longer
piece of text.

This has at least two, related, implications: Firstly,
if we �nd the text with the most similar embedding,
we expect this text to be similar in its (semantic)
content (this is the basic idea of recommendation
using embeddings). Secondly, if wecluster on these
paragraph embeddings, we expect to �nd that in
ideal circumstances � well-�tted embeddings and
stable clustering with an appropriate method � that
the texts with the same �topic� are in the same
cluster and texts with a di�erent �topic� in di�erent
clusters.

We should note that it is not a given that the �most
similar� text in terms of vector similarity is also
the most relevant. We've mentioned before that in
fact outliers may be of particular interest for le-
gal experts. A clustering analysis is particularly
interesting in this regard, because it allows captur-
ing and visualization of commonality in groups of
texts, while also highlighting the cases that donot
�t well in a cluster. These are interesting for fur-
ther analysis. E.g. do we see that outliers in terms
of the assigned punishment correspond to outliers
in the embedding clusters? What does this tell us?
Note that this type of analysis is not as straight-
forward without the clustering on embeddings. For
example, given a query text, �nding one of the most
dissimilar embeddings does not equate to �nding an
interesting outlier, because this document may �t
well with some other cluster. That is, the concept
of an outlier indicates a contrast to a pattern we
care about, such as a meaningful cluster.

Embeddings can have varying dimensions, from a
few dozen up to some thousands. The distance
metrics used by clustering methods, particularly
Euclidean distance as used in k-means clustering,
become increasingly meaningless in higher dimen-
sions. It is therefore common to apply dimension-
ality reduction techniques on feature vectors before
clustering them. Preliminary experiments showed
that PCA resulted in a more spherical data shape
(when visualized in three dimensions) than singu-
lar value decomposition (SVD), which �ts with the
assumptions of k-means clustering. t-SNE was also
explored but not used, because this is a compu-
tationally more expensive method and primarily a
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visualization rather than a dimensionality reduc-
tion, technique. We apply L2-normalization to the
embedding vectors because Euclidean distance on
L2-normalized vectors is proportional to the cosine
similarity, which we use for recommendation. This
aligns our recommendation and clustering experi-
ments. L2-normalization on the embeddings prior
to clustering improves all clustering metrics across
the board. The e�ect of dimensionality reduction
and L2-normalization on the clustering is discussed
in section 4.6.

The goal of this project was not to compare the
e�ectiveness of clustering algorithms, so for our ex-
periments we limit ourselves to k-means clustering.
We determine the amount of k clusters using the
Elbow method in cases where we cannot use do-
main knowledge. This means we select a value ofk
for which increasing the number of clusters starts to
have diminishing returns for improving the distor-
tion score (sum of squared error from data points
to their cluster's centroid). The distortion score
captures the amount of the data spread around the
cluster centroids and is commonly used with the El-
bow method. That is, we attempt to �nd a k such
that the clusters �t but not over�t the data. This
strategy requires that the plot of distortion score
against k clusters shows a su�ciently strong cur-
vature. Preliminary experiments showed that for
our data set using the distortion score resulted in
a smoother curvature for di�erent values of k than
with other metrics such as the Silhouette score, as
a result leading to more reliable (gradient-based)
selection of the Elbow value.

A �rst experiment investigates whether we can �nd
meaningful clusters in the extracted punishment
vectors. If the cluster labels have a sensible in-
terpretation, we can use the cluster labels as an
indication of the case outcome with a single label.
This facilitates follow-up experiments that investi-
gate to which degree clusters on embeddings cor-
respond with the punishment cluster labels. We
apply standard scaling prior to clustering because
each punishment type has a di�erent scale. Be-
cause the punishment vectors are already low di-
mensional, we do not perform dimensionality re-
duction prior to clustering.

A second experiment investigates whether embed-
dings of decision sections capture information with
respect to the case outcome. Given that these sec-
tions describe the assigned punishment, we may hy-
pothesize that clusters over decision sections over-
lap with the punishment clusters. If they do, this
suggests that clustering over decision embeddings
could be useful for (roughly) predicting case out-
comes e.g. using k-nearest neighbors classi�cation,

or for recommending cases with similar case out-
comes.

A third experiment investigates whether we can
track case outcomes using other section roles that
we suspect to be relevant based on domain knowl-
edge. In an ideal situation several facts and argu-
ments are considered and weighed before a judge
makes a decision with respect to the charges. That
is, we expect there to be a relation between the in-
formation presented in sections with argumentative
importance and the case outcome. Is it possible to
pick up on this relation in an unsupervised manner
using embeddings over these sections? Or do we
need the more structured and hybrid approach as
taken in argument mining literature?

All clusters use the same seed for centroid initial-
ization for the sake of reproducibility. We evaluate
the clusters using two metrics. The Silhouette score
measures how dense and well separated clusters are
and ranges between -1 and 1:

s =
b� a

max(b� a)

wherea is the average distance between the current
sample and other points in the next nearest clus-
ter. The Silhouette score is thus expressed per data
point. To provide a view of the overall clustering
quality we therefore report on the mean Silhouette
score over all data points. We also produce a plot
that shows the distribution of Silhouette scores per
cluster to get a sense of which clusters are of above
average quality and which clusters may be dispro-
portionally hurting the average Silhouette score. To
investigate whether the clusters over embeddings
overlap with groupings as indicated by some ex-
ternal label � in our case the section role and the
punishment cluster � we use the Adjusted Rand In-
dex (ARI). The Rand Index is de�ned over pairs of
data points and counts how often the two clusters
agree that the pair of data points are in the same
or in a di�erent cluster. The Adjusted Rand Index
is adjusted for the chance of randomly grouping el-
ements together.

4 Results

4.1 Predicting the juridical role of
case sections

For this classi�cation problem a random classi�er
is expected to classify a label correctly in6:67% of
the cases. A classi�er always predicting the ma-
jority class is expected to classify17:39% of the
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Figure 2: Confusion matrix for classi�cation of section types of 2885 cases from 2021 (f1=0.91).

Figure 3: Results when ablating and isolating feature groups (f1=0.91 without ablation).

cases correctly. Figure 2 shows the confusion ma-
trix over the target labels for a test set with 5:134
samples. The performance metrics corresponding
to this confusion matrix are a precision of 0.925,
recall of 0.897, and f1-score of 0.906. For these re-
sults we used a version of the data set that excludes
the section titles from the section texts, since these
were used for the creation of the target label. This
way, we more accurately evaluate the ability to pre-

dict section roles when descriptive section titles are
absent. This also avoids that the machine learning
classi�er learns a simple mapping between the sec-
tion titles and the target labels (we have de�ned
this mapping ourselves using logical rules). Includ-
ing the section title increases the f1-score from0:906
to 0:917. This di�erence in f1-score is caused by a
drop in recall score from0:912 to 0:897 (the preci-
sion score is identical to three decimals). This sug-
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gests that in cases where the section text is itself
less informative, the section title still helps detect-
ing the correct section role. This is rather obvious
because of the way we have created the target la-
bels.

The confusion matrix shows a strong diagonal, indi-
cating good performance. The marginal misclassi-
�cation count per label is a�ected by the frequency
of the class labels, since we have an imbalanced
data set. For example, we see many misclassi�-
cations for �overwegingen�, but this class also oc-
curs relatively frequently. Nevertheless, the confu-
sion matrix shows us which section roles are easier
to predict. For example, the content of �wettelijke
voorschriften� is clearly very distinctive, with 479 of
the 484 samples being classi�ed correctly. We will
discuss common misclassi�cations in section 5.1 to
gain more insight into which sections are harder to
predict or easily confused.

We are also interested in �nding out which type of
feature is useful for predicting the section roles. We
have therefore organized several features into fea-
ture groups and done an additional study where we
assess model performance both when 1) ablating
that feature group and 2) only using that feature
group. The results are presented in �gure 3. �arg�
are the �relational phrases� [17] as summarized in
section A.2 (D=136). �domain� are a small set
of domain-speci�c words inherited from a previous
TNO project with some ad-hoc additions, see sec-
tion A.3 (D=55). �embeddings� are the paragraph
embeddings computed over the section texts, but
now used as typical feature vectors in combination
with the SVM. (D=40) �ngram� are the top 1000 n-
grams of size 1 to 4, selected by their TF-IDF score,
where the IDF is computed over the whole corpus
of cases from 2021 (D=1000). �text� are are collec-
tion of character, lexical, and syntactical features,
such as frequency distributions over word length or
POS-tags, see section A.1 (D=72). The reported
amounts of features per group are after removing
features with a variance lower than0:001.

The feature ablation study shows that ablating a
single feature group while keeping all the others
barely a�ects the performance. This suggests that
there is a large degree of redundancy in the infor-
mation that these feature groups capture and that,
if this approach would be pursued further, more
extensive feature selection is possible to reduce the
dimensionality of the feature vectors. Removing
the n-gram features has the largest impact on per-
formance, but we should note that the size of this
group is a magnitude larger than the other feature
groups.

To further asses how useful a particular feature
group is for predicting section roles, we repeat the
classi�cation task using isolated groups. We ob-
serve that only using n-grams is a simple but ef-
fective strategy which by itself achievesf 1 = 0:90,
which is only a very minor drop from f 1 = 0:91.
This does not mean, however, that the other feature
groups have no predictive success. Using section
embeddings as feature vectors achievesf 1 = 0:83,
despite being relatively low-dimensional. This is a
�rst indication that these embeddings are able to
characterize section roles by their semantic content.
Interestingly, building feature vectors using the col-
lection of relational phrases results inf 1 = 0:75,
which indeed suggests that section roles can be dis-
tinguished by these phrases that are indicative of
certain argumentative content. This can be an in-
teresting starting point for a more elaborate and
structured approach. The f 1 = 0:67 using domain
terminology is not very impressive, but this is not
very surprising due to the small amount of features.
These features from a previous project were also
mainly focused on the topic of murder. This group
is also not the most interesting because we may
expect the n-gram group to already pick up these
terms insofar as they are descriptive (i.e. there is
redundancy). Finally, the �text� group shows an
unimpressive score off 1 = 0:54. Since these tex-
tual features capture various text statistics that are
known to be successful for capturing writing style,
this suggest that the di�erences between section
roles are not mainly di�erences in writing style.
This �ts the general picture of juridical language
being relatively formal and neutral.

4.2 Extraction of punishment vec-
tors

4.2.1 Performance metrics

The regular expressions used for detecting punish-
ments in Dutch case decisions have been developed
on a subset of cases from late 2020 and manually
validated on a test set of 35 randomly selected de-
cisions from 2021.29 These 35 cases contained 81

29 ECLI:NL:RBAMS:2021:2514,
ECLI:NL:RBAMS:2021:7026, ECLI:NL:RBAMS:2021:765,
ECLI:NL:RBGEL:2021:2304, ECLI:NL:RBGEL:2021:3033,
ECLI:NL:RBGEL:2021:4518, ECLI:NL:RBGEL:2021:6569,
ECLI:NL:RBGEL:2021:6833, ECLI:NL:RBLIM:2021:5488,
ECLI:NL:RBLIM:2021:5570, ECLI:NL:RBMNE:2021:5182,
ECLI:NL:RBNNE:2021:2888, ECLI:NL:RBOVE:202,
ECLI:NL:RBOVE:2021:1784, ECLI:NL:RBOVE:2021:2379,
ECLI:NL:RBOVE:2021:3523, ECLI:NL:RBOVE:2021:3609,
ECLI:NL:RBOVE:2021:4172, ECLI:NL:RBOVE:2021:4354,
ECLI:NL:RBOVE:2021:4510, ECLI:NL:RBOVE:2021:606,
ECLI:NL:RBOVE:2021:643, ECLI:NL:RBOVE:2021:75,
ECLI:NL:RBROT:2021:1932, ECLI:NL:RBROT:2021:2039,
ECLI:NL:RBROT:2021:4354, ECLI:NL:RBROT:2021:7766,
ECLI:NL:RBROT:2021:8751, ECLI:NL:RBROT:2021:8814,
ECLI:NL:RBROT:2021:8835, ECLI:NL:RBROT:2021:9086,
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sentences, of which 76 were recognized as true pos-
itives (TP) and 5 as false negatives (FN). There
were 39 sentences that super�cially resembled pun-
ishments and were matched by the regular expres-
sions. Of these, 35 were correctly recognized by
the rule-based classi�er as true negatives (TN) i.e.
as not counting as a separate punishments, but 4
were nevertheless counted as false positives (FP).
This is a stricter interpretation of what a true neg-
ative is in this context, and more meaningful than
for example counting each sentence not containing
a sentence as a true negative.

This results in an f1-score of 2T P
2T P + F P + F N = 0 :94.

This surprisingly good f1-score again con�rms that
legal experts use conventional patterns of speech
and writing in case transcriptions. Even the mis-
takes (FP and FN) mainly follow a limited set of
patterns that are simply not caught by the regex.
We will review these mistakes and other limitations
in section 4.2.3.

4.2.2 Test cases

To provide insight into the behavior of the regular
expressions and the rule-based classi�er de�ned on
the matches, we provide test cases that represent
several scenarios. For a detailed explanation of the
used regular expressions, refer to appendix D.

Simple cases The following cases represent typ-
ical situations. The duration of a punishment prac-
tically always mentioned with a digit, alongside the
number fully written out. The duration is almost
without exception mentioned after a mention of the
type of punishment. Punishments are converted to
days or euros, except for �TBS� and �vrijspraak�
which are binary.

TEST CASE: een gevangenisstraf van 5
(vijf) jaren
MATCH GEVANGENISSTRAF: gevangenisstraf van
5 (vijf) jaren
OUT: {'TBS': 0, 'gevangenisstraf':
1825, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

TEST CASE: veroordeelt de verdachte
tot hechtenis voor de duur van 3 (drie)
maanden;
MATCH HECHTENIS: hechtenis voor de duur
van 3 (drie) maanden
OUT: {'TBS': 0, 'gevangenisstraf': 0,
'hechtenis': 91, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

ECLI:NL:RBROT:2021:9706, ECLI:NL:RBZWB:2021:3656,
ECLI:NL:RBZWB:2021:3658, ECLI:NL:RBZWB:2021:6216

Community service is often expressed in terms of
hours. In this case we round up to an integer
amount of days.

TEST CASE: Persoon wordt veroordeeld tot
taakstraf van 40 (veertig) uur
MATCH TAAKSTRAF: taakstraf van 40
(veertig) uur
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 2,
'geldboete': 0, 'vrijspraak': 0}

Compounded durations In the case of prison
sentences, the duration is often compounded. A
duration of 2.5 year is written as �2 (two) years
and 6 (six) months�, so requires two matches of the
time unit and conversion of both units into days in
order to sum them.

TEST CASE: veroordeelt de verdachte tot
een gevangenisstraf voor de duur van 2
(twee) jaar en 6 maanden;
MATCH GEVANGENISSTRAF: gevangenisstraf
voor de duur van 2 (twee) jaar en 6
maanden
OUT: {'TBS': 0, 'gevangenisstraf':
912, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

Conditions, probation, subsidiary punish-
ments However, in several instances we �nd two
units of time that we do not want to sum up to-
gether. A very similar situation is where a condi-
tional part of an unconditional punishment is spec-
i�ed. We should not add the conditional part to
the sentence length.

TEST CASE: veroordeelt verdachte tot een
gevangenisstraf van 12 (twaalf) maanden,
waarvan 6 (zes) maanden voorwaardelijk met
een proeftijd van twee jaar;
MATCH GEVANGENISSTRAF: gevangenisstraf
van 12 (twaalf) maanden, waarvan 6 (zes)
maanden voorwaardelijk met een proeftijd
Conditional punishment detected.
WARNING: Second part of sentence is
conditional. This part is excluded.
OUT: {'TBS': 0, 'gevangenisstraf':
365, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

We often have a situation where the probation pe-
riod of a sentence is explicitly mentioned.

TEST CASE: voorwaardelijke gevangenisstraf
van 5 jaar, en verbindt hieraan een
proeftijd, die wordt gesteld op 2 jaar;
MATCH GEVANGENISSTRAF: voorwaardelijke
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gevangenisstraf van 5 jaar, en verbindt
hieraan een proeftijd
Conditional punishment detected.
OUT: {'TBS': 0, 'gevangenisstraf':
1825, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': }

For �nes and community service we often �nd a
replacement or subsidiary punishment in case the
�rst one is not ful�lled. When this is not recog-
nized this can lead to very wrong results, such as
community service in the order of 30 or 50 days,
whereas the legal maximum is 10 days.

TEST CASE: taakstraf bestaande uit het
verrichten van onbetaalde arbeid voor de
duur van 60 (zestig) uren, subsidiair 30
dagen hechtenis
MATCH TAAKSTRAF: taakstraf bestaande uit
het verrichten van onbetaalde arbeid voor
de duur van 60 (zestig) uren, subsidiair
30 dagen hechtenis
Subsidiary punishment detected. This part
is excluded.
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 3,
'geldboete': 0, 'vrijspraak': 0}

TEST CASE: wanneer taakstraf niet naar
behoren heeft verricht, wordt vervangende
hechtenis toegepast van 50 (vijftig) dagen
MATCH TAAKSTRAF: taakstraf niet naar
behoren heeft verricht, wordt vervangende
hechtenis toegepast van 50 (vijftig) dagen
Subsidiary punishment detected. Skipped.
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

Reduction Often a suspect will have spent time
in custody and this time will be reduced from what-
ever sentence is ultimately imposed. We want to
keep the original sentence that is imposed for the
crime, but not add (nor subtract) the time already
spent in custody.

TEST CASE: bepaalt dat de tijd die
verdachte voor de tenuitvoerlegging
van deze uitspraak in voorarrest heeft
doorgebracht in mindering wordt gebracht
bij de tenuitvoerlegging van de taakstraf
naar rato van 2 uur per dag;
MATCH TAAKSTRAF: mindering wordt gebracht
bij de tenuitvoerlegging van de taakstraf
naar rato van 2 uur per dag
'in mindering' detected. Skipped.
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,

'geldboete': 0, 'vrijspraak': 0}

In some cases the judge will mention time already
spent in custody in past tense without the key
words �in mindering�. We also �lter these out.

TEST CASE: hechtenis heeft doorgebracht
naar rato van 50 euro per dag
MATCH HECHTENIS: hechtenis heeft
doorgebracht naar rato van 50 euro per
dag
Previous punishment detected. Skipped.
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

Negations It occurs regularly that a (part of a)
sentence is mentioned precisely because it isnot
executed. These negations should be detected.

TEST CASE: gevangenisstraf een gedeelte
van 120 (honderdtwintig) dagen niet ten
uitvoer
MATCH GEVANGENISSTRAF: gevangenisstraf een
gedeelte van 120 (honderdtwintig) dagen
niet ten uit
Negation ('niet ten uitvoer') detected.
Skipped.
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

TEST CASE: van deze gevangenisstraf zal
een gedeelte, groot 3 (drie) maanden, van
deze gevangenisstraf niet tenuitvoergelegd
worden, tenzij later anders wordt gelast.
Stelt daarbij een proeftijd van 2 (twee)
jaren vast.
MATCH GEVANGENISSTRAF: gevangenisstraf zal
een gedeelte, groot 3 (drie) maanden, van
deze gevangenisstraf niet
Negation detected at beginning or end of
match. Skipped.
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

Fines Fines may be written in a variety of ways,
e.g. as ¿̀ 5.000,-', ¿̀ 60', `500,= euros' and so on.
We discard cents.

TEST CASE: Wijst de vordering van de
benadeelde partij [naam slachtoffer] toe
tot een bedrag van ¿ 5.000,- (vijfduizend
euro) aan vergoeding van immateriële
schade
MATCH VORDERING: vordering van de
benadeelde partij [naam slachtoffer] toe
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tot een bedrag van ¿ 5.000,- (vijfduizend
e
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 5000, 'vrijspraak': 0}

Often, the components of the total �ne are also
mentioned. We want to avoid matching and sum-
ming the subcomponents as well, otherwise we will
double the height of the �ne.

TEST CASE: Wijst de vordering van de
benadeelde partij [slachtoffer 1]
toe tot een bedrag van ¿ 1.314,28
(duizend driehonderdveertien euro en
achtentwintig cent), bestaande uit ¿
314,28 (driehonderdveertien euro en
achtentwintig cent) aan vergoeding van
materiële schade en ¿ 1.000,00 (duizend
euro) aan vergoeding van immateriële
schade, te vermeerderen met de wettelijke
rente daarover vanaf het moment van het
ontstaan van de schade op 27 juni 2020 tot
aan de dag van de algehele voldoening.
MATCH VORDERING: vordering van de
benadeelde partij [slachtoffer 1] toe
tot een bedrag van ¿ 1.314,28 (duizend
drieh
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 1314, 'vrijspraak': 0}

When a �ne is imposed on the suspect, the suspect
has to pay the �ne to the state on behalf of the per-
son making the claim. Often this obligation to pay
the state with the same amount is mentioned sepa-
rately, which again is a risk for doubling the height
of the �ne. This is an important reason for not just
using a more simple regular expression for matching
all amounts of money, but only matching amounts
of euros in certain conditions. The imposed �ne is
typically preceded by the term �vordering� (claim),
whereas the payment to the state that we do not
want to match is preceded by another term such as
�verplichting� (obligation).

TEST CASE: Wijst de vordering van de
benadeelde partij [naam slachtoffer] toe
tot een bedrag van ¿ 5.000,- (vijfduizend
euro) aan vergoeding van immateriële
schade. Legt verdachte de verplichting
op ten behoeve van [naam slachtoffer] aan
de Staat ¿ 5.000,- (vijfduizend euro) te
betalen.
MATCH VORDERING: vordering van de
benadeelde partij [naam slachtoffer] toe
tot een bedrag van ¿ 5.000,- (vijfduizend
e

OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 5000, 'vrijspraak': 0}

Sometimes it is explicitly mentioned that we are
dealing with a measure instead of a punishment. If
the �modi�er1� group (see D) matches �maatregel�
we discard the match. If �maatregel� is absent but
we see a phrase indicating payment to the State
(�aan de Staat�), then we are also almost certain
the mentioned sum is duplicated and discard the
match.

TEST CASE: legt de maatregel op dat
verdachte verplicht is ter zake van het
bewezen verklaarde feit tot betaling aan
de Staat der Nederlanden van een bedrag
van ¿ 436,27, te vermeerder
MATCH BETALING: maatregel op dat verdachte
verplicht is ter zake van het bewezen
verklaarde feit tot betaling aan de Staat
der Nederlanden van een bedrag van ¿
436,27, te vermeerder
Measure ('maatregel') detected. Skipped
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

TEST CASE: dat verdachte verplicht is
ter zake van het bewezen verklaarde
feit tot betaling aan de Staat der
Nederlanden van een bedrag van ¿ 436,27,
te vermeerderderen
MATCH BETALING: betaling aan de Staat der
Nederlanden van een bedrag van ¿ 436,27,
te vermeerder
Payment to state detected. Probably
duplicated sum. Skipped.
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

TBS TBS (�terbeschikkingstelling�) is imposed
with conditions (�voorwaarden�), mandatory nurs-
ing (e.g. �verpleging van overheidswege�), or pro-
longation (�verlenging�).

TEST CASE: gelast dat de verdachte, voor
de feiten 2, 3 en 4, ter beschikking wordt
gesteld en stelt daarbij de volgende,
het gedrag van de ter beschikking
gestelde betreffende, voorwaarden
(ECLI:NL:RBLIM:2020:9778)
MATCH TBS: ter beschikking wordt gesteld
en stelt daarbij de volgende, het
gedrag van de ter beschikking gestelde
betreffende, voorwaarden
OUT: {'TBS': 1, 'gevangenisstraf':
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0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

TEST CASE: verlengt de termijn gedurende
welke [verdachte] ter beschikking is
gesteld met verpleging van overheidswege
met één jaar" (ECLI:NL:RBLIM:2020:10468)
MATCH TBS: verlengt de termijn gedurende
welke [verdachte] ter beschikking is
gesteld met verpleging
OUT: {'TBS': 1, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

�Ter beschikking stellen� is used in other legal con-
texts as well, so we do not match this term by itself
if it occurs without conditions, mandatory nursing,
or prolongation.

TEST CASE: ter beschikking stelling van de
goederen aan benadeelde partij
MATCH TBS: ter beschikking stelling van de
goederen aan benadeelde partij
WARNING: neither 'verlenging' nor 'type'
of TBS detected. Skipped.
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

TEST CASE: TBS kliniek De Kijvelanden,
wederrechtelijk van de vrijheid heeft
beroofd en/of beroofd gehouden, immer
MATCH TBS: TBS kliniek De Kijvelanden,
wederrechtelijk van de vrijheid heeft
beroofd en/of beroofd gehouden, immer
WARNING: neither 'verlenging' nor 'type'
of TBS detected. Skipped.
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

Acquittal Acquittal on some fact is relatively
easy to match.

TEST CASE: spreekt de verdachte daarvan
vrij
MATCH VRIJSPRAAK: spreekt de verdachte
daarvan vrij
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 1}

TEST CASE: wijst de vordering van de
benadeelde partij voor het overige af
MATCH VRIJSPRAAK: wijst de vordering van
de benadeelde partij voor het overige af
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,

'geldboete': 0, 'vrijspraak': 1}

In some cases we �nd an indication of acquittal that
is a formal statement that excludes further prosecu-
tion on the same facts. The following case �nds the
suspect guilty on all charges but contains a formal
phrase that indicates this �ne bis in idem� principle
(cf. �no double jeopardy�).

TEST CASE: - verklaart het ten laste
gelegde bewezen, zodanig als hierboven
onder 4.4 is omschreven; - spreekt
verdachte vrij van wat meer of anders
is ten laste gelegd;
MATCH VRIJSPRAAK: spreekt verdachte vrij
van wat meer of anders is ten laste gelegd
'ne bis in idem' detected. Skipped.
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

No measures In particular amounts of money
are easily confused with measures as opposed to
punishments. Because we have limited our scope
to main punishments, we �lter out measures where
possible for the sake of consistency.

TEST CASE: legt [verdachte] de
verplichting op tot betaling aan de staat
ter ontneming van het wederrechtelijk
verkregen voordeel van ¿ 331.083,14
(zegge: driehonderdeenendertigduizend
drieëntachtig euro en veertien eurocent)
MATCH BETALING: betaling aan de staat
ter ontneming van het wederrechtelijk
verkregen voordeel van ¿ 331.083,14
(zegge: drieho
Measure to return unlawfully obtained
advantages detected. Skipped.
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

TEST CASE: veroordeelt verdachte in
verband met het feit onder nummer 1 en
2 tot betaling van schadevergoeding aan
de benadeelde partij [getuige 1] van
37,48 aan materiële schade en 1.500,- aan
smartengeld, vermeerderd met de wettelijke
rente vanaf 22 november 2019 tot aan de
dag dat het hele bedrag is betaald
MATCH BETALING: betaling van
schadevergoeding aan de benadeelde partij
[getuige 1] van 37,48 aan materiële
Measure for compensation detected.
Skipped.
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
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'geldboete': 0, 'vrijspraak': 0}

Edge cases We avoid matching dates and case
identi�ers as �nes.

TEST CASE: vordering van de officier van
justitie tot tenuitvoerlegging in de zaak
met parketnummer 23/003276-17
MATCH VORDERING: vordering van de officier
van justitie tot tenuitvoerlegging in de
zaak met parketnummer 23/003276-
Identifier detected, e.g. a date, case
number, law reference. Skipped.
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

TEST CASE: veroordeelt verdachte tot
betaling van het toegewezen bedrag voor
de schade ontstaan op 4 juli 2020
MATCH BETALING: betaling van het
toegewezen bedrag voor de schade ontstaan
op 4 juli 2020
WARNING: Date detected with month juli.
Skipped
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

We often �nd digits that enumerate certain charges
or facts and that should not be matched as the
height of a punishment. These are skipped with a
negative lookbehind.

TEST CASE: betaling aan de benadeelde
partij [Slachtoffer 3] (feit 9) van ¿
5.226,53,
MATCH BETALING: betaling aan de benadeelde
partij [Slachtoffer 3] (feit 9) van ¿
5.226,53,
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 5226, 'vrijspraak': 0}

4.2.3 Punishment vector failure analysis

Regular expressions are surprisingly e�ective for
extracting the sentences from case decisions be-
cause juridical language use is relatively structured.
There are however some exceptions that the regu-
lar expressions do not capture. The good f1-score of
0.94 shows that the following situations are indeed
exceptions. It is possible to extend the used regular
expressions and the rule-based classi�er, but within
the scope of this project a labelling score of 0.94 is
more than su�cient.

The used regular expression assumes that the name

of the type of punishment precedes the duration of
the punishment. Cases where this order is reversed
are not matched or wrongly matched in some edge
cases:

TEST CASE: Veroordeelt verdachte tot
honderdtachtig (180) dagen jeugddetentie.
OUT: 'TBS': 0, 'gevangenisstraf': 0,
'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0
NO MATCHES FOUND

TEST CASE: Gelast de tenuitvoerlegging
van de werkstraf, voor zover
voorwaardelijk opgelegd bij vonnis
van de kinderrechter van Rechtbank
Noord-Nederland, locatie Leeuwarden
van 6 oktober 2020, te weten: 50 uren
werkstraf subsidiair 25 dagen vervangende
jeugddetentie
MATCH WERKSTRAF: werkstraf subsidiair 25
dagen vervangende
OUT: 'TBS': 0, 'gevangenisstraf': 0,
'hechtenis': 0, 'taakstraf': 2,
'geldboete': 0, 'vrijspraak': 0

We also assume the length of the punishment is in-
dicated with a digit, but because the anonymization
scheme of rechtspraak.nl uses digits within brackets
(e.g. `[feit 1]' or `[persoon 1]') we avoid matching
digits followed by a square closing bracket. In very
rare instances, we may see stylistic inconsistencies
that prevent matching. I have found at least one
case where use of squares instead of regular brack-
ets for the sentence length avoided a match. This
match is rejected because the �nummer1� regex
group matches �2� and the �eenheid1� regex group
matched �4�, which normally would indicate we are
dealing with an amount of euros. The rule-based
classi�er then complains that we �nd a prison sen-
tence with a �ne, which is inconsistent.

TEST CASE: gevangenisstraf voor de duur
van vierentwintig [24] maanden MATCH
GEVANGENISSTRAF: gevangenisstraf voor
de duur van vierentwintig [24] maanden
Amount of euros found, but punishment is
not a fine
OUT: {'TBS': 0, 'gevangenisstraf':
0, 'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0}

In some cases no digit is mentioned at all. Rec-
ognizing numbers written out in natural language
would require a parser; regular expressions are not
a good solution for this. Luckily, this situation oc-
curs rarely.
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TEST CASE: veroordeelt verdachte tot een
taakstraf van honderdtwintig uren;
OUT: 'TBS': 0, 'gevangenisstraf': 0,
'hechtenis': 0, 'taakstraf': 0,
'geldboete': 0, 'vrijspraak': 0
NO MATCHES FOUND

Typically, we correctly match the total amount of
money without adding up its components, but if the
components are mentioned �rst after the indication
of punishment we incorrectly match the subcompo-
nent as the total:

TEST CASE: vordering van de benadeelde
partij [persoon] toe tot een bedrag van ¿
87,� (zevenentachtig euro) aan vergoeding
van materiële schade en ¿ 1.000 aan
immateriele.
MATCH VORDERING: vordering van de
benadeelde partij [persoon] toe tot een
bedrag van ¿ 87,� (zevenentachti
OUT: 'TBS': 0, 'gevangenisstraf': 0,
'hechtenis': 0, 'taakstraf': 0,
'geldboete': 87, 'vrijspraak': 0

4.3 Punishment vector statistics

The procedure as explained in previous section as-
signs a label vector for each case decision. In
a classi�cation context this amounts to a multi-
output problem. Because cases often discuss mul-
tiple charges, we expect that on average case de-
cisions will contain more than one decision. Con-
sequently, we are interested in which types of case
outcomes frequently occur together. If the assign-
ment of one punishment is completely independent
of another, the multi-output problem with six out-
come punishment types may be decomposed into
six separate single-output problems. Conversely, if
punishments are correlated, one may �nd clusters
of the punishment vectors that indicate meaningful
punishment combinations.

To explore to which extent the data set is multi-
output, we �rst compute the label cardinality of
the punishment vectors as the average number of
punishments per case decision:

1
N

NX

i =1

jYi j

Where Yi is a vector of labels andjYi j is the number
of labels for samplei . We compute the average over
N case decisions.

For our data set with 2954 decision sections from

Heaviest sentence Count
TBS 149
Prison sentence 1414
Custody 132
Community service 303
Fine 127
Acquittal 505

Table 2: Counts of the most �signi�cant� sentence
per case decision, according to our subjective pri-
oritization.

the year 2021, this results in a label cardinality of
1:76. This means that, on average, case decisions
typically have close to two types of punishments (or
acquittal). Because we have vectors of length six,
this gives a label density of 0:29.

We have hypothesized earlier that there is a bias
towards heavier sentences, speci�cally prison sen-
tences because they are both a heavy punishment
and moreover a suitable punishment for a wide vari-
ety of serious crimes that the public prosecutor will
bring to court (i.e. a relatively large marginal prob-
ability compared to TBS, in addition with selection
bias). If we only count the most �signi�cant� pun-
ishment in each case decision, we indeed observe
that prison sentence dominates the chart (see table
2).

The following plots indicate the distribution of val-
ues per output label.30 We have binary labels for
TBS (�g. 4a) and acquittal (�g. 4b). We see that
TBS occurs only in a small minority of cases, which
corresponds to our expectation since these cases are
rare. Perhaps more surprisingly, we �nd acquittal
in the vast majority of cases.

For all non-binary labels (prison sentence, custody,
community service, �ne) the mode is 0 with a very
large majority. We are interested in the distribution
of punishment lengths when punishmentsare as-
signed, so in the count plots we exclude the counts
of 0.

For prison sentences we observe a heavily right-
skewed distribution with a very long right tail (see
�g. 5a). The mean prison sentence is746:3 days
with a standard deviation of 1004:7. The stan-
dard deviation is higher than the mean, which
can be explained by the severe skewness. We see
that prison sentences of up to about 5 years (1825
days) are commonly seen, but that higher pun-
ishments are increasingly rare. These higher sen-

30 For sentences such as �nes we know the maximum val-
ues. If the total sentence for a type exceeds the maxi-
mum, we currently cut-o� the total sentence at the maxi-
mum value.
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(a) Whether TBS was detected

(b) Whether acquittal was detected

Figure 4: Distribution for binary labels of TBS and
acquittal.

(a) Distribution of prison sentence length in days

(b) Distribution of custody length in days

Figure 5: Distribution for prison sentence and cus-
tody.

tences correspond to heavier crimes that are ex-
pected to occur less frequently. On the far right,
we �nd the maximum punishment of 30 years
(10950 days) which is assigned in a case where a
man killed his wife, his two kids and his mother
(ECLI:NL:RBZWB:2021:5561).

We see a similarly right-skewed distribution for the
length of custody (see �g. 5b). The mean is a
custody of 167:1 days with a standard deviation
of 140:8. We observe some clear di�erences with
prison sentences. We see that custody � as a main
punishment, not as temporary custody before a
trial � has a shorter maximum duration than prison
sentences. In the Dutch legal system the maximum
duration of custody is a year, but under some cir-
cumstances, such as a high risk for recidivism, it
may be prolonged to a year and four months (487
days). Two peaks around 465 and 487 days show
that these maxima are commonly assigned in deci-
sions. We also do observe that custody is not used
much as a main punishment in the Netherlands,
because it is only assigned for particular o�enses,
such as driving without a driver's license. However,
most o�enses as well as lighter crimes have �nes as
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their punishment, whereas heavier crimes typically
require prison sentences by law. Custody as a main
punishment seems to be a relatively uncommon �in-
between� category.

Community service is assigned up to a maximum
of 240 hours / 10 days (see �g 6a). Community
service is typically expressed in hours. We use a
ceiling function to round the amount of hours to
days. The mean amount of days is6:13, with a
standard deviation of 2:8. The plot shows two clear
peaks at the maximum length (10 days) and half of
the maximum length (5 days).

(a) Distribution of community service in days

(b) Distribution of �ne heights in euros

Figure 6: Distribution for community service and
�ne height.

The distribution of �nes is the most skewed dis-
tribution (see �g 6b. We notice some very large
outliers, but they are not necessarily invalid data
points because the system of �nes in Dutch law al-
lows for a large range of �nes. The lowest possible
�ne in 2022 is ¿ 3, but the largest possible �ne is
¿ 900.000. We see that these larger �nes are very
uncommon. It is however most di�cult to distin-
guish �nes, as a main punishment, from other addi-
tional measures used in Dutch law, such as compen-
sation of damages or the obligation to pay back il-
legally obtained advantages. The amount of money
that is required to be paid in the latter two cases
is highly dependent on the speci�c context of the
crime and does not always have a �xed upper ceil-

Figure 7: Correlation matrix (Spearman's � ) on
real-valued vectors

ing. In particular an obligation to pay back illegally
obtained advantages may quickly lead to very high
sums of money, e.g. if a criminal has made a lot of
money with selling drugs. These may be a source
of error in the histogram.

We then inspect if and how punishments are cor-
related. We compute the correlation matrices over
the punishment labels with the Spearman's� coef-
�cient. The more commonly used Pearson's corre-
lation coe�cient assumes linearly related data and
bivariate normal distribution. We have seen that
all of the label distributions are heavily skewed,
so we do not have normality. Pearson's coe�-
cient is known to be sensitive to skewness as well
as to outliers, which we both have. We also have
two binary variables that are clearly not normally
distributed. Spearman's correlation instead only
makes the more relaxed assumption of the relation
between two variables being monotonic without re-
quiring normality. Spearman's correlation is the
Pearson coe�cient on the rank of the data. It fur-
ther requires that we have ordinal data, but also
works on continuous data by converting the data
to its rank �rst. Because Spearman's coe�cient is
de�ned on the rank of the data, it is also more ro-
bust against outliers.

Figure 7 shows several weak correlations. The p-
value of all correlation coe�cients are p < 0:05 ex-
cept for those of TBS-prison sentence, TBS-�ne,
community service-�ne, and acquittal-�ne. A weak
negative correlation is detected between TBS and
community service (� =-0.12, p=2.60e-10). Prison
sentence has a weak negative correlation both with
custody (� =-0.18, p=1.64e-22) and community ser-
vice (� =-0.16, p=1.90e-18). We observe weak pos-
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itive correlations between prison sentence and ac-
quittal ( � =0.19, p=5.85e-25), between custody and
�ne ( � =0.10, p=1.33e-08), and between community
service and acquittal (� =0.13, p=3.29e-13). We
thus �nd several signi�cant correlations, but they
are weak. Most of the mentioned weak correlations
are negative. Correlations with acquittal tend to
positive instead, which suggests that acquittal of-
ten co-occurs with another punishment. We will
later interpret this �nding in terms of characteris-
tics of Dutch law, e.g. that there are often sub-
sidiary charges to a primary charge.

One particular characteristic that makes interpre-
tation of these correlation coe�cients more di�-
cult is that the vast majority of labels are zeros.
The label cardinality of 1.76 indicates that on aver-
age a punishment co-occurs withsome other pun-
ishment, but the remaining pairs are pairs of ze-
ros or a pair of a punishment with a zero. The
large amount of zeros heavily in�uence the mean
value and variance of each punishment type. The
many pairs of some punishment with zero values
tend to lead to lower correlation values. The many
pairs of zeros lead to many rank ties. If we in-
stead only compare the rank correlation for punish-
ments that co-occur, we �nd the following Spear-
man � coe�cients: prison sentence and custody
(� = :18, p=.54); prison sentence and community
service (� = :34, p=1.43e-08); prison sentence and
�ne ( � = :32, p=7.88e-08); custody and commu-
nity service (� = � 0:0059, p=.97); custody and
�ne ( � = :41, p=2.63e-03); community service and
�ne ( � = :25, p=8.04e-03).31 We thus observe that
when we consider only co-occurring punishments,
we �nd correlations of moderate strength and also
that coe�cients that were negative are now posi-
tive. So when two punishments co-occur, they tend
to increase in height together. This may be because
the underlying charge in the case is more severe,
but we will later discuss that it is hard to establish
this because there is no guarantee that co-occurring
punishments relate to the same charge.

To gain more insight into the co-occurrence of pun-
ishments, we can compute the co-occurrence matrix
over the punishment vectors. We �rst convert the
label vectors to binary vectors indicating whether
a punishment is present (1) or not (0) and orga-
nize them as a matrix. We then compute the co-
occurrence matrix by taking the dot product of the
matrix with its own transpose as follows: A:T � A.
For the data set of cases from 2021 this gives the
following co-occurrence matrix:

31 TBS and acquittal are not reported on here, because we
cannot compute rank correlation with a constant array of
ones

149 56 1 1 22 97
56 1470 13 272 271 1282
1 13 145 57 51 132
1 272 57 631 110 559
22 271 51 110 500 402
97 1282 132 559 402 2301

Figure 8: Co-occurrence matrix of punishments.
Columns are in the order: TBS, prison sentence,
custody, community service, �ne, acquittal. The
diagonal indicates the total occurrences of a label
(since a label always co-occurs with itself).

Figure 9: Punishment co-occurrence matrix nor-
malized by popularity (Jaccard index).

We observe that some pairs occur practically never,
such as TBS-custody (N=1), TBS-community ser-
vice (N=1), and prison-custody (N=13). This is
partly explained by TBS being a rare punishment
overall (N=149); ibid. for custody (N=145). Other
labels, such as acquittal, are instead more frequent
overall (N=2301). Whereas a TBS-acquittal co-
occurrence count of N=97 is on the low side in ab-
solute terms, it does make up 65% of the total TBS-
instances because TBS is a rare punishment overall.
At the same time, these co-occurrences only make
up 4% of the acquittal instances. To assess how fre-
quent label i and j co-occur relative to their over-
all frequency, we can normalize the co-occurrence
counts for i and j dividing by the total occurrences
of i or j . This facilitates easier visual inspection
in a heatmap. This procedure e�ectively computes
the Jaccard index (intersection over union) over the
set of cases where labeli is assigned and the set
where label j is assigned. The Jaccard index is
computed as follows:

J (A; B ) =
A \ B
A [ B

See �gure 9 for a heatmap of the co-occurrence ma-
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trix normalized by popularity. We observe high
Jaccard indices for prison sentence-acquittal (.52)
and community service-acquittal (.24). On a to-
tal of 2301 instances of acquittal, 1282 co-occur
with prison sentences (on a total of 1470 prison
sentences) and 559 with community service (on a
total of 631 community services). These two pair-
ings also had the highest Spearman rank coe�-
cients, � =.19 and � = :13 respectively. In other
words, both for prison sentence and community ser-
vice we observe that a large proportion co-occurs
with acquittal; and likewise a large proportion of
acquittal instances co-occur with prison sentence
or community service. This also means that these
classes make a relatively large contribution to the
label cardinality. We furthermore observe Jac-
card indices > 0:1 for prison sentence-�ne (0.16),
prison sentence-community service (0.15), commu-
nity service-�ne (0.11) and �ne-acquittal (0.17).

4.4 Clustering punishment vectors

We have seen that on average punishments co-occur
1.76 times with another punishment and investi-
gated co-occurrence patterns and rank correlation.
In this follow-up experiment we investigate whether
we can �nd meaningful clusters of punishment la-
bel vectors. Apart from providing additional in-
sight into case outcomes, this o�ers a way to reduce
multi-dimensional vectors to a single (cluster) label
that we can use in subsequent experiments. Ide-
ally, the clusters pick up interesting combinations
of punishments.

We observe such a clear curvature for distortion
scores in �gure 10a and an Elbow value fork = 7
clusters with a distortion score of 3816. The mean
Silhouette score (min -1, max +1) over all data
points is 0:64, which indicates that on average data
samples are very similar to their own cluster (co-
hesion) relative to their similarity to other clusters
(separation). To assess the quality of individual
clusters we plot the distribution of Silhouette scores
of each data point per cluster in �gure 10b. The red
dotted vertical line indicates the mean Silhouette
score. The Silhouette sample scores are �rst ag-
gregated per cluster and then sorted. We observe
that the Silhouette scores are consistently positive,
the exception being a single sample from cluster
5 with a negative score. Furthermore, we observe
that clusters are of di�erent size. The majority of
the cases are assigned to cluster 0 (N=1648). Clus-
ter 4 (N=55), 5 (N=65), and 6 (N=4) are a lot
smaller.

In order to further interpret the layout of the clus-
ters, we �rst visualize the punishment vectors in 2D
and 3D using dimensionality reduction with Princi-

(a) k=7 punishment clusters using the Elbow method

(b) Silhouette scores per sample per punishment clus-
ter.

ple Component Analysis (PCA), and then visualize
the clusters by coloring data points according to the
assigned cluster label. The data is centered to zero
mean and scaled to unit variance before applying
PCA. Principle components preserve as much vari-
ance as possible under the constraint of orthogonal-
ity, but since the scale of �nes (3-900.000 euros) is
so much larger than for example the scale of com-
munity service (0-10 days), scaling to unit variance
is necessary to not bias the analysis towards the
label with the largest scale. The clustering is per-
formed on the original punishment vectors because
they are su�ciently low-dimensional (D=6), so in
this instance PCA is used purely for visualization.

Visualization of punishment vectors Figure
11a and �gure 11b visualize the punishment vec-
tors in 2D and 3D respectively. The coloring in
these two plot indicate the most �signi�cant� pun-
ishment in the label vectors, where the order of �sig-
ni�cance� is from TBS to prison sentence, custody,
community service, �ne, and acquittal. The follow-
ing interpretations are supported by interactive ex-
ploratory analysis of the plots, where for each data
point we could inspect the underlying punishment
vector and the case it corresponded to. In gen-
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(a) Punishment vectors colored by most �signi�cant�
punishment, in 2D using PCA

(b) Punishment vectors colored by most �signi�cant�
punishment, in 3D using PCA

Figure 11: Visualization of punishment vectors with coloring based on the most �signi�cant� punishment.

eral it holds that the further away from the origin,
the higher the punishment. These plots thus also
visualizes the distribution of punishment heights,
although the absolute values cannot be directly in-
terpreted because data is plotted according to the
principle components, not the original vector space.

We observe two main �V-structures.� These corre-
spond to whether acquittal is present in the label
vector or not (binary). The �V-structure� starting
in the origin (0, 0) corresponds to all cases where
acquittal is present. The green legs to the top right
correspond to prison sentences. The purple legs
to the top right correspond to cases with �nes. We
know that prison sentences and �nes co-occur regu-
larly and we can also verify this visually both in the
2D and 3D plot, because these cases occur some-
where between the prison- and �ne legs. If we fol-
low the purple ��ne� leg, we see that case with very
high �nes tend to co-occur with prison sentences
(and are hence colored green).

In the direction of the �left leg,� the 2D plot shows
custody and community service in the same direc-
tion. The cases that fan out to above are cases
where community service (and very rarely, custody)
co-occur with a prison sentence. If we also plot
the third principle component, community service
and custody are clearly distinguished. Again, cases
that fall �in between� these two clearly distinguish-
able directions are cases where both custody and
community service are assigned.

We also observe two well-separated parallel lines

that correspond to TBS-punishments, both in the
2D and 3D plot, where again the upper line corre-
sponds to cases where acquittal co-occurs and the
lower line to cases without additional acquittal on
some other fact.

Acquittal is assigned the lowest priority. All data
points that are colored red are therefore cases where
acquittal without further main punishments is as-
signed. �Nan� indicates that no TBS or main pun-
ishment is detected, but since there is also no ac-
quittal in these cases either it is almost certain that
one or more measures are imposed. We have de-
clared the large variety of additional measures as
out of scope in this project.

Visualization of punishment clusters Figure
12a and �gure 12b visualize the k = 7 clusters
by coloring according to the assigned cluster label.
The following interpretations are informed by the
distribution of punishments within each cluster (ta-
ble 3, as well as an exploratory interactive analysis
of the underlying punishment vectors.

As �gure 10b also shows, most cases (N=1648) are
assigned to cluster 0. In all of these cases acquittal
is detected. This cluster contains 938 prison sen-
tences, 56 cases of custody, 99 of community service
and 267 �nes. This cluster is close to the origin
(given acquittal is present) and thus mostly con-
tains punishments that are relatively low in terms
of their respective scale. We observe custody until
about 160 days, prison until about 5 years, commu-
nity service until 3 days, and quite signi�cant �nes
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(a) Visualization of punishment clusters in 2D

(b) Visualization of punishment clusters in 3D

Figure 12: Visualization of punishment clusters in 2D and 3D.
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Cluster #decisions TBS Prison sentence Custody Community Service Fine Acquittal Nan
0 1648 0 938 56 99 267 1648 0
1 560 0 165 10 37 82 0 344
2 146 146 53 1 1 22 95 0
3 476 0 246 23 476 79 442 0
4 55 0 0 55 18 25 53 0
5 65 3 65 0 0 21 61 0
6 4 0 3 0 0 4 2 0
Sums 2954 149 1470 145 631 500 2301 344

Table 3: Distribution of punishments per cluster

up until 250.000 (that are nevertheless in the lower
region compared to the maximum of 900.000).

Cluster 1 (N=560) is very similar, with the main
di�erence being that no acquittal occurs in any of
these cases. Another main di�erence is that this
cluster contains all 344 cases where no label was de-
tected (also no acquittal, which is why they end up
in this cluster). This means that with high proba-
bility some other measure is imposed in these cases.

The interpretation of cluster 2 is straightforward,
because it contains 146 of the 149 TBS cases. These
regularly are accompanied with prison sentences
from 0-10 years (N=53) and sometimes with with
�nes (N=22). In most of these TBS cases acquit-
tal on some other charge is detected (N=95). The
remaining 3 TBS cases end up in cluster 5 be-
cause they are accompanied with exceptionally high
prison sentences of 18-20 years.

Cluster 3 contains 476 cases where community ser-
vice is imposed. These co-occur with shorter prison
sentences 0-2.5 years 246 times, with custody in
the range 0-0.5 year 23 times, with �nes 79 times,
and with acquittal in the vast majority of the cases
(N=442).

Cluster 4 contains 55 cases with custody. What
distinguishes these cases from the custody cases in
cluster 1 is that cluster 1 captures lower punish-
ments; cluster 4 instead captures custody from 160
days until 487 days (1 year and 4 months). It is
notable that, even though prison sentence is a ma-
jority class, this cluster contains no co-occurrences
with prison sentences. There are 18 co-occurrences
with community service, 25 with �nes, and 53 with
acquittal.

Cluster 5 is a cluster with 65 cases of high to very
high prison sentences (6.5 years to 30 years). There
are 21 co-occurrences with �nes and 61 with ac-
quittal. As already mentioned, 3 TBS cases occur
in this cluster instead of the �TBS-cluster� (cluster
4) because they co-occur with the very high prison

sentences (18-20 years) that are characteristic of
cluster 5.

Cluster 6 only contains 4 cases. What characterizes
these cases are extraordinarily high �nes,¿ 500.228,
¿ 461.739, and two times ¿ 900.000 respectively.
This is in fact a cluster of outliers. Three of these
high sums of money are correctly parsed, but are
in fact compensation for damages and not a main
�ne; the other case is a parsing mistake that is cut-
o� to the maximum �ne of 900.000. In three cases
an additional prison sentence is imposed and in two
cases acquittal.

For an overview of the label distribution per clus-
ter, refer to table 3. It is very well possible to in-
terpret the meaning of the punishment clusters. To
summarize, cluster 0 is a large cluster with rela-
tively moderate prison sentences punishments, as
well as some cases of custody, community service,
and �nes. Cluster 1 is similar, the main di�erence
being that all cases of cluster 0 contain acquittal
whereas none of cluster 1 do. Cluster 2 is a cluster
of TBS cases. Cluster 3 is a cluster of community
service. Cluster 4 is a cluster relatively long cus-
tody (160-487 days). Cluster 5 is a cluster with
high to very high prison sentences (6.5 years to 30
years). Cluster 6 contains outliers with extraordi-
nary high sums of money. Manual inspection has
shown that these are compensation of damages mis-
taken as a �ne, so cluster 6 is a cluster of four out-
liers. We observe that the clusters with more severe
punishments are smaller in size, indicating that the
most severe crimes are more uncommon.

4.5 Embeddings

4.5.1 E�ect of input masking on embedding
vectors

In the background section we discussed limitations
of applying the SEDC algorithm for textual coun-
terfactuals on embeddings. We mentioned 1) that
there is no one to one mapping between words in
the input text and the dense embedding vector
and 2) that many words in the input text needed
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(a) Using cosine similarity (b) Using Euclidean distance and L2-normalization

Figure 13: The e�ect of removing N words on embedding vectors.

to change before achieving a switch in the out-
put label. This section presents brief quantita-
tive support for these claims for an example case
text (ECLI:NL:RBAMS:2020:5919) that consists of
3418 word tokens. We represent this example text
with an embedding vector of 40 dimensions.

First, we remove a single word from this document,
compute a new embedding, and then compute the
di�erence of the reference embedding and the new
embedding. We observe that even though only a
single word has changed in the input text, there are
(overall minor) changes in all 40 dimensions. This
illustrates that we lose the one-to-one correspon-
dence between words in the input text and dimen-
sions of the vector representation of those texts, as
used in the original SEDC algorithm:

[-0.04965508 -0.06533074 -0.09515542
0.07117915 0.01588055 -0.05729493
-0.06846714 0.0134871 0.02859139
0.12665993 -0.09683478 -0.01708001
-0.07269597 0.09384577 -0.17721415
-0.05986792 0.05208802 -0.04828259
-0.126533 0.06288064 0.08341753
-0.12333015 -0.04709256 -0.13426355
-0.09980112 0.03516883 -0.07183588
0.06582266 0.09969342 -0.01165862
0.17471218 0.1261977 0.00054783 0.02145213
0.16373327 -0.04926282 -0.09147555
0.01262838 0.01341963 0.0336107 ]

Secondly, we iteratively remove words in random
order from the input text until only a single word is
left and compute the similarity or distance with re-
spect to the reference embedding. We then plot this
metric against the number N of removed words.
The results in �gure 13 corroborate the claim that
in the FATE setup a large proportion of the input
text has to change before the embeddings start to

become su�ciently distinct. We observe that after
removing 2500 of the 3418 words (73.1%) the new
embedding still has a cosine similarity of around
0.85 and a Euclidean distance (computed over L2-
normalized embeddings) of just around 0.7 (on a
maximum distance of close to 1.6). This �nding di-
rectly in�uences how easy it is to e�ect a switch in
output label when generating counterfactuals, be-
cause clustering algorithms are based on such dis-
tance metric. Because a very large proportion of
the data instance needs to change to e�ect a label
�ip, the case base has a low �counterfactual poten-
tial� [16] when using clusters of document embed-
dings.

4.5.2 Top N recommendation

In this project, embeddings are used to �nd simi-
lar cases, where similar cases are de�ned as cases
with the most similar embedding vectors. In this
scenario, the top N recommended cases are thus
similar in some regard according to the embedding
model. In this experiment we assess to which de-
gree the top N recommendations share properties
as de�ned in our custom evaluation metrics.

The recommendations are made based on the cosine
similarity between embedding vectors. We perform
the following experiments on section level. For sec-
tion types, we compute how many of the top N
recommended sections have exactly the same type
as the query section as a fraction (accuracy). For
punishment vectors, we only include sections of the
type �beslissing� (decision) since only these data
points have punishment vectors. We compute the
mean similarity of the punishments vectors of the
top N recommended decision sections. The pun-
ishment vectors are sparse, for which the cosine
similarity is a suitable metric. However, we have
many vectors with only zeros and the cosine simi-
larity is unde�ned for these cases. We therefore re-
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port on the Euclidean distance on standard scaled
punishment vectors. We use standard scaling to
compensate for the di�erent scales of the punish-
ment types. Other forms of preprocessing resulted
in higher similarity scores in absolute terms (for
top 5: 0:80 for min-max scaling and 0:76 for L2-
normalization). However, meaningful comparisons
can only be made with the same distance metric
and not between them. Moreover, despite scoring
lower on some metrics, using standard scaling fa-
cilitated a more meaningful interpretation of pun-
ishment clusters in section 4.4 than other meth-
ods. We also report the accuracy of the topN
recommendations in terms of the punishment clus-
ters. Because the punishment clusters were also
found after applying standard scaling, using stan-
dard scaling in these experiments as well allows for
a fairer comparison. We convert the standardized
Euclidean distance to a similarity score with the
following formula:

similarity =
1

1 + distance

Table 4 shows the accuracy scores for section type,
for di�erent N . Table 5 zooms in and shows the
accuracy per section type forN = 10, alongside
the percentage of sections of that respective type,
to give an indication of the baseline chance of get-
ting the section type right by chance for N = 1 .
The variance is shown in brackets in both tables.
We observe that some section types have a very
high accuracy. The labels �bepaling strafbaarheid�
(�determination punishability�), �beslissing� (�de-
cision�), �procesverloop� (�proceedings�) and �wet-
telijke voorschriften� (�legal regulations�) all score
> 90% accuracy on average. We see that these
types occur relatively frequent in the data set.

Some other section types have a relatively low ac-
curacy. The labels �benadeelde partijen� (�disad-
vantaged parties�) and �bewezenverklaring� (�state-
ment of proof�) score around0:50. �Inleiding� (�in-
troduction�) and �overig� (�other�) and �strafop-
legging� (�sentencing�) score0:36 and 0:43 respec-
tively. Particularly the �introduction� section oc-
curs in very few cases (0.41%).

We also inspect whether the topN recommended
sections tend to have similar punishments. In this
experiment, we only include sections containing the
judge's �nal decision. Table 6 shows the mean sim-
ilarity according to the standardized Euclidean dis-
tance of punishment vectors of the top N recom-
mendations compared to the punishment vector of
the query section, for di�erent values of N. Table 7
shows the accuracy with respect to the punishment

N Mean Acc. Variance
5 0.84 0.08
10 0.82 0.08
15 0.81 0.08
25 0.80 0.09
50 0.78 0.09
100 0.75 0.10

Table 4: The mean amount of sections in the top
N recommendations that are of the same type, for
di�erent values of N.

Section type (N=10) Acc. (Var) %
benadeelde partijen 0.55 (0.11) 1.56
bepaling strafbaarheid 0.95 (0.03) 16.92
beslag 0.74 (0.07) 1.87
beslissing 0.93 (0.04) 11.28
bewezenverklaring 0.52 (0.11) 3.45
bijlage 0.84 (0.09) 2.68
eis 0.85 (0.07) 5.33
identi�catie 0.71 (0.17) 1.11
inleiding 0.36 (0.10) 0.41
overig 0.35 (0.14) 2.30
overwegingen 0.75 (0.06) 17.45
procesverloop 0.95 (0.03) 8.43
strafoplegging 0.43 (0.05) 4.21
tenlastelegging 0.80 (0.07) 9.42
voorvragen 0.87 (0.08) 4.43
wettelijke voorschriften 0.99 (0.00) 9.16

Table 5: The mean amount of sections in the top
10 recommendations that are of the same type, dis-
played separately per type. The right column indi-
cates the percentage of sections of that respective
type, to give an indication of the baseline chance of
getting the section type right by chance for N=1.

N Mean Sim. Variance
5 0.56 0.06
10 0.54 0.05
15 0.52 0.04
25 0.50 0.04
50 0.48 0.03
100 0.46 0.03

Table 6: The mean similarity (based on Euclidean
distance with standard scaling) of punishment vec-
tors of the top N recommendations with the pun-
ishment vector of the query section, for di�erent
values of N.
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N Mean Sim. Variance
5 0.63 0.13
10 0.63 0.12
15 0.59 0.09
25 0.54 0.05
50 0.49 0.04
100 0.46 0.03

Table 7: The mean amount of sections in the top N
recommendations that are of the same punishment
cluster, for di�erent values of N.

clusters as computed and interpreted in section 4.4.

Both tables show that the mean similarity and the
variance drops for increasing values ofN , as ex-
pected. We observe that the average standard-
ized Euclidean distance with the punishment vec-
tor of the query case is quite similar to the accu-
racy in terms of punishment clusters. The under-
lying similarity metrics are not identical, but are
nevertheless related because the clustering is also
performed using standardized Euclidean distance.
This means that we expect that vectors that are
similar in table 6 to also be in the same punishment
cluster. We observed that the top N recommenda-
tions only contained punishment clusters 0 to 3,
which can be understood by considering the imbal-
ance in the punishment cluster labels (cf. 3). The
other clusters occur infrequently because they con-
tain very rare punishments, mainly because of the
exceptional height of a punishment, and outliers.
Nevertheless, the given that they do not occur in
the top N recommendations at all is a sign that the
embeddings do not capture theheight of a punish-
ment, even if they may capture the punishmenttype
to some degree. There are, after all, query cases
belonging to the rare punishment clusters, and in
these cases none of the recommendations are of the
same cluster. The class imbalance additionally may
boost the average similarity score. E.g. the major-
ity of the cases belong to cluster 0. This both means
that relatively many query cases have label 0, and
additionally that for these cases, the baseline score
will be higher. We complement these �ndings with
a clustering analysis in section 4.8. We provide a
few examples of top 5 recommendations in listing
1.
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Listing 1: Examples of top n recommendations

Recommendations f o r document ECLI :NL:RBOVE: 2 0 2 1 : 1 9 3 3 .
N=5
Target : [ 1 0 0 0 0 0 ]
Target ( s c a l e d ) : [ 4 .354 = 0.462 = 0.171 = 0.462 = 0.113 = 1.885]

doc_id t a r g e t
0 ECLI :NL:RBOVE:2021 :2153 (1 , 0 , 0 , 0 , 0 , 0)
1 ECLI :NL:RBGEL:2021 :3608 (1 , 0 , 0 , 0 , 0 , 0)
2 ECLI :NL:RBLIM:2021 :2280 (1 , 0 , 0 , 0 , 0 , 0)
3 ECLI :NL:RBOVE:2021 :2295 (1 , 0 , 0 , 0 , 0 , 0)
4 ECLI :NL:RBLIM:2021 :2284 (1 , 0 , 0 , 0 , 0 , 0)

Metr ic : 1 .0

Recommendations f o r document ECLI :NL:RBAMS: 2 0 2 1 : 1 5 4 1 .
N=5
Target : [ 0 0 0 0 0 0 ]
Target ( s c a l e d ) : [ = 0.230 = 0.462 = 0.171 = 0.462 = 0.113 = 1.885]

doc_id t a r g e t
0 ECLI :NL:RBAMS:2021 :4203 (0 , 0 , 0 , 0 , 0 , 0)
1 ECLI :NL:RBOVE:2021 :4378 (0 , 0 , 0 , 0 , 0 , 0)
2 ECLI :NL:RBNNE:2021 :4323 (0 , 0 , 0 , 0 , 0 , 0)
3 ECLI :NL:RBAMS:2021 :2275 (0 , 0 , 0 , 0 , 0 , 0)
4 ECLI :NL:RBAMS:2021 :2273 (0 , 0 , 0 , 0 , 0 , 0)

Metr ic : 1 .0

Recommendations f o r document ECLI :NL:RBAMS: 2 0 2 1 : 1 0 8 .
N=5
Target : [ 0 108 0 0 700 1 ]
Target ( s c a l e d ) : [ = 0.230 = 0.327 = 0.171 = 0.462 = 0.090 0 . 5 3 0 ]

doc_id t a r g e t
0 ECLI :NL:RBAMS:2021 :2733 (0 , 0 , 0 , 0 , 200 , 1)
1 ECLI :NL:RBAMS:2021 :5816 (0 , 1095 , 0 , 0 , 500 , 1)
2 ECLI :NL:RBAMS:2021 :2394 (0 , 60 , 0 , 5 , 0 , 1)
3 ECLI :NL:RBAMS:2021 :908 (0 , 182 , 0 , 0 , 0 , 1)
4 ECLI :NL:RBAMS:2021 :994 (0 , 120 , 0 , 10 , 892 , 1)

Metr ic : 0 .5639277699984262

Recommendations f o r document ECLI :NL:RBAMS: 2 0 2 1 : 1 0 5 .
N=5
Target : [ 0 0 0 0 5000 1 ]
Target ( s c a l e d ) : [ = 0.230 = 0.462 = 0.171 = 0.462 0 .049 0 . 5 3 0 ]

doc_id t a r g e t
0 ECLI :NL:RBAMS:2021 :107 (0 , 0 , 0 , 0 , 2500 , 1)
1 ECLI :NL:RBAMS:2021 :7297 (0 , 0 , 0 , 0 , 55000 , 1)
2 ECLI :NL:RBAMS:2021 :7249 (0 , 0 , 0 , 0 , 105000 , 1)
3 ECLI :NL:RBAMS:2021 :7629 (0 , 0 , 0 , 0 , 1500 , 1)
4 ECLI :NL:RBAMS:2021 :4766 (0 , 0 , 0 , 0 , 60000 , 1)

Metr ic : 0 .560104615253923
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4.6 Clustering: dimensionality re-
duction and L2-normalization

Figure 14: Explained variance forN principle com-
ponents (for 40 dimensional embeddings without
L2-normalization)

N Cum. var. ARI Silhouette
5 42% 0.30 0.26
10 58% 0.38 0.22
15 69% 0.34 0.16
20 78% 0.37 0.13
40 100% 0.38 0.10

Table 8: Cumulative explained variance, Adjusted
Rand Index with respect to section types, and Mean
Silhouette score for N components (without L2-
normalization).

In these experiments we cluster over all section em-
beddings (26373) of the 2885 cases from the 2021
data set. We investigate the e�ect of dimensional-
ity reduction on the clusters of embeddings. Ad-
ditionally, we do so both with and without using
L2-normalization on the embeddings.

Figure 14 shows the cumulative explained variance
in the embeddings as a function ofN principal
components, without L2-normalization. Table 8
summarizes the e�ect of N principal components
on clustering metrics alongside the cumulative ex-
plained variance of the original embeddings. For
these plots, we used embeddings with 40 dimen-
sions, so 100% of the data variance is captured with
40 principal components. In this experiment we
know the �true� amount of section roles, so instead
of the Elbow value we usek = 17 (all section roles).
The Adjusted Rand Index (ARI) is a measure of
cluster similarity and is in this case expressed with
respect to the section role labels. This metric is
adjusted for the chance of randomly grouping el-
ements together. We observe diminishing returns
for increasing N .

Table 9 shows the same setup, but now using L2-
normalization. We observe that L2-normalization

N Cum. var. ARI Silhouette
5 41% 0.36 0.31
10 58% 0.40 0.30
15 70% 0.41 0.26
20 78% 0.40 0.22
40 100% 0.42 0.17

Table 9: Cumulative explained variance, Adjusted
Rand Index with respect to section types, and
Mean Silhouette score forN components (with L2-
normalization).

improves all clustering metrics for all values of
N , so in subsequent experiments we apply L2-
normalization.

For both tables, we observe that the Silhouette
score is inversely proportional with N principal
components. We know that Euclidean distance
metrics (and related metrics) become increasingly
meaningless for higher dimensions, so it is not sur-
prising that clusters are more well-formed (higher
intra-cluster density and inter-cluster separation)
when projecting the data onto fewer principal com-
ponents. At the same time, we observe that di-
mensionality reduction tends to lower the similar-
ity with the section role labels. Assuming that the
underlying embeddings indeed capture characteris-
tics of various section roles, this could be explained
by the given that with fewer principal components
less of the variance in the original embeddings is
captured.

In subsequent experiments, we pickN = 15 because
this strikes an appropriate balance between ex-
plained cumulative variance, and the in our exper-
iments inversely related ARI and Silhouette score.
As a rule of thumb, the projection of data onto prin-
cipal components should at least capture60%of the
data variance in the original vector space, which is
satis�ed for N = 15. Clusters with ARI scores be-
tween 0:3 and 0:5 are considered to be �medium�
similar, and highly similar when higher than 0:532.
So with ARI = 0 :41 we observe medium cluster
similarity between the embedding clusters and sec-
tion role labels. Silhouette score ranges from� 1
to 1, so a score of0:26 indicates that the clusters
are able to capture some patterns in the underlying
data.

For N = 15, L2-normalization improves the mean
Silhouette score from 0:16 to 0:26 (62.5% in-
crease). Figure 15a shows the Silhouette scores
of each data point aggregated per cluster with-

32 In our �ndings, ARI scores are consistently about :2
lower than other metrics such as Adjusted Mutual Informa-
tion (AMI) and thus seems to be a relatively �strict� metric,
also because it adjusts for chance.
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(a) N=15 without L2-normalization. Mean Silhouette=0.16)

(b) N=15 with L2-normalization. Mean Silhouette=0.26

Figure 15: Silhouette scores per cluster

out L2-normalization, and �gure 15b with L2-
normalization. We observe that L2-normalization
skews the distribution of Silhouette scores in the
positive direction and also that, generally speak-
ing, normalization increases both the highest and
lowest scores (i.e. making negative scores less neg-
ative). Note that we cannot directly compare clus-
ter label x in one plot with the same label x in
the other, because the underlying embeddings and
clusters change due to the normalization step.

4.7 Clustering: do clusters of section
embeddings overlap with section
types?

All clustering is performed using the chosen con-
�guration from previous experiments, i.e. with di-
mensionality reduction to 15 principal components.
We further reduce to 2 or 3 principal components
for the purpose of visualization, but maintain the
cluster labelling as found in 15 dimensions.

The ARI-score of 0:41 indicates a medium cluster
similarity between the clusters over section embed-

dings and clusters of section labels. This indicates
that the di�erences in section roles can be captured
by di�erences in semantic content as represented in
the embeddings. Figure 16 and �gure 17 provide a
visual side by side comparison of the section embed-
ding clustering and the section role labels. We �rst
of all notice that if we color the projected embed-
dings according to their section labels, we can visu-
ally distinguish �clusters.� This �ts with the prior
observation in section 4.5.2 that the topn most sim-
ilar section embeddings are on average of the same
role and is further evidence that similar section
roles tend to have more similar embeddings. We
can moreover visually recognize reasonable overlap
for several clusters, both in the 2D and 3D plot.
An example of clusters with a very clear overlap
are the clusters for �wettelijke voorschriften� and,
which on average had 99% the same section roles in
the top 10 recommendations. The cluster for �over-
wegingen� (75%) also largely overlaps. There are
also some cases of clearly distinguishable groupings
of section roles that are split up into two clusters by
the k-means algorithm. This is the case for �bepal-
ing strafbaarheid� (95%), �beslissing� (93%). We
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(a) Visualization of cluster labels. (b) Visualization of section roles.

Figure 16: Visual comparison of clustered section embeddings and their section role labels in 2D.

(a) Visualization of cluster labels. (b) Visualization of section roles.

Figure 17: Visual comparison of section embedding clusters with section label clusters in 3D.

see that these section role groupings have a more
elongated shape, whereas k-means assumes a spher-
ical shape. We also see that it is hard to distin-
guish a separate cluster for a section that scored
low in the previous experiment, for example �inlei-
ding� (36%) and �strafoplegging� (43%).

The results of the top n section similarity and
of this clustering suggest that some sections roles
can be better distinguished in terms of semantic
content than others. Sections such as �wettelijke
voorschriften� are typically very short and speci�c,
whereas we see that part of the embedded space

for �overwegingen� is in proximity with a lot of
other section roles. The more heterogeneous the
content of a particular type of section is, the more
we also expect the corresponding embeddings to
vary, which in turn may be visually represented by
a more elongated cluster shape, for which k-means
is sub-optimal, or by overlapping clusters.

Even though we can clearly distinguish clusters vi-
sually, the mean Silhouette score of the clustering is
not very high. We can observe that the clusters are
quite dense, but are also all very adjacent to each
other. This may be a side e�ect of the embedding
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vectors being continuous and normalized, resulting
in �smooth� transitions between embeddings. The
relatively low inter-cluster distance lowers the Sil-
houette score.

4.8 Clustering: do decision embed-
dings track punishment cluster
labels?

The previous results suggest that the embeddings
of case decisions are able to capture their speci�c
semantic content, such that the most similar em-
beddings are also of the same section role. When
clustering embeddings on the section level, we also
visually distinguished a �decision� cluster. We may
then consequently ask whether these decision em-
beddings are able to capture information that we
consider to be juridically relevant, such as the case
outcome? If they do, we would be able to recom-
mend cases with similar outcomes or instead dis-
similar outcomes using embeddings.

We investigate this question using the punishment
cluster labels (cf. section 4.4). If we cluster decision
embeddings, do these clusters track the punishment
cluster labels? We again cluster PCA-reduced em-
beddings in 15 dimensions, but this time we only
include case decisions and exclude the other sec-
tion roles. The principal components explain 75%
of the variance in the decision embeddings. Using
the Elbow method we �nd that k = 8 clusters is an
appropriate choice, but in this particular case we
have previously found k = 7 punishment clusters.
Since we are investigating whether the clusters of
embedding correspond with those punishment clus-
ters we usek = 7 instead; but this value is close to
the Elbow value and thus also a reasonable choice
in terms of the distortion score.

The mean Silhouette score of the clustering over
embedding labels is0:19. Figure 18b and 19b show
the decision embeddings colored according to their
corresponding punishment clusters. We immedi-
ately observe that, unlike with the section role la-
bels, there are no clusters visible and that all colors
overlap. We �nd ARI = 0 :03 which con�rms that
the decision embedding clusters do not correspond
with the punishment clusters.

Table 10 additionally lists the total punishments
per decision embedding cluster. We observe that all
punishment types are spread out over the clusters,
with the exception of the �NaN� cases, i.e. (0, 0,
0, 0, 0, 0) vectors, which are almost all located
in cluster 1.

4.9 Clustering on other section roles

Given that we have access to section roles, we can
form an a priori intuition about which sections
should be most relevant for the case outcome. The
charged facts are known at the start of the case
(�tenlastelegging�) and should to a large degree de-
termine which type of punishment is possible. A
subsequent section lists the admittable evidence in
the case (�bewezenverklaring�). The legal consid-
erations (�overwegingen�) describe the overall rea-
soning on the material facts that support the case
decisions. Figure 20 and �gure 21 show cases only
represented by these section types. In this case,
these embeddings were computed by concatenating
sections of the above-mentioned types and inferring
a new embedding over them. Another way to get a
single embedding is to for example sum or average
the section embeddings, but experiments did not
show a clear di�erence of these methods.

The clustering has a poor mean Silhouette score of
0:10. The ARI of the clustering with respect to the
punishment cluster labels is ARI = 0 :04. Other
con�gurations also did not perform well. This ap-
proach is clearly not able to capture information
related to the case outcome from case texts.

5 Discussion

5.1 Predicting section roles

We have observed that it is feasible to predict sec-
tion roles based on the case transcriptions alone
(f 1 = 0:91). Our ablation study has shown that
embeddings by themselves are also useful for this
task, which shows that di�erent section roles have
di�erent (semantic) content that can be quanti�ed.
Using relatively simple lexical features proved to
be e�ective in our experiments. We found that
features that capture more stylistic aspects of the
case texts and that are typically used for author-
ship classi�cation or clustering are less predictive.
If stylistic features would have been very predic-
tive, this would have suggested that di�erent sec-
tion types have clear di�erent stylistic characteris-
tics. However, since we may assume that a case
transcription is written by a single legal clerk and
moreover, that the language use is fairly neutral,
we would not expect these features to be very pre-
dictive. If for some reason one would be interested
in detecting from which court a case is based on the
transcription alone, these stylistic features may be
interesting. A last feature group of interest were the
�relational phrases� for which we argued that they
are indicative of argumentation. Even though they
did not perform exceptional by themselves, the re-
sults were good enough to suggest that section roles
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Cluster N TBS Prison Custody Com. service Fine Acquittal NaN
0 466 7 248 13 144 76 355 28
1 583 57 11 2 9 3 265 256
2 374 23 242 51 112 71 334 8
3 589 14 379 20 160 61 504 17
4 457 36 309 37 101 196 393 13
5 155 6 97 12 34 39 135 8
6 330 6 184 10 71 54 315 14

Table 10: Total punishments per decision embedding cluster.

(a) Visualization of cluster labels. (b) Visualization of punishment cluster labels.

Figure 18: Visual comparison of clustered decision embeddings and their punishment cluster labels in
2D.

(a) Visualization of cluster labels. (b) Visualization of punishment cluster labels.

Figure 19: Visual comparison of clustered decision embeddings with punishment cluster label clusters in
3D.
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