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Abstract

This thesis investigated the use of di�usion models for decoding speech from brain activity, which can
enable the development of brain-computer interfaces to restore communication in severely paralyzed
individuals. Although the �eld has seen signi�cant progress, existing approaches display several lim-
itations: they often require recordings of isolated utterances with multiple repetitions, or use brain
data from multiple individuals to generate intelligible speech. To address this, we employed a two-
stage training framework: First, we pre-trained a di�usion-based speech generator on a large speech
corpus, and then utilized the speech generator to develop models that generate speech from brain
activity. We worked on brain data recorded from a single subject during a book reading task and
trained our models to generate speech from single instances of words in the brain data. Our results
showed that our models can generate naturalistic, intelligible speech by mapping brain data to speech
fragments from the pre-training dataset. We conclude that di�usion models are a promising choice for
generating speech from brain activity, and are robust enough to work on the brain activity of a single
subject, without repetitions of utterances. This has the potential to advance the �eld of speech BCIs
for severely paralyzed individuals.
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1 Introduction

Individuals who su�er from a condition called locked-in syndrome �nd themselves unable to move or
speak, while remaining conscious and with their perception and cognitive functions largely intact. With
communication being central to what it means to be human, this physical and verbal dissociation from
the world can be traumatic for those a�ected. By directly decoding brain activity into natural sounding
speech (brain2speech), brain-computer interface (BCI) technology could allow locked-in individuals to
partly restore their ability to interact with the world.

Developing a technology to decode speech from brain activity is highly non-trivial. For one, brain
recordings are noisy and vary considerably between individuals, complicating the development of
solutions that are stable enough to work on di�erent individuals. Second, the most accurate decodings
are obtained from intracranial brain data, which require invasive recording techniques to obtain, and
are therefore only of limited availability.

To move speech BCI research forward, modern arti�cial intelligence (AI) techniques provide great
promises. In recent years, AI models have been developed that generate continuous, comprehensive
speech from text with unprecedented quality [87], and several studies have reported success in using
advanced AI techniques to decode speech or text from the brain [10, 98, 85, 56].

However, several challenges remain. For one, existing solutions are still far from producing nat-
uralistic, continuous speech in real time, as would be required of a BCI solution to truly restore
communication in those a�ected. Second, the approaches typically work well only with many repe-
titions of the same word, when averaging across subjects or using a small vocabulary size, or only
produce unintelligible speech-like sounds. Further, AI approaches using deep neural networks with
millions of parameters require vast amounts of training data to learn to generalize well, which makes
the limited availability of high-quality brain data even more problematic. This indicates that novel
methods are worth exploring.

In recent years, a new class of AI methods, called di�usion models, was used to improve the state
of the art in several generative modelling tasks, often outperforming dominant approaches [73, 81,
35]. Notably, many di�usion models have been developed that challenge other methods on speech
generation tasks, often using less complex architectures [36, 51, 49].

The aim of this thesis was to investigate the use of di�usion models for brain2speech, and the
possibility of improving upon the aforementioned limitations of current approaches. To this end, we
pre-trained an existing di�usion-based speech generation model [49] using speech audio data only, to
counteract the problem of limited available data. Then, we devised a conditioner model that conditions
the speech generator on intracranial brain data recorded during speech production, resulting in a
combined brain2speech model. To validate this approach, we compared di�erent ways of pre-training
and brain2speech generation: pre-training the speech generator unconditionally or with class vectors
as conditional input, and brain2speech generation by either reconstructing the original speaker's voice
or generating speech fragments from the pre-training data. In total, we developed three brain2speech
models that we compared against each other.

Our contributions to the literature are as follows: First, we validated the general applicability of
di�usion models as useful models for brain2speech, which to the best of our knowledge, has not been
done before. Second, we validated our approach for single repetitions from a single subject, improving
upon the limitation of previous approaches of using multiple repetitions of an utterance or averaging
across di�erent subjects to generate a single output. Third, we implemented an extended vocabulary
of 55 words, and worked on brain data from a continuous reading task, instead of isolated words.
Fourth, we showed that generative performance could be improved by conditioning the pre-training
model on class vectors, and that the best brain2speech performance was achieved by generating speech
fragments from the pre-training data.

1
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2 Background

2.1 Brain Decoding for Speech BCIs

To develop BCIs that can restore communication in individuals with severe motor paralysis, such
as those with locked-in syndrome, researchers have tried to develop computational systems that can
translate data recorded from the brain into a communicable format, such as text or speech. The ulti-
mate goal for such systems is to enable the development of a BCI that can grant real-time, naturalistic
communication to individuals, by synthesizing continuous speech from a single live stream of brain
activity, and achieving robustness against the latent noise levels found in typical natural environments.

Early research towards this goal focused on the decoding of a few classes of isolated phonemes
[12, 15], words [42], or individual vowels and consonants [14, 66]. Later, the scope of research was
extended into decoding longer text: Her� et al. [28] were the �rst to predict continuous text from brain
activity by concatenating decoded phonemes, but achieved high accuracies only for small vocabularies.

However, to enable the development of BCIs that can generate naturalistic speech in real time,
researchers focused on decoding continuous speech directly. Some successful studies have done so by
modelling di�erent aspects of speech, like vocoder parameters [3], articulatory speech features [6], or
spectrogram representations of audio [4, 5, 97].

As Berezutskaya et al. [10] note, these previous approaches showed good performance only when
subjects listened to or spoke clean, isolated sentences, repeated utterances several times, or when brain
activity is averaged across subjects. Consequently, existing solutions are yet to meet the requirements
of a real-world BCI, since they are neither performant enough to work on a single subject's brain
activity without repetitions, nor robust enough to handle natural, continuous speech environments.

To improve the robustness and generality of AI systems, large amounts of data are required. How-
ever, as previously noted, these are generally not available for intracranial brain recordings, due to
the invasive nature of obtaining such recordings. To counteract this, Berezutskaya et al. [10] and
Wang et al. [98] split their respective model into a brain decoder and a speech generator. The speech
generator was pre-trained on a larger corpus of pure speech audio data, thereby teaching the model
a more general knowledge of speech production. Then, the brain decoder was trained to turn brain
signals into representations useful for the speech generator, resulting in a �nal brain2speech model.
Although both studies demonstrated the bene�ts of this framework, both came with limitations: While
Berezutskaya et al. [10] achieved high matches in pitch and speech timing, their model's outputs were
not intelligible. Wang et al. [98] did achieve intelligible outputs, but only by using several repetitions
of each utterance.

With this thesis, we aimed to make progress in regards to the issues of current approaches outlined
above. First, we built on the same pre-training principle as used in [10] and [97], but used a more
recent and better performing di�usion model to replace the GANs used by both studies. Second, we
focused on speech produced by a single individual in a reading task, which created a more natural
and continuous speech environment, and did not use repetitions of utterances to generate a word.

Lastly, it is important to note that many studies utilize data from able-bodied individuals who
can speak and move, with the expectation that their results will translate to speech attempts by
locked-in individuals. This assumption is based on work in amputees that show cortical patterns
during attempted movement of the phantom limb, that are similar to the cortical patterns during
actual movement of the preserved limb [43, 16]. Further, preliminary work exists that shows the
successful application of BCIs in locked-in individuals to decode attempted movement and speech
[94, 60]. Similar to prior work, the research in this thesis was based on the cortical recordings of an
able-bodied individual.

2.2 Speech Synthesis

The generative modelling domain most relevant to this thesis is speech synthesis, since a successful
brain2speech model necessitates a well-performing underlying speech generation model. The majority
of work on generating speech comes from the literature on text-to-speech (TTS), where models are
trained to generate speech waveforms from text.

2
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One potential approach to decoding speech from brain activity is to �rst decode text from brain
activity, and then employ a TTS system to synthesize the text into speech [85, 56]. However, to
accurately produce text from brain activity, language representations have to be decoded from the
brain, which have been shown to be distributed across various brain regions [88]. This presents a
con
ict with BCI research, which typically aims for BCIs to only cover limited areas of the cortex
to minimize their invasiveness. Therefore, a more promising approach may be to focus on decoding
speech directly from brain regions that are specialized in the perception of auditory stimuli, or in the
production of speech.

Typically, TTS systems consist of two distinct models [87]: an acoustic model that transforms
text into high-level acoustic representations, and a vocoder model that generates speech waveforms
from these acoustic representations. Although mel-spectrograms are commonly used as intermediate
acoustic representations in TTS systems, deep learning-based vocoder models are in principle 
exi-
ble enough to utilize any form of acoustic representation, including highly-structured brain activity.
Consequently, vocoders present an interesting class of models to leverage as speech generators in
brain2speech applications.

However, deep learning-based models require large training datasets to achieve optimal performance.
This poses a challenge, as high-quality brain data from intracranial recordings is usually of limited
availability. As a potential solution, the speech generation model can be pre-trainedunconditionally.
This involves training the model to generate speech solely from latent representations without any
guidance from acoustic representations. While unconditional speech generation is more challenging,
training data is easier to obtain. This enables the model to learn complex features of speech, which
can be leveraged at a later stage when conditioning the model on acoustic representations from brain
activity.

In this section, we detail some of the relevant papers and recent milestones of vocoder models, and
provide additional insight into speech synthesis that is fully unconditional.

2.2.1 Vocoders

Early vocoders included approaches based on hidden Markov models, called statistical parametric
speech synthesis [41, 59]. While successful for the time, these approaches failed to meet the speech
quality and naturalness required from a speech synthesis system. This changed with the introduction
of advanced AI models to the �eld, most notably WaveNet [90], as the �rst demonstration of high-
quality, naturalistic speech synthesis. Importantly, WaveNet required no prior knowledge about audio
to be incorporated, which removed the requirement for hand-crafted feature extraction steps present
in statistical parametric speech synthesis.

WaveNet built on prior advances in autoregressive (AR) modelling, a generative modelling ap-
proach that learns the structure of the data by iteratively predicting the next step in a sequence.
For WaveNet, that meant predicting the next sample amplitude in an audio waveform. However, the
sequential, single-step nature of AR modelling leads to a very slow generation speed, which is even
more pronounced by the extraordinary length of waveform representations. For instance, for WaveNet
to generate 1 second of audio at 16 kHz, 16000 non-parallelizable model calls have to be evaluated.
This puts the required generation time at several hundred times that of the audio being generation
[49]. A lot of follow-up work therefore went into speeding up the generation [34, 63, 89, 58]. The ma-
jority of improvements on this front, however, came from choosing and optimizing di�erent modelling
approaches, like GANs, that by their very nature provided faster inference times than AR models.

A further way of looking at the �eld is by discerning between di�erent modelling paradigms. These
cover the whole array of generative approaches, with successes including GANs [11, 50, 103, 47],
recurrent neural networks [80, 39], transformer-based approaches [53, 74, 75], and 
ow-based models
[93, 68, 71, 45, 69]. Recently, di�usion models, too, have been used to contribute to the �eld, with
several studies achieving state of the art voice quality [19, 51, 49].

3
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2.2.2 Unconditional Synthesis

An unconditional speech synthesis model generates an utterance solely from a latent representation,
without any additional guidance from mel-spectrograms or other acoustic representations. As there
is no high-level structure from an acoustic signal that can be leveraged, this paradigm is particularly
challenging. Thus, the literature on successful unconditional generation is much sparser compared to
that of conditional generation.

The original WaveNet was found to be incapable of generating speech of good quality without
conditional input, producing unintelligible and mechanical-sounding outputs. As the �rst approach
speci�cally targeted at unconditional generation, SampleRNN [58] was introduced, showing promising
results in improving the naturalness of the generated sounds. However, it remained incapable of
creating coherent, intelligible words.

The �rst to unconditionally generate intelligible single-word utterances was WaveGAN [23]. How-
ever, the resulting audio still exhibited signi�cant noise and robotic characteristics, thereby falling
short of the clarity and natural intonation found in conditional approaches. VQ-VAE [92] improved
upon the sound quality by applying AR modelling in the latent space of an autoencoder instead of
the waveform, creating sequences of words that were individually intelligible but in a semantically
meaningless order.

Recently, Di�Wave, the �rst di�usion model for unconditional speech synthesis, was introduced by
Kong et al. [49]. They improved upon previous results in terms of both quantitative metrics and
subjective speech quality. However, in comparison to other unconditional approaches, this came at
the cost of prolonged generation time, due to the nature of the di�usion process.

While Kong et al. [49] used a WaveNet-like architecture as the backbone of their di�usion model,
Goel et al. [25] improved performance by replacing the backbone with a state space model [26], thereby
achieving better audio quality at slightly longer (2 � ) generation times.

In response to this recent dominance of di�usion-based approaches, Baas and Kamper [9] devised
a GAN architecture for unconditional audio synthesis based on StyleGAN3 [40], which has proven
successful in the image generation �eld. They improved upon previous results and hold the current
state of the art in unconditional speech synthesis, while providing a several hundred times faster
generation speed by getting rid of the sequential constraint of di�usion models.

2.3 Di�usion Models

2.3.1 Overview

The idea behind di�usion models has originally been introduced in 2015, when Sohl-Dickstein et al.
[82] proposed them as a novel method for generative modelling based on ideas from non-equilibrium
statistical physics. Yet di�usion models remained a fringe model class, primarily due to a lack of
sample quality, especially in comparison to established approaches like GANs or AR models. However,
in 2020, Ho et al. [31] introduced a novel formulation of the loss objective for di�usion model training,
which simpli�ed the training process and led to vastly improved sample quality (see Section 2.3.2.3
for details).

Since then, several studies have demonstrated that di�usion models can compete with, and often-
times exceed, dominant generative approaches in a variety of �elds. Arguably, Dhariwal and Nichol
[22] were the �rst to show that di�usion models can outperform GANs on image synthesis tasks, and
introduced a method to further improve sampling quality by guiding the generation with the gradi-
ent of a classi�er. However, this has since been improved upon with classi�er-free guidance [30], an
approach that lifted the expensive limitation of having to train an additional classi�er model, and
further allowed to manually control the trade-o� between generation quality and diversity.

One of the primary drawbacks of the original formulation by Ho et al. [31] is a slow sampling speed,
as several hundred forward calls to the model are required in order to generate a single sample. While
GANs in general still provide a much faster generation speed, several studies have since worked to
improve the generation speed of di�usion models by proposing di�erent sampling algorithms [61, 48,
100], achieving comparable performance with an order of magnitude fewer calls.

4
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Figure 1: Two variance schedules showing di�erent rates of `deterioration' of an image.

All this paved the way for the entrance of di�usion models into mainstream media and public
discourse with Dall·E 2 [73], a text-to-image synthesis model that o�ered tremendous improvements
over existing, non-di�usion-based approaches. Still, even newer approaches have already matched or
beaten Dall·E 2 [77, 76], and di�usion models are now being used to push the boundaries on a host
of other generative tasks, such as text-to-video [81, 32], music synthesis [35, 24, 96], voice conversion
[54, 70], or 3D object generation [79, 18].

Despite some inherent limitations, such as computationally expensive training and slow sampling,
di�usion models have thus been proven to be a valuable addition to the �eld of generative modelling.
This validates their exploration for other generative tasks, such as brain2speech.

2.3.2 Implementation

Di�usion models di�er from other generative models in a number of ways. Importantly, to obtain
latent samples, di�usion models use a �xed Markov chain ofT steps to gradually add small amounts
of noise to an input, until it becomes pure Gaussian noise. This process is called theforward process,
and enables the model to learn how to convert noisy samples into less noisy ones. To generate new
data, the model starts from pure noise and iteratively removes the noise it predicts has been added,
to �nally arrive at a fully denoised sample. This process is called thereverse process.

Instead of a single pass through the network producing the desired output, di�usion models therefore
rely on many passes through the same network to iteratively remove the noise. Furthermore, the data
retains the same dimensionality throughout both the forward and reverse process. This distinguishes
di�usion models from other generative models such as GANs or variational autoencoders, which employ
a latent space of much smaller dimensionality than the data space.

In the following, the functioning of di�usion models is explained in more detail, with a speci�c focus
on the implementation put forward in Denoising Di�usion Probabilistic Models by Ho et al. [31].

2.3.2.1 Forward Process

Given an input x0 � q(x) from the real data distribution q, the forward process is a �xed Markov
chain that adds Gaussian noise tox0 in a series ofT steps, resulting in the approximate posterior
q(x1:T jx0):

q(x1:T jx0) :=
TY

t=1

q(x t jx t � 1) (1)

where the transition distribution q(x t jx t � 1) is de�ned as:

q(x t jx t � 1) := N (x t ;
p

1 � � t x t � 1; � t I ) (2)

Variance Schedule The variance � t used for sampling Gaussian noise at each stept is chosen
according to a variance schedulef � t 2 (0; 1)gT

t=1 , the choice of which determines the rate at which
the input x0 `deteriorates' into pure noise. Figure 1 illustrates the di�erence between two distinct
variance schedules.

5
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Figure 2: Forward and reverse process of the di�usion model. Depictions of audio waveforms illustrate the
di�erent noise levels present at di�erent steps. The forward process transitionsq(x t jx t � 1) are �xed,
while the reverse process transitionsp� (x t � 1jx t ) are learned.

Sampling at a Single Step The forward process also allows the sampling of a single speci�c step
t in closed form, without having to iterate through all preceding steps 0; :::; t � 1 [31]. This requires a
slight reformulation of the variance addition. Let � t := 1 � � t and �� t :=

Q t
s=0 � s, then:

q(x t jx0) := N (x t ;
p

�� t x0; (1 � �� t )I ) (3)

This can be further simpli�ed by isolating the noise in a separate term � � N (0; I ):

x t =
p

�� t x0 +
p

1 � �� t � (4)

2.3.2.2 Reverse Process

For T ! 1 , samplesxT will resemble samples from an isotropic Gaussian. Therefore, we can de�ne
p(xT ) = N (xT ; 0; I ) as the starting point of the reverse process. Since the reverse transition distribu-
tion q(x t � 1jx t ) is intractable, it is approximated using a parameterized modelp� . The reverse process
is thus de�ned as the joint distribution p� (x0:T ) over all steps 0; :::; T , which is again formulated as a
Markov chain:

p� (x0:T ) := p(xT )
TY

t=1

p� (x t � 1jx t ) (5)

where the transition distribution p� (x t � 1jx t ) is learnable with shared parameters� , and de�ned as:

p� (x t � 1jx t ) := N (x t � 1; � � (x t ; t); � � (x t ; t)) (6)

Figure 2 shows a depiction of the forward and reverse process.

Algorithm 1 DDPM Training [31]

1: repeat
2: x0 � q(x0)
3: t � Uniform( f 1; :::; Tg)
4: � � N (0; I )
5: x t =

p
�� t x0 +

p
1 � �� t �

6: Take gradient descent step on
7: r � jj � � � � (x t ; t)jj2

8: until converged

Algorithm 2 DDPM Sampling [31]

1: xT � N (0; I )
2: for t = 1 ; :::; N do
3: z � N (0; I ) if t > 1, elsez = 0

4: x t � 1 = 1p
� t

�
x t � 1� � tp

1� �� t
� � (x t ; t)

�
+ � t z

5: end for
6: return x 0

6
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2.3.2.3 Training

Similar to other latent variable models, directly maximizing the likelihood of the training data under
the model p� is not tractable. Therefore, di�usion models are trained by minimizing the variational
upper bound of the negative log likelihood:

L := Eq(x 0:T )

�
� log

p� (x0:T )
q(x1:T jx0)

�
� Eq(x 0 ) [� logp� (x0)] (7)

In Denoising Di�usion Probabilistic Models (DDPMs), Ho et al. [31] reformulate this objective,
such that it can be computed in closed form instead of relying on Monte-Carlo estimates with high
variance. They start by rewriting the objective L as the sum of loss terms for each stept in the
di�usion process, L 0:T :

Eq(x 0:T )

�
� logp� (x0jx1)
| {z }

L 0

+
X

t> 1

DKL (q(x t � 1jx t ; x0) k p� (x t � 1jx t ))| {z }
L t � 1

+ DKL (q(xT jx0) k p(xT ))
| {z }

L T

�
(8)

Further, Ho et al. [31] de�ne ~� t (x t ; x0) and ~� t based on the variance schedule:

~� t (x t ; x0) :=
p

�� t � 1� t

1 � �� t
x0 +

p
� t (1 � �� t � 1)

1 � �� t
x t and ~� t :=

1 � �� t � 1

1 � �� t
� t (9)

When conditioning also on x0, this can be used to express the posterior as tractable Gaussian:

q(x t � 1jx t ; x0) = N (x t � 1; ~� t (x t ; x0); ~� t I ) (10)

As Ho et al. [31] note, the Kullback-Leibler divergences (DKL ) in Equation (8) are comparisons
between two Gaussians and, consequently, can be computed in closed form. The only exception isL T ,
which does not depend on parameters� , and therefore is constant and can be ignored in training.

As seen in Equation (6), the Gaussian transitions are expressed with parameterized functions for
mean and variance of the distribution. However, Ho et al. [31] note that di�erent options exist for
parameterizing the reverse transition distribution, and that instead of predicting its mean and variance,
predicting the noise � that has been added in a given forward step directly yielded the best results.

This is achieved with two adjustments to the reverse transition distribution p� (x t � 1jx t ). First,
by setting the variance term � � (x t ; t) = � 2

t I , where � t are time-dependent, but non-parameterized
constants, which makes them irrelevant to the training update. Secondly, using Equations (4) and
(9), the mean term � � (x t ; t) can be expressed in terms of the noise� , which will be parameterized as
a model � � (x t ; t):

� � (x t ; t) =
1

p
� t

�
x t �

� tp
1 � �� t

� � (x t ; t)
�

(11)

The only part left to optimize is therefore the model � � (x t ; t), which can be done by scoring it
against the actual noise� recorded during the forward process. Ho et al. [31] link this to denoising
score matching [83], and arrive at the simpli�ed training objective1:

L t = Et � [1;T ];x 0 ;�

�
jj � � � � (x t ; t)jj2

�
(12)

Algorithm 1 shows the training process as described by Ho et al. [31]. Instead of sampling the
complete forward process, the independence of the termsL t in the reformulated objective in Equation
(8) allows the random sampling of timesteps between 1 andT. For each of these, noise� is sampled
from the unit normal distribution and used to create corrupted data x t using Equation (4). The
sampled noise is then used to update the model� � . This is iteratively repeated until convergence.

1Note that, initially, Ho et al. [31] devised a weighted version of the objective in Equation (12), but omitted the
weighting term as it provided worse sample quality in practice.
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2.3.2.4 Sampling

As a consequence of the fact that, in the DDPM formulation, the model learns to predict the added
noise instead of the denoised sample itself, the sampling procedure of the reverse process has to be
adjusted accordingly. Equivalent to the forward transition in Equation (4), sampling of the reverse
transition x t � 1 � p� (x t � 1jx t ) can be reformulated as:

x t � 1 = � � (x t ; t) + � t z (13)

wherez � N (0; I ). By supplementing the transition mean � � (x t ; t) with the predicted noise � � (x t ; t)
scaled according to the variance schedule (Equation (11)), this becomes:

x t � 1 =
1

p
� t

�
x t �

1 � � tp
1 � �� t

� � (x t ; t)
�

+ � t z (14)

Algorithm 2 shows sampling of the reverse process as proposed by Ho et al. [31].

2.3.2.5 Di�usion Step Embedding

The noise added during the forward process has di�erent variances, as determined by the chosen
variance schedule. Further, model parameters� are shared across di�erent timestepst. Therefore, the
model needs to be provided with unambiguous information about which timestept it is operating on,
in order to correctly predict the added noise.

To this end, Ho et al. [31] utilize the sinusoidal positional embeddings used to encode word positions
in sentences for transformer models [95], to embed the di�usion timestept. The resulting embedding
vector tembed of dimension dembed can be added at di�erent stages of the model to condition on the
timestep. The values of the embedding vector are given by an alternating sequence of sine and cosine
functions with progressively higher frequency. To obtain the i -th value of the embedding vector for
step t, the following position function is used:

P(t; i ) =

(
sin(t=100002i=dembed ) if i is even

cos(t=100002i=dembed ) otherwise
(15)

2.3.2.6 Conditional vs. Unconditional Generation

The general case, in which input datax � q(x) is learned to be approximated, is calledunconditional
generation. However, it is often bene�cial to be able to guide the generation, i.e. sample from the
conditional distribution x � q(x jy ), where y ranges over all classes of data inq. This is referred to
as conditional generation, as an external signal is used to condition the generative model for certain
outputs.

Usually, an additional conditioner model is used that projects the conditional signal into an embed-
ding space, such that it is more informative for the generative model. This conditioner model can be
optimized either in conjunction with the generative model in an end-to-end fashion, or the generative
model is �rst pre-trained unconditionally and connected to the conditioner at a later stage.

In many cases, the sample generation can be controlled by projecting directly into the latent space
of a generative model, such as a GAN. With di�usion models, however, this is not a possibility, as
these models do not have an interpretable latent space. This is due to the fact that during the forward
di�usion process, noise is added randomly to the original data, and thus no one-to-one mapping
between a data point and a latent representation can be obtained. Since speci�c latent encodings
are therefore meaningless to the di�usion model, this means that a conditioner model cannot directly
project into a di�usion model's latent space.

However, the output of the conditioner can be used to guide the di�usion model throughout the
reverse process. This involves feeding the output of the conditioner into the di�usion model at each
step of the reverse process, as opposed to providing the noise vector at its onset. The conditioner's
output is thus utilized as a directional nudge for the di�usion model that guides the generation process,
rather than a conclusive high-level representation for the model to interpret.

8
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3 Methods

The following highlights the methods used and experiments undertaken in this thesis. Section 3.1
describes the speech corpus used for pre-training the speech generators as well as the brain data used
to train the brain2speech models. Section 3.2 presents the di�usion model, Di�Wave, upon which the
speech generators were built. Section 3.3 details the models developed in this thesis, the two speech
generators, as well as the three brain2speech models. Finally, supplementary experiments we have
undertaken are described in Section 3.4.

3.1 Datasets

Two di�erent datasets were utilized in this thesis: VariaNTS [7], a spoken Dutch corpus used for
pre-training the speech generator (Section 3.3.1), and a dataset of simultaneous speech and brain
recordings during a book reading task used for training the brain2speech models (Section 3.3.2). In
the following, these two datasets are described.

3.1.1 The VariaNTS Speech Corpus

The VariaNTS (Variatie in Nederlandse Taal en Sprekers) corpus is a dataset of spoken Dutch sentences
and single words [7]. It was created for academic contexts and contains high-quality (44.1 kHz)
utterances from 8 female and 8 male Dutch native speakers. It contains four di�erent categories of
utterances, real and made-up sentences, and real and made-up single words.

For the purposes of this thesis, the category containing real words was chosen. This category
contained 300 unique, single-syllable words, which had each been recorded once by each of the 16
speakers, yielding a total of 4800 utterances.

However, the VariaNTS data had to be compatible with the brain data that the brain2speech
models eventually should generate from. Therefore, all words that were not part of the speech and
brain dataset collected during the book reading task (see Section 3.1.2) were discarded. This left 55
unique words per speaker, and thereby a total of 880 utterances.

Since 880 utterances was relatively small for training an unconditional speech generation model
(compared to around 30,000 utterances in the dataset used in the Di�Wave paper, SC09 [99]), the
spoken speech dataset was arti�cially in
ated. To achieve this, we used arti�cial speaker creation and
several data augmentation methods, which are explained in the following.

3.1.1.1 Data Augmentations

Using the TTSFree online Text-to-Speech system [1], 5 di�erent Dutch voices were used to read out
and record the 55 unique selected words from the VariaNTS dataset. For each voice, di�erent pitches
were used: original, -10%, and +10%. For one voice, an additional -5% pitch shift was added, such
that a total of 16 new `speakers' were created. This increased the total number of utterances from
880 to 1760.

Additionally, di�erent data augmentation techniques were applied on both the original as well as the
arti�cial data: pitch shifting, time dilation (slowing down or speeding up an utterance while keeping
pitch), room simulation (simulating the reverberation e�ects of di�erent rooms) and air absorption
(simulating sound absorption properties of di�erent air conditions).

All augmentations were computed using the third-party Python library Audiomentations [37], using
the following scheme: for each utterance, 4 instances for each of these 4 augmentation types were
applied with randomly sampled parameters (e.g. the pitch range for pitch shifting). This created a
total of 16 additional augmented versions for each utterance (i.e. 17 total), and led to a �nal dataset
size of 1760� 17 = 29920 speech audio fragments.

All data were downsampled to 16 kHz and stored as signed 16-bit integers. In addition, normalization
was applied to each fragment, resulting in a mean of 0 and peak value of 0 dBFS. Finally, to ensure
consistent input lengths, all fragments were padded to a length of 1 second, corresponding to a total
of 16,000 samples at the aforementioned sampling rate of 16 kHz.
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Figure 3: Location of high-density ECoG electrodes in the subject's left hemisphere (LH) during the reading
task. In total, 128 electrodes were placed onto the surface of the subject's brain. Only 48 electrodes
(in green) covering the \face area" were used in this work.

3.1.2 Brain Dataset

The brain data was recorded using a book reading task, in which one subject read the �rst chapter of
the book Harry Potter and the Philosopher's Stoneby J. K. Rowling. During the reading task, a grid
of electrocorticography (ECoG) electrodes placed on the subject's left hemisphere (language-dominant
hemisphere) was used to record brain activity. Simultaneously, the subject's voice was recorded while
they read the text out loud. This way, the recordings of the subject's brain activity and vocalized
speech were synchronized in time. The grid used for the recording was a high-density ECoG grid
consisting of 128 electrodes with 1mm electrode diameter and 3mm inter-electrode spacing (center-
to-center), covering the sensorimotor cortex. The ECoG data were acquired with a neural recording
system produced by Blackrock Neurotech2 at a sampling rate of 2000 Hz �ltered at 0.3{500 Hz.

The subject read the book chapter from a tablet (Microsoft Surface Pro 3) held in their hands. The
entire chapter was divided into two parts, resulting in two data collection runs, with recordings of
around 19.5 minutes duration each. The two runs were completed on two separate days.

All experimental procedures were approved by the Medical Ethical Committee of the University
Medical Center Utrecht in accordance with the Declaration of Helsinki (2013). The subject gave
written informed consent for participation in the recording and use of their data for research purposes.

3.1.2.1 Preprocessing

ECoG recordings were preprocessed using notch �ltering of line noise (50 Hz) and its harmonics,
and common average referencing. Further, high-frequency components were extracted at 70-170 Hz,
using Gabor wavelet decomposition in 1 Hz bins. These were averaged over extracted frequencies,
transformed to logarithmic scale, and downsampled to 100 Hz.

We selected 48 electrodes covering cortical areas corresponding to a region commonly referred to
as the \face area" [67]. This particular selection was based on the known involvement of the \face
area" in the sensorimotor control of facial muscles, particularly in the context of speech articulation.
Speci�cally, the \face area" is involved in encoding and coordinating the movement of articulators
such as the lips, tongue, and larynx [13, 17]. Further, this electrode selection was implemented to
mitigate the issue of over�tting, given the relatively small size of the dataset. The location of the
high-density ECoG electrodes in the subject's left hemisphere is depicted in Figure 3, with the green
dots indicating the 48 selected electrodes and the red dots the remaining electrodes.

Given that the data originated from two distinct recording sessions, we computed the mean and
standard deviation for each recording session based on a segment within the respective recording in
which the subject did not speak. These values were subsequently used to standardize the respective
recording session.

To preserve the subject's anonymity, the two speech recordings were pitch shifted before further
processing.

2https://blackrockneurotech.com/
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Figure 4: Distribution of segmented words in the brain data

Producing Short Fragment Pairs Given that the speech generation model we implemented was
designed to generate single word utterances, we identi�ed all instances of the 55 words present in
both the VariaNTS data and the book reading dataset, as outlined in Section 3.1.1. These identi�ed
instances were subsequently extracted from the synchronized brain and speech recordings, which
yielded a total of 188 unique brain and speech fragment pairs.

In order to identify these individual instances, the speech recordings were transcribed to obtain
the time stamps around the relevant parts. These transcriptions were made automatically using the
Microsoft Azure Speech-to-text service [2]. In addition, the forced alignment tool Montreal Forced
Aligner [57] was used in combination with manual inspection to correct transcription mistakes.

We used the exact time stamps as produced by the transcription to segment out individual speech
fragments from the two long speech recordings. To create matching brain activity fragments, we used
the starting timestamps of the relevant words in the transcription. However, instead of using the
length of the word in the speech recording, all brain activity fragments were created with the same
length, based on the longest of the relevant utterances, which was 0.55 seconds (equivalent to 55
samples at a sampling rate of 100 Hz). The �nal size of each brain activity fragment was 48 (number
of electrodes) by 55 (number of samples per electrode).

After producing the brain and speech fragment pairs, we processed the speech fragments equivalently
to those in the VariaNTS data. Speci�cally, the speech fragments were downsampled to 16 kHz,
normalized by centering the mean at 0 and scaling peak values to 0 dBFS, and padded to all be 1
second long.

Issues With the Data We found that two words, mot and steen, which were supposed to be in
the intersection of both reading task and VariaNTS data, were not present in the transcription. Upon
further inspection, it turned out that the word steen only occurred in the book's title, which the
subject did not read out loud. The word mot, on the other hand, was included only as part of the
book's character Hagrid's speech, who used it as a vernacular form ofmoet. This likely contributed
to the transcription software's failure to detect it. Unfortunately, at the time this was discovered,
the pre-training models (as discussed in Section 3.3.1 had already been trained on all 55 classes.
Consequently, to ensure the compatibility of all models, we proceeded to construct the subsequent
brain2speech models with support for all 55 classes as well.

Further, since the data were collected in a reading task of a book chapter, the distribution of words
followed more closely the frequency with which these words occur in the Dutch language, instead of
the uniform distribution. This caused a highly imbalanced dataset, with only 6 words that occurred
8 times or more, while 30 words occurred only 2 times or less (see Figure 4 for the full distribution).

3.2 Di�Wave: Di�usion-based Speech Generator

The di�usion model chosen as the speech generator, Di�Wave [49], has been shown to perform well
in both the conditional synthesis of spoken words (as a vocoder model), as well as the more di�cult
task of unconditional synthesis, which justi�ed its application in this thesis.
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(a) Full architecture
(b) Residual layer i

Figure 5: Architecture of Di�Wave, adapted from [49]. (a) shows the complete architecture and 
ow of data
for a single time step of the reverse di�usion process. At each step, the model receives the di�usion
step embeddingtembed next to the input x t , as well as an optional conditional input provided by
a conditioner model. (b) shows a close-up of the architecture of a single residual layer at depth
i . Di�usion step embedding as well as conditional input reach the layer at di�erent positions and
are added element-wise to the processing pipeline, after additional layer-speci�c projections (fully
connected for the di�usion step, 1� 1 convolution for the conditional inputs). Skip connections with
an additional layer-wise 1� 1 convolution leave the residual layer to connect to the �nal output
projection.

In unconditional synthesis, Di�Wave has provided a dramatic jump up in performance from previous
approaches, both in terms of quantitative metrics as well as subjective audio quality. While the state
of the art approach prior to Di�Wave, WaveGAN [23], was able to synthesize intelligible speech, the
synthesized outputs tended to sound robotic and be rich in artifacts, such as clipping or metallic
sounds. Di�Wave, on the other hand, achieved comparatively clearer and more natural sounding
output quality.

In conditional speech generation based on spectrograms, Di�Wave achieved state of the art per-
formance and faster generation speeds than previous approaches. Speci�cally, Di�Wave matched the
performance of a state of the art WaveNet vocoder, while achieving 500� faster generation speeds
[49].

While Di�Wave is not state of the art anymore (see e.g. SaShiMi [25], ASGAN [9], or APOLLO
[101]), it struck a balance between comparative performance and model complexity, that we found
desirable for the purposes of this thesis. Speci�cally, Di�Wave o�ered a straightforward model ar-
chitecture based on the classical WaveNet that allowed both conditional and unconditional synthesis,
and used a single training objective based on the DDPM formulation [31] (see Section 2.3.2.3), in-
stead of leveraging auxiliary losses or specialized model components to improve speech quality. This
enabled the testing of di�usion models on the di�cult task of speech decoding from the brain from
�rst principles and without additionally imposed architectural complexities.

The rest of this section is dedicated to explaining Di�Wave's architecture in greater detail.

3.2.1 General Architecture

The architecture of Di�Wave is based on WaveNet [90]. Similar to WaveNet, Di�Wave consists of a
succession ofk residual layers that feed into each other. Worth noting is that, similar to WaveNet, the
output of the last residual layer does not connect to the output projection. Rather, skip connections
from each residual layer are summed element-wise before being fed into the �nal output projection,
which consists of two 1� 1 convolutional layers. In Figure 5, a depiction of Di�Wave's full architecture
as well as a close-up of a single residual layer can be seen.
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3.2.2 Dilated Non-Causal Convolutions

The original WaveNet used causal convolutions in its residual layers, that for each point in the wave-
form input, would only see points in the `past' of the waveform. This constraint is brought forward by
WaveNet's autoregressive modelling approach, and is thus not present for Di�Wave. Instead, Di�Wave
usesnon-causal (i.e. bi-directional) convolutions, allowing the whole waveform input to be used at
once.

To enable the large receptive �elds required for handling raw waveform data, both WaveNet and
Di�Wave use dilated convolutions. These allow the receptive �elds to grow over consecutive layers,
without additional computational costs. In fact, when increasing the dilation factor of consecutive
dilated convolutional layers, the size of the receptive �eld grows exponentially, while the number of
parameters only grows linearly. The authors implement what is called a dilation cycle, meaning that
the dilation rate doubles with each layer until the i -th layer, when it is reset. For example, for a
dilation cycle of i = 12, the following dilation rates would apply:

1; 2; 4; :::; 2048; 1; 2; 4; :::; 2048; 1; 2; 4; :::

In contrast to pooling operations, which are the general choice in convolutional networks to increase
receptive �eld size, dilated convolutions o�er the further advantage that resolution between layers
stays the same, while pooling operations per their nature introduce a loss of resolution.

A disadvantage of dilated convolutional layers over pooling layers, however, is the fact that pooling
layers do not need to be learned, meaning that the use of dilated convolutional layers over pooling
layers will generally introduce a large amount of additional trainable parameters to a model.

The authors of Di�Wave note that the dilation cycle is one of the greater limitations of the original
WaveNet, as dilation cycles of more than 10 lead to worse results and unstable training in their
reproduction [49]. However, it has to be noted that, since a di�usion model such as Di�Wave has to
feed the whole waveform as a single input, dilated convolutions may only provide an adequate solution
for short audio sequences, and that longer sequences may demand a di�erent solution.

3.2.3 Residual and Skip Connections

Di�Wave uses a residual connection [27] in each of the residual layers that skips over the dilated
convolution block. Additionally, parameterized skip connections go from each residual layer to the
�nal output projection. These architectural components are similar to WaveNet, and as already argued
in the original WaveNet paper [90], lead to a smoother loss surface, thereby speeding up convergence
[52]. They also allow the training of deeper architectures, by keeping a higher signal-to-noise ratio in
the gradient updates [27].

3.2.4 Gated Activation Functions

Di�Wave uses a gated activation function after the dilated convolutional layer in each residual layer.
This function is known as gated tanh unit (GTU) [21], and is the same activation function as used
in the original WaveNet paper, where its superiority over ReLUs is noted [90]. It has also been used
successfully in other AR approaches using convolutional networks [91] before, as well as �elds such as
language modelling [21, 38], sentence matching [20], sentiment analysis [102], or domain adaptation
[55].

As Dauphin et al. [21] explain, gated activation functions are originally known from the literature
on recurrent neural networks, especially long short-term memory networks [33], in which they protect
important information against vanishing throughout long sequences. While non-recurrent networks
like convolutional networks, in contrast, are not subject to the same kind of problem and therefore do
not require forget gates, GTUs can still be bene�cial in deciding what parts of the input are important
and should propagate through the network.

The GTU consists of the point-wise multiplication of a learnable gate and �lter, which are imple-
mented using a tanh and a sigmoid function, respectively. It is computed as follows:
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GTU Wg ;W f (x) = tanh( Wg � x ) � � (Wf � x ) (16)

where tanh and� are the hyperbolic tangent and sigmoid activation functions, respectively;� is the
convolution operator; Wg;k and Wf;k are the convolutional weights for gateg and �lter f , respectively;
and � is the element-wise multiplication operator. For Di�Wave, x is the output from a dilated
non-causal convolution in one of its residual layers.

3.2.5 Di�usion Step Embedding

The embedding vector tembed, computed as described in Section 2.3.2.5, is fed through two fully
connected layers, with `swish' activation functions [72], before entering each residual layer. There,
it is fed through another layer-speci�c fully connected layer, which transforms the embedding into a
C-dimensional vector, with C being the number of channels in the residual layers. Then it is broadcast
to the same length as the input (i.e., length of the audio segments), and �nally added point-wise to
the residual layer's input.

3.2.6 Receiving Conditional Input

The default Di�Wave model is unconditional. It can, however, be extended to receive conditional
inputs from a separate conditioner network. Instead of receiving conditional inputs at a single point in
the architecture, the Di�Wave authors feed the conditional input into every residual layer individually
[49]. The reasoning behind this is that each residual layer in Di�Wave operates on another abstraction
level for the features in an utterance. Therefore, adjusting the conditional input for each of the
residual layers individually makes it more relevant to the respective layer. This is implemented using
an additional 1� 1 convolutional layer in each residual layer, which transforms the global conditional
signal received from the conditioner network to a locally relevant one. These local conditioner layers
are not trained when Di�Wave is used unconditionally, but in conjunction with the conditioner model.

In Figure 5a, it can be seen how a conditional signal is fed from the conditioner model to each of
the residual layers in one di�usion step, while Figure 5b reveals the local 1� 1 convolution that acts
as local conditioner in a single residual layer.

3.3 Models

This thesis implemented a two-stage training process to counteract the small size of the brain dataset,
consisting of pre-training speech generators on the VariaNTS corpus, and training brain2speech models
built from these speech generators on the brain data.

During the pre-training stage, we trained two versions of the speech generator described in Section
3.2, Di�Wave, on speech audio from the VariaNTS dataset (29920 word utterances). First, we used the
standalone Di�Wave model and train it unconditionally. Second, we extended Di�Wave to receive one-
hot encoded word class vectors as conditional input, and thus trained it to generate speech conditioned
on the word class. We refer to the resulting models as SG-U and SG-C, respectively, and o�er depictions
of their respective architecture in Figures 6a and 6b.

To construct brain2speech models, each of the pre-trained speech generators was combined with an
untrained conditioner model, which takes brain data as input and converts it into conditional signals
for the speech generator. These combined brain2speech models were then trained on the paired brain
and speech data.

Two approaches of training the brain2speech models were explored: 1) the reconstruction of the
subject's own microphone speech based on the corresponding brain data; 2) the generation of VariaNTS
speech, by mapping the brain data randomly to corresponding words in the VariaNTS speech corpus.
Exploring both of these approaches for SG-U as well as for SG-C gives a total of four brain2speech
models. Due to time constraints, however, we were not able to pursue the reconstruction approach for
SG-C. Therefore, in total, we developed three brain2speech models: two based on SG-U, which we refer
to as B2S-UV and B2S-UR for VariaNTS- and reconstruction-based speech generation, respectively,
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(a) SG-U (b) SG-C

(c) B2S-UV and B2S-UR (d) B2S-CV

Figure 6: Architectures of the developed models.B is batch size andC the number of input channels expected
by the di�usion-based speech generator Di�Wave [49]. (a) The unconditional speech generator SG-
U. (b) The class-conditional speech generator SG-C that used an additional class conditioner model
to guide the speech generation based on the word class. (c) The brain2speech models B2S-UV

and B2S-UR that were based on SG-U and used a brain conditioner model to guide the speech
generation based on brain data. (d) The brain2speech model B2S-CV that was based on SG-C and
used a classi�er to classify brain data in order to provide the class conditioner of SG-C with class
probabilities.
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