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Abstract

Speech-generating models have traditionally been constrained by the limited number

of speakers and emotional expressivity they can handle. Expanding these models to

generate expressive emotional speech could improve communication and trust when

interacting with the public, as the agents would seem more relatable. However, cur-

rent multi-speaker models that can generate emotional speech often require exten-

sive training data, which is scarce for less commonly used languages, and necessitate

long training times. This thesis investigates a novel approach to circumvent these

limitations by focusing on the generation of robust, language-agnostic emotion em-

beddings. These embeddings are low-dimensional representations that encapsulate

emotional content, and their effective generation is crucial for achieving high-quality

emotional speech synthesis.

The research explores a neural network architecture capable of generating these em-

beddings in a language-agnostic manner. The study addresses three main questions:

(1) the feasibility of using a jointly-trained speech emotion recognition (SER) model

to generate quality emotion embeddings; (2) the impact of removing secondary fea-

tures like speaker and language-specific information on embedding quality; and (3)

the potential of combining the proposed SER model with a spectral conversion model

to perform language-agnostic emotion spectral conversion.

The findings indicate that while the proposed SER model can generate useful language-

agnostic emotion embeddings, the quality of these embeddings is influenced by language-

specific factors. Removing secondary features such as speaker and language informa-

tion did not improve the quality of the embeddings, suggesting that these features

might be crucial for accurately capturing emotional nuances. The study concludes

that although the proposed model shows promise, further research is needed to en-

hance its performance and generalizability across different languages.
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Chapter 1

Introduction

1.1 Introduction

Traditionally, speech generating models are limited in number of speakers and emotional expres-

sivity. Adding the capability to communicate using expressive emotional speech to agents that

interact with the general public could lead to smother communication and more trust since the

agents would appear more relatable. For example, a health assistant that can show concern for

a patient when they are struggling or happiness when the patient’s health improves thanks to

them following the doctors instructions has a higher chance of being used in the future by that

patient and could lead to better outcomes. Even in the case of traditional multi-speaker models

capable of generating emotional speech, each speaker/emotion has to be trained individually.

This approach requires a large amount of good training data which is often not available for less

used languages and usually takes a long time to properly train. With time and the availability

of training data as key limitations, it becomes necessary to look towards building models that

can circumvent them. Ways in which these limitations can be overcome in the field of emo-

tional speech recognition and generation has recently been the focus of a lot of research. One

way of making up for the lack of training data in a specific language is to make use of training

data in other languages that are somewhat similar to this one, but that have a larger corpus

of training datasets available. The use of similar languages could also drastically reduce the

high training time of the traditional approach since a model for a new language could make

use of a pre-trained model in another similar language as a starting point for transfer learning.

In order for this approach to work, the model must use a language-agnostic representation of

emotion. Emotion embeddings are a low-dimensional representation of the concept of emotion

that a model can then use as prior when generating emotional speech. It can then easily be seen

that the generation of robust emotional embeddings that generalize well to unseen speakers is

one of the most important tasks that a good speech emotion recognition (SER) or emotional

text to speech (ETTS) model has to accomplish in order to achieve state-of-the-art performance.

Robust emotion embeddings allow the model to learn how to represent complex emotions which

1



1.2 Background

leads to natural and highly expressive generated speech.

1.2 Background

1.2.1 Current emotional embedding extraction methods

The ability of neural network (NN) based architectures to model highly complex data makes

them a good possible approach to accomplish the task of generating robust emotion embed-

dings (Schnell et al., 2021). There are several ways in which this such an approach could be

implemented:

• Emotional embeddings can be learned as part of training the whole model. This would

be similar to the way style representations are learned in the global style token (GST)

module of GST-Tacotron(Y. Wang et al., 2018a). Learnable embeddings are fed to the

model during training and are then updated based on the reconstruction loss of the model.

Ideally, one embedding would be made for each emotional category in the training dataset.

This approach has two easily observable weaknesses:

– Since the embeddings are only updated based on reconstruction loss of the model,

there is no way to finely guide the model towards a better representation. The limits

of this approach are encountered by the authors of Bian et al., 2019 when the auxiliary

tasks defined in the paper are not used.

– The embeddings are very likely to overfit to the model they are part of. This would

make the representation less robust and thus less likely to generalize well over unseen

languages/speakers.

• Emotional embeddings can be learned as part of a emotional text to speech (ETTS) model

independent from the primary one. This is the approach taken by the authors of Schnell

et al., 2021. In their model, the emotional embeddings are learned based on one of the

GST sub-modules of the model presented in Bian et al., 2019. The main advantage of this

approach is the ability to finely guide the model towards generating more robust emotional

embeddings that are independent of the language and style of the speaker (Bian et al., 2019;

Schnell et al., 2021).

• Emotional embeddings can be learned as part of a speech emotion recognition (SER) model

independent from the primary one. This is the approach used to provide the emotional

embeddings for the ETTS model in Tang et al., 2023. This approach shares all of the

advantages of the previous method while also being much faster to train since the model

is significantly reduced in scale. The emotional embedding extractor module employed by

the model used in this paper uses this procedure. Further description is offered in section

2.3

2



1.3 Purpose of research

1.2.2 Current emotion spectral conversion methods

A suitable task for testing the effectiveness of the generated emotion embeddings is that of SER.

The aim SER models is to change the emotion content of a recording (for example from neutral

to happy) while maintaining style of the original speaker (Zhou, Sisman, Zhang, and Li, 2020).

Broadly speaking, there are 2 main ways this has been attempted:

• Piece-wise conversion. In this approach, speech is broken down into its individual

components: speaker style, emotion, and content. Each component is encoded individually

and all encodings are combined into the target speech via a decoder. Example models

that take this approach are those described in Zhou, Sisman, Zhang, and Li, 2020 and

Zhou, Sisman, and Li, 2020. One key challenge of this approach is the high degree of

complexity presented by the task of designing an NN architecture that correctly encodes

each component.

• Emotion content substitution Unlike the previous approach, emotion content substi-

tution aims to achieve emotion spectral conversion by taking advantage of the property of

auto encoders of summarizing a complex input into a spatially restricted representation.

With this approach, the input speech is first encoded, then its source emotion content is

substituted for the target emotion content, finally the updated representation is decoded

into the target speech. While individual speech components can still be used with this

approach, they take a supporting role, allowing for less complex encoders. This is the

main principle behind the model described in section 2.4.

1.3 Purpose of research

The aim of this thesis is to provide a starting point in the search for NN architectures that can

generate robust language-agnostic emotion embeddings by exploring a new architecture capable

of generatin and using them. Specifically, this thesis presents an example SER based model that

can generate emotion embeddings with a certain degree of language agnosticism. This thesis

aims to answer the following research questions:

1.3.1 Q1: Feasibility of using joint-trained SER model for generating

emotion embeddings

First, the feasibility of using the proposed SER model will be tested in order to establish a

baseline. While previous research has shown that this model generates embeddings that perform

well for ETTS (Tang et al., 2023), it didn’t specifically look into the quality of the generated

embeddings. Furthermore, the behaviour of the generated embeddings in a multi-lingual context

hasn’t been explored.

3



1.3 Purpose of research

1.3.1.1 Q1-A: Does the model generate good embeddings?

A baseline will first be established by measuring the quality of the generated embeddings using

objective metrics on a test dataset. Given previous research, it is expected that the model will

generate good embeddings.

1.3.1.2 Q2-B: Is there a difference between the quality of generated embeddings

between different languages?

The degree of language agnosticism of the baseline model will be established by comparing

its performance between the languages used during training using the same metrics as in the

previous question.

1.3.2 Q2: Effect of secondary feature removal on model performance

One way of enforcing language agnosticism is by forcing the model to ignore information related

to language and speaker style and only focus on in the information shared by all instances of a

given emotion. One aim of the research described in this thesis is to verify whether this approach

leads to better embeddings.

1.3.2.1 Q2-A: Does the removal of speaker information improve embedding qual-

ity?

The removal of speaker style information such as pitch or accent should in theory increase the

degree of language agnosticism of the model by allowing it to focus on global features shared by

all recordings.

1.3.2.2 Q2-B: Does the removal of language information improve embedding qual-

ity?

The direct removal of language specific information should directly increase the degree of lan-

guage agnosticism of the model by allowing it to focus on global emotion features that are present

in all languages.

1.3.3 Q3: Can the proposed SER model and spectral conversion model

be combined in order to perform language agnostic emotion spec-

tral conversion?

While the objective metrics employed in Q1 and Q2 already allow for a rough estimation of

the feasibility of using the proposed SER model for generating language agnostic emotion em-

beddings, an experimental task can provide deeper insight. Language agnostic emotion spectral

conversion is a task that has recently been the focus of several research papers (Schnell et al.,

2021; Zhou, Sisman, and Li, 2020; Zhou, Sisman, Zhang, and Li, 2020). A model that can

4



1.3 Purpose of research

be trained using a corpus of multiple languages and is capable of emotion spectral conversion

would be very valuable since it would allow for the augmentation of already trained TTS systems

without requiring retraining for each individual model/language. An example model that serves

this purpose will be used as a secondary model for this experimental task. The output of the

model will first be evaluated using objective metrics. If the quality of the output is satisfactory,

subjective listening tests will be performed.

5



Chapter 2

Model design

In this chapter the architecture of the proposed models will be explained. First, a high-level

description of the multi-model setup will be provided. Then the process of domain separation

used to remove non-general information from the generated embeddigs will be described. The

criteria used to judge the quality of the generated embeddings will also be explained in this

section. Finally, the SER and emotion spectral conversion sub-models that make up the multi-

model setup will be described in detail.

6



2.1 General model

2.1 General model

Figure 2.1 High-level scheme of the multi-model setup proposed in this thesis. The general
architecture is the same as in Schnell et al., 2021. The aim of this architecture is to perform
language-agnostic emotion spectral conversion. The scientific contributions of this thesis are in
the individual models. Both models have been modified to make use of domain separation in
order to test whether the removal of secondary features can increase performance. Several other
improvements are described in the sections dedicated to the individual models.

The model described in this thesis aims to test the viability of using domain separation (DS)

methods for generating language agnostic emotional representations that can then be used for

other tasks such as emotional speech conversion. It is composed of two sub-modules:

• Emotional embedding extractor model The model used to generate the emotional

embeddings used as priors for synthesising the emotional speech. Based on an adapted

version of the SER model described in Chen et al., 2018. Explained in more detail in

section 2.3.

• Spectral converter model The model used to convert the source emotional speech into

speech containing the target emotion. Based on an adapted version of the EmoCat model

described in Schnell et al., 2021. Explained in more detail in section 2.4

7



2.2 Domain separation

2.2 Domain separation

Good embeddings are those that are sufficient to characterize a given property of a data point.

For emotional speech generation/recognition, good embeddings would be those that are:

• Well-separated This is similar to the well-separation criteria found in clustering algo-

rithms. (Tan et al., 2005) By this criteria, utterances that are similar in emotional content

generate embeddings that are very similar while utterances that differ in emotional content

generate embeddings that are very different.

• Language independent By this criteria, two utterances that are similar in emotional

content but differ in language will generate embeddings that are very similar.

• Style independent By this criteria, two utterances that are similar in emotional content

but differ in style will generate embeddings that are very similar.

Domain separation is defined as the task of separating primary features that are common to

all data points in a dataset(ex. emotion types) from secondary features that are correlated with

the primary features but are only found in some of the data points in the dataset(ex. language).

In the context of this thesis, language is defined as being the set of auditory characteristics

that all speakers of a given spoken language share and style as being the set of unique auditory

characteristics specific to an individual’s voice. The aim of the DS techniques described in this

thesis is to force the emotional embedding generator to create embeddings that are invariant to

speaker and language changes.

2.2.1 General approach

Figure 2.2 General architecture of a domain separator for SER where L1 is the gradient
obtained from the loss of the primary classifier, L2 is the gradient obtained from the loss of the
secondary classifier, and L̃2 is the inverted gradient L2. Adapted from Ganin et al., 2016

We base our DS techniques on the fundamental methodology of domain-adversarial neural net-

work (DANN) described in Ganin et al., 2016. DANN aim to reduce the shift between training

and synthetic testing data distributions by forcing the network to generate features that are

discriminative for the main learning task of the network while being indiscriminate with respect

to which distribution the source input belongs (Ganin et al., 2016).

8



2.2 Domain separation

Ganin et al., 2016 achieve this by employing an additional classification network composed

of:

• A Gradient reversal layer that acts as an identity layer during forward propagation but

inverts the sign of the gradient during back propagation.

• A classification network that aims to predict the distribution from which the given input

was sampled.

During the stochastic gradient descent training process, the primary network is forced to

learn to generate representations that are beneficial to the primary task while being detrimental

to the ability of the secondary classification network to correctly predict the distribution from

which the input originates. In this manner, an adversarial training scenario is created (Ganin

et al., 2016).

The DS method described in this thesis is similar to the adversarial training of a DANN but

with several key differences:

• The method is applied to the field of speech emotion recognition (SER), an application

that wasn’t considered in the original DANN paper.

• The aim of DS is to force the embedding generator to compute primary features that are

language and speaker invariant and not to reduce the distribution shift between normal

and synthetic data.

• In the case of speaker invariance, a multi-class classification task in used.

• A new annealing schedule is proposed and tested.

• Two additional gradient inversion formulas described in Schnell et al., 2021 are tested in

addition to the one used in Ganin et al., 2016.

• The network is trained in a 2 step process: First the network is trained without the

secondary classifier, then the network is fine tuned using DANN-like domain adversarial

training.

The emotional extractor model described in 2.3 follows the general structure of DANN shown

in figure 2.7 adapted for SER.

2.2.2 Gradient inversion

In order to create an adversarial training scenario, the gradient propagated from the secondary

classifier to the feature extractor must be negated such that the stochastic gradient descent

training process makes the network increase the secondary classification loss. In the rest of this

thesis, the classification loss of the classifier attached to the gradient inversion layer will be called

separation loss (SL).
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2.2 Domain separation

During forward propagation, the gradient reversal layer is equivalent to an identity function,

with no changes made to the input. During backward propagation, the gradient obtained from

the separation loss is inverted according to one of the following formulae:

α · −λ · SL′ (2.1)

α · −λ · SL′

∥SL∥2
(2.2)

α · −λ · SL′

e∥SL∥2
(2.3)

Where:

• α is the annealing factor described in section 2.2.3.

• λ is the inverted gradient magnitude hyperparameter set before training. Set to 1 for the

models described in this thesis.

• SL′ is the gradient of the SL that reaches the gradient inversal layer during backpropaga-

tion.

• ∥SL∥ is the L2 norm if the gradient SL′ is 2D or the matrix norm if SL′ is 3D.

Formula 2.1 is the method proposed in Ganin et al., 2016 that achieves gradient inversal by

applying a negative multiplier to the gradient that passes through the layer. In this manner,

the layers that come before the gradient inversal layer will be trained to generate features that

make it harder for the secondary classifier to discern the speaker/language to which the input

recording belongs. I argue that this is equivalent to forcing the embedding generator to maximize

the presence of primary features while minimizing that of secondary features in the embeddings

it generates.

The authors of Schnell et al., 2021 argue that formula (2.1) isn’t a true reversal since:

A Large gradients that correlate with very weak secondary feature presence are still prop-

agated through the rest of the network. This is not desirable since the network should

ideally stabilise when the SL is very big.

B Small gradients that correlate with very high secondary feature presence are propagated

as is through the network. This can give rise to the vanishing gradient problem (Bengio

et al., 1994) and make it very hard for the embedding generator to remove the presence of

secondary features.

In order to solve this problem, the authors of Schnell et al., 2021 propose formula (2.2). This

achieves true gradient inversion by scaling the inverted gradient with its norm. In this manner,

gradients with small norms are made larger and gradients with big norms are made smaller.

A problem with formula (2.2) noted by the authors of Schnell et al., 2021 that was also

observed during the experimentation phase of this thesis was that very small gradients will
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cause unstable behaviour during training since the final value of the inverted gradient will tend

towards infinity. They propose formula (2.3) to avoid this issue while still reducing the effect of

large gradients on the embedding generator. This is the formula used for the final version of the

models described in this thesis.

2.2.3 Annealing factor

Figure 2.3 Schedule formula 2 with K = 0.0001
and A = 15

Figure 2.4 Schedule formula 3 with K = 7.5
and x0 = 0.7

The value of λ has a large impact on the final result of the adversarial training (Ganin et al.,

2016; Schnell et al., 2021). During the experimentation phase of this thesis it was found that

the use of a fixed value for the models described will run into one of two issues:

A If the value is too small, the effect of the adversarial training on the embedding generator

will be minimal, leading to heavy presence of secondary features in the generated emotional

embeddings.

B If the value is too large, the gradient propagated through the gradient reversal layer will

overwhelm the gradient computed from the loss associated with the main learning task.

This causes model collapse.

In order to alleviate this issue, an annealing factor α was introduced. This allows a smooth

introduction of the reversed gradient that allows the embedding generator to adapt without

collapsing. Three annealing schedules have been tested:

λ = Er (2.4)

λ = 1− 1

1 + (K · eA·Er)2
(2.5)

λ =
1

1 + e−K(Er−x0)
(2.6)

Where Er is the ratio between the current training epoch and the maximum number of training

epochs.
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2.2 Domain separation

While formula (2.5) was proposed in Ganin et al., 2016, formulae (2.4) and (2.6) are new

annealing schedules proposed in this thesis. Experimentally, formula (2.6) with K = 7.5 and

x0 = 0.7 was found to perform the best when applied to the models described in sections 2.3

and 2.4.
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2.3 Emotional embedding generator

2.3 Emotional embedding generator

Figure 2.5 Scheme of emotional embedding generator feature extractor adapted from Chen
et al., 2018. 3D convolutions have been replaced with 2D convolutions in order to decrease
memory requirements at no performance loss. The original attention pooling mechanism has
been replaced with multi-head attention pooling in order to better model the complex temporal
relationships in the data.

Figure 2.6 Scheme of emotional embedding generator classifiers adapted from Chen et al., 2018.
A secondary classifier used for domain separation has been added.

The emotional embedding generator described in this thesis is an adapted version of the SER

model described in Chen et al., 2018 with the addition of a domain separator sub-module. The

capacity of the model described in Chen et al., 2018 to generate emotional embeddings suitable

for ETTS has been clearly proven by the authors of Tang et al., 2023. One key limitation of

the original EmoMix paper is that the model was only tested on one source language. Ideally,

an emotional embedding generator NN should be able to generate good emotional embeddings

regardless of language differences. I argue that the changes to the original SER model presented

in this thesis can make up for this limitation.

2.3.1 Feature extractor

The role of the feature extractor is to compress the input into a representation that is dimen-

sionally small but rich in features that the classifier can use to correctly predict the emotion of

the speaker.

2.3.1.1 Input

The input of the feature extractor is a 3D Mel of shape B × C × L ×M where B is the batch

size, C is the number of channels(3 in this case), L is the time dimension of the input and M

is the number of mel bins. The 3D mel is composed of the log-mel spectogram, the delta of the

log-mel spectogram and the delta of the delta of the log-mel spectogram. It has been observed
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2.3 Emotional embedding generator

that the addition of the delta and delta delta of the log-mel spectogram helps the model focus on

the features most important for discerning the emotion of the source speaker while diminishing

the importance of irelevant factors such as speaker style or language (Chen et al., 2018; Schuller

et al., 2010). For a full description of the steps taken to create the 3D Mel used as input, see

section 3.2.2.2.

2.3.1.2 Convolution stack

The convolution stack is made up of 6 convolution blocks. It has the role to extract location

specific features. Each convolution blocks contains the following layers:

• 2D convolution layer. While the original paper used 3D convolutions, experimentally it

was found that 2D convolutions with the first one having the input channels set to the C

dimension of the input 3D mel provides the same results while being more time and memory

efficient. Each 2D convolution layer has a (5, 3) kernel, (2, 1) padding and unit stride.

The 6 layers have the following input and output channels: (3, 128),(128, 256),(256, 256),

(256, 256),(256, 256),(256, 256).

• 2D batch normalization layer that follows the methodology described in Ioffe and

Szegedy, 2015. While not used in the original paper, experimentally it was found that the

introduction of this layer improved the generalization ability of the network.

• leaky ReLU activation. The activation function of the 2D convolution layer is set to

leaky ReLU(Xu et al., 2015) in order to diminish the "dying ReLU" problem (Xu et al.,

2015). The negative slope is set to 1e− 2.

• dropout with probability 0.5 was added to each convolution block in order to reduce the

overfitting tendency of the network described in the original paper. The dropout method

used is the one described in Hinton et al., 2012

In addition, the first convolution block has a 2D max pooling layer with kernel (2, 4) and

stride (2, 4). The final output of the convolution stack is a set of features of shape B×256×L
2 ×

M
4

This output is then reshaped into B × L
2 × 256 · M

4 and compressed into B × L× 768 using

a dense layer with 1D batch normalization and leaky ReLU activation with slope set to

1e− 2.

2.3.1.3 Bidirectional LSTM

In order to summarize the features obtained as output from the convolution block along the

time dimension, a recurrent neural network (RNN) in the form of a bidirectional long short-

term memory (LSTM) described in Sak et al., 2014 is employed. The internal dimension of

the LSTM is set to 128 × 2 and dropout with probability 0.5 is introduced in order to reduce

overfitting. The final output of this layer is of shape B × L× 256 where for each time step in L

we have the internal state of the LSTM of size 256.
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2.3 Emotional embedding generator

2.3.1.4 Multi-head attention

Since not all time steps of the input contribute equally to the final emotional category of the input

speech, an attention mechanism is necessary in order to force the network to focus on the most

relevant features. The attention mechanism in the original paper was replaced with the multi-

head attention method described in Vaswani et al., 2017. Multi-head attention has been shown

to be better at modelling complex relations since each head can model a different representation

sub-space (Vaswani et al., 2017). The number of heads is set to 8 and the embedding dim is set

to 256. Self attention is computed by setting the query, key and value to be equal to the output

of the RNN layer. Masking is applied over the padded sections of each input 3D log-mel in the

batch.

The output of the multi-head attention layer is the attention context of shape B×L×256

where for each time step in L we have the same features as in the LSTM output but weighted

by their relative importance.

Attention pooling is performed by summing the weighted features over the time dimension.

The final output of the attention layer is of shape B × 256. This output is compressed via a

dense layer with 64 output features and leaky ReLU activation. The final compressed features

represent the emotional embeddings used in the rest of the network.

2.3.2 Primary classifier

The primary classifier is tasked with predicting the emotion of the source speaker given the

emotional embeddings extracted by the feature extractor module as priors. It is composed of

the following layers:

• dense layer with 48 output features.

• leaky ReLU activation with slope set to 1e− 2

• dense layer with e output features where e is the number of emotions that the network

should classify.

No activation function is used for the last dense layer because of the nature of the loss function

described in section 3.3.1. The final output of this layer are logits of shape B × e

2.3.3 Domain separator

The domain separator is tasked with reducing the presence of language and speaker related

secondary features by using the procedure described in section 2.2. In this thesis, separation was

done either over speakers, or over languages. For an exact description of the speakers/languages

considered, see section 3.1. In the rest of this thesis, the emotional embedding generator trained

with domain separation over speakers will be called E1, while the one trained with domain

separation over languages will be called E2.

It is composed of the following layers:
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• gradient reversal layer described in section 2.2.2

• dense layer with 48 output features.

• leaky ReLU activation with slope set to 1e− 2

• dense layer with d output features where d is the number of speakers in the dataset if

the domain separation is done over speakers, or 1 if the domain separation is done over

languages.

Just like the previous module, no activation function is used for the last dense layer. The

final output of this layer are logits of shape B × d.

2.4 Spectral converter

Figure 2.7 General architecture of the proposed emotional spectral converter adapted from
Schnell et al., 2021 and Karlapati et al., 2020. It is composed of 6 submodules: Reference
encoder which is used to extract the speaker style of the original recording while suppressing
infomation linked to the source emotion, Bottleneck encoder which is used to further remove
the presence of emotion related information via downsampling, Domain separator which is
used to remove any remaining emotion related information from the output of the the bottleneck
encoder, Noise embedding which generates an unique embedding for each of the noise types
used during data augmentation in order to prevent the degradation in output quality, Phoneme
encoder which generates representations of the phonetic content of the input recording based
on a mel-aligned phonetic transcript and Parallel decoder which reconstructs the input with
the wanted emotion based on the outputs of the previous modules

In order to test the viability of using the proposed emotional embedding generator for the purpose

of generating language agnostic emotional embeddings, a test task is required. The model

described in this section is an adapted version of the model described in Schnell et al., 2021 that

has been extended to allow the usage of a multi-speaker, multi-lingual dataset. As the authors of

the original paper haven’t documented in detail the used architecture, the presented architecture

is a best approximation of their model which was compiled by referencing the sources presented

in the EmoCat paper. All the hyperparameters of this model have been derived experimentally.

This model will be used to test the effectiveness of the emotional embedding generator model
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2.4 Spectral converter

at generating emotional embeddings that can successfully be used for the task of converting the

emotion of a source recording.

2.4.1 Reference encoder

The purpose of the reference encoder is to generate features that capture the characteristics of

a given speaker while containing as little of original emotion as possible. The presence of the

source emotion in the output of the reference encoder will be defined as emotion leakage for the

rest of this thesis.

2.4.1.1 Input

The input to the reference encoder is the concatenation of the log-mel spectogram representation

of the source recording and the emotion embedding representation of the source recording. The

log-mel spectogram has shape B×M×L where B is the batch size, M is the number of mel bins

and L is the time dimension. For a full description of how log-mels are computed, see section

??. The emotion embedding has the same shape as the output of the sub-module described in

section 2.3.1 and is computed by passing the source recording as input to the feature extractor

module of the emotion embedding generator. The emotion embedding is repeated along a new

dimension in order to align with the L dimension of the log-mel spectogram. The final shape of

the input after concatenation is B ×M + 64× L

2.4.1.2 1D Convolution Stack with Instance normalization

The convolution stack is made up of 3 convolution blocks. It has the role of extracting location

specific features. Each convolution block contains the following layers:

• 1D convolution layer with kernel of size 5, dimension maintaining padding and unit

stride. The 3 layers have the following input and output channels: (M+64, 512), (512, 512),

(512, 512)

• 1D instance normalization layer that follows the methodology described in Chou and

Lee, 2019. Each channel of the input is normalized by subtracting its mean and dividing

it by its standard deviation. The use of instance normalization has been shown to help

remove stationary features in each channel. Under the assumption that the stationary

feature in each channel is the emotional content, the usage of this layer should help remove

emotional leakage. One drawback is that the presence of the source speaker identity will

also be diminished since it can also be considered a stationary feature. The model will

have to learn to preserve the speaker identity during the training process.

• GELU activation function described in Hendrycks and Gimpel, 2016. This activation

function was used in the source implementation of the 1D convolution block with instance

normalization (Chou and Lee, 2019).

17



2.4 Spectral converter

• dropout layer with probability set to 0.5 was introduced in order to reduce overfitting.

The final output of this stack has shape B×512×L. We transpose this output into B×L×512

in order to make it compatible with the RNN layer.

2.4.1.3 Bidirectional GRU

In order to summarize the features obtained as output from the convolution block along the time

dimension, a RNN in the form of a bidirectional gated recurrent unit (GRU) described in

Cho et al., 2014 is used. The internal dimension of the GRU is set to 256× 2 and dropout with

probability 0.5 is introduced in order to reduce overfitting. The final output of this layer has

shape B × L× 512.

2.4.1.4 Variational Auto Encoder

The CopyCat paper argues that source recordings that sound significantly different from those

found in the training dataset are used as input, the features generated by the RNN will be sparse,

making it difficult for the network to correctly encode the speaker style (Schnell et al., 2021).

This problem can be fixed by attaching a variational auto encoder (VAE) to the end of the RNN

layer (Schnell et al., 2021). The VAE used in the my model is similar to the one described in

Xie et al., 2021. My implementation has the following steps:

• The normal distribution of form N(µ, σ2) is selected as sampling distribution.

• The output of the RNN layer is projected by two dense layers with 128 output features.

The output O1 of the first dense layer represents the µ parameter of the distributions used

for sampling. The output O2 represents the squared log variance parameter(σ2) of the

distributions used for sampling. Both outputs have shape B × L× 128

• Random values V of shape B × L× 128 are sampled from prior distribution N(0, 1).

• The final embedding is computed via the following formula E = O1+eO2·0.5 ·V . This oper-

ation, known as the "reparametrization trick", is necessary in order to allow the gradients

computed during backpropagation to flow through the VAE layer (Xie et al., 2021).

• The embeddings are projected back to the shape of the output of the RNN layer via a

linear projection layer.

The final output of the reference encoder module is of shape B × L× 512

2.4.2 Bottleneck encoder

In order to further reduce emotional leakage in the reference encoder, Schnell et al., 2021 propose

the usage of the bottleneck encoder layer described in Qian et al., 2019. The purpose of this layer

is to reduce the presence of non-global features in the embeddings generated by the reference

encoder. This goal is achieved by downsampling the generated embeddings by a factor λ that
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is selected empirically. In the experiments described in this thesis, λ = 8. The downsampling is

done according to the following algorithm (Qian et al., 2019):

• Let Z be the embeddings generated by the reference encoder of shape B×L×512. We split

Z into 2 halves Z−→ and Z←−. This is necessary since Z is constructed by concatenating

the forward and backward output of a bidirectional RNN.

• From Z−→ we keep elements Z0
−→, Zλ

−→, Z2·λ
−→, . . . , creating Z ′−→. From Z←− we keep

elements Zλ−1
←− , Z2·λ−1

←− , Z3·λ−1
←− , . . . , creating Z ′←−.

• We concatenate Z ′−→ and Z ′←−, creating Z ′. In order to maintain the original time dimen-

sion L, we perform upsampling by repeating each element of Z ′ λ times.

2.4.3 Phoneme encoder

It has been shown that the usage of phonemes, symbolic representations of the sounds that

made up spoken language, as priors to a speech generation network can be used to guide the

network towards correctly modeling human speech (Shen et al., 2018; Y. Wang et al., 2018b).

The authors of the EmoCat paper introduce a phoneme encoder similar to the one used in Shen

et al., 2018 in order to provide extra information to the parallel decoder about the features of

the source speech recording (Schnell et al., 2021).

2.4.3.1 Input

The input to the phoneme encoder module is the list of mel-aligned phonemes of shape B×L×1

derived from the source speech recording via the process described in section ??.

2.4.3.2 Learnable Embedding

One-hot encoder vectors have been shown to be insufficient for correctly modeling phonemes.

A richer embedding is can be derived via a learnable embedding layer. The layer is a look up

table with N entries, one for each phoneme. Each entry of size D is initialized with random

values during the weight initialization step of the NN. For the learnable embedding layer of the

phoneme encoder, D = 512.

The main advantage of this layer is that the embeddings are trainable like any other weight

in the network. This allows the network to actively learn new representations that are better

suited for the task of the network.

The output of this layer is of shape B × 512× L. Dimension 1 and 2 have been transposed

in order to align with the input requirements of the 1d convolution stack.

2.4.3.3 1D Convolution Stack

The convolution stack is made up of 3 convolution blocks and has the role of extracting ngrams

from the embedded phonemes. Each convolution block contains the following layers:
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• 1D convolution layer with kernel of size 5, dimension maintaining padding and unit

stride. The 3 layers have the input and output channels set to 512.

• leaky ReLU activation described in Xu et al., 2015 with slope set to 1e− 2.

• dropout layer described in Hinton et al., 2012 with probability set to 0.5 was added to

reduce overfitting.

The final shape of the 1d convolution stack is of shape B × L × 512. Dimensions 1 and 2

have been transposed in order to align with the input requirements of the bidirectional LSTM.

2.4.3.4 Bidirectional LSTM

A bidirectional LSTM (Sak et al., 2014) is used to generate the final embeddings. The internal

dim is set to 256×2 and dropout with 0.5 probability is introduced in order to reduce overfitting.

2.4.4 Domain separator

The original EmoCat paper states that emotional leakage can still be observed even after the

application of the bottleneck encoder (Schnell et al., 2021). Increasing the λ parameter of the

bottleneck encoder is not a viable solution since the quality of the final network output will be

severely degraded (Schnell et al., 2021). The solution presented in the EmoCat paper employs

a module similar to the domain separator described in section 2.2. The implementation used in

this thesis uses the same domain separator described in section 2.3.3 with 2 modifications:

• The separation is performed over the emotion types contained in the dataset described in

section 3.1.3. The final dense layer is modified accordingly.

• Multi-head attention pooling described in section 2.3.1.4 is performed in order to align the

input with the dense layer stack.

The input of this module is the output of the bottleneck encoder and the output are logits of

shape e, the number of emotion types in the dataset.

2.4.5 Noise embedding

The noise added by the noise tagging data augmentation method described in section ?? can

heavily degrade the quality of the final output mel (Lakshminarayana et al., 2023b). The authors

of Lakshminarayana et al., 2023b propose the usage of learnable embeddings in order to account

for this variance in input data. The assumptions is that these embeddings will model the

distribution of the added noises, allowing the rest of the network to focus on modeling the

speech Lakshminarayana et al., 2023b.

The implementation of the noise embedding module is the same as the one described in

section 2.4.3.2. The number of lookup table entries is 4, one for each noise type described in

section ??. Each entry has a size of 256.
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2.4.6 Parallel decoder

The parallel decoder module has the role of combining all the previously extracted features and

then projecting them into the final target log-mel spectogram. Since all inputs have the same

dimensions except for the last one, the usage of an attention module to allign the various inputs

is not required (Schnell et al., 2021). This provides a major time efficiency boost compared

to the decoders used in networks such as Tacotron 2 (Shen et al., 2018) or GST-Tacotron 2

(Y. Wang et al., 2018b) since allignments do not have to be learned. Since no allignment is

necessary, auto-regression is not necessary and all time steps can be processed in parallel. The

parallel decoder module described in this thesis is an adapted version of the decoder used in

Qian et al., 2019.

2.4.6.1 Input

The input of the parallel decoder is a concatenation of:

• The output of the bottleneck encoder module of shape B × L× 512

• The output of the noise embedding module of shape B × L× 256

• The output of the phoneme encoder module of shape B × L× 512

• The target emotion centroid of shape B×L×64. This is obtained by computing the mean

of the emotion embeddings of all the datapoints in the dataset that are labeled with the

target emotion. The computed mean is repeated along a new dimension in order to align

with dimension L of the other inputs.

The final shape of the input is B × 1344 × L. Dimensions 1 and 2 have been transposed in

order to align with the 1D convolution stack.

2.4.6.2 1D Convolution Stack

The convolution stack is made up of 3 convolution blocks. Each block contains the following

layers:

• 1D convolution layer with kernel of size 5, dimension maintaining padding and unit

stride. The 3 layers have the following input and output channels: (1344, 512), (512, 512),

(512, 512).

• 1D batch normalization layer that follows the methodology described in Ioffe and

Szegedy, 2015.

• GELU activation function (Hendrycks and Gimpel, 2016).

• dropout(Hinton et al., 2012) with probability 0.5.

The final output of this stack has shape B×L×512. Dimensions 1 and 2 have been transposed

in order to align with the bidirectional LSTM.
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2.4.6.3 Bidirectional LSTM

A bidirectional LSTM (Sak et al., 2014) is used to generate the final features. The internal dim

is set to 256 × 2 and dropout with 0.5 probability is introduced in order to reduce overfitting.

The final ouput of the RNN is projected to the shape B×L×M of the input log-mel spectogram

via a linear projection layer.
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Chapter 3

Methods

In this chapter, the steps taken during the experiments used to generate the results of this

thesis will be described. First, a general overview of the datasets used to train the models will

be provided. Then the steps used to preprocess the data before it is used during training will

be explained. The preprocessing is split into an offline phase, which is performed once before

training starts, and an online phase, which is performed every time an individual datapoint is

used during training. The training procedure will then be described. It is composed of the loss

functions used during training, the individual training parameters and the procedure used to

select the models used during the result gathering phase of the research. Finally, the methods

used to gather the results for each of the individual research questions will be explained.

3.1 Datasets

High quality labeled training data is very important for training a network that can correctly

model human speech (Lakshminarayana et al., 2023b; Latorre et al., 2019). In order to verify

whether the proposed approach can generate language agnostic emotional embeddings of good

quality, a multi-lingual dataset is required. The lack of labeled data in some languages is a well

known problem. As such, languages for which good quality datasets exist had to be chosen. In

this thesis, all models are trained using English and German labeled emotional data.

3.1.1 Initial datasets

3.1.1.1 ESD

The ESD(Zhou et al., 2022) dataset is relatively new. It contains more than 29 hours of recorded

emotional speech split between 20 native speakers, 10 Chinese and 10 English. Each speaker

recorded 350 parallel utterances in 5 emotions: neutral, angry, happy,sad and surprised. Only

the 10 English speakers and the neutral, angry, happy and sad emotions have been used for

training the models for a total of ≈ 12.4 hours of recorded speech.
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3.1.2 Emo-DB

The Emo-DB(Burkhardt et al., 2005) dataset is well known and reliable. It contains 535 emo-

tional recordings from 10 native German speakers that portray 7 emotions: angry, bored, anxious,

happy, sad, disgusted and neutral. All speakers and the neutral, angry, happy and sad emotions

have been used for training the models for a total of ≈ 16 minutes of recorded speech. It is as-

sumed that the model will be able to use English as a support language in order to compensate

for the small amount of German recordings in the dataset.

3.1.2.1 Train-Validate-Test split

The selected recordings from the 2 datasets have been split into training, validation and testing

subsets via the following procedure:

• Speakers 1-8 were put in the training subset.

• Speaker 9 was put in the validation subset.

• Speaker 10 was put in the testing subset.

3.1.3 Offline phase dataset

After the preprocessing steps described in section 3.2.1, the final dataset is made up of the

following fields:

• recording: The recording associated with the given datapoint. Stored in the form of a

pytorch library Tensor.

• sample_rate: The sample rate of the recording after resampling.

• transcript: A string that represents the transcript associated with the stored recording.

• emotion: An integer between [0, 4) that represents the emotion label of the recording.

0-neutral, 1-angry, 2-sad, 3-happy.

• speaker: The id of the speaker according to the original dataset of the recording.

• speaker_relative: The id of the speaker in the offline dataset. 0-9 are the 10 speakers

of the Emo-DB dataset and 10-19 are the 10 speakers of the ESD dataset.

• dataset_id: The id of the dataset from which the recording originates. Used to infer the

language of the recorded speech.

• phoneme_alignment: The output of the process described in section 3.2.1.2.

The final dataset contains 11466 datapoints in the training subset, 1434 elements in the

validation subset and 1434 elements in the testing subset.

24



3.2 Data preprocessing

3.2 Data preprocessing

Data reprocessing is an integral step of the NN training pipeline. It servers to stabilise training,

improve generalization by reducing overfitting and increasing the functional size of the dataset.

For the purpose of training the networks presented in this thesis, the preprocessing steps can be

divided into 2 categories:

• Offline preprocessing During offline preprocessing, the datasets described in section

3.1.1 are transformed into the form described in section 3.1.3. Offline preprocessing was

performed once and then the results were reused for every training session.

• Online preprocessing. Some preprocessing operations change dynamically during the

training process. As such, they need to be applied to each individual datapoint every

time that datapoint is loaded from storage. All preprocessing operations that are applied

dynamically are part of online preprocessing.

3.2.1 Offline phase preprocessing

Figure 3.1 Steps taken during offline preprocessing.

3.2.1.1 Data normalisation

In order to create a stable training scenario, all datapoints must have a similar scale. In the case

of audio recordings, this is achieved via the following operations:

• All amplitudes are normalized between −1.0 and 1.0 and scaled to 32 point precision.

• Resampling is performed so that all recordings have a sample rate of 16kHz

• Silences are trimmed via voice activity detection (VAD) using the pydub Python library.

Each recording will have at most 0.3s of silence on either end.

• Volume normalization is performed by first measuring the loudness of each recording and

then scaling it to −14dB LKFS. This operation is performed via pyloudnorm Python

library which adheres to ITU-R BS.1770-5.

3.2.1.2 Phoneme extraction

The model described in section 2.4 requires mel-aligned phonemes as one of the inputs. In

order to compute them during the online phase, phonemes and their alignments to the source
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3.2 Data preprocessing

recordings first have to be extracted. This objective is achived via Montreal Forced Aligner

(MFA), a program designed for this exact purpose. In order to compute alignments, MFA

requires 3 components:

• Phoneme set. Each word in a language must be associated with a list of phonemes.

First, a set of all phonemes that can appear in a language must be obtained. MFA uses

an adapted version of the International Phonetic Alphabet (IPA) (Association, 1999). See

A for set of phonemes used for German and English and their encodings. For trainig,

phonemes are shared between the English and German in order to make use of the larger

amount of good quality labeled training data in English.

• Phoneme dictionary. Each word must have at least one way of being represented

as a list of phonemes. A phoneme dictionary is used to link each word to its phonetic

representation. Dictionary McAuliffe and Sonderegger, 2024a is used to represent English

words and dictionary McAuliffe and Sonderegger, 2024c is used to represent German words.

It is possible that the initial dictionary doesn’t cover all the words found in the dataset

transcripts. This makes computing the alignments impossible. To remedy this, we use G2P

models that can predict a potential phoneme representation of an unknown word based

on patterns observed in the already available dictionaries. I use model McAuliffe and

Sonderegger, 2023 for English and model McAuliffe and Sonderegger, 2024d for German.

In this manner, 2 extra words are added to the German dictionary and 21 words are added

to the English dictionary.

• Acoustic model. An acoustic model is required in order to associate a sound pattern

to its specific phoneme. We use model McAuliffe and Sonderegger, 2024e for English and

model McAuliffe and Sonderegger, 2024b for German.

After applying MFA to the source recordings, we obtain alignments of form :(st0, sp0, ph0),

(st1, sp1, ph1), . . . where: sti is the first timestep where a specific phoneme is heard, spi is the

last timestep when a specific phoneme is heard and phi is the phoneme heard in the segment.

3.2.2 Online phase preprocessing

Figure 3.2 Steps taken during online preprocessing for model from section 2.3.
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3.2 Data preprocessing

Figure 3.3 Steps taken during online preprocessing for model from section 2.4.

3.2.2.1 Noise tagging

Training NNs that are used to model recorded speech is well known to be a data intensive

process (Lakshminarayana et al., 2023b; Latorre et al., 2019). Lack of training data usually

leads to reduced quality (Latorre et al., 2019) and low generalisation capacity (Lakshminarayana

et al., 2023b). One way of solving this problem is by artificially increasing the size of the

dataset via the addition of stationary noise to each recording Lakshminarayana et al., 2023b

at a set signal-to-noise ration (SNR). Stationary noise is sampled from a distribution whose

dynamics (mean,variance,autocorellation) do not change over time. When noise is added to

a recording, a completely new spectogram is generated for the same transcript and emotional

content (Lakshminarayana et al., 2023b).

The stationary noises used in this thesis are part of a collection called "colored noise". The

different noise distributions that are part of this collection are characterized by their frequency

decay power, which ties the intensity of the noise to the frequency of the signal. The following

formula is used:
1

ffdecay
(3.1)

In this manner, the dataset is enlarged. In the experiments conducted for this thesis, 3 noise

types have been used for data augmentation:

• Gaussian(white) noise. Gaussian noise is characterized by constant intensity across all

frequencies. This translates to a fdecay of 0.0. Gaussian noise was added with a SNR of

25.

• Pink noise. Pink noise is characterized by intensity that varies inversely proportional to

the frequency of the signal. This translates to a fdecay of 1.0. Pink noise was added with

a SNR of 15.

• Violet noise. Violet noise is characterized by intensity that varies exponentially propor-

tional to the frequency of the signal. This translates to a fdecay of −2.0. Violet noise was

added with a SNR of 20.

The noises are applied using the torch_audiomentations Python library.
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3.2 Data preprocessing

3.2.2.2 Log-Mel spectogram extraction

Figure 3.4 Example 3D log-mel spectogram

Log-Mel spectograms have been shown to be a reliable way of representing audio signals in a

form that is easily digested by NNs (Chen et al., 2018; Chou and Lee, 2019; Qian et al., 2019;

Schnell et al., 2021; Shen et al., 2018; Tang et al., 2023; Y. Wang et al., 2018b). The mel scale

is a representation of pitches where equally distanced pitches vary in loudness by a set value.

Pre-emphasis Pre-emphasis is a filtering technique which reduces signal noise by distorting

the frequencies most likely to be affected by noise. This is achieved by applying the following

transformation to each sample yi of a recording: yi = yi − yi−1 · λ where λ is a hyperparameter.

Experimentally, it was found that λ = 0.97 is ideal.

Spectogram computation Mel spectogram extraction is governed by the following parame-

ters:

• n_fft: Number of samples in each Fast Fourier Transform (FTT) window. Set to 0.025s·sr

where sr is the sample rate.

• window_size: Number of samples from recording that are used in each FTT window.

Same as n_fft.

• hop_length: Number of samples skiped after creating each FTT window. Set to 0.01s·sr.

• mel_bins: The number of mel frequency bins used to separate the contents of each FTT

window. Set to 80 mel bins.

The mel spectogram is computed via the following algorithm:

• Mel windows are created by sampling a window of size n_fft every hop_length frames.

• FTT is computed for each window in order to transform the sample from the time domain

to the frequency domain.
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3.2 Data preprocessing

• The obtained frequencies are truncated so that only frequencies in the interval [125, 7600]

are considered. This interval is commonly used in speech processing related papers.

• The frequency windows are turned into power magnitude spectograms.

• The obtained spectograms are moved to the mel power scale by via tringular filter bank

with n mel bins (Rabiner and Schafer, 1978).

• The log of the obtained mel spectograms is computed for the final log-mel spectogram.

The final computed log-mel spectogram ha shape L×M where L is the number of FTT windows

and M is the number of mel bins.

3D spectogram computation The model described in section 2.3 uses 3D log-mel spec-

tograms as input. Let {m,md,mdd} be a 3D log-mel spectogram where m is the initial log-mel

spectogram. The 3d log-mel spectogram is computed using the following formulas (Chen et al.,

2018):

md
i =

∑N
n=1 n · (mi+n −mi−n)

2 ·
∑N

n=1 n
2

(3.2)

mdd
i =

∑N
n=1 n · (md

i+n −md
i−n)

2 ·
∑N

n=1 n
2

(3.3)

where mi is the i-th element of the mel along the time dimension. We set N = 2, same as in

Chen et al., 2018.

The 3D spectograms are then normalized globally by substracting the mean and dividing by

the standard deviation of the training dataset (Chen et al., 2018). The final 3D spectogram has

shape 3× L×M

3.2.2.3 Spec Augment

Figure 3.5 Example 3D log-mel spectogram with spec augmentation masks applied

Despite the measures taken to prevent this, the model described in section 2.3 continued to

overfit. In order to solve this, the data augmentation methodology described in Park et al., 2019
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3.2 Data preprocessing

is applied to the input 3D mels. The paper proposes the usage of masking along the time and

frequency dimension of a log-mel spectogram as a method to encourage the network to focus on

global features. This augmentation method is controlled by the following experimentally derived

hyperparameters:

• n_time_masks: The number of individual time masks. Set to 2.

• n_freq_masks: The number of individual frequency masks. Set tot 2.

• time_mask_param: The maximum number of samples along the time axis an individual

mask can affect. Set to 70.

• freq_mask_param: The maximum number of samples along the frequency axis an

individual mask can affect. Set to 27

• masking_value: The value used to mask the samples. Set equal to the mean of the input

mel that is being masked.

Each 3D log-mel has each component masked individually with independent masks. During

experimentation this method has shown drastic improvements in the ability of the network to

generalize.

3.2.2.4 Mel-aligned phoneme computation

The model described in section 2.4 uses mel-aligned phonemes as one of the inputs. The align-

ment is computed such that each individual sample mi in a mel has a phoneme associated with

it. This alignment is computed via the following procedure:

• The algorithm described in section 3.2.1.2 computed a list of time-aligned phonemes of

shape (st0, sp0, ph0), (st1, sp1, ph1), . . . . This list is parsed into a list P of length T , where

T is the number of samples in the input recording. Each element Pi is equal to the phoneme

heard during the interval to which time step i belongs.

• Windows of size n_fft are computed every hop_length elements similarly to the procedure

described in section 3.2.2.2 such that every element mi of the spectogram has a window

associated with it. Each window is replaced with the phoneme with the highest frequency

found inside of it. All the phonemes computed in this manner form list P ′, the mel-aligned

phonemes.

3.2.2.5 Batch construction

The shape of the input must be consistent across training epochs. In order to accomplish this,

the log-mels and aligned phonemes of each batch are 0-padded to the length of the biggest

sample. Note that in the case of the aligned phonemes, 0-padding actually uses the number 94

which represents the index of the phoneme equivalent to silence in the phoneme set described in

3.2.1.2.

30



3.3 Training procedure

3.3 Training procedure

3.3.1 Loss functions

All loss functions use mean reduction in order to preserve loss scale across different batch sizes.

3.3.1.1 Emotional embedding generator

The emotional embedding generator described in section 2.3 is trained using loss functions based

on the Cross Entropy Loss formula:

l = −log
exy∑C
c=1 e

xc

(3.4)

where x ∈ X are the logits outputed by the model for each of the C target classes and y ∈ C

is the true class of the input. Both E1 and E2(section 2.3.3) are first pre-trained using formula

3.4 with X equal to the output of the primary classifier and y equal to the true emotion label

of the input recording.

E1 is then fine-tuned using both the previously described loss and a separation loss based on

formula 3.4 with X equal to the output of the domain separator and y equal to the true speaker

label of the input recording. E2 uses a separation loss based on the Binary Cross Entropy Loss

formula:

l = w · y · logσ(x) + (1− y) · log(1− σ(x)) (3.5)

where x is the logit associated with the probability of class 1, y ∈ {0, 1} is the true class label of

the input and σ(x) = 1
1+e−x . E2 is trained using formula 3.5 with x equal to the logit associated

with the probability of the input language being English and y being the true language label

of the input(0-German,1-English). A weight w equal to nGerman

nEnglish
is applied because of the much

larger frequency of English samples in the dataset. In both cases, the gradient scale factor λ is

set to 1.

3.3.1.2 Spectral converter

The model described in section 2.4 is trained using 2 loss functions: the KL divergence between

two Gaussians with formula(Xie et al., 2021):

l = (N(x|µ1, σ1)||N(x|µ2, σ2)) = log
σ2

σ1
+

σ2
1 + (µ1 − µ2)

2

2 · σ2
2

− 1

2
(3.6)

and the L1 reconstruction loss with formula:

l = |X − Y | (3.7)

where X is the output and Y is the target.
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3.3 Training procedure

When formula 3.6 has N(0, 1) as target distribution, it simplifies to:

l = (N(x|µ1, σ1)||N(x|0, 1)) = −log(σ1) +
σ2
1 + µ2

1 − 1

2
(3.8)

.

The model is pre-trained using formulas 3.7 where X is the output log-mel spectogram and

Y is the input log-mel spectogram and 3.8 where µ1 and σ1 are the parameters created in the

sub-module described in section 2.4.1.4. An annealing factor α is introduced in order to allow the

model to first learn to reconstruct the log-mel spectogram before gradually introducing the KL

loss as a regularization method. α follows annealing schedule with formula 2.5 where K = 1e−4,

A = 15 and Er = min(1, epoch
150 ). Since padding is used during batch construction, the output

mel uses zero-masking over the padded sections in order to focus the L1 loss on the useful parts

of the spectogram.

The model is then fine-tuned using formula 3.5 as separation loss with y X equal to the

output of the domain separator and y the true emotion label of the input recording in addition

to the previous 2 loss functions. The gradient scale factor λ is set to 10. All versions trained

used a pre-trained version of the model from section 2.3 without domain separation in order to

generate the emotion embeddings.

3.3.2 Optimizers,scheduler and training parameters

3.3.2.1 Emotional embedding generator

The model is trained using the Adam optimizer with Nesterov momentum described in Dozat,

2016. The optimizer has betas = (0.9, 0.999), ϵ = 1e − 8, lr = 1e − 4 and weight decay set to

5e− 4. The model is pre-trained for 300 epochs and fine-tuned for 300 epochs with a batch size

of 256 across 4 GPUs.

3.3.2.2 Spectral converter

The model is trained using the Adam optimizer described in Kingma and Ba, 2014. The optimizer

has betas = (0.9, 0.999), ϵ = 1e − 8, lr = 1e − 4 and weight decay set to 5e − 4. The model is

pre-trained for 300 epochs and fine-tuned for 300 epochs with a batch size of 128 across 4 GPUs.

3.3.2.3 Learning rate scheduler

Experimentally it was found that a fixed learning rate causes the models to get stuck in a local

minima during training. To resolve this issue, the cyclic scheduler proposed in Smith, 2017 was

implemented. For both models, the base learning rate was set to 1
10 the normal learning rate and

the max learning rate was set to 10 times the normal learning rate. The scheduler used for the

emotional embedding generator has a half-amplitude of 2000 steps and the scheduler used for

the spectral converter has a half-amplitude of 1000 steps. Both schedulers use the "triangular2"
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3.4 Result gathering methods

strategy which scales the base learning rate by half each cycle.

3.3.3 Model selection

Validation was performed after each training epoch in order to select the model that generalized

best on unseen speakers. The emotional embedding generator used unveighted average recall

(UAR) as validation criterion, aiming to maximize it (Chen et al., 2018). The spectral converter

used formula 3.7 as validation loss with the same symbols as the one used during training.

Experimentally it was discovered that validation tends to return overly optimistic results

during the early training steps. These measurements are unlikely to have a strong correlation

with the actual generalization capabilities of the models. In order to account for this a validation

window of size 5 was introduced. The validation criterion for each model after each epoch is then

the average of the last 5 validation results. This approach reduces the effect of outlier validation

results which leads to a better approximation of the generalization capabilities of the models.

3.4 Result gathering methods

3.4.1 Checkpoint selection

All models used during testing had checkpoints selected using the validation method described

in section 3.3.3 and the metrics described in section 3.3.1.

3.4.2 Q1 and Q2 metrics

Several metrics have been computed in order to objectively evaluate the quality of the generated

embeddings according to the criteria enumerated in section 2.2.

3.4.2.1 Confusion matrix

The classification performance of the underlying SER model is a good measurement of the quality

of the generated emotion embeddings. In order to asses the classification performance, confusion

matrices(Bishop, 2016) have been computed for each test scenario. Based on these confusion

matrices, UAR scores have been computed. For a 4 label classification problem, the baseline

UAR is equal to 0.25, which is equivalent to random guessing.

3.4.2.2 Cluster metrics

The generation of emotion embeddings can be seen as a clustering task. As such, cluster metrics

can be used to measure the quality of the generated emotion embeddings:

• Mutual information (Bishop, 2016). Mutual information measures how well the pre-

dicted labels of a cluster align with the expected true labels. A higher value signifies better
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alignment between actual and true labels. The metric is computed via formula:

MI(x, y) =
∑∑

p(xi, yj) · log(
p(xi, yj)

p(xi) · p(yj)
) (3.9)

where xi is a predicted label and yj is a true label. The predicted labels are the labels

assigned by the pseudo-clustering. The true labels are the emotion labels of each datapoint.

The final score is normalized between 0 (no corelation) and 1(perfect corelation).

• Silhouette score (Rousseeuw, 1987). The silhouette score of a clustering measures how

well the independent clusters are separated and how close points in the same cluster are

situated. Each individual datapoint receives a score bound between [−1, 1], with 1 being

the ideal score, and the results are average to get a score for the clustering. The metric is

computed via formula:

S(i) =
(b(i)− a(i))

max(a(i), b(i))
(3.10)

where a(i) is the average distance between datapoint i and other datapoints in the same

cluster and b(i) is the smallest average distance between datapoint i and the datapoints of

another cluster.

• Davies-Bouldin index (Davies and Bouldin, 1979). This metric measures how well the

individual clusters of a clustering are separated. The ideal score is 0. It is computed via

the formula:

DB = (
1

n
)
∑

max(Rij) (3.11)

where n is the number of clusters, i is the source cluster, j is one of the other clusters

and Rij is the similarity between the 2 clusters. The similarity is equal to the ratio of

within-cluster distances to between-cluster distances.

The clusters on which the metrics are computed are obtained using the following procedure:

• The model described in section 2.3 is used to generate an embedding for each datapoint

in the test set.

• t-SNE (van der Maaten and Hinton, 2008) dimensionality reduction algorithm is applied

in order to project the embeddings to a 2D space.

• A centroid is computed for each emotion label. Each centroid is equal to the mean position

of all datapoints that have the true emotional label equal to the label associated with the

centroid.

• Each datapoint is assigned to the cluster whose centroid is closest to itself.

It can be easily seen that if the emotion embeddings are optimal, the clusters generated via this

procedure will have near perfect scores in each of the 3 metrics described.
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3.4 Result gathering methods

3.4.3 Q3 metrics

The output of the model described in section 2.4 will be evaluated using the same metric used

during the validation part of its training. Experimentally, it has been found that the model does

not converge which made the use of subjective listening tests unnecessary.
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Chapter 4

Results

In this chapter, the results obtained during the experimental phase of the research performed for

this thesis will be presented along with their preliminary interpretations. Question 1 explores the

performance of the model in generating robust language-agnostic emotion embeddings. Question

2 explores the effect that the removal of language and speaker specific information from the

generated embeddings has on the performance of the basic model, with the results obtained for

question 1 used as baseline. Question 3 explores the performance of the multi-model setup in

performing emotion spectral conversion.

4.1 Q1

4.1.1 Q1-A

Figure 4.1 Confusion matrix of baseline emo-
tion embedding extractor. UAR: 0.55

Figure 4.2 Scatter plot of embeddings gener-
ated by baseline emotion embedding generator.
Dot colors are the predicted emotion cluster of
each datapoint while edge colors are the actual
emotion label of each datapoint.

The confusion matrix shows almost perfect predictions for the Sad emotion. The Neutral and

Angry emotions are also significantly above the 0.25 baseline metric. Interestingly, the Happy
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4.1 Q1

Metric Value
Mutual Information 0.46

Silhouette Score 0.42
Davies-Bouldin Score 0.96

Table 4.1: Clustering metrics for baseline emotion embedding generator

label predictions are significantly worse than chance level, which suggests a problem with the

embeddings. Surprisingly, the model seems to mostly confuse Neutral and Happy emotional

speech for Sad emotional speech. The UAR is 220% better than baseline guessing. The scatter

plot reflects these findings, with the Neutral, Angry and Sad clusters being relatively well defined

while most of the Happy cluster is spread between the Neutral and Angry clusters. The cluster

metrics establish a baseline for the other experiments.

4.1.2 Q1-B

Figure 4.3 Confusion matrix of baseline emo-
tion embedding extractor with only English lan-
guage datapoints. UAR: 0.54

Figure 4.4 Scatter plot of embeddings gener-
ated by baseline emotion embedding generator
with only English language datapoints. Dot col-
ors are the predicted emotion cluster of each dat-
apoint while edge colors are the actual emotion
label of each datapoint.
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Figure 4.5 Confusion matrix of baseline emo-
tion embedding extractor with only German lan-
guage datapoints. UAR: 0.73

Figure 4.6 Scatter plot of embeddings gener-
ated by baseline emotion embedding generator
with only German language datapoints. Dot col-
ors are the predicted emotion cluster of each dat-
apoint while edge colors are the actual emotion
label of each datapoint.

English
Metric Value

Mutual Information 0.50
Silhouette Score 0.42

Davies-Bouldin Score 0.94

German
Metric Value

Mutual Information 0.70
Silhouette Score 0.38

Davies-Bouldin Score 0.88

Table 4.2: Clustering metrics for baseline emotion embedding generator with single language
datapoints

The data shows significant difference between the quality of embeddings generated from

English recordings and embeddings generated from German recordings. The confusion matrix

and scatter plot for the English embeddings are very similar to those from Q1-A. This is probably

caused by the very large number of English datapoints compared to the number of German

datapoints which causes the English embeddings to control a large part of these metrics. The

cluster metrics are also very similar. The plots for the German embeddings are however very

different from the baseline. The UAR is 292% better than random guess and most datapoints are

correctly classified. The high miss-classification of the Happy labeled datapoints is still present,

but interestingly now the model tends to confuse them with Angry labeled datapoints. The high

Mutual Information score suggests that most embeddings with the same true emotion label are

grouped close together. The low Silhouette Score and high Davies-Bouldin Score suggest that

the embeddings are well separated.
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4.2 Q2

4.2.1 Q2-A

Figure 4.7 Confusion matrix of emotion em-
bedding extractor with speaker-wise domain
separation applied. UAR: 0.52

Figure 4.8 Scatter plot of embeddings gen-
erated by emotion embedding generator with
speaker-wise domain separation applied data-
points. Dot colors are the predicted emotion
cluster of each datapoint while edge colors are
the actual emotion label of each datapoint. Do-
main separation metric value: 45.39

Metric Value
Mutual Information 0.21

Silhouette Score 0.37
Davies-Bouldin Score 2.0

Table 4.3: Clustering metrics for emotion embedding generator with speaker-wise domain sepa-
ration applied

The separation metric value is relatively high, which suggests that a significant portion of

speaker related information has been removed from the embeddings. The confusion matrix has

a similar pattern to 4.1 with slightly worse predictions for the Neutral, Angry and Sad labels

and slightly better predictions for the Happy label. The scatter plot shows shows a much worse

clustering compared to the baseline from 4.2. The cluster metrics are also significantly worse.

This suggests that the removal of speaker related information will heavily degrade the quality

of the generated embeddings.
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4.2.2 Q2-B

Figure 4.9 Confusion matrix of emotion em-
bedding extractor with language-wise domain
separation applied. UAR: 0.55

Figure 4.10 Scatter plot of embeddings gen-
erated by emotion embedding generator with
language-wise domain separation applied data-
points. Dot colors are the predicted emotion
cluster of each datapoint while edge colors are
the actual emotion label of each datapoint. Do-
main separation metric value: 0.032

Metric Value
Mutual Information 0.46

Silhouette Score 0.40
Davies-Bouldin Score 0.92

Table 4.4: Clustering metrics for emotion embedding generator with language-wise domain sep-
aration applied

The separation metric value is very low, which suggests that either the domain separation

procedure has failed to remove the language related information from the generated embeddings

or that very little language specific information was present to begin with and the emotion

specific information is enough for the domain separator classifier to label the datapoints with

the correct language label. Given the low value of the separation metric, the plots are very

similar to the baseline ones from Q1-A.
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4.3 Q3

4.3 Q3

Figure 4.11 Training and validation loss dynamics during fine-tuning of emotion spectral con-
version model

Figure 4.12 Training output example at training epoch 200 of fine-tuning emotion spectral
conversion model
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4.3 Q3

Figure 4.13 Validation output example at training epoch 200 of fine-tuning emotion spectral
conversion model

The training loss plot shows poor convergence both on the training and on the validation datasets.

While both error rates are high, they are much higher on the validation dataset. This suggests

poor generalization when the source speaker is unknown. The example predicted log-mels show

that the model learns the general structure of the spectograms, but the reconstructed log-mels

are very fuzy, which suggests that the input data is too complex for the model.
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Chapter 5

Discussion

In this chapter, the results presented in chapter 4 will be interpreted. First, the results obtained

for each research question will be discussed and possible explanations for the observations made

will be presented. Then the limitations of the performed research will be discussed in order

to present possible topics for future research. Possible improvements to the current models

and methods will then be presented. Finally, a summary of the findings of this thesis will be

compiled.

5.1 Interpretation of results

5.1.1 Q1

The purpose of the first question is to test the quality of the embeddins generated by the model

proposed in section 2.3. Q1-A evaluates how well the model performs in general. The results

suggest that the model does generate embeddings that can be used to differentiate the emotion

of the speech in a given recording. However, the degree of differentiation is not the same for

each emotion. This can be explained in one of the following ways:

• The training data doesn’t contain sufficient emotional intensity for the different emotion

labels to be separable. This would cause an imbalanced training dataset with a bias for

the emotion label with the highest intensity.

• The model is confused by the different speakers/languages in the training dataset and is

unable to learn the global patterns of each emotion label.

• The model is not large enough to model the highly complex structure of the different

emotion labels.

The first explanation is the most probable one since the model confuses the happy and angry

emotion label with the sad one. Since these 3 emotions are usually easily distinguished, it is

very possible that the used datasets have varying degrees of emotional intensity which creates
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a bias for the sad label. The scatter plot shows the happy label spread amongst the clusters of

the 3 other labels, which suggests a lack of discerning characteristics for this emotion label.

Q1-B checks whether there is a difference in quality between the embeddings generated from

English recordings and the embeddings generated from German recordings. It was found that

the German embeddings are better clustered and easier to classify for the model. This can be

explained in one of the following ways:

• The German dataset is much smaller than the English dataset which makes it possible

that there aren’t enough datapoints for the model to confuse.

• The German dataset contains recordings with more emotional intensity, which alleviates

the problem discussed in Q1-A. It is also possible that the German language is just easier

to classify.

Given the limited dataset, it is hard to establish which of the 2 explanations is the more

likely one. Interestingly, the heavy miss-classification of the happy emotion label is present for

both languages. As it is very unlikely that both datasets have the same intensity problem,

there must be another reason why the happy emotion category is so hard to classify. Overall

it appears that the model proposed is a good starting point for generating language-agnostic

emotion embeddings, but improvements are necessary.

5.1.2 Q2

The purpose of the second question is to test whether domain separation can be used to increase

the level of language/speaker agnosticism of the embeddings generated by the model described

in section 2.3. Q2-A evaluates the effect of removing speaker specific information from the

embeddings. The removal of this information resulted in much worse classifciation and clustering.

Q2-B evaluates the effect of removing language specific information from the embeddings. The

removal of this information resulted in similar classifcation and clustering to the baseline from

Q1-A. Interestingly, the quality of the embeddings didn’t improve in either case. There are

several possible explanations:

• The speaker/language specific information is either very important for discerning emotion

labels, in the case of speaker specific information, or has no impact on the generated

embeddings, in the case of language specific information.

• The training method does remove the selected information, but then doesn’t guide the

model towards learning representations based on the left-over information.

• The training method doesn’t remove the selected information and simply blocks the model

from learning in general.

The first explanation suggests that it is impossible to create language agnostic emotion em-

beddings since the speaker and language specific information is very important for discerning
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emotion labels. Since humans are usually able to infer the emotion labels even when they don’t

know the language of the recordings, this explanation is not very likely. The second and third

explanations are much more likely to be true, which suggests that improvements to the domain

separation training methods are necessary.

5.1.3 Q3

The purpose of the third question is to test wether the emotion embeddings generated by the

model from section 2.3 can be used as input for the emotion spectral conversion model proposed

in section 2.4. Since the emotion spectral conversion model doesn’t converge, the quality of

the generated speech couldn’t be ascertained. However, the generated outputs suggest that the

model could be improved to a point where it could generate good outputs.

5.2 Limitations

The experiments presented in this thesis have several limitations:

• Limited dataset Because of the need to use open-source datasets, the size of the training

dataset described in section 3.1 is very limited. The German dataset is especially restricted

because of lack of good quality data. The number of emotion labels considered is also

relatively low. This limitation directly impacts the performance of the trained models and

the ecological validity of the experiments performed.

• Train-Validate-Test bias Because of limited training resources and large training times,

repeated cross-validation with different random seeds could not be performed. This limi-

tation increases the noise of the obtained experimental results.

• Inauthentic emotional expressions All of the emotional intonations present in the used

datasets are done by trained actors. It is very probable that these intonations differ greatly

from the ones done by normal people in day to day situations. This could bias the network

and make it unable to generalize correctly when not fed with curated input.

5.3 Improvements

As this thesis only aims to present a starting point for the search for a model that can generate

language-agnostic emotion embeddings, several improvements can be made. General improve-

ments include:

• Train and Fine-tune approach Currently the models are trained on both languages

at once. In order to better learn the features of each language, the models could first be

trained on the entire dataset, and then fine-tuned on each of the languages, creating a

different set of weights for each language.
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• Fine-tune ↔ domain separation cycle Currently the models are first pre-trained,

then domain separation is applied during fine-tuning. This approach requires very precise

control of the scale factor λ of the domain separator in order to not overwhelm the primary

loss of the model. A cyclic approach, where each cycle consists of x epochs of training with

no domain separation and y epochs of training with domain separation, could potentially

alleviate this problem by giving the model more time to relearn representations after having

information removed by the domain separation process.

• Increase dataset size Training the models on a larger dataset with more emotion labels

could improve the performance of the proposed models.

5.3.1 Emotion spectral conversion model

The spectral conversion model proposed in section 2.4 could be improved in the following manner:

• Speaker embedding generator A model that can generate speaker embeddings, for

example the one used in Karlapati et al., 2020, could be included as input to the parallel

decoder. This would compensate for the degradation in speaker information that is caused

by the reference encoder.

• Post-processing network A post-processing network similar to the one used in Shen et

al., 2018 could be applied to the output of the parallel decoder. Since the output log-mels

appear fuzy, this could help improve the fine grain details of the spectograms.

5.4 Conclusion

In this thesis, the viability of generating language agnostic emotion embeddings via a SER model

was explored. Objective metrics that could be used to evaluate the quality of the generated

embeddings have been proposed. A baseline was established using an improved SER model.

A difference in performance between English and German emotion embeddings was observed.

It was found that removing speaker/language specific information via domain separation has a

negative effect on the quality of the embeddings. The generated emebeddings have been used as

input to a proposed language agnostic emotion spectral conversion model, with mixed results.

Overall, the results obtained suggest that the SER model has the potential to generate good

language agnostic emotion embeddings, but more research is necessary.
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Acronyms

DANN domain-adversarial neural network. 1, 8, 9

DS domain separation. 1, 7–9

ETTS emotional text to speech. 1–3, 13

FTT Fast Fourier Transform. 1, 28, 29

GRU gated recurrent unit. 1, 18

GST global style token. 1, 2, 21

IPA International Phonetic Alphabet. 1, 26

LSTM long short-term memory. 1, 14, 15, 20–22

MFA Montreal Forced Aligner. 1, 26

NN neural network. 1–3, 13, 19, 25, 27, 28

RNN recurrent neural network. 1, 14, 15, 18, 19, 22

SC spectral conversion. 1

SER speech emotion recognition. ii, 1–4, 6–9, 13, 33, 46

SL separation loss. 1, 9, 10

SNR signal-to-noise ration. 1, 27

TTS text to speech. 1, 5

UAR unveighted average recall. 1, 33, 36–40

VAD voice activity detection. 1, 25

VAE variational auto encoder. 1, 18
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Glossary

domain separation The task of separating primary features that are common to all data

points in a dataset(ex. emotion types) from secondary features that are correlated with

the primary features but are only found in some of the data points in the dataset(ex.

language).. 1, 6, 44

emotion embeddings A low-dimensional representation of the concept of emotion that a

model can then use as prior when generating emotional speech. 1, 3

emotion leakage The presence of the source emotion in the output of the reference encoder.

1, 17

logits The vector of raw (non-normalized) predictions that a classification model generates,

which is ordinarily then passed to a normalization function. If the model is solving a multi-

class classification problem, logits typically become an input to the softmax function. The

softmax function then generates a vector of (normalized) probabilities with one value for

each possible class.. 1, 15, 16, 20, 31

phoneme The smallest sound unit in a language that is capable of conveying a distinct meaning.

1, 26, 30

primary features Features that are common to all data points in a dataset. 1, 8

secondary features Features that are correlated with the primary features but are only found

in some of the data points in the dataset.. 1, 8
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Appendix A

Phoneme sets and encoding

Figure A.1 Set of English phonemes used to build the phoneme set of the emotion spectral
conversion model

Figure A.2 Set of German phonemes used to build the phoneme set of the emotion spectral
conversion model

Figure A.3 Map of phoneme to encodings used to represent the phonemes used as input to the
emotion spectral conversion model. Similar phonemes are shared between both languages
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