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Abstract

Electroencephalography (EEG) is often used in neuroscientific research to measure brain
signals non-invasively. However, due to the limitations of EEG a lot of potentially in-
teresting data is lost. Some researchers have attempted to solve this problem with data
augmentation. The state-of-the-art of synthetic EEG signal generation uses variational
autoencoders (VAEs) or generative adversarial networks (GANs). In the past few years
a new kind of generative model has been introduced, namely denoising diffusion proba-
bilistic models (diffusion models). In this work we aim explore the possible capacity of
diffusion models to generate synthetic EEG signals. We train a diffusion model adapted
for one-dimensional data on the EEGdenoiseNet dataset. To compare it to the state-of-
the-art we also train TimeVAE on the same dataset. We evaluate both models using the
minimal Euclidean distance, mean Wasserstein distance, and FID-score. Additionally, we
visually examine the generated samples and compare them with a PSD-plot. For two
evaluation metrics our diffusion model performs similarly as the state-of-the-art, and for
one evaluation metric it significantly outperforms the state-of-the-art. Therefore, we con-
clude that our diffusion model is capable of generating synthetic EEG signals and more
diverse samples than the state-of-the-art while maintaining similar quality.
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Chapter 1

Introduction

The study of the brain and its functions has been a topic of fascination for scientists
and clinicians for centuries. In the past decades, the development of various tools and
techniques for measuring and studying brain activity has advanced neuroscience research
greatly. One such technique is electroencephalography (EEG). EEG records the changes
in electrical potential on the scalp. These changes reflect the postsynaptic potentials of
neurons in the brain. A big advantage of EEG over other brain activity measuring tech-
niques is its high time fidelity, which allows researchers to measure the brain’s activity on
the scale of milliseconds. This makes it useful for studying rapid changes in the brain’s
activity, for example during motor control, decision making, and sensory tasks. Addition-
ally, it is a non-evasive measuring technique and relatively inexpensive. For these reasons
EEG is frequently used in brain research.

However, there are also some limitations to the use of EEG. Its spatial resolution is poor
due to the fact that the electric potentials of the brain will interfere with each other on
their way to the scalp. It is also sensitive to artifacts, such as eye movements and minute
head movements, which can interfere with the recorded brain activity. This causes EEG
to have a high noise-to-signal ratio. Additionally, setting up an EEG experiment is time
consuming, because the equipment and the subject’s scalp have to be carefully prepared.
The experiments themselves also cannot have a long duration, for the comfort of the sub-
ject. This makes it hard to gather a lot of EEG data for a study [1]. Due to these two
reasons many publicly available EEG datasets are of small size. This hinders the applica-
tion of, possibly revolutionary, machine learning and deep learning methods in this field.
To solve this issue one can add synthetic data to an original dataset which is based upon
the data from that dataset. This process is called data augmentation. In the past this has
been done by applying transformations to the original data and adding these transformed
signals to the original dataset [2],[3], or more recently by training generative models such
as a variational autoencoder (VAE) [1] or a generative adversarial network (GAN) [1],[4]
to generate synthetic data.

VAEs are a type of generative model that utilize an encoder-decoder architecture. The
encoder maps the input data to a latent space, which is typically lower-dimensional. The
decoder then maps a sample from the latent space back to the original data space. VAEs
aim to learn a distribution over the latent space that can be used to generate new samples
by sampling from the latent space and decoding the sample using the decoder. VAEs have
been successfully applied in a range of tasks, including image generation and audio gener-
ation. However, VAEs may struggle to generate high-quality samples, especially for tasks
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such as image generation, due to the constraints imposed by the reconstruction objective.
[5]

On the other hand, GANs are a type of generative model that consist of a generator
and a discriminator. The generator takes in a random noise vector and generates a syn-
thetic sample, while the discriminator takes in a sample and tries to determine whether
it is real or synthetic. The generator and discriminator are trained simultaneously, with
the generator trying to generate samples that the discriminator cannot distinguish from
real samples and the discriminator trying to correctly identify whether a sample is real
or synthetic. Therefore, the generator and discriminator are constantly competing with
each other in a game of cat-and-mouse. GANs have shown impressive results in tasks
such as image generation, audio synthesis, text generation and medical imaging. In these
fields they have shown to produce high-quality samples that are difficult to distinguish
from real data. However, GANs are notoriously challenging to train due to the instability
in the training process. This instability may cause the generator to suffer from mode
collapse, where the generator only produces a limited number of sample types. [6]

In the past couple of years, a new method has emerged in the field of synthetic data
generation: denoising diffusion probabilistic models, also called diffusion models [7],[8],[9].
In many of the aforementioned fields these new models are challenging, and in some cases
overtaking, VAEs and GANs as state of the art [10],[11],[12],[13],[14]. Diffusion models
differ from other generative models in that they are designed to learn how to remove
noise rather than trying to capture the underlying feature distributions of the original
data. These models operate by adding Gaussian noise to the input data at each step of
a Markov Chain process called forward process. However, due to the Markov property,
it is also possible to reverse this process through a technique called reverse process. This
involves using a U-net architecture, a type of neural network, to learn how to remove the
Gaussian noise from a single step. By iteratively running this reverse diffusion process, a
diffusion model can potentially return clean data from noisy input.

Diffusion models have been demonstrated to be effective in generating temporal data,
particularly in the context of audio synthesis [11],[12],[14],[15],[16]. However, to the best
of our knowledge, there has been no published work on using such models to generate
synthetic EEG data. This may be due to the difficulty of obtaining clean, ground-truth
EEG data, which is used to add noise to and subsequently train on. In this study, we
aim to explore the potential of diffusion models for augmenting EEG data by attempting
to create a model using the EEGdenoiseNet dataset, which contains ground-truth EEG
data [17]. By examining the ability of this model to generate synthetic EEG data, we
aim to determine whether diffusion models are suitable for this purpose.
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Chapter 2

Methods

2.1 Denoising Diffusion Probabilistic Models

Figure 1: A graphical illustration of the idea behind denoising diffusion probabilistic models.
[18]

Let x0 denote a multivariate training vector drawn from an input space X with distribu-
tion qX , and let pθ(x0) be a probability density function approximating qX that allows
for easy sampling. Diffusion models [7], like seen in Figure 1, are a type of latent variable
model defined as pθ(x0) =

∫
pθ(x0:T )dx1:T , where x1, . . . , xT are latents of dimension RD.

In contrast to variational autoencoders [5], the approximate posterior q(x1:T |x0) is not
trainable but fixed to a Markov chain known as the forward process that adds Gaussian
noise to the signal:

q(xt|xt−1) := N (xt;
√
1− βtxt−1, βtI)

The forward process uses an increasing variance schedule β1, ..., βT with βt ∈ (0, 1). The
joint distribution pθ(x0:T , called the reverse process, is a Markov chain with learned
Gaussian transitions starting with p(xT ) = N (xT ; 0, I). Each transition of

pθ(x0:T ) := p(xT )
1∏

t=T

pθ(xt−1|xt)

is given by parametrization:

pθ(xt−1|xt) := N(xt−1;µθ(xt, t),Σθ(xt, t))

where µθ : RD × N → RD and Σθ : RD × N → R+ take the variable xt ∈ RD and noise
index t ∈ N. The objective of pθ(xt−1|xt) is to remove the noise added by the forward
process. The parameters θ are learned by minimizing the negative log-likelihood through
a variational bound using Jensen’s inequality:

min
θ

Eq(x0) [− log pθ(x0)] ≤ min
θ

Eq(x0:T ) [− log pθ(x0:T ) + log q(x1:T |x0)]
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This upper bound is equal to

min
θ

Eq(x0:T )

[
− log p(xT )−

T∑
t=1

log
pθ(xt−1|xt)
q(xt|xt−1)

]

Ho et al. [18] showed the forward process allows for sampling xt at any noise level t in
closed form. If αt := 1− βt and αt :=

∏t
i=1 αi, we get:

q(xt|x0) = N (xt;
√
αtx0, (1− αt)I)

The objective in minθ Eq(x0:T )

[
− log p(xT )−

∑T
t=1 log

pθ(xt−1|xt)
q(xt|xt−1)

]
can be expressed as the

KL-divergence between Gaussian distributions:

− log pθ(x0|x1) +DKL(q(xT |x0)||p(xT )) +
T∑
t=2

DKL(q(xt−1|xt, x0)||pθ(xt−1|xt))

The first term can be interpreted as a reconstruction error, and the second and third terms
can be seen as a regularization term encouraging the latent distribution to match the
prior p(xT ) and the transitions pθ(xt−1|xT ) to be close to the forward process q(xt|xt−1).
The objective can be optimized using gradient descent. Ho et al. showed that the for-
ward process posterior in these KL divergences are tractable by property q(xt|x0) =
N (xt;

√
αtx0, (1− αt)I) when conditioned on q(xt−1|xt, x0) we get:

q(xt−1|xt, x0) = N (xt−1; µ̃t(xt, x0), β̃tI)

where µ̃t(xt, x0) :=
√
αt−1βt

1−αt
x0 +

√
αt(1−αt−1)

1−αt
xt and β̃t = 1−αt−1

1−αt
βt. Ho et al. also show

KL-divergence of Gaussians can be described as:

DKL(q(xt−1|xt, x0)||pθ(xt−1|xt)) = Eq

[
1

2σ2
θ

||µ̃t(xt, x0)− µθ(xt, t)||2
]
+ C

Here C is a constant which is independent of θ. Therefore, you can use q(xt|x0) =
N (xt;

√
αtx0, (1− αt)I) to write:

xt(x0, ϵ) =
√
αtx0 +

√
1− αtϵ

for ϵ ∼ N (0, I) and the formula for µ̃ such that µθ predicts 1√
αt

(
xt − βt√

1−αt
ϵ
)
. xt is

available to the network, however, thus we may choose:

µθ(xt, t) =
1

√
αt

(
xt −

βt√
1− αt

ϵθ(xt, t)

)
where ϵθ is a network which tries to predict ϵ ∼ N (0, I) from xt, such that the objective
simplifies to:

Ex0,ϵ

[
β2
t

2σ2
θαt(1− αt)

||ϵ− ϵθ(
√
αtx0 +

√
1− αtϵ, t)||2

]
Once the network is trained, we are able to sample using the reverse process xt−1 ∼
pθ(xt−1|xt, and we can compute:

xt−1 =
1

√
αt

(
xt −

βt√
1− αt

ϵθ(xt, t)

)
+ σθz

where z ∼ N (0, I).
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2.1.1 Our Implementation

For the implementation of the diffusion model we adapted the implementation of Rogge
and Rasul [19] to work for one-dimensional timeseries data. Their implementation itself
is based upon Wang’s implementation [20], which itself is again based upon the origi-
nal implementation in TensorFlow by Ho et al. [18],[9]. Several important adaptations
have been made to the implementation of Rogge and Rasul. First of these adaptations
is the turning every Conv2d and ConvTranspose2d into Conv1d and ConvTranspose1d,
respectively. Another essential change was adjusting the rearrange performed by einops,
such that the reshapes resulted into one-dimensional arrays instead of multi-dimensional.
Furthermore, we created our own loop to save and show samples. We trained the diffusion
models using 5000 timesteps, 100 epochs, and a linear beta-schedule between 0.0001 and
0.02. The code used for this work is publicly available at GitHub [21].

2.2 Data

The EEG signal data we used for the training of the diffusion model originates from the
EEGdenoiseNet dataset [17]. The EEGdenoiseNet dataset is a dataset which is specifically
build for the training of deep learning methods. This dataset is constructed from multiple
publicly available data repositories. The EEG signals of the EEGdenoiseNet dataset are
from 52 participants who underwent left and right hand movement tasks which were both
real and imaginary. EEG signals created by the movement tasks were recorded using
64 channels at a sampling frequency rate of 512 Hz. The authors of the dataset pre-
processed the EEG channels by first applying a 1 to 80 Hz band-pass filter and notched
at the powerline frequency. The 64-channel data was then run through ICLabel [22],
which is a toolbox that attempts to remove EEG artifacts using independent component
analysis (ICA). The EEG signals were then re-sampled to 256 Hz and segmented into
one-dimensional segments of 2 seconds and standardized by subtracting their mean and
dividing by their standard deviation. Finally, each EEG signal was visually checked by
an expert on feasibility. The dataset contains 4514 EEG one-dimensional EEG signals,
all of which will be used for training the diffusion model.

2.3 State-of-the-art

In order to know how well the trained diffusion model performs compared to the current
state-of-the-art, we used the official implementation of TimeVAE [23] and trained it on
the same data as the diffusion model. TimeVAE is a variational auto-encoder [5] which is
specifically designed to generate timeseries data. This model has been shown to accurately
reproduce the temporal components of real-world data. In experiments it showed to be
remarkably good at generating sinewave-based data compared to other state-of-the-art
methods. This is of great interest for this study, because EEG data is compromised of
many sinewaves. Therefore, we are of the conviction that TimeVAE will provide a very
accurate representation of the current state-of-the-art. TimeVAE was trained on 4063
EEG samples from the EEGdenoiseNet dataset [17] and the validation set consisted of
the leftover 451 EEG samples from that dataset.
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2.4 Evaluation metrics

2.4.1 Minimal Euclidean distance

The Minimal Euclidean distance (EDmin) assesses the difference between real and gen-
erated data. By determining the distances between these two data sets, we determined
whether the generative model actually generated novel synthetic data or just reproduced
samples from the real data. Although not commonly used [4], EDmin was relevant in
this particular study due to the limited sample size of the original data set, especially
in comparison to the vast image datasets which are often used today. The ideal EDmin

value represents the distribution of the closest distances between real samples.

2.4.2 Average Wasserstein distance

Average Wasserstein distance (WDavg) measures the cost of transforming the generated
data to align with the real data [4]. A smaller Wasserstein distance value signals that the
two data distributions are more alike, whereas a larger value indicates that they are less
similar. WDavg considers the overall structure of the distribution, rather than just the
mean or variance, and is not influenced by the data’s dimensionality like EDmin can be.
However, WDavg can become computationally intensive, this can be especially challenging
for larger datasets.

2.4.3 Fréchet Inception Distance

The Fréchet Inception Distance (FID) [24] is a widely adopted metric for evaluating
generative models. This evaluation metric, introduced by Heusel et al., aims to quantify
the difference between real and generated images in their feature space. The FID-score
leverages a pre-trained Inception classifier, computing the Wasserstein2 distance between
the distributions of activations in the embedding layer, assuming these distributions follow
a multivariate Gaussian distribution. The FID has been demonstrated by Heusel at al.
to align well with human judgement [24]. Additionally, it is more robust to noise and
better equipped to detect mode collapse compared to the more frequently used Inception
Score (IS) [25]. However, it cannot detect overfitting of the generative model.
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Chapter 3

Results

3.1 Evaluation metric results

Table 1: Evaluation metric scores for trained TimeVAE and diffusion model (our method).
EDmin stands for minimal Euclidean distance between the original dataset and the generated
samples dataset. WDavg stands for the mean Wasserstein distance between the original dataset
and the generated samples dataset. FID-score stands for the Fréchet Inception Distance score of
the generated samples dataset. For all evaluation metric scores the best score is the lowest score.
The best score for each evaluation metric is printed in bold.

Model EDmin WDavg FID-score

TimeVAE 1430.083 172.427 21.669

Diffusion model (Our method) 1429.632 172.357 7.746

Table 1 shows the obtained metric results for the different models. We can see that
the diffusion model (our method) outperforms TimeVAE on every metric. However, the
difference between the models in metric results is negligible for the minimal Euclidean
distance and the mean Wasserstein distance. For the FID-score we do see a significant
improvement by the diffusion model compared to TimeVAE.

3.2 Visual results

Figure 2 shows 5 randomly chosen EEG samples from the EEGdenoiseNet and generated
samples from the models. Both models seem capable of producing visually plausible EEG
signals. On close inspection it is notable that the samples generated by the diffusion
model show great diversity, while the samples generated by TimeVAE show some of the
same features. For time point 55, for example, the top 4 samples have a large dip. Such
a phenomenon is even more clear around time point 310, where all samples have a dip.
Additionally, it is interesting to note that that all samples start with a dip, while this is
not the case for the real data and with samples generated by the diffusion model.
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Figure 2: 5 randomly picked samples from original dataset (left), generated samples by trained
diffusion model (middle), generated samples by trained TimeVAE (right).

Figure 3: The power spectral density (PSD) plots of the original dataset (above), and the trained
diffusion model (in blue) and trained TimeVAE (in orange) plotted against each other (below).

Figure 3 shows the power spectral densities of the samples. Tthe real data has a distinct
spike around 13 Hz, which can be recognized as the alpha band. Additionaly, a dip at 60
Hz and PSD going to 0 from 80 Hz onward can be noticed. These two declines are due to
the pre-processing done on the original dataset, namely a band-pass filter between 1 and
80 Hz and the removal of the frequency of the electrical grid. Both the diffusion model
and TimeVAE reflect the peak at 13 Hz, however only with TimeVAE we see a dip at
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60 Hz. Yet, due to the irregular nature of the PSD of TimeVAE we cannot say with any
certainty whether this is because TimeVAE learned this underlying feature of the real
data or whether this is just coincidence. This irregularity of the PSD of TimeVAE is also
relevant for another reason, namely that this irregularity possibly hints at a similarity
between the generated samples. The PSD of the real data and samples generated by the
diffusion model are smooth, thus hinting at a good diversity between the samples. The
existence of a difference between the diversity of generated samples from TimeVAE and
the diffusion model is also highlighted by the significant difference in FID-score.
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Chapter 4

Discussion

4.1 Conclusion

In this work we showed that it is possible to generate single-channel EEG data on par
with the current state-of-the-art using a denoising diffusion probabilistic model. We
implemented a version of Ho et al.’s proposed diffusion model [9] that was able to generate
one-dimensional timeseries data. To compare the quality of the generated samples to the
current state-of-the-art we used the variational auto-encoder TimeVAE [23] as benchmark.
There was no difference in sample quality based upon the minimal Euclidean distance
metric and mean Wasserstein distance metric, signalling that no model overfitted the real
data more and no model generated samples more similar to the real data than the other
model. However, the FID-score [24] of the diffusion model was significantly better than
that of the TimeVAE. This hints at the diffusion model being able to create more diverse
samples and being visually more similar to the real data. The same conclusion emerged
from analysing the samples visually and by looking at the PSD-plots. Thus, denoising
diffusion probabilistic models are suitable for synthetic EEG signal generation.

4.2 Outlook

Having obtained these results, we realize there are a plethora of possible future directions
which require further examination. In this work we only generated single-channel EEG
data, however, practically all EEG is multi-channel data. Therefore, it is important to
research how well diffusion models are capable of generating multi-channel EEG data.
Another follow-up research on the same subject is to see how capable diffusion models are
at generating samples from an experimental EEG dataset that contains lots of features of
interest, since the dataset used here, EEGdenoiseNet [17], was heavily pre-processed and
denoised. In this work we used TimeVAE [23] as a benchmark for the current state-of-the-
art. The architecture of TimeVAE is specifically designed for one-dimensional timeseries
generation. The diffusion model architecture that we used was designed by Ho et al. [9]
for image synthesis and we adapted it, such that it was able to generate synthetic EEG
signals. The original architecture was thus still designed with two-dimensional data in
mind. Therefore, substantial improvements are expected if one designs a diffusion model
architecture (specifically the U-net) for the generation of one-dimensional timeseries data.
Furthermore, as stated before, this work used a diffusion model architecture designed by
Ho et al. in 2020. In the past two years due to an increased interest in diffusion models,
many breakthrough papers have been published on diffusion models which improve the
performance greatly [10], [26], [27]. It is expected that the performance of the diffusion
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model increases significantly if we implement ideas from these newer papers. Other possi-
ble future work can research whether diffusion models are capable of source reconstruction
given a raw EEG data or are capable of reconstructing corrupted raw EEG data frag-
ments. If successful, these approaches may strengthen the standard EEG analysis pipeline
used in neuroscience. It is clear that in this paper only the potential of diffusion models
in this field is shown and there are ample ideas for improvement and further research.
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Chapter 6

Data and source code

The EEGdenoiseNet dataset, used in this work, is publicly available via a MIT License
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The code used for this work is publicly available at GitHub [21]:
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