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ABSTRACT

Technological advancements are causing humans to increasingly work together with
artificial agents [1]. Explainable AI (XAI) is an important and necessary approach when
interacting with artificial agents. Information on the expectations of humans can be used
to inform better explanations [2]. These expectations humans have of other agents and
the world can be formalised as a mental model. This study investigates the possibility of
using approximated mental models for predicting unexpected events.
An experiment with a Human-Robot Interaction (HRI) element was used to create a

dataset with expected and unexpected events. A nontrivial cooperative card game was
used as the experiment task. To approximate the mental model of the human, synthetic
data was generated using Monte-Carlo Tree Search (MCTS) agents. Next, Markov Chains
(MCs) were constructed for this task and trained on this synthetic data. After the initial
results, an additional model trained on human data was developed. This was done to
check if human data better approximates human mental models. The model trained on
synthetic data performed at the chance level (weighted F1: 0.53) while the model trained
on human data had moderately positive results (weighted F1: 0.65). Both models showed
highly differing results per participant, with the initial model trained on synthetic data
showing the most extreme values.

The project is a first exploration into the use of Markov models as a MH representation
in a complex HRI task to predict unexpected events. Results show that better approxi-
mations of MH do result in overall better performance in predicting unexpected events.
However, the performance varied considerably between individual participants for both
models. For the model developed in this thesis, a classification threshold hyperparameter
was identified and its effect on model performance was explored and found to have a very
strong infleunce.
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Chapter 1.

INTRODUCTION

In the future, you might work together with a robot. The demand for humans to work
together with robots or artificial agents increases with technological advancements [1].
It is paramount that we ask ourselves what it entails to work with artificial agents.
The field of HRI studies this interaction between humans and robots. In a cooperative
setting, artificial systems need to complete their objectives and additionally fulfill the roles
expected of them in human-human teams to be productive team players [1]. An important
aspect of human-human cooperation is communication, which is equally important for
HRI systems [3]. Additionally, explanations of AI systems are needed for effective
human-robot interactions [3] Researchers could aim to provide an extensive explanation
of each action performed by the robot. However, explanations also cost resources, making
it important to consider when and why an explanation is needed [4]. Additionally,
explanations that are too complex might even have a contradictory effect and confuse
humans. Therefore, we need to know: what is important for a good explanation in HRI?

1.1. Explainable AI

The field of study concerned with the explanations of artificial systems is called Ex-
plainable AI (XAI). The systems which are explainable are preferred in human-robot
collaboration [4]. Due to their explainability, these systems have benefits over systems
like being easier to correct and understand [5]. Different aspects determine what is
important for a good explanation. Additionally, the expectations humans have of the
system might be necessary to provide fitting explanations [4]. Finally, given a transparent
and explainable system, a human could theoretically answer their questions by asking
the HRI system. However, this is only useful if the human can accurately asses and
communicate their question. Without explainable systems, HRI is prone to misuse and
mistrust [4]. However, the question of when explanations are necessary remains. The
obvious answer is, explanations are needed at unexpected events.

1.2. Unexpected events

An unexpected event can arise in situations where two agents have a different understand-
ing of their shared environment or of each other’s knowledge, goals, or reasoning. This can
lead to actions or conclusions that the other agent did not anticipate. If an unexpected
event occurs and the human detects it, the human could ask the robot for an explanation,
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given that it is an XAI system. If a human does not detect or communicate an unexpected
event, we would need another method of assessing the need for explanations. Some
progress has already been made toward the translation of expectations into useful models
for AI explanation systems. The model humans have of the outside world, called mental
model (MM), is critical to this. Multiple ways to ways to formalize and reason about
them have been proposed.

Various aspects can influence the quality of the MM that the human has of the robot.
How well the robot explains itself is one of those aspects [6]. High completeness of the
explanation of the agent’s actions is very relevant for creating good mental models [6].
The soundness of the explanation is also important, in particular for the trust the human
has in the agent [6]. In short, a good explanation is important for humans to create
useful MMs of the robot they are collaborating with, especially one that is complete and
sound. A practical approach could be to predict MMs. These MMs can be compared to
detect misalignments of beliefs so that explanations can be generated at the appropriate
time with the appropriate content [2,4]. There have already been multiple approaches
that implement mental models [7–11]. Probabilistic logical models, specifically Markov
models, are particularly appropriate for this purpose. This is due to their potential for
explainability and the simplicity of their design.

1.3. Motivation and research questions

In this thesis, I am interested in further exploring the use of MMs to improve explanations
in an HRI context. As mentioned above, there has been previous work on this topic and
I want to add to this body of work by focusing specifically on a probabilistic model to
predict unexpected events. I chose to focus on Markov chains, due to the scope of the
project and the nature of the experiment task. This brings us to the following research
question:

• How well does a Markov model, based on approximated mental models of humans,
predict unexpected events?

This question entails the subquestion “Can I approximate the mental model of humans?”
I hypothesize that the proposed approach is able to approximate the MMs of humans to
a sufficient extent to predict unexpected events.

1.4. Organisation of this thesis

Section 3 outlines related work on mental models. Section 4 describes the design and
methodology of this thesis. Sections 5 and 6 explain the experiments and section 7
describes the results. Finally, sections 8 and 9 contain the discussion, conclusions, and
recommendations for future work.
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Chapter 2.

NOTATION

A good first step in dealing with complicated topics like MMs and Theory of Mind
(ToM) is to formalize the relevant concepts. Because numerous approaches exist to
reason about the application of ToM in combination with MMs for HRI [12–19], we
chose to apply an existing notation, the Generalized Human-Aware Interaction (GHAI)
framework [12], and adapt it where necessary. Similarly to GHAI, the framework used in
this thesis consists of task models, models for each agent, and models that agents have
about each other. In the most abstract form, the notation of the framework consists
of M to denote the model of a task, a superscript to denote what the model is about
and a subscript to describe whose model it is. Superscripts are written in uppercase
and subscripts in lowercase. If the superscript and subscript are the same, only the
superscript is shown. A ∗ symbol is used to represent complete and/or correct.

2.1. Task models

A task model is represented as M∗ and can be thought of as the ground truth for the
task being discussed or the perfect representation of this task. M∗ is shorthand for M∗

∗ .

2.2. Agent models

The model of an agent is represented by the model notation M and the superscript
capital first letter of the agent’s name. The GHAI framework includes two agents: human
(H) and robot (R), so the corresponding mental models are MH and MR. In this thesis,
we also discuss a second artificial agent called Jarvis. The model of this agent is MJ .
Note that MR ∈ M∗

r , signifying that the robot’s model about itself is included in the
robot’s model about the entire task. This is also true for the other agents. The reason is
that the agents are always actors in the task themselves.

2.3. Models about others

A model about an agent is denoted by a subscript capital first letter of the agent’s name.
For example, the model the robot has of the human is denoted MH

r . This model captures
what beliefs and actions the robot ascribes to the human.
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2.4. Additions to the GHAI framework

To make the GHAI framework suitable for the purpose of this thesis, a minor adaptation
is necessary. I add an additional artificial agent called Jarvis. Due to this addition, the
framework is now suitable for multi-agent systems. An example of this would be the
setup in the data collection experiment.
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Chapter 3.

BACKGROUND

MMs can be understood as abstract or formal representations of an agent’s ideas
and expectations of their environment, like a blueprint that exists in our mind about a
certain situation or object [3, 16]. When we reason about the MMs of agents, it is called
ToM [20,21]. The concept of reasoning about the MMs of others is called second-order
ToM [14]. Research on MMs in an HRI context is focused on explaining how humans
perceive robots and how an artificial agent represents knowledge of its environment. In
other words, what does a human think that a robot thinks/perceives and what does a
robot know of its environment?

3.1. Theory on Mental Models

MMs are investigated extensively, in this section I choose to focus on the mental model a
human can have of another human MH

h or robot MR
h .

3.1.1. Human-human interaction

In human-human interactions, MMs are used for effective cooperation [12,22, 23]. For
humans, a MM consists of their knowledge of their environment. When humans work in
teams, shared MMs leads to improved performance [22]. In a collaborative environment,
constructive conflict is necessary to solve misalignments between the MMs of individu-
als [22]. Therefore, humans need to be aware of differences in MM compared to their
teammate(s) and must be able to express it [22]. This is equally true in HRI. If we
want to integrate autonomous systems into our lives, then these systems must be able
to cooperate and coordinate with humans [3]. A MM can be a useful tool to prompt
desirable states in HRI. For example, if the MM of the human is known the robot could
correct or accommodate the world views present in this MM.
Seo et al. [23] use a probabilistic approach to model MH

h . The researchers use a
Bayesian model to infer misalignment between different team members. The study is a
proof of concept that predicts MMs of multiple human team members in a collaborative
task. Through the use of Domain knowledge, the researchers formalised two possible
MMs for a collaboration task. The proposed AI coach could use task-specific information,
actions of humans, personal preferences and rewards to predict misalignment in MMs. A
similar approach could be applied in the HRI domain, where it could be used to predict
misalignment between humans and AI systems.
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3.1.2. Human-robot interaction

Research into the role of MMs in HRI has led to some interesting results. Tabrez et al. [3]
use a framework of five desirable traits in robots to evaluate the usefulness of MR

h in HRI:
fluent behaviour, adaptability, trust building, effective communication, and explainability.
All these properties improve the correctness of MR

h .
Another relevant paper is that of Bansal et al. [5]. The research was built on the

assumption that collaboration would be improved if both agents, human and artificial,
know the strengths and weaknesses of the other. The authors focus on how to improve
human-robot collaboration by investigating which factors might affect the ability of
humans to create a MM of the other agent, MR

h . Three factors were found to influence
how well the MM is formed and to hinder or improve the performance of the human-robot
collaboration: parsimony, non-stochasticity, and dimensionality [5]. These results further
underline the importance of MR

h for human-robot collaboration.
To summarize, MMs are essential for collaboration. In HRI, MR

h can greatly influence
how the human interacts with the robot. If for example, the human is not (sufficiently)
aware of the strengths and weaknesses of the robot, it can hinder human-robot collab-
oration. In the literature, many studies focus on how to influence MR

h . If MR
h can be

influenced so that the human and robot have shared MMs, it would improve collaboration.
One way to influence this MR

h is through explanations robots give to humans. Particularly,
complete and sound explanations greatly improve the quality of MR

h .
The application of MMs has been shown to have a strong positive impact on mutual

cooperation between humans and robots. One particularly interesting situation in which
collaboration between humans and robots is tested is Prisoner’s Dilemmas (PDs). A
PD is a game situation where two agents are given the choice to either collaborate for
mutual reward or defect for personal reward. The PD task has also been used to research
ToM-related brain activation in studies about human-human interactions [24]. The
authors looked at activations of ToM-related brain regions while humans were playing
PDs with robots, computers, and other humans. They found indications that humans
use ToM in games with all types of actors [24]. This research provides evidence for the
argument that people use ToM to figure out the intentions and goals of other agents,
even if these agents are robots.

Another study using a PD setup found that participants are more likely to judge their
robot partner on its past actions rather than looking at present rewards of the particular
situation [25], indicating that participants give MMs more important than information
about the current situation. These papers show additional proof that we use MM of HRI
just as in human-human interactions.

3.2. Formalization of mental models

In this section, I will look into previous work on formalization of the humans’s MM of
the robot (MR

h ) and the robot’s MM of its environment (M∗
r ).

11



3.2.1. Mental models of humans about robots

A mental model can be formed in the first two minutes of interaction with a robot
or human [26]. One of the aspects that can affect a human’s perception of a robot’s
capabilities (MR

h ) is its appearance. Researchers found that specific attributes that made
robots appear more human-like were correlated with higher ascribed knowledge and
sociability [26]. Thus, a more human-like robot will be ascribed a MM more similar to
that of a human.
MR

h can be formalized by searching a space of possible minds for behaviour that
explains the observed actions and applying Bayesian inference [27]. The models were
generated according to what was considered a logical approach in order to achieve the
current goal. These same underlying models were inferred by humans after reviewing the
same situation the agent analysed for a short period of time, confirming the effectiveness
of this approach.
Lastly, shared information that agents have is important for the formalization of

a correct MR
h [15]. Specifically, a shared mental model can help understand what a

robot does. Misalignment between MR
h and MR

r should be resolved quickly to support
collaboration.

3.2.2. Mental models of robots about their environment

Another study represented the MM of a simulated agent about another simulated agent
as a neural network and learned it using Evolutionary Algorithm (EA) [28]. Crucially,
with a toy problem, these researchers came very close to a similar mental model of the
simulated agent by using EA. The setup of a task where agents could learn the neural
network structure by imitating a task worked well. However, due to the nature of EA, it
is not clear why a specific mental model was chosen.

Another interesting approach is the use of explicit knowledge management [7]. In this
approach, a MM is represented explicitly by an ontology that contains logical statements
for each aspect represented in the MM. This MM is combined with a larger decision
architecture and can be referred to as artificial cognition. This method is interesting as
it is transparent and elegant, however, it does not provide the possibility to learn from
interactions, only to update the ontology.
Devin et al. [8] used set theory to formalize the MMs in order to detect situations

where M∗
h and M∗

r are misaligned. They specifically focused on detecting situations
where M∗

h might be incorrect, either by an error made with the rules of the task or due
to a false belief that certain actions have been fulfilled. In this thesis, I will also look
into misaligned beliefs, but not using set theory.

3.2.3. Probabilistic logical models

The previous section outlines several examples of modeling the human’s MM of the robot
and the different MMs the robot could have of the human or of its environment. Next,
we will investigate probabilistic approaches like Partially Observable Markov Decision
Processs (POMDPs), Dynamic Bayesian Networks (DBNs) and probability Matrices.
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These approaches are typically easier to interpret than other methods, and because this
thesis ultimately requires the results to be explainable, I focus on these methods.
Matrix representations have been used to model MMs of humans and robots [11] in

social interactions with some success. Two matrices, one for the human and one for
the robot, are initially set up based on information about the environment and the
assumption that M∗

h is M∗
r . Next, the matrix of the human, M∗

h , is updated according
to the perceived actions and rewards of the human by the robot. This is a simple but
useful approach. However, it does require humans to always act according to what is
expected from them in the framework. Additional features cannot be added during the
training of the model.
In one case approach, unexpected events were predicted using Bayesian ToM in a

navigation task [10]. In this study, the authors modelled a number of M∗
r with different

levels of complexity. A threshold was used to check when an event is classified as
unexpected. In the present research, a similar approach is taken. The authors found that
a combination of models with different levels of complexity predicted MR

h best for the
navigation task.

MMs can also be applied in the natural language domain. Lee et al [9] formalized the
MM of a storyteller attempting to make a listener pay attention. They did this using
a POMDP, which captures MR

h given enough information about the task. Next, this
model is used by the researchers as priors for a DBN which is trained to estimate the
best action to manipulate MR

h so it corresponds with the goals defined by the robot.
Lastly, Butterfield et al . [29] formalize MMs as Markov Random Fields (MRFs). This

is a model that represents an agent’s view of the world as a set of observed and hidden
variables with pairwise interactions between them, where the observed variables represent
known information of the world and the hidden variables represent the MMs of different
agents. This framework easily maps MMs to known information about the world, which
makes it easy to check if an MM is compatible with what an agent knows about the
world. This model is useful to represent the relations in an agent’s environment, but the
researchers did not discuss a method to compare MMs to each other.

3.3. Current focus

In the previous sections, I discussed several implementations of MMs. This thesis aims
to expand on this work. Specifically, my aim is to predict misalignment between MR

h

and the actual strategy of the robot in a cooperative task. I propose an approach that
formalizes MMs as MCs, in order to predict events that are unexpected for humans and
where an explanation would be helpful.
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Chapter 4.

DESIGN

In this thesis, I performed an experiment in which participants were asked to play a
card game against two artificial agents. Specific moments of the games were engineered
to be unexpected events. I then developed a model to infer the need for explanations
based on data collected from the experiment. The model is evaluated on its capability to
predict unexpected events in order to detect situations where an explanation is required.
This section outlines the design of the thesis and describes the game, the model, and the
prediction task used to evaluate model performance.

4.1. Hypotheses

We started with the question of how well a Markov model approximating mental models
of players can predict when a human needs explanations during an interaction with an
artificial agent. My approach to solving this is through the formalization of the mental
models of humans, which can then be compared to the actual game situation to infer the
need for explanations. We chose to formalize mental models as a Markov chain. Section
4.3 contains a more detailed explanation of the reasoning behind the decision of using a
MC. This brings us to the following hypotheses:

Hypothesis 1: By using Markov chains we can approximate a human’s mental model
of a relatively complex game environment.

Hypothesis 2: In a situation where the human needs to interact with an agent we can
use this approximation of the mental model to predict when and for what aspect of the
environment the human needs additional explanations.

4.2. Game task

The HRI task in this thesis is a non-trivial cooperative trick-taking card game with hidden
information inspired by the game The Crew. The game is sufficiently complicated to
evoke unexpected events, yet simple enough to be taught to participants in a few minutes.
Testing the models on a well-defined toy problem like this game makes it possible to test
them in a controlled setting, while the task is still reasonably close to real-world HRI
problems where explainable systems are needed. This approach has also been taken by
other studies in the past [22,23,29,30].
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Figure 4.1.: Illustration of the initial state of the game. All three players, the robot, Jarvis
and the player, control their own hands. Three levels of information are present
during the game. The player sees the situation in Subfigure C. The robot has the
information visible in B. Lastly, Jarvis can only see the visible information in fig A.

The game is played by three players: a human player, a robot, and an AI player called
Jarvis. Each player has their own personal objective that they can achieve during the
game. Players cannot win individually by achieving their own objective. Instead, they
must cooperate to let each player achieve their objective in order to win the game as a
group. The objectives are:

1. Win three cards with rank 8.

2. Win at least 5 rounds.

3. Win more ♣ Clubs than ♠ Spades.

In the experiment described in section 5, the human player was assigned the first objective,
the embodied robot player was given the second objective, and the computer player
named Jarvis was given the third objective.

A game consists of 13 rounds and requires 40 standard playing cards with a rank and
suit, taken from a shuffled deck. The deck consists of the cards 2–10 of each suit and a
single Jack, Queen, King, and Ace of the same suit, representing the trump suit. The
Ace is the highest trump card, followed by the King, Queen, and Jack, in that order.

In each round, each player plays one card. The first card played during a round is
the suit to beat for that round. All other players have to follow suit if they can. If they
cannot, they can play a card of a different suit or a trump card. Trump cards win against
all other suits, but can only be played when a player does not have any cards of the
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suit to beat in their hand. Similar to other trick-taking games with trump cards, the
player who played the highest card wins the round, or if any trump cards were played
that round, the player with the highest trump card wins the round.

4.3. The model

For our approximation of a MM, we will need two types of algorithms. The first learns
from the actions played during the game and models M∗

h . The second type of algorithm
is to model the AI players for the game. It is to be used to produce the data required to
train the first type of algorithm. Both of these types of algorithms will be combined into
a Mixture of Experts (MoE) model which will be used to make the predictions. A MoE
model reduces the search space of a problem to the problem of selecting a set of models
and finding the optimal one. In this case, the goal is to find the general approximation
of M∗

h , so I generated a set of models for M∗
h and selected the best performing model for

each human player.

4.3.1. Markov chain

For the first type of algorithm, we used a MC. This is because of the focus on XAI in this
thesis, the common occurrence of MCs in previous work on MM approximations, and
because state spaces of games can typically be represented easily and intuitively by MCs,
Markov Decision Processs (MDPs), or POMDPs. Markov chains are relatively simple
to explain and useful for XAI applications as they are part of the family of tractable
probabilistic logic models [31]. These models are solvable and have a set of rules with
which they can split or merge the search space. These rules can be used to explain
the decisions of the model, while the solvable nature ensures that an explanation can
be found. Furthermore, in the literature, there is a basis for using probabilistic and
logical models like MCs and Bayesian models as a representation of MMs or human
intentions [1, 3, 7, 12, 23, 29]. These Markovian and Bayesian models are popular to
represent internal states of agents MMs using statistical inference and they are easily
represented visually, which allows for easier explainability.

Additionally, MMs approximations need to be performed in realtime to predict unex-
pected. For Markov chains implemented with a transition matrix, finding the probability
of a transition can be performed in constant time, thus conforming with this requirement.
Lastly, games can be represented intuitively by MCs or MDPs, as the intermediate

state of the game at a specific time is similar to a Markov state, which is why this method
is commonly used to represent card games [30]. Therefore, a MC was deemed most
suitable for the purposes of this thesis. A deterministic MC consists of a state space S
and a transition function T : S × S → [0, 1].

State space

There are 40 cards in the game, divided into three player hands. The human player and
the robot each have 13 cards and Jarvis has 7 cards, each covering an additional card
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Figure 4.2.: Schematic representation of the MC used in this thesis. The transition probability
of states is not represented as they differ per individual MC. The grey state also
contains the starting state(R100=), and the green states are the final states. Each
state represented in this diagram (except for the WIN and LOSE) exists of 72 states
in the actual model. Thus, the total number of states: 9 * 72 + 2 = 650.

that will be revealed when the covering card is played. This results in a large number
of possible starting situations. Additionally, there are a large number of possible moves
in each game state. It is clear that the state space is too large, making it intractable
for learning or inference. A more compact state representation is needed. This can
be achieved by abstracting information in the state space in such a way that it can
be reduced without the loss of too much information. Furthermore, a more abstract
representation can more easily serve as proof of concept for other tasks if this approach is
generalized to other problem domains. The Markov states in the MCs used in this thesis
represent an abstraction of the most important information about a game state related
to the main challenges of the game. The state space of our game can be formalized based
on the following categories of information:
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1. The current player

2. The turn number within the current round

3. The current state of each of the three challenges

The current player and the turn number can be combined into nine unique values.
This part of the state will be represented by the first capital letter of the player’s name
and the turn number: R1, J1, P1, R2, and so on. The degree of completion for each of
the challenges can also be represented as a part of one game state. The first challenge,
“Win at least three cards with rank 8”, can be represented by a counter with an integer
value of 0–3. Additionally, to reduce the state space, the counter stays at three even if
more than three cards with rank 8 have been collected. The second challenge, “Win more
♣ Clubs than ♠ Spades ”, is abstracted by a +, - or = symbol denoting if the number
of ♣ Clubs minus the number of ♠ Spades is either negative, positive, or equal to zero.
The third challenge “Win at least 5 rounds”, which is always the robot’s challenge, can
be formalized as a counter with the number of games won by the robot. This counter
ranges from 0-5 and similar to the counter for rank 8 cards, it stays at five when the
number of games won by the robot is more than 5. The representations of these three
challenges combined result in a total of 72 combinations. Combined with the nine from
before, this leads to 72 · 9 = 648 states. Additionally, a win and a lose state are added
as terminal states. Ultimately, the state space contains 650 states. However, due to the
structure of the game, the distribution of visited states tends to be very sparse.

Transition matrix

The transition function is represented as a transition matrix as the state space has
been reduced to 650 states. For each MC, an MCTS agent play a number of simulated
games against itself and records its state transitions. These games were translated into
probabilities by counting the number of times a child state was visited from a certain
state and then dividing that by the number of total outgoing connections from that state.
This process converges on a transition distribution for each state. Because each Markov
chain consists of 650 states, the transition matrix has a shape of 650× 650. The decision
to simulate games where the MCTS agent plays against itself is based on the assumption
that a human expects the other players to play the game in a similar way as they would
play themselves.

4.3.2. Artifical players

To simulate different strategies, multiple AI agents played the game against themselves
to produce the data on which the transition matrix of the Markov chain was trained.
Because our goal is to simulate the MMs of the humans that are interacting with our
system, the goal is to build AI agents that resemble these humans.
An MCTS variant was trained on the problem as a representation of the “perfect

player”. This version of MCTS also takes into account the hidden information in the
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game. The reason behind the choice for MCTS is that it can use random explorations of
the search space to select promising game actions [32] and does well in large state spaces.
The various MCTS agents will be explained below. My hypothesis is that humans are on
average good at playing games and rational agents. If Ais are optimised for the same
game it would be probable that these agents will provide a reasonable approximation of
the MH . The combination of these agents and the previously described MCs results in a
MoE which will be further discussed below. Each AI agent is trained against versions of
itself in multiple simulations of the game. This choice was made because we assume the
mirroring hypothesis of Ang, Teow, and Ng [33]. In this hypothesis, one’s own model is
used as a basic prediction for other agents MMs. This hypothesis has seen some success
in predicting an opponent’s intent.

4.3.3. Mixture of Experts

Due to the limited time available during each experiment, it was not possible to collect
enough data per person to train a model for each person individually. Furthermore, in
many applied settings, training a model on collected data from specific humans is not
feasible due to time constraints. The solution presented in this paper to this is to train a
number of artificial agents on the experiment task. Combined, these agents will have
a high number of feasible strategies. Next, the MCs can be trained on the simulated
games. The MC converts the games into a description of a strategy. The combination
of each of these strategies results in a library, each new player can then be matched
with the strategy that is most similar to its own, which is an approximation of their M∗

h .
Therefore, we need a MoE model that contains enough sufficiently different strategies to
be able to approximate different players.

A possible solution is to use heuristics or domain knowledge to find possible strategies.
However, to take this approach domain knowledge is required, which makes it more
difficult to generalize. Additionally, it is possible that important strategies are not
included. This approach is used in this thesis due to available domain knowledge. The
action space for the experiment task led to four main strategies:

1. focus on achieving the first challenge

2. focus on achieving the second challenge

3. focus on achieving the third challenge

4. working toward all challenges equally

These strategies were translated into four MCTS agents. For each of these agents, ten
variants were generated, each with a different probability to make mistakes, ranging from
0% to 90%. The ten different probabilities of making mistakes combined with the four
strategies resulted in 40 agents which were captured by MCs in the MoE model.
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4.4. Prediction task

During the prediction task, we use the MoE to approximate M∗
h of the experiment task.

The question this experiment aims to answer is whether this model can predict when
M∗

h is misaligned with the actions of the artificial players. During the data collection
experiment, the games the artificial agents and participants played were collected. To
select the most appropriate model from the MoE, a number of moves made by a human
will be provided as an input to the model.

To test if the selected model approximates M∗
h , the model will predict moves the

human makes. It essentially predicts which card the human is most likely to play for a
number of moves. This will give a score of how well the model approximates the M∗

h .
Additionally, the selected model will be used to predict a specific set of actions made
by the artificial players. This set will contain randomly selected actions of the artificial
players that were indicated as expected by the player in combination with the actions
of the artificial agents that were indicated to be unexpected. The ratio of unexpected to
expected actions in the set will be 1 : 1. This task entails predicting which moves the
human would expect and comparing this with the action made. When an action has
reached a certain probability threshold and it is still played by the artificial agents it will
be classified as a misaligned action. This threshold has to be determined for each human
experimentally.
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Chapter 5.

DATA COLLECTION EXPERIMENT

This section explains the design and methodology of the data collection experiment.
This experiment was in all aspects a joint effort between this project and the project of
Van den Broek, 2023 [34].

5.1. Experiment design

The experiment has a within-subjects design. The independent variable is whether the
move made by an artificial player is a regular move or a move engineered to be an
unexpected event for the human player. The dependent variable is whether the event was
expected or unexpected by the human player. Each move of a player (the participant,
the robot player, or Jarvis) during the experiment will count as one time step.
The collected data for each game consists of the initial game state game, all actions

played during the game, whether each move was intended to be unexpected, and for
selected moves, whether it was experienced as unexpected by the participant. This
allowed us to replay games after the experiment which was eventually used to train a
model (see section 6.5).

5.1.1. Measures

All moves engineered to be unexpected events are labeled as either aligned or misaligned
in strategy, and an equal number of regular moves as control data points. After each
game, the participant was shown a number of moves that were made during the game and
then asked whether the move was expected for them or not. A move was labeled aligned
if the participant describes a move intended to be unexpected as actually unexpected or
a regular move as expected. Regular moves described as unexpected by the player and
moves intended to be unexpected but not described as unexpected by the participant
were labeled misaligned.

5.1.2. Assumptions

Assumptions made for this design are that participants will be able to hold their attention
while completing the experiment task and that they will understand the rules of the
game. These assumptions were checked during a pilot experiment. The design also
assumes that the participants regard the robot as a cooperative player that makes
rational choices in the context of the game. This was checked in the post-experiment
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vocal questioning. Furthermore, because we used a Wizard-of-Oz setup, we also checked
in the post-experiment vocal questioning if participants had noticed this.

5.1.3. Pilot

A pilot was done previously to the actual experiment. In this pilot, we tested if our
method of measuring would be understood by participants, if the task was short enough
to keep the attention of participants, and if the participants understood the experiment
task. We also determined a suitable number of stimuli (moves intended to be unexpected)
per game to be presented during the experiment.

Figure 5.1.: A stimulus is a move the robot or Jarvis plays, where it plays against one of the
common objectives on purpose. In this example, the objective of the players is to
collect three cards with rank 8. In this situation, the AI player to the left plays
a card that goes against the objective of the participant. I would hypothesize that
the participant would not expect this move because they expect the AI player to be
rational and help them complete a common challenge.

5.2. Stimuli and apparatus

5.2.1. Stimuli

To induce unexpected events in our experiment we programmed the artificial agents to
periodically make moves that would not be rational for them that would be perceived as
mistakes by the participant. This is implemented by going against the objectives that
are needed to win the game, either their own objectives or those of the other players.
The rate at which these stimuli were provided was determined experimentally during
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the pilot. Too many mistakes would make the game frustrating for the participant and
too few mistakes would result in a very limited data set. This setup entails a different
number of stimuli for each game.

5.2.2. The game

For the experiment task, a trump-based card game was used as described in section 4.2.
For the purpose of this thesis, two implementations of the game were developed. Both
versions followed to rules explained before. One implementation was made in Python.
This version was used in the mental model prediction discussed in section 6. A second
version was made in Unity and was used during the data collection experiment, developed
by Van den Broek, 2023 [34]. See the aforementioned reference for further details about
this implementation.

5.2.3. Embodiment of the robot

A physical humanoid NAO robot was used to represent the robot player in the game. The
robot was programmed in Choregraphe to move its arm and say one of four preprogrammed
prompts. To make the participant believe that the moves of the robot player were actually
made by the physical robot, we used a Wizard-of-Oz scenario where one of the researchers
controlled the robot by pushing a button on its foot at the right time to align the
movement of the physical robot and the move of the robot player.

5.3. Procedure

The experiment consists of an introduction, the experiment task, and a number of post-
experiment vocal questions to check the validity of the setup and to determine whether
events were expected by the participant or not. These questions consisted of a check if
they noticed the Wizard-of-Oz scenario, a check if they (still) did not perceive the robot
or Jarvis as a disruptive player, and a check to see if the participants realized the goal
of the research before or during the experiment. This last question was to check if the
participants gave us desirable answers because they knew what we wanted to hear. For
all participants, all of the checks were negative. One participant did guess the goal of the
research but admitted they only noticed this after the experiment was finished.
The goal of the introduction was to explain the experiment task and other formal

matters, including a demographics questionnaire and a consent form. Next, we let the
participants play one test round of the game to get familiar with the mechanics and
test if they understood the rules. During this practice round, participants could ask the
researcher questions if necessary.
After the introduction, the participants played two games with the robot and Jarvis.

Each game consisted of 14 rounds. During a game at random intervals, the stimulus
was given, the robot makes a deliberate mistake, and the time step and corresponding
move were recorded. After each game, the researchers showed participants a number of
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Figure 5.2.: Procedure: During the experiment task the stimuli and the participants, reactions
to the stimuli are recorded. In the second phase of the experiment, these stimuli are
shown again to the participant to label the data, along with control game situations
to check if the stimuli had the desired effect.

recorded game situations and questioned them verbally to check if the stimulus prompted
the hypothesized response. The questions were:

1. Did you agree with the move of the robot or Jarvis?

2. Did you have a strong feeling regarding this move of either the robot or Jarvis?

5.4. Participants

The experiment consisted of 25 participants, 10 male, 15 female, and 0 other. Participants
were found without funding and did not receive compensation for participating. All
participants had received higher education. The age of participants ranged from 23 to 74.
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Chapter 6.

MENTAL MODEL PREDICTION

In this experiment, the MoE model was trained on simulated games and tested on the
collected data from the previous experiment. During this experiment, the hypotheses
described in section 4 were tested. As mentioned above, a version of the game was
developed in Python. This version of the game was used to train the different AI models
on the rules of the game and to create a dataset of played games per AI player.

6.1. Data

The collected data for each game consists of the initial game state game, all actions played
during the game, whether each move was intended to be unexpected, and for selected
moves, whether it was experienced as unexpected by the participant. This allowed us to
replay games after the experiment which was eventually used to train a model on human
data. This data consisted of 162 unexpected events and 527 expected events. The kappa
score for this dataset was 95%, also reported by van den Broek [34]. In table A.2 the
ratio per participant can be seen.
Additionally, synthetic data was generated to train the initial model on.

6.2. MCTS

A number of artificial agents were developed in Python to train the MoE model. All
agents were based on the general algorithm of MCTS combined with the UCT formula:

UCT =
childScore

childV isits
+ C ∗

√
ln (nodeV isits)

childV isits

In this formula, the C stands for the exploration constant. Additionally, the childScore
childV isits

stands for the win-lose ratio of the child node.
From this general model, the four main strategies were developed. Each strategy

captured one of the possible actions during a turn:

1. Focus on challenge 1: “win at least three cards with rank 8” for the human

2. Focus on challenge 2: “win at least 5 rounds” for the robot

3. Focus on challenge 3: “win more ♣ Clubs than ♠ Spades ” for Jarvis

25



4. Focus on all challenges equally

These variations were captured in the reward functions of the models. For the fourth
strategy, the score of a terminal node is 1 if the game is won and -1 if the game is lost.
For each challenge, if that challenge is completed, 0.25 is added to the score. Thus, a
game is scored -0.5 if two of the three challenges were completed (so the game is lost,
but each challenge increases the score by 0.25). For each of the strategies focusing on
one specific challenge, the favored challenge adds 0.50 to the score if it is completed,
whereas the other two challenges add just 0.25 to the score. Identical to the strategy
focusing on all challenges equally, winning a game adds 1 to the score, and losing a
game changes it by -1. Additionally, a setting is added for the rollout to avoid losing
game states. Light rollout chooses a random option and heavy rollout excludes actions
that directly lead to losing game states. All variants have an exploration constant C of
2. This hyperparameter setting was chosen due to the time constraints of training the
agents and the conventions regarding MCTS. The MCTS agents were trained for 500
iterations. Lastly, the likelihood of making mistakes is modeled by choosing a random
legal action instead of the action chosen by MCTS. The probability to make a mistake
could be between 0 or 100% in steps of 10%.

6.3. Markov chain representation

The MC implementation is written in Python. For each artificial player, one MC was
defined and the simulated data was used to converge on a transition matrix representing
the behavior of the agent. These are combined into the MoE model. This model is
also implemented in Python. To select the appropriate model for each person, the most
similar model to the observed actions was selected. If multiple models have the same
similarity score for a specific combination of actions, one is chosen at random.

6.4. Prediction on synthetic data

During the simulation experiment, the model was tested on a synthetic dataset described
above. The goal of this experiment is to test the validity of the model.

6.5. Prediction on experimental data

By letting the model, a MH approximation, predict the actions of the human player and
misalignment between the human and AIs, the accuracy of the approximation is tested.
Additionally, a model was trained on human moves with a cross-validation approach. The
model is trained on 24 out of the 25 participants and evaluated on the one participant
that was left out, and this approach is repeated for each participant. The choice for this
additional model was made after the initial experiments showed lacking results for the
model trained on synthetic data. Therefore, this second model was developed to evaluate
if human data approximates MH better.
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Chapter 7.

RESULTS

The aim of this thesis is to test if MMs implemented using Markov models can be used
to predict unexpected events. This section shows the results of the experiments in my
efforts to investigate this. First, a more general overview is given. Next, some interesting
cases from the results are highlighted and the score of the model is evaluated over time
steps. Finally, the results of the model on simulated data are shown for the purpose of
validity and these results are compared on a time-step basis similar to the results on
collected data.

MoE performance metrics on AI-generated data by threshold

Threshold Precision- Recall- Precision+ Recall+ F1

0.5 0.73 0.14 0.25 0.84 0.27

0.45 0.74 0.43 0.25 0.69 0.42

0.4 0.74 0.38 0.24 0.6 0.46

0.35 0.75 0.49 0.25 0.5 0.53

0.3 0.76 0.64 0.26 0.38 0.60

0.25 0.75 0.66 0.25 0.28 0.60

0.2 0.75 0.70 0.24 0.26 0.61

Table 7.1.: In this table, the precision and recall of for predicting unexpected events (denoted with
+), expected events (denoted with -) and weighted F1 scores are presented for models
with different thresholds. One of the middle rows is highlighted as it is represented
as the most useful model and is discussed in more detail during this section. The
threshold described in this table is a hyperparameter of the model and indicates the
cut-off point for labeling an event. If the model assigns an event to have a lower
probability than the thresholds it is labeled unexpected.

7.1. Model trained on AI-generated games

The model described below had a classification threshold of 0.35 and consisted of all
described MCTS variants converted to MCs. The results of this model can be compared
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Figure 7.1.: Confusion matrices indicating the performance of the model trained on synthetic
data with classification threshold 0.35, for all participants. The confusion matrices
are normalized by row and colored according to the reported probability. High
probabilities are represented by darker shades of green.

to the chance level, 0.5, which it does not outperform with a weighted F1 score of 0.53.
Other models trained with different values for the threshold parameter are shown in
table 7.1. Models with lower threshold values achieved higher F1 scores, but those
models overgeneralized expected events. Similarly, models with thresholds over 0.35
overgeneralized unexpected events. It is noticeable from table 7.1 that all of the models
(with different threshold values) have similar precision scores, both for expected and
unexpected events. Focusing on the model with threshold 0.35, recall for expected and
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Figure 7.2.: F1 score of the model trained on synthetic data with threshold 0.35, for each time
step in the game. The size of the dots represents the frequency of labels present at
the time step, which is indicated at the x-axis. A trend line can be seen depicted by a
purple dotted line, showing an increase in F1 score and a decrease in the frequency
of labels when in further time steps.

unexpected events shows half of the events were identified correctly. From the predicted
unexpected events, the precision was poor: only one in four cases predicted was actually
an unexpected event. For expected events, the model performed relatively well, with
a precision of 0.75. An interesting aspect of the data is the class imbalance. The data
consisted of 162 unexpected events and 527 expected events. Due to this class imbalance,
overestimating unexpected events is relatively bad for the F1 performance.

Inspection of the confusion matrices per person in figure 7.1 reveals that on an individual
level, predictions varied greatly for both expected and unexpected events. For unexpected
events, the difference between true positives and false positives tends to be large. For
expected events, extreme values are less prevalent. Some relevant cases will be highlighted
below as they call for additional explanation. For participants 8, 11, 12, 13, 16, and 24,
the model predicted a high proportion of true negatives. For most of these participants,
the model predicted all (or almost all) events to be expected. However, this was not the
case for participant 12. Second, participants 1, 5, 7, 15, 21, and 23, for which the model
predicted high true positive values. Moreover, for participants 5, 7, and 15, the model
predicted (almost) all events to be unexpected. For the others, participants 1, 21, and 23,
the model also predicted a fair amount of events to be expected as can be seen in the true
negative and false positive values of these participants. Furthermore, for participants 1,
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23, and 6, the model predicted most values correctly, resulting in moderately higher than
the chance level for both true positives and true negatives.
In addition to analyzing the model performance per participant, it is also possible to

look at it on a game level. Figure 7.2 shows the score of the model and the frequency of
labels per time step. From the trend line in the figure, a moderate increase in F1 score is
seen for later time steps in the game. A contrary effect can be seen for the frequency of
labels per time step, which decreases for higher time steps.

7.2. Model trained on human games

To evaluate if general human data approximates the mental models of specific humans
better, a MoE model was trained on the human data and tested with a cross-validation
approach. Again, the decision was made to focus on the model that had the least
over-generalization for expected events as well as for unexpected events. This model
had a classification threshold of 0.65, as shown in table 7.2. The F1 score of this model
is 0.65 which is better than the chance level of 0.5. Additionally, this model performs
better than the models discussed before, which were trained on simulated games played
by AI players. This can also be seen by looking at the precision of both unexpected and
expected events found in table 7.2. For all models, the precision of expected events is
above 0.75 and the precision of unexpected events is greater than 0.24, which would be
expected with chance level performance combined with the class imbalance discussed
before.

MoE performance model metrics on human-generated data by threshold

Threshold Precision- Recall- Precision+ Recall+ F1

0.50 0.81 0.87 0.37 0.29 0.72

0.55 0.82 0.84 0.39 0.32 0.72

0.60 0.80 0.81 0.33 0.34 0.70

0.65 0.80 0.71 0.27 0.38 0.65

0.70 0.80 0.64 0.26 0.43 0.62

0.75 0.80 0.42 0.24 0.64 0.50

0.80 0.79 0.23 0.23 0.78 0.36

Table 7.2.: In this table, the precision and recall for predicting unexpected events (denoted with
+), expected events (denoted with -), and weighted F1 scores are presented for models
with different thresholds. This model was trained with a cross-validation approach on
the human data. The highlighted row was the best-performing model. The threshold
described in this table is a hyperparameter of the model and indicates the cut-off
point for labeling an event.
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Figure 7.3.: Confusion matrices indicating the performance of the model trained on human
data with classification threshold 0.65, for all participants. The confusion matrices
are normalized by row and colored according to the reported probability. High
probabilities are represented by darker shades of green.

In figure 7.3, the confusion matrices belonging to the model trained on human data
with a threshold of 0.65 are displayed. For most participants, this model scores relatively
well on predicting expected events. For predicting unexpected events, the performance
of the model varies much per participant. The most relevant patterns in figure 7.3 are
highlighted below with some additional explanation.
Similar to the initial model, there are noticeable differences in model performance

between participants. Firstly, the model tends to overgeneralize in the direction of
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expected events. This is the case for participants 1, 2, 4, 7, 9, 10, 11, 18, 22, 23, 24,
and 25. Second, for participants 13, 16, 17, and 19, the model performed relatively well.
Lastly, for participant 20, the model overestimates the unexpected events.

To evaluate the model trained on AI-generated games and the model trained on games
played by the human, the average probability of expected moves per participant for both
models was compared to the actual ratio of expected to unexpected events, as shown
in table A.2 in the appendix. This investigation showed a marked difference between
the model trained on AI-generated games on the one hand and the model trained on
human data and the actual ratio on the other. In the actual data, a relatively high
number of expected events was present, but this was not the case for the model trained on
AI-generated data. For this model, the mean was relatively low. The variance was high,
indicating that it has predicted extremes, ranging from predicting high probabilities for
unexpected events for some moves and high probabilities for expected events for others.
The model trained on human data showed fewer of these extremes and was more similar
to the actual data.
in the actual data showing the that this model found it difficult to
Between the model trained on AI-generated games and the model trained on games

played by a human, there are some noticeable differences. The model trained on human
games tends to overestimate unexpected events less often compared to the model trained
on AI-generated data. Additionally, the difference between the optimal threshold value
of both models is relatively large. Finally, the model trained on human-played games
seems to outperform the model trained on AI-generated games.

7.3. Simulated data

To test the internal validity of the model, it was tested on simulated data from the AI
strategies on which it was trained. The goal of this experiment was to see if the model
could recognize its own strategies. The MoE consists of four strategy types but these
strategy types can not be distinguished from each other after having been turned to
Markov chains. See appendix A.3 for the box plots of the different strategies illustrating
that the distributions are almost identical. Based on these results, we do not take the
different strategy types into account in the analyses of the results. When looking at table
7.3 and figure 7.4 we see that the model performs reasonably well on the simulated data.
Table 7.3 shows that especially predicting the first 5 steps is relatively easy for the model.
However, averaged over the entire game the model still performs reasonably well at most
levels of randomness, around 75 % for most models.
To summarise, the overall strategy does not seem to impact the performance. The

random move probability does seem to have an impact on performance. Overall, the
model performs reasonably well on simulated data, especially when compared to the
chance level, which is 50%.
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Figure 7.4.: The line plot shows the score of the model on the simulated data over the time steps
of the game. In different colours the different levels of randomness can be seen,
ranging from 0% randomness to 90% randomness for each move. In this graph can
be seen that the model with 0 % chance of an random action has a lower score than
the other models.
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Random move probability Mean correctness score

First 5 steps Full game

0 % 83.8 % 71.5 %

10 % 93.1 % 74.8 %

20 % 93.2 % 74.6 %

30 % 92.2 % 74.9 %

40 % 91.3 % 74.5 %

50 % 90.6 % 74.8 %

60 % 90.1 % 74.5 %

70 % 89.7 % 74.6 %

80 % 88.7 % 74.5 %

90 % 87.2 % 73.6 %

Table 7.3.: In this table, the averaged results of the models on simulated data over all the levels
of randomness can be seen. These models were tested on each different option of
simulated data. In this table, the results of predicting the first five moves can be seen.
Here we also average over the different strategy procedures to show a more condensed
overview of the data. As can be seen in this table most models have a high percentage
of correctness for simulating moves.
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Chapter 8.

DISCUSSION

8.1. Summary

The aim of this thesis is to test if MMs in the form of Markov models can be used to
predict unexpected events. An initial model was trained on a variety of AI-generated
games to capture the complexity of the game and approximate MH . The results showed
reasonable performance on simulated data, especially in the first five steps of the game,
with an average of 90% of the moves predicted correctly. Over the full game, an average of
74% of the moves were predicted correctly. When testing this model on experimental data,
different classification thresholds for unexpected events were compared. The model with
a threshold of 0.35 and a weighted F1 score of 0.53 showed the most promising results.
Results from testing on simulated data translate only partially to the experimental data
for this initial model, as it performs at the chance level. However, it does show some
promising results for a number of individual participants. The model did seem to achieve
reasonable results on the simulated data, suggesting that the initial model trained on
AI-generated games potentially did not capture MH sufficiently well.

To test if human data is more effective to approximate MH , a second model was
trained on the collected human data. This model was tested with a cross-validation
approach. For each combination of participants, 25 participants were included in the
training set and the remaining one was used to test model performance. The model
trained on human data performed noticeably better than the chance level and the initial
model trained on AI-generated data. This indicates that this model indeed approximates
the MH better than the initial model. This also suggests that better approximations of
MH do result in overall better performance in predicting unexpected events. However,
the performance varied considerably between individual participants for both models.
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8.2. Interpretations

Two interesting characteristics of the data are the time steps corresponding to the labels
and the class imbalance between unexpected and expected events. Figure 7.2 illustrates
that the number of labels in the data decreases in later time steps, which could indicate
a learning effect in the participants. If this is the case, it would indicate that humans
update their MMs during the game. A similar approach can be proposed for future
implementations of MMs. Specifically, they could update the MMs after unexpected
events, for instance through Bayesian inference. Additionally, the class imbalance in
the data influences the precision of the expected and unexpected events. The ratio of
expected events to unexpected events is approximately 3 : 1. Therefore, if the models were
performing randomly, a precision of around 0.75 for expected and 0.25 for unexpected
events would be logical. This pattern influences the results of both models, as shown in
table 7.1 and 7.2.
Table 7.3 and figure 7.4 both show reasonable results for the initial model on the

simulated dataset. Notably, the plot in figure 7.4 contains a distinct sawtooth pattern.
This pattern could be created by the model having better predictions in the simulation
for different roles in the game. In the game used in the data collection experiment, the
human player has more information about the game. Specifically, the human can see all
cards in the hand of both the robot player and Jarvis (see figure 4.1). This would make
it easier for the model to predict the actions of the human than the actions of the other
two players. By contrast, in the experimental data, unexpected events are always moves
played by either the robot or Jarvis. This could have influenced the results of the initial
model on simulated data negatively, compared to the same model with experimental
data. Nevertheless, figure 7.4 shows that the model still predicts an average of 70% of
the moves correctly. If the model is a good approximation of MH , these results suggest
that it would achieve similar or better performance on experimental data.

Furthermore, models with a different classification threshold that have higher F1 scores
do not necessarily achieve better overall performance, due to over-generalization and the
class imbalance in the data.
Contrary to the second hypothesis, the results show that the initial model can not

use the approximated MMs based on AI-generated games to predict unexpected events.
Different models were evaluated and even though some achieved results above the chance
level, for instance, an F1-score close to 0.6, these models are actually less suitable for
the purposes of this thesis. This is related to the effect of the classification threshold
hyperparameter. This parameter determines how unsure a model needs to be for it to
classify an event to be unexpected. If the value is set too high, the model tends to
excessively predict unexpected events. If the value is set too low, unexpected events
are not detected. Models that over-generalize in this way no longer provide interesting
results as they simply assign the same label to most games.
This resulted in higher scores for the prediction of expected events than for the

prediction of unexpected events, due to the class imbalance present in the data. For
the current data set, performance at the chance level would be a precision of 0.75 for
expected events and 0.25 for unexpected events. This effect was observed in the results
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(see table 7.1). Additionally, recall for expected and unexpected events was also close to
the chance level at 0.5. To conclude, the initial model seems to perform at the chance
level as indicated by the precision and recall, resulting in an F1-score of 0.53.
However, closer inspection of individual participants shows that scores vary a lot

per participant. When the models predict a high proportion of expected events for
certain participants this could be explained by the course of the game. In these games,
the participants traversed very common game states which led to a high probability
for all branches connected to these states even though in this game unexpected events
were indeed present. This led the model to classify the entire or almost entire game
as a sequence of expected events. Contrarily, a possible explanation for games the
model predicted a high proportion of unexpected events on is that these games revolve
around very uncommon game states. The current model cannot update its priors after
having encountered an unexpected event leading to all of these events being classified as
unexpected. Humans update their beliefs and might not identify an event as unexpected
when a similar move is made twice. Finally, for some participants (participants 1,6 and
23)we see reasonable results for this initial model. An explanation for this could be the
variation between participants. These participants encountered a game course that was
easier to predict for the model. For all other participants, the model performed rather
poorly.

These lacking results could mean that hypothesis 2 is not correct: the current MC-based
approach can not predict unexpected events based on an approximation of MH . However,
the results of the model on simulated data do indicate some promise for using the Markov
chain representation to predict future moves. Additionally, for some specific participants,
this approach led to results better than the average performance for all participants.
Alternatively, hypothesis 1 may not be correct for the initial model. This would mean
that the initial model did not approximate MH sufficiently well to predict unexpected
events. To distinguish between these two scenarios, a second model was trained on human
data.
The model trained on human data showed more promising results, above the chance-

level and better than the initial model (see table 7.2). It performed relatively well
for a greater number of participants and was less prone to over-generalization in the
classification of unexpected events. Investigation of the confusing matrices per participant
showed less overestimation and more average values indicating that the model captures
the human gameplay partly 7.2. This indicates that human data does indeed provide
more useful information than AI-generated data, which is essential to develop more
accurate MH .
Nevertheless, based on the varying results for different participants in both models,

it seems likely that there is no one-size-fits-all solution for all humans. With current
approaches, we could hope to approximate the MH of individuals relatively well, but it
is possible that alternative techniques like updating the approximation of the MH based
on observed events would improve performance or result in more general solutions.
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8.3. Implications

The main contribution of this thesis is to provide a first exploration into the use of
Markov models as a MH representation in a complex HRI task to predict unexpected
events. Previous work does apply similar models for MMs approximations [9, 10,23,29],
but it has never been applied to the prediction of unexpected events. The combination
of Markov chains and human data shows promise for approximating MH and, in turn,
predicting unexpected events. Further research in this direction is necessary to answer
the question if this approach is effective for predicting unexpected events.

8.4. Limitations and validity

To evaluate the current approach, the initial model trained on AI-generated games was
tested on a similar data set. This validates the approach as the Markov representation of
the game does allow for an average of 75% of moves predicted correctly and even higher
scores for earlier moves in the game. However, it is important to note the limitations
here. In particular, the model was not able to predict 100% of the moves in this dataset.
Such a finding would be expected if this approach worked perfectly on the synthetic data.

Another limitation was the result of practical decisions in the data collection experiment.
There was no clear physical separation between the researchers and the experiment as
the researchers had to be present in the same room as the experiment took place. In
some cases, this resulted in communication with the researchers during the experiment.
This may have influenced the mental models of participants, which could have had an
effect on the recorded data. However, due to the naturalistic setup of the experiment,
the results are more generalizable to real-world tasks.
Furthermore, for the model proposed in this thesis, choosing the right value for the

classification threshold hyperparameter is crucial. In the current research, the effect of
the threshold was investigated by studying the confusion matrices of participants and
the precision and recall scores of the models. However, for future research, a validation
set should be considered in order to find a good threshold value before observing the
data, especially if the model is to be used in real-time. Lastly, the reviewed literature in
this thesis was selected semi-systematically, see appendix A.1. This choice was made to
improve the transparency of the research.

8.5. Recommendations for future work

I would suggest two main directions for future research. First, the choice can be made
to improve upon the current model. This can be done by adding more strategy types,
particularly by adding more human data or generating different AI strategies. When a
greater number of strategies is available, it is more likely that the model can approximate
the MM of different individuals. One option is to explore the search space for all possible
actions randomly. This could be done by training a high number of different reinforcement
learning agents on the game and letting strategies emerge. Reinforcement learning would
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be a good choice because it typically performs well for games. Several frameworks exist
for reinforcement learning applied to games, such as Openspiel [35] and RLCards [36].
However, this could become very costly as the search space of all the different strategies
for this game is very large. Additionally, there are no guarantees that these agents
converge on strategies that approximate human players. Another option would be the
add more human data to train the model on. This could be achieved by developing an
online version of the experiment task to gather data. This approach has the benefit of
using human data which this research indicates approximates MH better than synthetic
data, and it could result in much more data than a physical experiment. However, using
this approach does entail that a large amount of human data is required when developing
MH , which could be unpractical in some domains.

Second, a combined model could be developed by adding a different type of information.
In a related study, outlier detection on facial features [34] is used to predict unexpected
events with moderate success. If this approach could be combined with the current work,
better results seem probable. Lastly, different approaches like Bayesian inference models
should also be investigated as they have a basis in research [9, 10] and can be used for a
more dynamic MM representation by updating the MM during the interaction with the
human.
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Chapter 9.

CONCLUSION

The research question this thesis aims to answer is: How well does a Markov model,
that is based on approximated mental models of players, predict unexpected events? To
answer this research question an initial approximation of MH was made by training the
model on AI-generated games.
To test the performance of this model it was evaluated on similar AI-generated data.

On the simulated data, this initial model performed well, but on the human data,
performance was at the chance level. A second model was trained with a cross-validation
approach on human data. This model achieved moderate success on human-generated
data. However, for both models results varied much per participant suggesting that one
size fits all solution does not work for this problem.
To conclude, in line with the first hypothesis, the current approach takes a first step

in approximating MH and using this to predict unexpected events. Partial success can
be achieved using human data to capture the MM of humans. The approach using
AI-generated data was less promising. Results show that more research is necessary to
evaluate and update the current approach, but with current results, there is already
potential for applying Markov models to predict unexpected events. Interesting for future
applications of Markov models is the trade-off between complexity and generality.
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S. Srinivasan, F. Timbers, K. Tuyls, S. Omidshafiei, et al., “Openspiel: A framework
for reinforcement learning in games,” arXiv preprint arXiv:1908.09453, 2019.

43



[36] D. Zha, K.-H. Lai, Y. Cao, S. Huang, R. Wei, J. Guo, and X. Hu, “RLCard: A
toolkit for reinforcement learning in card games,” arXiv preprint arXiv:1910.04376,
2019.

44



LIST OF FIGURES

4.1. Illustration of the game state . . . . . . . . . . . . . . . . . . . . . . . . . 15
4.2. Markov chain representation of the game . . . . . . . . . . . . . . . . . . . 17

5.1. Stimuli . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
5.2. Procedure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24

7.1. Confusion matrices indicating the performance of the model trained on
synthetic data with classification threshold 0.35, for all participants . . . . 28

7.2. F1 score of the model trained on synthetic data with threshold 0.35, for
each time step in the game . . . . . . . . . . . . . . . . . . . . . . . . . . 29

7.3. Confusion matrices indicating the performance of the model trained on
human data with classification threshold 0.65, for all participants . . . . . 31

7.4. Model score on simulated data by time step . . . . . . . . . . . . . . . . . 33

A.1. Comparison of different strategy types tested on ch1 . . . . . . . . . . . . 50
A.2. Comparison of different strategy types tested on ch2 . . . . . . . . . . . . 51
A.3. Comparison of different strategy types tested on ch3 . . . . . . . . . . . . 52
A.4. Comparison of different strategy types tested on equal . . . . . . . . . . . 53

45



LIST OF TABLES

7.1. MoE performance metrics on AI-generated data by threshold . . . . . . . 27
7.2. MoE performance model metrics on human-generated data for multiple

thresholds . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
7.3. Mean model score on simulated data by random move probability . . . . . 34

A.1. Average move probability per game, by participant . . . . . . . . . . . . . 49

46



Appendix A.

APPENDIX

A.1. Background methodology

I systematically searched through a number of research databases (ACM Digital Library,
IEEEXplore, Springer, MathSciNet, DBLP, and SemanticScholar) for the search terms
“mental model”, “Markov” and “Bayes”. A set of 213 papers resulted from this search,
this was further reduced by limiting the sources to those where at least one of the terms
was present in the keywords and removing sources that were not accessible. Lastly, the
sources were analyzed and only sources relevant to this thesis were included. Additionally,
a number of sources were discovered by searching through search engines like Google
Scholar more liberally and recommendations.
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A.2. Average move probability per game, by participant

Participant Move probability per game Actual

AI-generated Human-generated

Mean SD Mean SD

1 .11 .31 .68 .35 .81

2 .36 .47 .72 .32 .68

3 .14 .34 .70 .34 .78

4 .05 .22 .71 .33 .75

5 .27 .43 .72 .30 .76

6 .39 .46 .54 .43 .77

7 .25 .41 .71 .31 .72

8 .31 .44 .75 .32 .97

9 .53 .47 .61 .41 .68

10 .42 .47 .75 .30 .68

11 .17 .37 .74 .33 .65

12 .42 .47 .73 .34 .65

13 .26 .42 .63 .36 .91

14 .46 .47 .73 .33 .67

15 .04 .20 .70 .35 .83

16 .22 .40 .72 .30 .67

17 .26 .43 .52 .41 .83

18 .06 .24 .74 .30 .91

19 .41 .47 .78 .30 .59

20 .09 .28 .64 .41 .73

21 .30 .45 .58 .41 .75

22 .48 .48 .71 .32 .73

23 .41 .47 .71 .32 .70

24 .43 .47 .76 .30 .76

25 .23 .41 .73 .30 .82

Table A.1.: Average probability of expected moves per participant for the model trained on AI-
generated data, the model trained on human games, and the actual ratio of expected
to unexpected events.
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A.3. Comparison of strategies

Figure A.1.: Box plots of the different strategy types (ch1, ch2, ch3, equal), all tested on strategy
type ch1. The similarity of the box plots indicates that there is little difference
between the strategy types.
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Figure A.2.: Box plots of the different strategy types (ch1, ch2, ch3, equal), all tested on strategy
type ch2. The similarity of the box plots indicates that there is little difference
between the strategy types.
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Figure A.3.: Box plots of the different strategy types (ch1, ch2, ch3, equal), all tested on strategy
type ch3. The similarity of the box plots indicates that there is little difference
between the strategy types.
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Figure A.4.: Box plots of the different strategy types (ch1, ch2, ch3, equal), all tested on strategy
type equal. The similarity of the box plots indicates that there is little difference
between the strategy types.
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