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Abstract

On social media, users can post images. These images can give away a lot
of information about who they are and what their preferences are. This
could result in entities with malicious intent to know more about them. To
prevent this, we have to find a way to improve the preference privacy. How
do we improve the preference privacy? To improve the preference privacy
we need to develop techniques that can improve the preference privacy. To
develop these techniques, we need a data set to test and alter the approach.
As there are almost no data sets usable for this, we need to create a proper
data set. After getting a movie data set, we trained classifiers for every
genre (class). Using them in an existing method to protect the privacy can
improve the performance. This way, the data set and the trained classifiers
can help in improving the preference privacy.
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Chapter 1

Introduction

Every social media user knows that moment when they want to show a
video from a streaming service (like Netflix or YouTube) to someone else.
This could be to a close person, like someone in their family or in their
group of friends. It could also be to someone they are less close with, like a
student they teach or a coworker. When starting up the streaming service,
the person that has to watch that video can see what kind of content this
service recommends. The recommended content is chosen by a recommender
system [12]. Such recommendations represent the user’s preferences. These
preferences can be considered to be private data. Preference privacy is
about keeping data about someone’s preferences private from other people.
These people could have malicious intentions with the data. Additionally, a
malicious Al or person could also try to get the user’s preferences by using a
classifier on their data. This data could consist of the list of watched movies
or the images posted on social media. We decided to look at the aspect
where an attacker could use classifiers on someone’s data. We will focus on
the data set which we can use for the training of these classifiers, as well as
the actual training of the classifiers.

Information about someone’s preferences could lead to targeted advertis-
ing, which means the shown advertisements are based on their preferences
[4]. Aside from that, it could lead to being bullied [3]. As these things
could affect someone’s life negatively, it should not be possible to find their
preferences using a classifier. Hence, this leads to the question: How can we
improve preference privacy?

First things first, we need to actually define what preference privacy is.
Our definition is: The right to keep your preferences a secret from other
instances, for both your major preferences and your secondary preferences.
In this case, the ‘major’ preferences refer to someone’s biggest preference.
So, the genre they like the most. The ‘secondary’ preferences refer to the
smaller preferences. So, the things they like, but they like it less than their
major preference.



An attacker only needs access to a user’s data, without the need to
actually know that user in person. We will look at two set-based classifiers
the attacker could use. They both use a trained binary single-image classifier
to make a prediction for all the movies in a profile. The difference is in the
training of the single-image classifiers. In the first one, the training and
validation is done using only single images. In the second one, the training
is done using single images, but the validation is done using profiles.

To improve preference privacy, a privacy pivot can be used. A privacy
pivot uses a set of new content that the user can add to their profile. If
the added content is chosen wisely, the classification will be changed [11].
However, this does not work for every type of profile. Whether a pivot would
work depend on several things: how many movies there are in the profile,
how many movies can be added, and how strongly these movies influence
the profile prediction. Finally, it depends on what the original profile is like.
If this profile only has movies of a certain genre it is more difficult to pivot
than when there are multiple genres equally present.

Preference privacy does not only concern preferences inferred from the
movies someone watches, but also preferences inferred from the images
posted on social media. As the images on social media are private, it is
impossible to work with them [22]. Luckily, both settings (social media and
movies) have profiles with real-life distributions of content. This is because
the profiles are owned by real people in their actual lives and not some fake
profiles made for experiments. Training and testing the classifiers with the
real-life profiles means we can be sure this is actually useful. So, there is no
fixed setting where it only works with given conditions, but what we work
with are profiles that an attacker would actually attack.

As both the social media and movie settings have such a distribution, we
can use a data set in the movie setting. The MovieLens data set is such a
data set [6]. This work results in trained classifiers, that work on the movie
data set. It needs to recognize the patterns and make proper judgements to
classify the profiles with real-life distributions. If this would work, it would
also work in a different setting, when similar patterns are present. As this
is the case in the social media setting, this work could give us insight for
social media profiles.

The MovieLens data set is collected from users who provided informed
consent. Additionally, the matter of what genre someone likes is less sen-
sitive data than the preferences that can be inferred from social media.
Therefore it is a good, ethical data set to use for this research.

To help answering the main question, we created three sub-questions:

1. How do we conceptualise preference privacy?
2. How do we formulate a data set that reflects the problem?

3. How vulnerable are users to preference inference violations based on



image-based classifiers?

These questions help to think about what we should pay attention to. To
start, there is a need to properly define preference privacy, as this is essen-
tially what we want to protect. Aside from that, we need a good data set.
This is because we need to be able to simulate the threats and find ways to
counter these threats. Such a data set is not readily available yet, so this
is an important step in the process. Future research could possibly use our
data set or the way of creating the data set. Next, we have to find out how
vulnerable users actually are, as this shows if there is an actual problem
that needs to be solved.



Chapter 2

Preliminaries

2.1 Recommender systems

Movie and video services use recommender systems as a way to help users
find new content. These systems use the content the user watched so far
and make some judgment about what preferences the user has. Based on
this, the system recommends new content in line with the preferences of the
user. This could be similar content, more extreme content, or content that
other users with the same preferences also watched [12].

2.2 Convolutional Neural Networks

The classifiers we are going to train are Convolutional Neural Networks
(CNN). In our case, the CNN gets an image as input. The CNN consists of
multiple layers (Figure 2.1). These layers base their output on the output
of the layer before them. The influence of these outputs are weighted and
can have a bigger or smaller influence. During training, these weights are
optimized [14].

Input Layer Hidden Layer Output Layer

Input 1

Input 2

Output

Input 3

Input 4

Figure 2.1: An example CNN with three layers.



2.3 Set-based classification

Instead of classifying single images in a profile, there is the possibility to
classify the profile in its entirety. This could be done by using a single
image classifier on every image in the profile. By combining the results of
the separate classifications, we can decide on a classification of the entire
profile. This could be done by using majority voting, where the classification
that occurs the most in the profile is chosen. Instead of majority voting, it
would also be possible to use Weighted Feature Fusion (WFF). This is the
kind of classification used in the research of Liu et al. [11].



Chapter 3

Related Work

There are three aspects on which there is related work. First, there is work
about classification of movie genres based on trailers or posters. Second,
there is work about set-based image classification. Third, there is work
about protecting the privacy and the dangers if there is no such protection.

3.1 Genre classification

Usually, we can know or guess the kind of genre a movie belongs to when
looking at a movie poster. How do we do this though? We can do this by
looking at features like colors, objects, and the general style of the poster. It
is even easier for us to look at the trailer. They usually show the important
things about a movie, together with the kind of events that take place. These
papers looked if a computer algorithm can make the same conclusions we
can, when classifying a movie based on its trailer [18] [26] [25] [15].

These papers help shed light on how well the classification performs.
The events we see in a movie trailer are pretty easy to understand for us.
For computers, this is more difficult as they cannot look at it the same
way. Computers have to look at some key frames that represent the actions
and events. These frames have to be chosen adequately, to make sure they
are representative. Even if they are representative, it is difficult to identify
actions and events purely based on single frames. The research still gives a
fair accuracy of approximately 65%-75%, which is a very nice result.

Instead of using trailers, people started to research what the results
would be when using movie posters. By doing this, the issues of how to
work with video material or what frames to use are non-existent. We only
look at the movie poster. This poster should convey what kind of movie it
is. Therefore, research has been done on what the results would be for a
classifier using only the movie posters [2] [7] [8] [20] [5]. These papers show
that movies can be classified based on the features that can be seen in the
poster. Here, there is no issue of identifying actions and events. There is,



however, the issue of ambiguity in the posters. Some posters might have
some ambiguous features which could imply multiple different genres. For
instance, if a movie poster has a lot of black or dark colors, it could indicate
a Crime or Action movie. It could also indicate Horror, Thriller, or Film-
Noir. Usually, it is not expected to see Comedy, Children’s, or Animation
with those colors though. Color is not the only feature to decide on a genre,
but this shows that there are features that are used in multiple genres.

Even with this ambiguity, the classifier should still be able to predict
the genre(s). Luckily, the results are similar to the results from the research
using trailers. This shows that computers are able to discern the genre of
a movie, even though there is some ambiguity about what the elements on
the movie poster could mean.

3.2 Set-based image classification

As we have seen in the section above, we can use computers to discern the
genres of movies based on a movie poster. This can be done, even when
there is some ambiguity about how to interpret some things. If we think
about this in the social media setting, this seems worrisome. Images posted
on social media that we thought to be harmless could contain features we
did not notice. Imagine if a classifier could detect objects and there is a
lighter or cigarette pack (partially) visible in the image. If the classifier can
correctly classify features like this, attackers could easily gather information
about users that they do not want the attacker to know. As technology is
ever-developing, this will become even easier in the future. For instance,
we might post something on Facebook to show how fun or nice it looks.
We could, however, unknowingly give away information about ourselves to
a classifier.

Only one image might not be harmful, as one image does not provide
any certainty about what the user’s preferences are. However, what if the
algorithm looks at the entire profile instead of just the latest image? In this
case, a lot of information could be combined and the algorithm could make
a proper classification about what the preferences are. This is exactly the
kind of classifier used by Liu et al. [11].

The classifier used in this paper is an image-set classifier. It looks at an
entire set of images to classify a profile, instead of looking at the separate
images by themselves. Doing so can be done in different ways. We can base
our prediction on a majority vote (what genre occurs most often in the single
posters). However, we could also use weighted feature fusion (WFF) [11].
This could be better in some cases, as the majority vote does not always
give the desired results.

To elaborate on majority voting and WFF in the case of 1’s and 0’s.
majority voting Looks at how many 1 labels there are in a profile and how



many 0 labels there are in that same profile. Then, the profile label becomes
the one with the highest amount. WFF uses a similarity model. This model
can be used to see how much each image contributes in the profile. Then,
the images are used to get a value (based on the weight of each image). If
this value is above the threshold, the profile is a 1 and otherwise it is a 0.

3.3 Privacy protection

In the previous section, we introduced the set-based image classifier. Such
a classifier could be harmful to people. Our movie preferences could be
inferred from our watch profile. Also, other preferences can be inferred from
the images we post on social media. Nobody wants their preferences to be
out in the open like that. This is because these preferences can be used for
e.g. targeted advertising [4] or cyber-bullying [3]. Therefore, it is important
to work on protecting preference privacy. This could be done using a privacy
pivot. This method adds a set of images to the profile, which should change
the prediction that the classifier makes [11].

Aside from protecting the privacy in a profile setting, there has also been
research on image level. In [10] they looked at how changing the label of
an image would shake off attackers. In [13] and [17] they looked at using
techniques to create adversarial images. These images look the same for the
human eye, but a classifier would see a difference. This method is supposed
to prevent classifiers from properly classifying the images.

As we can see, there has been research on how to protect and improve
privacy. As our goal is to improve preference privacy it is good to see
what methods and ideas there were about improving privacy before. Their
methods could work on our case, or give an idea of what might work by
changing it somehow.



Chapter 4

Approach

In this section we will provide our approach in answering the research ques-
tions. We explain our definition of preference privacy. Next, we explain why
we need a data set and how we decided to get one. Then, we explain the
classification we want to use for deciding whether someone like a genre or
not. Finally, we explain what we can do when we get results.

4.1 Preference privacy definition

In order to give a proper definition of preference privacy, we took a look
at our goal. The reason why we started this research is because we do not
want people to know what kind of preferences we have. This does not only
concern our main preference, but it also concerns the preferences we have
to a slightly lesser degree. Therefore our definition of preference privacy is:
The right to keep your preferences a secret from other instances, for both
your major preferences and your secondary preferences.

4.2 The reason we need a data set

To protect preference privacy, we need to be able to simulate what an at-
tacker would do. An attacker could use a single-image classifier on every
image in a profile. Based on the results, he could conclude whether the
owner of the profile does or does not like something. To test how well he
would be able to do this and if we can protect against this, we need a good
data set to work with. We decided to work with images, as these can give
away a lot of information people might not realize. Therefore, we need to
gather a data set with images, or that we can change to consist of images.

To work ethically we need to work with data that is gathered correctly.
What this means is that the people should know that their data is gathered
and used for research or other purposes. It also means they provided their
consent for this. For social media information, this is often not the case.
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Hence, we have decided to use data about movies, as we can work ethically
with that data.

4.3 Profile classification

With a good data set, we can start working with the classifiers. There are
multiple genres to which a movie can belong. We train a single-image binary
classifier with a balanced part of the data set for every genre. This classifier
is used to make a prediction for every movie in a profile. A 1 means that
the classifier thinks that the movie is of that genre (based on the movie
poster). A 0 means that the classifier thinks that the movie is not of that
genre. Then, we look at the amount of movies that are classified with a 1. If
this amount is above a certain threshold, we make a prediction of 1 for the
profile. If this amount is below that same threshold, we make a prediction of
0 for the profile. These profile predictions indicate whether we classify the
owner of that profile to like or not like a genre. By looking at the accuracy of
these predictions, we can see how vulnerable users are when such classifiers
are used.

To get the accuracy, we first need the true labels of the profiles. We get
these true labels by looking at the true labels of all the movies in the profile.
The movies have a 1 if it is of the genre and a 0 if it is not of the genre.
Then, we look at the amount of movies that have true label 1. Similar to
the predictions, we check if the amount of 1’s is above or below a threshold.
If the amount is above the threshold, the true label of the profile is 1 for
that genre. If the amount is below the threshold, the true label of the profile
is 0 for that genre. Deciding the label of a profile in this way means we can
decide when to say someone likes a genre. By changing the threshold we can
change the specificity and selectivity of what profiles like and do not like a
certain genre. In our definition of preference privacy, we do not only care
about the major preferences, but also the smaller ones. This means we use
a smaller threshold.

We train two kinds of binary single-image classifiers. The difference
between them is in the validation phase, which happens after every training
iteration. In the first one, we use the classifier to classify a small set of
images. Whilst in the second one, we use the classifier to classify a small set
of profiles. By doing this, we want to see if the method of validation has an
influence on the performance.

4.4 Profile analysis

After we get the results of the classifications, we can start looking at the
specifics. What kind of profiles have correct classifications? What kind of
profiles have wrong classifications? By doing this, we can try to look for

11



patterns or elements that protect the profile from being correctly classified.
By doing this, we can try to use the found patterns and elements to protect
other profiles. When we find a way that works with the movie profiles, we
can think about whether this is also a possibility for profiles in the social
media setting.

12



Chapter 5

Experiments

5.1 How we create the data set

We want to work with ethically gathered data. As images on social media
are private and cannot be used ethically, we cannot use images from social
media. A data set using movies that is ethically gathered is the MovieLens
dataset provided by GroupLens® [16].

The data consisted of three different files (excluding the README).
They were ‘movies.dat’, ‘ratings.dat’, and ‘users.dat’. The first one contains
all the information about the movies: movie id, title, and genres. The second
one contains the information about the ratings: user id, movie id, rating,
and timestamp. The third one contains the information about the users
themselves: user id, gender, age, occupation, and zip code.

As we have mentioned before, we want to work with images. This means
we want the movie posters. To get the movie posters, we used ‘movies.txt’
and the code that can be found here [21]. The code can be used to crawl
the internet for movie posters. We altered it slightly to also save the genre
labels for every movie. We used the code to crawl the internet for the movie
posters, based on their titles. It specifically tries to gather movies from
IMDB [1]. First, it looks if there is a match on IMDB, for which it will
save the URL. Afterwards, it looks specifically for the ‘poster’ element in
the source code of the website. If this ‘poster’ is present, the poster is saved
in a folder on the computer.

However, this automatic process did not get a match for every movie.
This was because some movies had a title that did not match exactly or
contained a ‘:’. A colon was the symbol that separated the different columns
in the text file, meaning a part of the title would be cut off. As we want
to look at user profiles, we could not just skip movies that did not have a
match. Therefore, we decided to manually go to IMDB and copy the URL.

1To gain access to this data set, we had to fill out a form, explaining what we use the
data for. A few days later, we received an email that granted us access to the data.
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By running the second part of the code (which uses the URLs) we managed
to get all the movies, together with their movie poster and list of labels.
This list contains a 1 or 0 for every genre. As this still did not work for
some movies, we had to manually look for the movie poster on our own.
These images were still from IMDB, but could, somehow, not be gathered
automatically.

We performed our training, validation, and testing process with the avail-
able data. The data set does contain different amounts of movies for every
genre (Table 5.1). Some of these amounts are very small, like for Film-Noir.
Especially compared to others like Drama. The small amount of movies
could play a role in the results. When a small amount of movies is used for
the training of the classifier, it is possible that the training is not done well
enough. If this is the case, the classifiers are not as good as we want them
to be, leading to a worse performance.

Genre Count
Action 501
Adventure 281
Animation_Children’s | 272
Comedy 1187
Crime 207
Documentary 121
Drama 1573
Fantasy_Sci-Fi 328
Film-Noir 44
Horror_Thriller 770
Musical 113
Mystery 106
Romance 468
War 143
Western 67

Table 5.1: The amount of movies for every genre

Aside from a proper representation of the movies (movie posters), we also
need the user profiles. These profiles consist of all the movies a user gave a
rating of 3 or higher. In a different paper they used a threshold of 4 [19], but
by using 3 as a threshold we wanted to increase the amount of movies we
include. 3 out of 5 is still positive, so we decided to use this more inclusive
threshold. The code [24] read through the ‘ratings.txt’ file and added every

14



movie (with a rating of 3 or higher) to the list corresponding to the user.
Now, every user id has a list of movie ids they rated positively. These users
and watched movies per user are saved in the file ‘user_profiles.csv’.

Aside from the ‘user_profiles.csv’ file. The movie posters are saved in a
folder, where the name of the image is the id of the movie (with .jpg at the
end). The data set we created consists of these two parts.

5.2 Profile classification

What we have so far is a data set with a good representation of the movies
and the user profiles. Now, we look at the actual classification of the movie
posters. To do this we need to use the profiles. The profiles we have can be
converted into true labels. If the amount of movies of a genre in the profile
is above the threshold (25% of the total amount of movies in the profile),
the true label for this profile is 1 for that genre. If the amount is below the
threshold, the true label for this profile is 0 for that genre. These labels
are used in testing the performance after a classifier is trained. These labels
are also used in the validation phase of the second classifier. This threshold
of 25% was chosen based on our definition of preference privacy. This is
because we do not only care about the major preference someone has, which
could mean using a threshold like 50%. Instead, we also care about the
smaller, secondary preferences. These preferences are smaller, but should
still be big enough for actually having a preference. Therefore, we chose to
use 25%.

5.2.1 Classifier training

The training of the binary classifiers is done with this code in our Github
[23]. It starts with loading the images and the information from ‘movies.txt’.
To train a specific binary classifier, 90% of the movies in its specific genre
is used. 80% is assigned to the training split, whilst 10% is assigned to the
validation split (also used during the training process). The final 10% is
assigned to the test split. For every split, we take an amount of movies that
has a 0 for that genre. This amount is the same as the amount of movies
with a 1 in that split. After adding these two sets of movies for every split
we get balanced splits with 50% 1’s and 50% 0’s.

These three splits contain the movie ids. With these movie ids we have
access to the movie posters, as their names are constructed like ‘movie_id.jpg’.
To ensure proper results, a pretrained resnet18 classifier is used as the start-
ing line. This pretrained classifier is trained on ImageNet [9]. ImageNet is a
very large dataset and the models trained on this have a good performance.

By using this classifier as a base, we can reduce the amount of training
required. What would take a lot of time in training when starting from
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scratch can be reached way quicker by starting with this classifier. Dur-
ing the training phase, the images and their labels are loaded. Then, the
classifier makes a prediction based on the input. Based on how well the clas-
sifier performs, the weights are optimized. How well the classifier performs
is looked at by getting the cross entropy loss. After every training phase,
there is a validation phase. In this phase the classifier makes predictions for
a different set of movie posters. We do not optimize any weights, we just
look at its accuracy. This training-validation cycle is repeated 25 times. At
the end, the best classifier is chosen. The best classifier is the one for which
the validation phase had the highest accuracy. To see how good they are,
we used the trained classifiers on the test split (single images). This results
in a trained binary classifier for every genre with their test accuracies (Table
5.2 middle column).

These classifiers are chosen by their accuracy on single images. As our
goal is to work with profiles, we also took a look at other classifiers. These
classifiers start with the same pretrained resnetl8 classifier as a base, as
well as the same train split. The difference is that we use profiles for the
validation. For every genre we have profiles with a true label 1 and profiles
with a true label 0. From these profiles, We take a balanced set with 50%
1’s and 50% 0’s. The classifier then classifies all the movies in the profiles.
Then, for every profile it checks if the amount of 1-predictions is above the
threshold or not, to decide the predicted labels of the profiles. Again, the
classifier with the best validation accuracy is chosen and is tested on the
test split (single images). This results in a trained binary classifier for every
genre with their test accuracies (Table 5.2 right column).

The way we get these true labels is explained at the start of the section.
How we get the predicted labels for the profiles will be explained in the next
section. This is because the use of profiles in validation uses the process of
set-based classification.

The classifiers were trained with balanced data sets. This means that
random guessing would have an accuracy of 50%. As can be seen, all trained
binary classifiers have a higher accuracy than this random guessing. This
means the classifiers can be used for properly classifying movie genres.

5.2.2 Set-based classification

The trained classifiers are used in the set-based classifiers. The set-based
classifiers utilise the user profiles we made earlier. First, we make a predic-
tion for every movie, per genre. Then, we take the list of movies for a user.
For this list of movies we make predictions using the single-image classifiers.

We count the amount of movies for which the prediction is 1 and divide
this by the total amount of movies in this user’s list. By doing this we get a
fraction, which we compare to the threshold (25%). We predict whether the
user does or does not like a genre, based on whether the calculated fraction

16



Genre Accuracy (single-image) | Accuracy (profile)
Action 0.6900 0.6900
Adventure 0.8214 0.9286
Animation_Children’s | 0.7222 0.9444
Comedy 0.6540 0.5781
Crime 0.6098 0.7317
Documentary 0.7083 0.6250
Drama 0.6624 0.5255
Fantasy_Sci-Fi 0.6769 0.7077
Film-Noir 0.8750 0.6250
Horror_Thriller 0.6623 0.6753
Musical 0.6818 0.6364
Mystery 0.7143 0.5238
Romance 0.6344 0.5269
War 0.7143 0.6429
Western 0.8462 0.5385

Table 5.2: The single-image test accuracy of all the trained binary classifiers
with single-image validation and profile validation.

is above or below the threshold respectively.
The reason to use a fraction instead of the absolute amount of movies
with a prediction of 1, is because users could have varying amount of movies
in their profiles (Figure 5.1). This fraction is an important factor, which
could change depending on our needs. In our case, this is 25%, which is
based on our definition of preference privacy. As this is done for every
genre, we get a list of genres for every user that they did and did not like.
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Figure 5.1: The distribution of the number of movies in every user profile.
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Chapter 6

Results

We created a nice data set which could be used for training and testing
different classifiers. This data set could also be used for other research
purposes if needed. Aside from the data set, we have also provided the code
to make the data set and the code to work with the data set for classification.
Finally, we have looked at the actual classification and two different methods

for validation.

Genre Accuracy (single-image) | Accuracy (profile)
Action 0.5 0.5154
Adventure 0.5 0.5
Animation_Children’s | 0.5 0.5
Comedy 0.9323 0.9323
Crime 0.5 0.5
Documentary 0.5 0.5
Drama 0.9634 0.8768
Fantasy_Sci-Fi 0.5 0.5119
Film-Noir 0.5 0.5
Horror_Thriller 0.5 0.5205
Musical 0.5 0.5
Mystery 0.5 0.5
Romance 0.5 0.5
War 0.5 0.5
Western 0.5 0.5

Table 6.1: The profile test accuracy of all the trained binary classifiers with

single-image validation and profile validation.
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The resulting accuracies can be seen above (Table 6.1). These results
are based on profile classification. To make it easier to understand, they
are also visualised together with the relative amount of movies per genre
(Figure 6.1). It shows that for a lot of the classifiers the results is 50%.
There are some genres for which the accuracy is above this. We can also see
a difference between the two different kind of classifiers that were used.

We can see for the classifier with single-image validation the results are
mainly random guessing (50%). For Comedy and Drama, the accuracy is a
lot better. The same thing is true for the classifiers with profile validation.
Additionally, the results for Action, Fantasy_Sci-Fi, and Horror_Thriller are
also higher than 50%. Finally, we can see that the amount of movies for
these genres are higher than most others. This is true for most genres,
except for Romance. Romance and Action have a similar amount of movies,
but Romance does not have increased performance.

Accuracy on test set of profiles and percentage of movie count per genre

10 mmm Percentage of movies per genre

mem Accuracy of set-based classifier with single-image validation
mmm Accuracy of set-based classifier with profile validation

0.8

Accuracy, percentages
=3
2

2
=

0z

0o

Action  Adventure Anim/Child Comedy  Crime Documentary Drama Fant/SF  Film-Noir Hor/Thri  Musical Mystery Romance War Westem
Genres

Figure 6.1: The relative amount of movies, together with the profile accuracy
of both set-based classification methods per genre.
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Chapter 7

Conclusions

We altered a data set to get one we can use for this research. The perfor-
mance of using this data set for set-based classification with single-image
validation for most genres have an accuracy of 50%, except for 2 genres:
Comedy and Drama. Similarly, the performance of set-based classifiers with
profile validation is similar to the previous case. The accuracy for Action,
Fantasy_Sci-Fi, and Horror_Thriller are better though. As can be seen in
Figure 6.1, we see that these genres also have the highest amount of movies
(excluding Romance).

Our results show that the genres with a high amount of movies have
better performing classifiers. This could imply that the other genres do not
have enough movies to properly train a classifier. From this we can imagine
that there would be a threat, given that there are enough movies for every
genre to train a classifier. The code we used to create our data set can also
be used on other sets. This means we can make data sets that are bigger
than what we did now.

So, how does this help us to improve the preference privacy? We created
a data set and the code to do this for other data sets. We also have code
to train classifiers, which can be used to get a classifier for every genre.
The data set and trained classifiers can be used in bigger protocols like a
privacy pivot [11]. A privacy pivot uses a set of images that could be added
to an existing profile of images. By choosing the added elements correctly,
we could make the classifier have a different prediction. This method needs
testing to see how well it performs, for which it can use our data set and
classifiers. There is also the possibility to train new classifiers to see if the
performance improves.
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Chapter 8

Limitations

The amount of movies for most genres is not very high. There are not a
lot of data sets that we could look at, keeping in mind we want ethically
gathered data sets. Fortunately, GroupLens has multiple MovieLens data
sets [16]. There is a larger set than the one used in this research. So, using
this bigger data set might lead to better results. The amount of movies
per genre would be bigger than what it is now, which could improve the
performance of the classifiers. This could be a way to solve this problem.

The research did not take a look at what kind of profiles are easy or
difficult to protect. It did not look at why the classification results are so
bad, aside from the amount of movies that were used. It only focused on
creating the foundation of the solution, without actually providing a final
complete solution. This means that more research is necessary to look into
the possible reasons why the classification does not work properly. Also,
when the classifiers actually work, more research is needed on how to protect
the preference privacy against these well-performing classifiers.
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