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Abstract

Brain-computer interface (BCI) speller applications are a way for physically limited people to
communicate. The type of BCI in this research will use electroencephalography (EEG) to measure
the users’ visually evoked potentials (VEP) to decode what character the user is looking at. These
VEPs are induced by presenting flash patterns generated by pseudorandom patterns. To be able
to distinguish these flashing patterns from one another, they are required to have low correlation.
Generating these flash patterns is not trivial, which is why several types of code sets have been used
in earlier research, with m-sequences being used the most. This research aims to find alternatives
to this code set which achieve higher Information Transfer Rates (ITRs), or induce less eyestrain.
These alternatives are: de Bruijn, Gold and Golay code sets. Additionally, it aims to find the
impact modulation has on these metrics. Results are obtained by performing a 320 trial copy-
spelling task in addition to an eyestrain rating across 10 conditions for 12 participants. Results are
analysed using reconvolution and canonical correlation analysis (CCA). Not modulating appeared
to perform significantly better than not modulating in ITR (122.0 bits per minute > 111.4 bits
per minute, p-value < 0.05). It also caused significantly less eyestrain (not modulated: 3.9 <
modulated: 5.5, p < 0:001). No significant differences were found in ITR or eyestrain across the
different code sets. The highest performing code set reached an ITR of 138.5 bits per minute
averaged over all participants. Higher performance was found by not modulated codes, whilst no
differences were found between different types of code sets. Variations in setup and decoding could
potentially be limitations and explain differences with other research.



1 Introduction

Brain-computer interface (BCI) speller applications allow for users to communicate without giving
muscular input. For patients who su er from a type of “locked in' syndrome, caused by diseases
or injuries such as spinal cord injuries, brain stem strokes or amyotrophic lateral sclerosis (ALS),
these applications can be a solution to not being able to express their needs or desires[1]. They work
by recording brain-data after a stimulus has been shown and converting this data to information.
Allowing some form of communication by people who would otherwise not be able to communicale[2].

The three main measurement techniques to record this data are electroencephalography (EEG),
electrocorticography (ECoG) and microelectrodes, as these techniques have a relatively high temporal
resolution|3]. Most BCI research is done using EEG, for which the foremost reason is the invasiveness
of brain reading techniques such as ECoG and microelectrodes[3]. This is also the reason this project
will make use of EEG.

EEG is a non-invasive brain imaging technique used to measure the brain's electrical activity. It
works by measuring electric potential di erences on the scalp of the user[3]. One problem with EEG
is that the recorded potentials do not only arise from the brain of the user, but also from other parts
of the body or even electric or magnetic systems in the environment of the user[3]. As a result, the
EEG signal does not only consist of intentions or thoughts of the user we need to decode, but also
of other artefacts and noise. In addition to this background noise, the signals are often weak and of
poor quality[1]. This leads to a poor signal-to-noise ratio (SNR), making it di cult to decode the
user's intentions from this data.

Since the resulting data from an EEG is not solely the intentions of the user, a system needs to
be built around this to obtain a completely functional BCI. This is why the system for the user to
interact with is designed around the limitations of EEG and can be optimized to obtain the best
results. What some of these options look like, and what kind of brain activity this results in, will be
discussed below.

1.1 Sensorimotor rhythm based BCls

One possible form of brain activity to measure is a sensorimotor rhythm (SMR)[3][4]. SMRs are
oscillations in the electrical activity recorded in the sensorimotor cortices[3]. BCls making use of
SMRs exploit the fact that when a movement is performed or imagined, SMRs change. A user can
therefore imagine moving a limb, which would be measurable by EEG, to control a BCI speller. A
famous example that uses this type of brain activity is the so called \Hex-o-Spell"[5]. This system
requires the user to make two subsequent choices between 6 options, the rst choice is between 6 sets
containing 6 characters. The second choice enables the user to choose one of the 6 characters out of the
chosen set. A problem with these SMR-based BCls is the amount of time it takes for a user to make
a decision. As a result, the speed of the BCI is limited to, in the case of the \Hex-o-Spell", around

5 characters per minute[5]. A potential for faster BCIs lies in BCIs that make use of event-related
potentials.

1.2 ERP-based BCls

Di erent from the implementation of BCI discussed above, many BCls make use of event-related
potentials (ERPs). ERPs are electrical potentials that appear in the brain in relation to internal or
external events[3], [6]. This reaction to external events (for example, the presentation of a stimulus
to the user) is what makes them suitable for BCI speller applications. ERPs consist of two categories
of components: the exogenous components which occur shortly after the stimulus in the primary
sensory systems and the endogenous components which have a longer latency and usually re ect
information-processing activity[3].

One well-known example of a BCI that uses an endogenous ERP is the P300 speller, which uses
the P300 response. The P300 response is a positive response that occurs roughly 300 milliseconds
after a stimulus that is infrequent and prompts the user to perform a task, which is called the oddball
paradigm[3]. When the user notices this \oddball", the P300 response can be found in the EEG data



and knowledge of the user seeing this \oddball" is acquired. Wolpaw and Wolpaw describe some
advantages of the P300 speller in their book[3]. Some of these are: its ease of setup, its minimal
training requirements and the high accessibility of the speller. These type of spellers are able to reach
accuracies of 80% or higher with participants su ering from severe ALS[7].

However, the performance of a BCI does not only consist of how accurate the output is, but also
how much time it takes to get the output. In order to include this in a performance metric, the
information transfer rate (ITR) is used. Whilst P300 based BCls are able to reach high accuracies,
the ITR is low[3]. One of the larger studies on P300 BCls by Donchin et al. managed to get a speed
of close to 8 characters per minute with an accuracy of 80%[8], which is close to an ITR of 33 bits
per minute. This is slower than BCls which use exogenous ERP components, as will become clear in
section 1.3. An example of these exogenous ERP components are visually evoked potentials. BCls
which make use of these visually evoked potentials, are able to reach much higher speeds, which will
be highlighted in section 1.3. This is why the main focus of this project lies on these BCls.

1.3 VEP-based BCls

Visually evoked potentials (VEPS) are potentials that follow from a visual stimulus, such as a ashing
light or screen. These potentials include N70 and P100 components, which occur 70 and 100 millisec-
onds after the stimulus and are generated in or near the primary visual cortex[3]. Several versions of
VEP-based BCls exist.

The rst type of VEP-based BClIs are frequency-modulated VEP (f-VEP) which is also called
steady-state VEP (ss-VEP). It requires little to no training and has a simple system con guration[9].
Traditionally, it has stood out because of the low complexity and speed[10]. These BCls use a screen
in which all characters ash at a certain frequency. Every character therefore has its own frequency
band [3]. The resulting EEG responses contain many frequencies. By computing which frequencies
these are and how big their in uence is on the data, a prediction can be made about what character
was focused on.

The second type of VEP-based BCl is time modulated VEP (t-VEP), in which the di erent ashes
do not overlap with each other and are completely independent. As a result, all characters have their
own time band. By comparing the timing of the ERP with the timing of the stimulus, the focused
on character can be predicted. This, however, causes it to be very slow as no ashes can happen
simultaneously[9].

The nal VEP-based BCI is code-modulated VEP (c-VEP), which combines the two earlier men-
tioned techniques by having each character ash following a pseudo-random pattern. Performance of
c-VEP BCls is higher than that of f-VEP and t-VEP. It is also a much more recent eld of research,
with the rst EEG based c-VEP BCI being realized by Bin et al. in 2009[9][10]. A study by Bin et al.
compared the ITR of the three domains and found an average ITR of 92.8 bits per minute for c-VEP,
39.7 bits per minute for f-VEP and stated an ITR of lower than 30 bits per minute for t-VEP.[9].
Because of these performances, c-VEP BCls will be the main focus of this project.

1.4 Stimuli

In c-VEP BCI spellers, the stimuli that are presented to the user consist of pseudo-random se-
guences[9]. These codes are used to create ashing patterns that correlate as little as possible with
each other. This increased dissimilarity should make discerning classes based on the corresponding
EEG-data easier. The EEG response from the user should have the highest correlation with the
sequence the user paid visual attention to. The way these codes get presented to the users is tra-
ditionally done by ickering squares on a computer screen between black and white following the
sequence.

In attempts to reduce user-fatigue or increase the SNR several variations on this setup have been
experimented with, such as ashing colours other than black and white[11], ashing a checkerboard
pattern instead of simply solid black and white[11], [12], ashing faces[13] or changing the interface[14].
Another possible point of improvement for increased performance of c-VEP spellers is optimizing the
type of code that is used to create the ashing patterns, which is what this project will focus on.



1.5 Codes

Binary sequences are generated to encode the ash patterns. In these binary sequences, a one repre-
sents a white square and a zero a black square. These sequences of ones and zeroes therefore result
in ashes of di erent lengths. There are several possibilities for generating the bit-sequences used for
the ashing patterns. Section 3 will go into more depth on the generation and the properties of these
codes.

Most codes used in the c-VEP domain come from telecommunications, as low correlation between
the codes is necessary when broadcasting multiple signals in an overlapping area. Whether high anti-
correlation in the codes is directly related to high anti-correlation in the EEG-data, can not be said
conclusively, which is why a variation of codes has been used throughout earlier research.

An overview of codes used in earlier c-VEP BCI research is given in the literature review of
Martnez et al.[10], where they found that 58 out of 70 studies use binary m-sequences. Some other
codes they found in earlier research are: Gold codes, Kasami codes, Barker codes, Golay codes, Almost
perfect autocorrelation (APA) codes and de Bruijn codes.

Several studies have been done to compare performance between bit-sequences, of which most
do not show a signi cant di erence in accuracy between bit-sequences. However, a study by Torres
and Daly[15] on simulated EEG data showed a higher performance by de Bruijn, Golay, and APA
sequences in comparison to m-sequences, Gold codes, and Kasami sequences.

A dierent study by Isaksen, Mohebbi and Puthusserypady[12] showed there is no performance
di erence found between m-sequences, Gold codes and Barker codes when the codes have a low enough
correlation with each other. However, this study did not explore all possibilities with, for example,
Gold codes as all tested codes were timeshifted. Gold codes, however, also allow for usage in a multi-
sequence system where each character is modulated by a di erent non-timeshifted code. This has
several advantages over timeshifted sequences. Firstly, it allows for a higher amount of classes the
participant can choose from. The reason behind this is that a timeshifted sequence will eventually be
equal to itself, resulting in it no longer being discernable. This drawback does not apply to code sets,
as these sets contain di erent codes instead of timeshifted versions of a single code. Secondly, using
timeshifted sequences requires the acquisition of the EEG data of a single trial and the presentation
of the stimuli of that trial to be synchronized, whereas this is not necessary for Gold code sets or
other sequence families[10]. In a practical BCI speller, this means that the user is not required to
wait for the start of a trial, but can simply start a trial themselves by looking at the already ashing
character.

Additionally, Thielen et al. introduced modulated Gold codes as a ash pattern in an attempt to
reduce visual fatigue[16]. By modulating the bit-sequence, the spectral density gets con ned to high
frequency bands, as a modulated bit-sequence only contains ashes with a length of one or two bits.
Section 3 will provide more information about how to modulate a bit-sequence and the consequences
of modulation. Reducing visual fatigue in combination with improving the general comfort of the
user is another important aspect of the performance of a BCI. The comfort of the user should play a
role in the choices made for designing a BCI system, as the BCI must be comfortable enough to use
for an extended period of time. Unfortunately, there is usually a trade-o between performance and
user comfort[17]. In this research, the comfort or usability of di erent codes will also be taken into
account when looking at the performance of the BCI speller.

Conclusively, di erent codes have di erent attributes, of which the in uences on the performance
of a BCI speller is not always known. The unclarity and contradicting statements in the literature
about what code performs best in combination with the usability advantages some codes have is what
led to this research. M-sequences will be tested in this research because of their large presence in the
literature, and they will therefore also be the baseline condition to which the other code sets will be
compared. Gold codes are added because of their multiple use cases and because of their usage in
research at the Donders Institute for Brain, Cognition and Behaviour [16]. Finally, de Bruijn codes
and Golay codes are used in this research because of their promising performance on simulated data
in the research by Torres and Daly[15], in addition to the positive ndings by Wei et al. on Golay
codes[18].



1.6 Research question

Making a comparison between the performances of di erent codes can give insights into what codes
should be used in the future. This leads me to the research question | will aim to answer in this
project: Do Gold, de Bruijn or Golay codes outperform m-sequences when it comes to ITR and
comfort? Additionally | will aim to answer: What in uence has modulation on these metrics?



2 Related Work

This section will provide information about earlier research in the c-VEP domain regarding bit-
sequence usage, report the performances found for the di erent bit-sequences, and discuss gaps in the
literature and how this project will attempt to Il these. The bit-sequences that will be discussed in
this section will be limited to the code sets that are part of the research question: m-sequences, Gold
codes, de Bruijn codes and Golay codes.

The starting point of this section is derived from an overview of bit-sequence usage in literature
compiled by Martinez et al.[10]. This overview can be found in Table 1. From this table, it becomes
clear that m-sequences are used most frequently in the design of c-VEP spellers. Other bit-sequences
have only been used occasionally.

Sequence type #
M-sequences 58
Gold

Kasami
Barker
Golay

APA

De Bruijn
Hand-crafted
Random

raoRPPadvdp o

Table 1: Bit-sequence usage in studies reviewed by Martinez et al. in 2021. Table taken from
Martinez et al.[10].(#: number of studies)

2.1 M-sequences

As found by Martinez et al. m-sequences are the most used sequences in c-VEP based research[10].
The sequence has reached high accuracies, such as 94% by Shirzhiyan et al.[19] or 97% by Basaklar
et al., who also reached an ITR of 94.21 bits per minute[20].

In a c-VEP based wheelchair controller, Isaksen et al. did not nd a signi cant accuracy di er-
ence between Gold codes and m-sequences, which both reached around 87%[21]. They did nd a
signi cant di erence in speed where m-sequences performed worse than Gold codes (3.5 s and 7.1
s respectively)[21]. They concluded that signi cant di erences in code performances exist, but are
highly subject dependent. In another study by Isaksen et al. one year later, they concluded that
there is no di erence in performance over all participants, but signi cant di erences could again be
found for individual subjects[12].

Nagel and Spaler used m-sequences for what they call \World's fastest brain-computer interface”,
stating an average accuracy of 95.9% and an accompanying ITR of 183.1 bits per minute in a 32-target
speller.[22].

2.2 Gold

In contrast to m-sequences, Gold codes can be used both in a timeshifted manner and in a non-
timeshifted manner, where each target gets a unique code instead of the same slightly delayed code.

When we look at timeshifted uses, Isaksen et al. found no signi cant di erence in performance
comparing timeshifted Gold codes to timeshifted m-sequences[12], reaching averages such as 87.2%
accuracy and 0.63 bit/s ITR for m-sequences and 78.4% and 0.51 bit/s for Gold codes. These results
are shared with the ndings of Torres and Daly in a study on simulated data[15]. They found that
timeshifted Gold sequences performed similarly to timeshifted m-sequences, but achieved an accuracy
and ITR that were signi cantly worse than timeshifted de Bruijn codes or Golay codes.

An example of non-timeshifted use cases of Gold codes can be found in a study by Thielen et al.[16]
Where they used a set of non-timeshifted modulated Gold codes and achieved an online accuracy of



86% with trial lengths of 3.21 seconds in combination with an inter-trial time of two seconds, resulting
in an ITR of 48 bits per minute[16]. Additionally, in another study by Thielen et al. six years later,
where the main focus of the study was the decoding method, they again used a set of non-timeshifted
modulated Gold codes and achieved an average online ITR of 66.4 bits per minute.

2.3 De Bruijn

De Bruijn sequences have been used once in the eld of c-VEP, namely in a study on simulated data by
Torres and Daly.[15] They found that de Bruijn sequences achieved an accuracy that was signi cantly
better than Gold codes and m-sequences. They obtained these results using six di erent decoding
algorithms and three variations of the amount of targets, and de Bruijn codes outperformed Gold
codes and m-sequences in each variation.

2.4 Golay

Golay sequences have been used sparsely in c-VEP research. The study by Torres and Daly[15]
found Golay sequences to perform similarly well as de Bruijn codes, without there being a signi cant
di erence between the two. Research about this sequence is however not limited to just simulated
data as it has also been used by Wei et al. in 2016[18], 2017[23] and 2018[24], in addition to being
used in a study by Liu et al. in 2018[25].

In 2016, Wei et al. achieved an average ITR of 100.32 bits per minute with Golay sequences and
92.12 with m-sequences. In 2017, they used Golay sequences in combination with an almost perfect
autocorrelation sequence to increase the number of targets and in turn increase the ITR. This resulted
in a performance increase of at least 26.4 bits per minute[23]. In 2018, they found that by increasing
the number of targets whilst using Golay sequences, they were able to considerably increase the ITR
at a cost of a small sacri ce of classi cation accuracy. The resulting averaged ITR was 181 bits per
minute across 10 subjects, which they claim is the highest ITR yielded in c-VEP BCls at that point in
time.[24] Liu et al. used two Golay sequences in combination with two almost perfect autocorrelation
sequences in order to modulate 4 groups of commands. The resulting average classi cation accuracy
was 88.36% and the corresponding ITR was 184 bits per minute[25].



3 Preliminaries

This section will go into depth of the di erent types of sequences. The main focus will lie on the
generation of these codes and some of their properties.

3.1 M-sequences

M-sequences are rst mentioned in 1982 in the book shift register sequences by Golomb[26]. They are
binary codes generated through a linear-feedback shift register (LFSR) using primitive polynomials
over the Galois Field of base 2; i.e. GF(2)[10]. M-sequences consist of an equal number of ones and
zeros plus one. The run lengths of ashes in these bit-sequences follow the distribution as found in
gure 1 where 50% of events are ashes of run length 1 and for each incrementation of the run length
the occurrence halves. As can be seen in gure 1, the sequence has overall minimum autocorrelation
values for non-zero circular shifts, making it so that a single sequence can be timeshifted over the
entire length of the code where the cross-correlation between the codes is still low[10]. It is therefore
used frequently throughout c-VEP research[10].

Figure 1: Information regarding m-sequences. (top) The time series of the rst ve timeshifted
m-sequences, where a one in the bit-sequence is represented as being high in the line and a zero
as low. (bottom left) The average distribution of the lengths of events over all sequences from
the m-sequence code set. (bottom right) The cross-correlation between the sequence with index
15 of the set and all other codes of the set.

3.2 Gold

Gold codes were rst mentioned in 1967 in a journal article by Gold[27]. These codes are generated
by performing an XOR operation over two preferred m-sequences over all time delays. The combining
of two m-sequences of lengtiN createsN Gold codes of lengthN[28].

Of the resulting N sequences, 50% are balanced, meaning that there is an equal amount of ones
and zeros in the sequence one. The sequences have an acceptable auto-correlation and periodic
cross-correlation, warranting their use in c-VEP BCls as both a timeshifted sequence and as a non-
timeshifted code set. This cross-correlation between di erent Gold sequences can be found in gure 2
and an example of the cross-correlation of timeshifted versions of a single Gold sequence in gure 3.



Figure 2: Information regarding Gold sequences. (top) The time series of the rst ve Gold
sequences, where a one in the bit-sequence is represented as being high in the line and a zero as
low. (bottom left) The average distribution of the lengths of events over all sequences from the
Gold code set. (bottom right) The cross-correlation between the sequence with index 15 of the

set and all other codes of the set.

Figure 3: Information regarding timeshifted Gold sequences. (top) The time series of the rst
ve timeshifted Gold sequences, where a one in the bit-sequence is represented as being high in
the line and a zero as low. (bottom left) The average distribution of the lengths of events over
all sequences from the timeshifted Gold code set. (bottom right) The cross-correlation between
the sequence with index 15 of the set and all other codes of the set.



3.3 De Bruijn

De Bruijn sequences were introduced by de Bruijn in 1946[29]. These sequences have been used once
in the eld of c-VEP, namely in a study on simulated data by Torres and Daly[15], where they used
a primitive polynomial to recursively determine the code. The codes however can also be generated
similarly to m-sequences using a shift register. A de Bruijn sequence is a sequence which contains every
possiblen-length substring made of alphabetA with length k exactly once. In our caseA = f0; 1g,
as we need a binary bit-sequence, therefore = 2. The length of a de Bruijn sequence isk". As we
require a sequence with a length of 64 bitsn = 6.

The auto-and cross-correlation properties vary among di erent de Bruijn sequences and the cross-
correlation between the code set used in this research can be found in gure 4.

Figure 4: Information regarding de Bruijn sequences. (top) The time series of the rst ve
timeshifted de Bruijn sequences, where a one in the bit-sequence is represented as being high in
the line and a zero as low. (bottom left) The average distribution of the lengths of events over all
sequences from the de Bruijn code set. (bottom right) The cross-correlation between the sequence
with index 15 of the set and all other codes of the set.

3.4 Golay

Golay sequences are pairs of bit-sequences where each code of the pair contains as many like pairs as
the other code from the pair contains unlike pairs for each amount of separation. Two bits, located
next to each other, that have the same value are a like pair with separation one. If there were one,
two, three or more characters in between, they would be a like pair with separation two, three, four,
and so forth. If the characters were di erent, they would be an unlike pair. In gure 5 the same pair

of Golay sequences is pictured twice. On the left, with separation one, sequence A contains three
pairs of like elements and sequence B contains three pairs of unlike elements. On the right, with
separation two, sequence A contains four pairs of like elements and sequence B contains four pairs of
unlike elements. Brute force computation methods are used to compute these types of sequences[15].

These Golay sequences have excellent autocorrelation and cross-correlation properties and are used
by Wei et al. in their search for a code set with better autocorrelation properties than m-sequences[18].
They create a 64 bit length sequence by concatenating a 32 bit long pair of Golay sequences and
timeshift with delays of 4 bits, modulating a total of 15 commands. They don't mention generation,
but list the code they used[18]. From gure 6 we can see that the cross-correlation between shifted
sequences is indeed optimal for codes which are delayed by a factor of 4 bits, as the cross-correlation
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Figure 5: Golay complementary series pairs with length 10. Like element pairs of separation one
(a) and two (b). Taken from Wei et al.[18]

is lowest at these indices. For other delays, this optimal cross-correlation does not hold. From the
same gure, we can also see that an event decomposition such as those for the Gold or m-sequence
code set (where half the ashes are of length 1, a quarter of length 2, and so forth) does not hold for
the Golay code set.

Figure 6: Information regarding Golay sequences. (top) The time series of the rst ve timeshifted
Golay sequences, where a one in the bit-sequence is represented as being high in the line and a
zero as low. (bottom left) The average distribution of the lengths of events over all sequences
from the Golay code set. (bottom right) The cross-correlation between the sequence with index
15 of the set and all other codes of the set.

3.5 Modulation

In this research, each code set also has a modulated version. This means that each sequence in the
original code set is modulated in the modulated set. Modulation is done by applying a XOR operation

on each bit of the sequence with a double frequency bit clock. This means that on every bit two XOR-
operations are applied, rst with a zero as second input and then with a one as second input. Each
bit is therefore replaced with two bits, so the length of the sequence doubles. In practice, each "0' of
the bit-sequence is replaced with "01' and each "1' with "10'. The resulting bit-sequence therefore only
consists of ashes of "10', "100", "110' and "1100'. The resulting bit-sequence has a higher frequency, as
two is now the maximum run length. Additionally, the autocorrelation of the bit-sequence becomes
noisier. The impact of modulation on the code itself, the event distribution, and the cross-correlation
can be seen in gure 7.
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Figure 7: Information regarding all modulated sequences. (top) The time series of the rst ve
modulated timeshifted de Bruijn sequences, where a one in the bit-sequence is represented as being
high in the line and a zero as low. (middle) An overview of the average distribution of di erent
lengths of events per sequence over all sequences from each modulated code set. (bottom) The
cross-correlation between the sequence with index 15 of the set and all other codes of the set for
each modulated code set.

4 Methods

The experiment of this research was done in collaboration with Floris van der Wer . This section will
go into more depth on the relevant aspects of the experiment for this research.

4.1 Participants

A total of 12 subjects participated in the experiment. Of these participants, eight were female and four
were male. The ages range from 18 to 27 years, with an average of 22.25 years. The participants all
had to pass the pre-screening to make sure there were no health concerns and to obtain quali ed par-
ticipants. All participants gave written informed consent prior to the experiment and were rewarded
with payment or course credit after the experiment. The experimental procedure and methods were
approved by and performed in accordance with the guidelines of the local ethical committee of the
Faculty of Social Sciences of Radboud University.

4.2 Materials

The EEG data was recorded with 64 sintered Ag/AgCl active electrodes according to the 10{20 sys-
tem, ampli ed by a Biosemi ActiveTwo ampli er. A set of 64 gel-based electrodes was chosen in order
to obtain a high quality dataset well-suited for various research in the c-VEP domain. The data was
acquired at 2048 Hz. Pre-processing was done by rst applying a one-pass, zero-phase, non-causal
bandpass lIter provided by the MNE toolbox, with the following attributes: Windowed time-domain
design ( rwin) method, Hamming window with 0.0194 passband ripple and 53 dB stopband attenua-
tion, Lower passband edge: 1.00, Lower transition bandwidth: 1.00 Hz (-6 dB cuto frequency: 0.50
Hz), Upper passband edge: 35.00 Hz, Upper transition bandwidth: 8.75 Hz (-6 dB cuto frequency:
39.38 Hz). Afterwards, the data was sliced synchronized to the onset of stimulation. The resulting
trials range from 0.5 seconds prior to the onset to 4.2 seconds after the onset. After which the trials
were downsampled to 240 Hz. Downsampling was done after slicing to make sure the stimulus timing
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remained accurate. Artefacts created by the antialiasing Iter, end up in the 500 ms before the onset,
which get cut o causing no further in uence.

The participants’ electrocardiogram (ECG) was measured using a Polar H10 heart rate sensor.
This sensor acquires data at a sampling rate of 360 Hz. This data is not used in this research. More
information about its usage can be found in the research of Floris van der Wer [30].

The stimuli were presented on a 24-inch BenQ XL2420Z LED monitor with a resolution of 1920
O 1080 pixels, which was capped at 120 Hz. The stimuli were all designed for a 60 Hz monitor, but
using a refresh rate of 120 Hz and doubling the amount of frames in the stimuli, should decrease the
latency as the response time of the screen decreases. The screen was tted with a light sensor in the
top left corner. The top left of the screen was programmed to ash at the beginning of each trial as a
way to synchronize the EEG data to the stimuli. The participant was located at a height where their
eyes were aligned right below the top border of the screen and 60 cm from the screen, in order to
make sure the viewing angle was standardized across participants. The room's only light source came
from the LED lighting which was adjustable to eight di erent intensities. It was kept at intensity four
for all participants. The participants were faced with a four by eight (four rows by eight columns)
speller grid, made up out of 32 cells. The cells in this grid were used to present the bit-sequences
to the participants. A one was presented by making the cell white and a zero by making the cell
black. The cells were a size of three by three centimetres and had a space of 0.5 centimetres around
them. In these cells, a character was displayed, of which the text box was also three centimetres
big, in the same colour grey as the grid around the cells. An additional cell was located in the top
left of the screen, which turned white at the start of a stimulus. This was done in order to create a
synchronization signal via an optosensor to mark the onset of a stimulus in the EEG data.

4.3 Codes

The cells of the grid all ashed according to a speci ¢ bit-sequence, where a one represented the cell
being white and a zero representing a cell being black. We generated ten sets of 32 codes, one code
set for each condition. These were eight timeshifted sequences: m-sequences, modulated m-sequences,
Gold codes, modulated Gold codes, de Bruijn codes, modulated de Bruijn codes, Golay codes and
modulated Golay codes. In addition to two non-timeshifted sequences: Gold codes and modulated
Gold codes. What these sequences are and how they are selected will be discussed in this subsection.

4.3.1 M-sequences

A single m-sequence with a length of 63 bits was generated using the primitive polynomial found in
equation 4.1[26].
f(x)=1+ x+ x° (4.1)

By shifting this sequence two bits 31 times, we obtain 31 timeshifted versions of the original sequence.
In addition to the original sequence, this is su cient to modulate all 32 characters. The rst ve
codes can be found in gure 8

Figure 8: The time series of the rst ve timeshifted m-sequences, where a one in the bit-sequence
is represented as being high in the line and a zero as low.

4.3.2 Gold

For the generation of the Gold codes, rst a preferred pair of m-sequences with a length of 63 bits
was generated, of which the rst was also the m-sequence used earlier and the second was generated
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using the primitive polynomial found in equation 4.2.

S+ xb (4.2)

f(x)=1+ x+ X2+ X
These two m-sequences are combined with an XOR operation at every time-interval[27]. This resulted
in a set of 63 sequences, all with a length of 63 bits. O cially the two original m-sequences should
be added to this set[31], but, as there is already a su cient number of sequences to modulate all 32
characters and the research aims to nd di erences between the code sets, these two sequences will not
be used as a way to maximize the possibility of nding di erences. Of these 63 sequences, 13 contain
runs with a run length longer than 6 bits. These sequences will not be used either, as this would
introduce a di erence between the building blocks of the Gold sequences and the other sequences. Of
these remaining 50 sequences, 39 possessed the same balanced property as the m-sequences, making
them more suitable for comparison as possible found di erences could not be explained by their
di erent balances. The 39 sequences were further reduced by taking the rst 32 as there should be
no notable di erences among the set. The rst sequence of the 32 was used to make the timeshifted
Gold sequences, where the timeshifting was done in the same manner as the m-sequence. All 32 Gold
sequences used for this experiment are shown in gure 9, including the timeshifted variant at index
zero. Figure 10 shows the rst ve timeshifted Gold sequences.

Figure 9: The time series of the Gold sequences, where a one in the bit-sequence is represented
as being high in the line and a zero as low. The Gold sequence used for timeshifting can be found
at index 0.

Figure 10: The time series of the rst ve timeshifted Gold sequences, where a one in the bit-
sequence is represented as being high in the line and a zero as low.
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4.3.3 De Bruijn

A single de Bruijn sequence with a length of 64 bits was generated using a primitive polynomial[29].
Additionally, they can be created using computational methods. In this research, the sequence was
generated using a translation of the code by Eviatar Bach.

By shifting this sequence two bits 31 times, we obtain 31 timeshifted versions of the original
sequence. In addition to the original sequence, this is su cient to modulate all 32 characters.

Figure 11: The time series of the rst ve timeshifted de Bruijn sequences, where a one in the
bit-sequence is represented as being high in the line and a zero as low.

4.3.4 Golay

For the Golay sequence[32], a 64 bit length bit-sequence from the c-VEP BCI research by Wei et al. is
taken[24]. In their research, they make use of two Golay sequences and do not mention any di erence
between them. Therefore, we take the rst one. This sequence contains runs of lengths one through
four and a total of 16 ashes. By again shifting this sequence two bits 31 times, we obtain su cient
sequences to modulate all 32 characters. The rst ve sequences are shown in gure 12.

Figure 12: The time series of the rst ve timeshifted Golay sequences, where a one in the bit-
sequence is represented as being high in the line and a zero as low.

4.3.5 Modulation

All the above-mentioned sequences were modulated to generate the nal 5 code sets. The modulation
was done according to the methods described in section 3.5. The resulting sequences are doubled in
length, resulting in bit-sequences with a length of 126 bits (m-sequence, Gold, Gold timeshifted) or
128 bits (de Bruijn, Golay). As we keep the presentation rate at 60 Hertz, these sequences will take
twice as long to present as the not modulated variants. The rst ve sequences of each modulated
sequence can be found in gure 13.

4.4 Experiment
The overview of the experiment can be found in gure 14. This subsection will describe the course of
the experiment in a block by block manner.

4.4.1 Brieng

The experiment was started with a brie ng to the participant. In advance, they received instructions
about what was expected of them during the experiment and what preparations they could take, such
as washing their hair. Additionally, a more general EEG-experiment instruction le was shared.
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Figure 13: The time series of the rst ve sequences of each modulated code set (de Bruijn, Golay,
Gold, Gold timeshifted and m-sequence), where a one in the bit-sequence is represented as being
high in the line and a zero as low.

Figure 14: An overview of the outline of the experiment containing the names, order and length
of the individual blocks.
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4.4.2 Resting state

The rst step of the experiment is for the participant to perform the resting state block. They are
asked to xate on the centre of the screen, where a cross is located (see gure 15), and to not move.
EEG-data is measured for 2 minutes. This is repeated once, now asking the participant to close their
eyes, whilst still not moving and attempting to xate on a single point.

4.4.3 Fixation

The next block is the xation block. The participant is again asked to xate on the cross located at

the centre of the screen (see gure 15), and to not move. When the experiment starts, the square
surrounding the cross will start ashing. These ashes are of length one, two, three, four, ve and
six frames at 60 frames per second. These six ashes are randomized using a Balanced Latin Square,
of which two are put behind each other and a single ash of length one is appended. Each of these
individual ashes are followed by a 250ms o -period in addition to a uniformly random Oms to 250ms

o -period. This 0 period of 250ms to 500ms is chosen in order to minimize the e ects of overlapping
EEG-responses between the ashes. Each trial therefore averagely took (2(1+2+3+4+5+6) +
1)=60+12 (0:250+0:500)=2 = 5:2167seconds. There was a two second inter-trial time between each
trial for the participants to blink. Each trial was repeated 90 times, with a short break after 45 trials.

Figure 15: The stimulus on the screen for the resting state block and the xation block. During
the xation block, the white area surrounding the cross would be black and ash white according
to the underlying pattern.

4.4.4 Grid

In this block, every combination of character and bit-sequence occurs once. Therefore, there are
32 trials for each bit-sequence and 10 trials for each character, resulting in a total of 320 trials for
each participant. These trials were all scrambled using a Balanced Latin Square, with a size of the
amount of codes, to prevent order or carry-over e ects. This method makes sure that each condition

is presented the same number of times and that each condition follows each other condition the same
number of times. This square is repeated as many times as necessary to contain every code and every
character, and the resulting order is circularly shifted for each participant. This sequence of 320 trials

is split up into 8 sub-blocks, which each contain 40 trials. These conditions are lled in with targets in

a pseudo-random manner, to make sure that every 32 trials contain each target in a pseudo-random
fashion. These sub-blocks are presented individually to the participant, after which they can shortly
rest before continuing with the next sub-block. During a single trial, the target is cued by making the
square surrounding a single character green for 800ms, as can be seen in gure 16. The participant is
asked to xate on the cued character and to keep xating on that character, after which each of the

32 characters will ash according to the accompanied bit-sequences for 4.2 seconds, of which a still
image can be seen in gure 17. During these 4.2 seconds, the not modulated sequences are presented
four times at 60 Hertz and the modulated sequences are shown twice at 60 Hertz as a way to keep
the trial time constant while compensating for the doubled length of the modulated sequences.
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Figure 17: The ashing of the trial
(4.2 seconds). All the cells will ash

Figure 16: The cueing of the trial black and white according to the un-
(800ms). The participant is asked to derlying pattern whilst the partic-
keep xating on the cell that turned ipant keeps xating on the target
green. from the cueing phase.

4.45 Resting state

The resting state block from earlier in the experiment is repeated.

446 Attention

In the attention block, the SART task is used to measure the participants' attention. The SART
task is taken from the psytoolkit website, where more information about this task can be found.
(https://lwww.psytoolkit.org/experiment-library/sart.html)

447 Comfort

For the nal part of the experiment, all 10 conditions from the c-VEP block are presented one by one
to the participant. They are asked to input the level of eye strain experienced by entering a number
from one to seven on a keyboard. With one not being tiring at all and seven being very tiring. The
participant could optionally repeat the condition.

4.4.8 Debrieng

At the end of the experiment, the EEG equipment is removed, any remaining questions about the
experiment are answered, and the participant is compensated for their participation.

4.5 Analysis

The experiment leads to a large amount of data, which is not all relevant for the aim of this project.
Therefore, only the data that results from the grid and comfort block is used for this analysis, since
these parts of the experiment contained a multitude of bit-sequences. An analysis of the other blocks
can be found in the research of Floris van der Wer [30]. This section will go into depth about the grid
block of the experiment, explaining two di erent analysis possibilities and their optimizing algorithm.

The data, resulting from the grid block of a single participant, is a collection of 8 segments of 64-
channel EEG responses. Each of these segments, of roughly three and a half minutes, is preprocessed
according to the preprocessing methods described in subsection 4.2. Afterwards, the data associated
with the trials, the trial labels and the underlying codes are extracted. Resulting in matrix X 2 R&™t,
vector y 2 R! and matrix V 2 R™! respectively, wherec is the amount of channels,m the amount of
samples andt the amount of trials.

In order to increase the SNR of the EEG data, a spatial lter is applied. The spatial Iter, w 2 R€,
is a vector with weights for each channelc. This spatial Iter is applied to X, the data of a single
trial:

X =w”X (4.3)
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The resulting vector x 2 R™ is the weighted sum of all the channels. This spatially Itered data is
used to assign the correct label to the data.

In order to perform this classi cation, we want to compare the spatially ltered data x with
templates we calculate for each code. We therefore need a template 2 R™ for every possible class
a trial can belong to. In this experiment there are 32 classes and thus 32 templates 2 R™!,
To compute how similar the templates T are to the spatially Itered data x, we use the Pearson's
correlation, of which the equation can be found in equation 4.4.

X7t
Y = argmax; ———— (4.4)
XZX t7t;

The result of this equation is the template t; where the correlation is highest. Which allows us to
assign the template's accompanying class label to the recorded EEG data.

The predicted template responses for the di erent trials need to be generated in order to compute
the correlation. One way to do this is by simply calculating an averaged response for each class. This
is computed according to equation 4.5.

1 X
Ti= — X ji (4.5)
J
i
where T; 2 R®™ is the average EEG response an& ; 2 R®™ with j = 1;:::;J are the single trials,

where all responses belong to the same class In order for these templates to perform as good
as possible, the amount of noise needs to be minimized. Su cient noise reduction requires a large
amount of recorded data for the same class to average on, extending the time required for the setup
of the BCI speller.

A di erent method that reduces the need for a large amount of training data is introduced by
Thielen et al.[16]. They propose to use the responses to single ashes to generate templates used for
classi cation. The method they use for this is called reconvolution. This paradigm relies on the fact
that a code is essentially a combination of events. These events are the di erent duration of ashes in
a code. For modulated codes, this entails only two events: short ashes (‘10" or '100') and long ashes
(C110' or "1100". Because the averaging of the response is now done on the level of events, we have
much more data to retrieve the average response from. With the average response of a single event,
we can, by assuming linearity in the response of the brain, model a template response for a specic
code by adding up the timeshifted responses to the individual events, which is called convolution.
The process of acquiring the response to a single event is called deconvolution.

In deconvolution, the bit-sequenceV 2 R™ of a single trial is used to generate an event matrix
V 2 R®M which is a matrix where for each type of event is denoted at what sample it occurs.
Examples of events are di erent lengths of ashes, or contrast events, which consists of two events:
switching from black to white and switching from white to black. This event matrix is then used to
compose the structure matrix M 2 R® "™ where for type of event in the event matrix not only the
sample of the onset of the event is denoted, but also anothdramount of rows where the event onset is
delayed by one sample for each row. This structure matrix contains information about when certain
events happen and how they overlap.

The dot product of this nal structure matrix and the temporal lter M~ r = t”, results in one
of the templates, which is used to compute the correlation with the spatially Itered data. Doing
this for all bit-sequences results in the set of templates. These templates, in combination with the
spatially ltered data, allow us to compute the correlation between the templates and the data and
therefore hopefully predict the correct character.

The spatial lter and temporal Iter are both optimized using canonical correlation analysis
(CCA). These two lters are optimized by maximizing the correlation between the spatially ltered
data of the training set and the generated template of the same class. This is done by appending all
the structure matrices from the corresponding training data in the same order as the training data,
concatenating the trials of EEG data into S 2 RS™ k and applying CCA as denoted in equation4.6
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w>SM~r

max W S;r’M =p
wir

Figure 18: A graphical representation of reconvolution. EEG dataX 2 R%™ (top left) of a
single trial is tted with a spatial Iter w 2 RS! (top middle), resulting in spatially Itered
data x 2 RY™ (top right). Structure matrix M 2 R®™ (bottom left) of a single bit-sequence is
combined with temporal Iter r 2 R®! (bottom middle), resulting in template t 2 RY™ (bottom
right). Canonical correlation analysis (CCA) is used to adaptw and r, in order to maximize the
correlation betweenx and t. This graphical representation depicts EEG data of eight channels,
whilst 64 channels were used in this experiment. Figure taken from Thielen et al.[33]

"WSSW MM >t
wherew 2 R%! is the resulting spatial Iter, and r 2 R®? the resulting temporal lter.
A graphical representation of reconvolution can be found in gure 18.

(4.6)

The decoding algorithm for each code was trained and validated using chronological cross-validation
with four folds resulting in 24 trials for training and 8 for testing. The decoding algorithm was trained
on the 24 training trials and the accuracy was calculated on the 8 testing trials using equation 4.7.
The trial size used for predicting the class of a code was incremented in steps of 0.1 seconds, storing
the accuracies reached in each fold, resulting in four accuracies for each trial for each trial size from
a trial size of 0.1 seconds to a trial size of 4.2 seconds. Additionally, the trial size it took each code
to reach an accuracy of 95% was stored. This trial size was then used in the same cross-validation
method to decode the test trials and compute the accuracy, which, in combination with the trial size,

allowed us to compute the ITR using equation 4.8 and equation 4.9.

_ number of correct classi cations
total number of classi cations

where 0 P 1 is the accuracy.

1 P
B =log,N + Plog, P +(1 P)I092N 1

ITR =60=T B

where ITR 2 N is the information transfer rate in bits per minute.
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5 Results

This section will go into the results obtained from the copy-spelling part of the experiment described
in section 4.4.4 using the analysis described in section 4.5. Additionally, the ratings of the di erent
conditions obtained in the comfort part described in section 4.4.7 will be described. In the gures
throughout this section, abbreviated names of the code sets will be used. Timeshifted code sets are
recognized by the ending in \.s" and modulated code sets by starting with an \mi. The modulated
m-sequence code set will therefore becomenimsecs”

5.1 ITR

Training and applying the classi er according to subsection 4.5 and calculating the accuracy, gives
us an accuracy value for each combination of participant Nparticipants = 12), code (Ngoges = 10),
fold (Nfoigs = 4) and trial size (Nsegments = 42). Plotting the accuracies averaged over participants
where the trial size is 2.1 seconds, the length of one modulated sequence or double the length of a not
modulated sequence, gives us the accuracies found in gure 19.

Many of these accuracies are relatively close to 100% making distinguishing di erences di cult.
Therefore, the decoding curve found in gure 20 is plotted. In this gure, the average accuracy of
each code set is plotted for each trial size, showing how well a code set performs for each trial size.

In the decoding curve, di erences between codes can be seen, but also a large variance between
participants can be found. Therefore, the ITR is calculated (using equation 4.8 and equation 4.9)
by obtaining the trial size it took the decoding algorithm to obtain an accuracy of 95% for each
participant and each code, making sure to take into account the inter-trial time. These ITRs are
plotted in gure 21.

Additionally, the ITR is calculated using each trial size and its associated accuracy. This allows
us to plot the ITR over the sizes of the trial, resulting in gure 22. From this gure, we can see
that the maximum ITR of some code sets is reached earlier than the 95% threshold. Meaning that
the potentially highest ITR does not have to occur at the 95% accuracy threshold. We therefore
compute the maximum ITR of each code set by nding where the ITR of a code set, averaged over
all participants, is highest. This is plotted in gure 23. In this gure, a di erence between modulated
and not modulated codes can be seen.

To study this e ect further, two groupings are made, one with the modulated code sets and one
with the not modulated code sets. The average of the maximum ITRs per type of code set are plotted
in gure 24. In this gure, the distinction can be seen more clearly. To test whether not modulated
code sets result in signi cantly higher ITRs than modulated code sets, a statistical test is performed.
According to a normal test, the hypothesis that both the modulated data and not modulated data
follow a normal distribution can not be rejected (p = 0.200 and p = 0.125). Therefore, a dependent
t-test can be performed between these conditions (not modulated: 122.8 modulated: 111.4). This
reveals that not modulated codes have a signi cantly higher ITR than modulated codes p = 0:0411).

The di erences between the maximum ITR of code sets can be seen more clearly when the ratings
from modulated and not modulated versions of the same code set are combined and grouped. The
result of this grouping can be seen in gure 25. To test whether there are signi cant di erences
between the code sets, a normal test is performed. From this test, the hypothesis that the results
from the Gold code set follow a normal distribution can be rejected p < 0:01). Therefore, a dependent
t-test cannot be performed using this data, warranting the use of a two-sided Wilcoxon signed-rank
test. This test is performed across all codes to remain consistent in the statistical tests. The resulting
p-values can be found in table 2. For the dierence to be signi cant, the p-values would have to
be lower than a determined threshold ( = 0:05). Because multiple comparisons are performed, a
Bonferroni coe cient needs to be taken into account[34], meaning that the p-values would have to
be lower than 005=10 = 0:005 in this scenario, as ten tests were performed. In this case, none of the
values provide proof that there is a signi cant ITR di erence between the di erent codes.
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Figure 19: Overview of the average accuracies by all 12 participants. The accuracies are taken at
a trial size of 2.1 seconds and are averaged over the folds. The average accuracy of each code set
is plotted as a bar, and each individual participant is plotted in a single colour as a dot.

Figure 20: Decoding curve of accuracy of each code set. The average accuracies are plotted
against the trial size. The accuracies are averaged over the folds and over the participants. Each
individual line is a code set and the lled in area's surrounding a line are one standard deviation
between the subjects. The lines are no longer plotted, after reaching an accuracy of 95%. The
lines of modulated codes are dashed. The lower gure zooms in on the data from the top gure,
as can be seen on the axis.

Code type De Bruijn Golay Gold Gold timeshifted M-sequence
De Bruijn N/A 0.218 0.083 0.966 0.069
Golay 0.218 N/A  0.024 0.159 0.768
Gold 0.083 0.024 N/A 0.184 0.010
Gold timeshifted | 0.966 0.159 0.184 N/A 0.016
M-sequence 0.069 0.768 0.010 0.016 N/A

Table 2: p-values resulting from the two-sided Wilcoxon signed rank test between the maximum
ITRs of each code type.
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Figure 21: Overview of the ITR by all participants at the point where the decoding curve crosses
95%. The ITRs are averaged over the folds. The average ITR of each code set is plotted as a bar,
and each individual participant is plotted in a single colour as a dot.

Figure 22: Decoding curve of ITR of each code set. The average ITRs are plotted against the
trial size. The ITRs are averaged over the participants. Each individual line is a code set and the
lled in area's surrounding a line are one standard deviation between the subjects. The lines of
modulated codes are dashed.

23



Figure 23: Overview of the maximum ITR. The maximum ITRs of one trial size averaged over
all participants is plotted as a bar, and each individual participant's ITR with that trial size is
plotted in a single colour as a dot.

Figure 24: Overview of the ITR by all participants. The ITRs are averaged over the folds. The
average ITR of each code set is plotted as a bar, and each individual participant is plotted for
each code set in a single colour as a dot.
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