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Abstract

Pancreatic ductal adenocarcinoma (PDAC) has the lowest 5-year survival rate of all cancer
types and is accompanied by challenges at every step of the patient’s pathway. There has
been an increase in AI research to advance cancer care, however, as PDAC has a lower inci-
dence than other forms of cancer, it is not as well-researched and there is an absence of proven
prognostic biomarkers for PDAC. This project aimed at investigating the prognostic value of
combining AI-based image biomarkers from histopathological images of patients with PDAC
when predicting overall survival. Several algorithms were used to quantify these biomarkers
from whole-slide images (WSIs) and they have previously been found to be individual prog-
nostic factors. As these algorithms required segmentation masks of several tissue types, this
project attempted to improve the segmentation performance of an existing multi-tissue seg-
mentation baseline by retraining this baseline. The retrained multi-tissue segmentation model
achieved a similar performance with less variance when using a smaller and more efficiently
trained model. In addition, the retrained model showed better generalization than the baseline
on unseen data. The resulting masks were then given to the biomarker extraction algorithms
to attempt inferring informative features. These biomarkers could finally be used, with a Cox
regression and a logistic regression model, for survival prediction. The findings indicated that
using a combination of AI-based image biomarkers does not outperform logistic regression
models trained on one of these biomarkers for predicting PDAC survival. Our survival analysis
did show promising potential for using mitosis density as a potential prognostic biomarker for
pancreatic cancer with statistical significance.
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1 Introduction

Pancreatic cancer is the third leading cause of cancer deaths and has the lowest 5-year relative
survival rate [1]. The most common and aggressive form is pancreatic ductal adenocarcinoma
(PDAC) [2]. Most patients with PDAC get diagnosed with advanced stages as the symptoms
are mostly unspeci�c in early disease stages and patients often get misdiagnosed with diseases
that have similar symptomology [3]. Another challenge of PDAC is its unreliable o�cial stag-
ing protocol, as patients with the same stage often present di�erent developments and di�erent
survival prognoses. At present, AI is being researched and used to advance cancer care. How-
ever, as the incidence of PDAC is lower than other cancers, PDAC is not as well-researched
and has less patient data available than for example breast cancer. As there is an increase of
1% annually in the incidence of PDAC in the US [1] and an absence of proven diagnostic and
prognostic biomarkers, there is a clear need for advancing PDAC care.

Pathology departments commonly use digital imaging, which started with obtaining static
images by camera to the development of slide scanners which allow for entire glass slides to
be imaged, i.e., whole-slide images (WSIs), that can be explored in a comparable way to
the conventional microscope [4]. Whole-slide imaging has enabled the application of AI in
digital pathology [5] and these images can be evaluated beyond traditional histopathological
assessment [6]. A recent review identi�ed several research directions to advance PDAC care in
digital pathology, such as there needs to be a shift from radiomics AI to deep learning models,
there is an urgent need for an increase in good quality data, and that multimodal AI for PDAC
should be explored to discover meaningful patterns and to build robust prediction models [7].
They emphasize in their review that the latter point would be bene�cial for a complex and
heterogeneous disease such as PDAC and that such AI models for PDAC diagnosis would be
fundamental to advancing AI research at all steps of the patient pathway.

Biomarkers are de�ned characteristics that are measured as an indicator of biological or
pathogenic processes [8]. There are di�erent types of biomarkers, such as diagnostic biomark-
ers, that are used to detect or con�rm the presence of a disease, and prognostic biomarkers,
which are used to identify how likely disease recurrence or progression is in patients with a
disease [9]. Several deep learning models have been developed to advance cancer care by au-
tomatically extracting or quantifying biomarkers from histopathological images. Li et al. [10]
investigated the prognostic impact of the tumor-stroma ratio (TSR) and they indicated that
TSR provides independent prognostic information complementary to the TNM staging, i.e., the
most used method for PDAC staging, with a Cox regression analysis. The results also showed
that TSR evaluation is a reliable evaluation method for classifying patients with PDAC into
subgroups. Lastly, they demonstrated a reliable computerized scoring system which simpli�es
TSR assessment and may facilitate routine TSR diagnostics in histopathology reports. How-
ever, their study has several limitations as the pathology techniques they used complicated the
possibility of external validation and only a small number of patients were evaluated via their
computer-aided method. Following the identi�cation of TSR as an independent prognostic
factor, a study by Vendittelli et al. [11] introduced a pipeline for automatic TSR quanti�-
cation that could extract this prognostic feature for PDAC. Another automatically extracted
biomarker is proposed in the study conducted by Saillard et al. [12] that proposed PACpAInt,
i.e., a multi-level AI-tool to predict PDAC molecular subtypes of both tumor and stromal cells
based on routine histological preparation. This research was inspired by a (partial) correlation
between the tumor cell architecture and the tumor cell transcriptomic subtypes in primary re-
sected tumors. PACpAInt reduces the need for highly trained pathologists and manual analysis
that such an approach would need and reduces the frequency at which RNA-sequence analy-
sis is performed, which is a costly and lengthy procedure. Their approach relies on existing
deep-learning techniques that have proven to be useful in a variety of tasks. This tool is an
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example of using deep learning to extract an independent prognostic factor from imaging that
can be correlated with survival, as subtyping can give insight into the prognosis as well as the
e�ect of treatment. However, the task of survival prediction of PDAC is far more complex than
just using one prognostic factor. In addition, a network called HoVer-Net was proposed that
simultaneously segments and classi�es nuclei instances in histology images [13]. It was trained
on datasets of di�erent types of cancer and it contains a shared feature extraction, that is then
used in three separate branches of the model. This study showed that it has great generali-
sation capability as it successfully generalised for new organs and for di�erent centres, which
deal with variation in nuclei shapes and staining respectively. However, they argue that their
datasets contain an imbalance and that further research should involve more miscellaneous
nuclei, including mitotic nuclei. An alternative approach to extracting biomarkers speci�cally
for PDAC is �nding inspiration in biomarker extraction algorithms that are developed for other
cancer types. Tellez et al. [14] proposed a novel method for whole-slide mitosis detection in
H&E breast cancer histology. They mention in their paper that they think that their data
augmentation approach in combination with ensemble learning could bene�t other inference
applications despite the tissue type. This could thus be adapted to work for mitosis detection
in pancreatic tissue, which could be used for diagnostic purposes.

Previously, there has been some research related to the prognostic impact of combining
biomarkers. For example, in lung cancer, it had been found that combining three modest
genetic biomarkers improved the prediction of treatment response [15]. Furthermore, Zhai
et al. [16] have concluded that combining image biomarkers for head and neck cancer in
combination with clinical parameters resulted in improved prognostic performance of their
overall survival prediction models. Even in PDAC the prognostic value of combining biomarkers
has been studied. Kruger et al. [17] found that combining biomarker panels improved diagnostic
accuracy in PDAC. Another study validated the prognostic signi�cance of combining a panel
of tumor immunohistochemical biomarkers in resected PDAC patients and they demonstrated
that a panel of three biomarkers is able to stratify patients into separate survival groups [18].
However, these studies do not concern AI-based imaging biomarkers, which have been gaining
traction in research as demonstrated earlier.

It became evident from the studies above that combining AI-based image biomarkers, es-
pecially those that have independent prognostic value, could be valuable for advancing PDAC
care. That is why this research aims to validate the prognostic value of AI-generated biomark-
ers in histopathological whole-slide images of pancreatic tissue from patients with PDAC and to
predict overall survival based on the combination of these biomarkers. The following research
question was developed:What is the prognostic impact of combining AI-based biomarkers ex-
tracted from histopathological images of patients with PDAC?. In this project, image-based
biomarker algorithms for TSR evaluation [11], HoVer-Net [13], and mitotic detection [14] are
used together with the image-based biomarkers the tumor-to-tissue ratio, resection margin
status. In the survival analysis, these biomarkers are combined with clinical information to
investigate the combined prognostic value for overall survival prediction for both short term
and long term survival for patients with PDAC.
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2 Materials and methods

This project aims to combine AI-based biomarkers to predict PDAC survival. To achieve
this, the study contains two phases: a biomarker extraction phase and a survival analysis
phase. This section �rst describes the datasets that are used. Then, as the algorithms used
in the biomarker extraction phase make use of masks in addition to their input image, mask
segmentation and the retraining of a multi-tissue segmentation model are explained. Once the
necessary masks have been obtained, this section continues to outline the �rst phase in detail
and its evaluation. Lastly, the approach of the second phase is speci�ed, which analyses the
prognostic impact of the biomarkers on survival.

2.1 Data

For this project, four di�erent datasets of patients with PDAC were available for training and
evaluation of the overall survival prediction model. Each dataset contains WSIs of resected
tissue from patients diagnosed with PDAC, survival information, and other clinical informa-
tion such as age, gender. The datasets that are included are two publicly available datasets,
from The Cancer and Genome Atlas (TCGA) and the Clinical Proteomic Tumor Analysis
Consortium (CPTAC), and two private datasets, from Radboudumc and Centro Nacional de
Investigaciones Onc�ologicas (CNIO). All the data were fully anonymized before access was
granted and the ethics committee waived the requirement for informed consent. Each dataset
is described in more detail in the following sections.

The Radboudumc dataset, TCGA-PAAD dataset, and CPTAC dataset were used for
biomarker extraction. The WSIs from these datasets were used to acquire the AI-generated
biomarkers. Consequently, the biomarkers were used as training data for the overall survival
prediction model. To account for the variation in scanners and staining, this project makes
use of data from di�erent centres to optimize generalization of the overall survival prediction
model.

2.1.1 TCGA-PAAD

The TCGA program is a joint e�ort that aims at characterizing cancer at a molecular level
by making cancer data publicly available for anyone in the research community. We selected
the PAAD dataset from TCGA [19], which consists of WSIs from PDAC patients along with
corresponding clinical data. This dataset was originally collected from multiple institutions
and we included WSIs from 161 di�erent patients. In later sections, this dataset is referred to
as the TCGA dataset. Image dimensions vary signi�cantly, ranging from (15347Ö 15243) to
(197207Ö 84805) at a pixel spacing of 0:25� m.

2.1.2 CPTAC-PDA

The CPTAC initiative integrates large-scale proteomic and genomic analyses to improve cancer
diagnosis and treatment. We selected the PDA-v8 dataset from CPTAC [20], which contains
WSIs from 128 PDAC patients. This dataset is later referred to as the CPTAC dataset. The
image dimensions vary but all are scanned at a spacing of 0:5� m.

2.1.3 Radboudumc

One dataset was provided by Radboudumc, which contains WSIs from 122 di�erent patients
who underwent pancreatic surgery after the year 2000, with each image representing the slide
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with the largest tumor area. This study had been approved from the local ethical committee
of Radboudumc. Images size were all (272128 x 294144) at spacing 0:25� m.

2.1.4 CNIO

For the external validation of the survival prediction model, the private dataset from CNIO,
Madrid is selected. This dataset contains WSIs from 140 di�erent patients, however, only 110
images are available for processing. As our study focuses on resected PDAC patients, this
reduced the number of images included to 74 images. For this dataset, eligible cases were
patients who are older than 18 years with a con�rmed diagnosis of PDAC between 2009-2018
are included. All subjects were informed about the study's aim and protocols, and written
consent was obtained from all of them. Images dimensions vary from (27590 x 27144) to
(229442 x 110548) at 0:5� m.

2.1.5 Data preprocessing

The models that are used in the upcoming sections take as input images with either the
extension.tif or .mrxs , whereas most of the data that is used are a di�erent extension, i.e.,
.svs . Therefore, the data had to be converted to the preferred extension. The conversion
was performed via the convert python �le of the automatic TSR code1. This conversion is
performed in such a way that there is minimal to no information loss. As the algorithms
take images with a pixel spacing of approximately 0:25� m with a spacing tolerance of 0:25,
all images are converted to have this speci�c spacing at level 0. For the CPTAC dataset, this
means that the images have to be zoomed to get to this spacing as their initial pixel spacing
at the lowest level is approximately 0:50� m and thus gets rejected by the algorithms. For the
CNIO dataset, it means that the images have to be zoomed in to match the relevant pixel
spacing and the amount of color channels have to be adjusted from 4, which corresponds with
ARGB, to 3 channels which corresponds to RGB. This is also a requirement from the algorithms
and should therefore be followed. One image in the CNIO dataset has been excluded due to
failure to meet these requirements.

2.2 Mask segmentation

WSIs are large images with only a relatively small region of interest, i.e., the tumor, and
therefore the images should be segmented before extracting biomarkers. Figure 1 shows such a
WSI in which it becomes apparent that the tissue has to be segmented from the whole image,
also known as tissue-background segmentation. Then as there are a large amount of di�erent
cells visible in the image, the tissue will be segmented into multiple classes that are present in a
pathological slice: stroma, fat, lumina, muscle, granulocytes, mucus, healthy epithelium, tumor
epithelium. For this project, only the classes stroma and tumor epithelium are of interest as
these are speci�cally used for the selected biomarker quanti�cation algorithms. The underlying
segmentation model for the multi-tissue segmentation depends on the comparison between the
retrained model and the original segmentation baseline, which will be discussed in the next
section.

To segment the tumor and create a mask of the tumor, the alpha hull algorithm is applied
to the multi-tissue mask for the tumor epithelium class. The alpha hull algorithm is a gener-
alization of the convex hull algorithm [21], which is an algorithm that �nds the convex hull,
i.e., the smallest enclosing convex polygon containing a set of points. The alpha hull makes

1https://github.com/DIAGNijmegen/automatic-tsr-quantification-for-pdac/blob/main/code/
convert.py
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use of the parameter� which represents that the angles in the polygon are less than or equal
to 180 + � degrees [22]. This project makes use of the empirically determined alpha value of
0:038 that was found in Vendittelli et al. [11], as this project makes use of their alpha hull
implementation. After the alpha hull, the resulting annotations are converted to mask �les.
Several images in the TCGA and CPTAC datasets contain very small tumor clusters in their
multi-tissue masks and a tumor mask could therefore not be created for these images.

Figure 1: Example of a WSI from the TCGA dataset.

With the provided datasets, a set of tumor masks for the Radboud dataset is already available,
and these are to be used. However, this does not mean that the segmentation of the tissue
mask and the multi-tissue mask are redundant, as these are still necessary for automatic TSR
quanti�cation.

2.3 Multi-tissue segmentation

This project used a multi-tissue segmentation model to segment the needed masks from the
WSIs. Image segmentation refers to partitioning an image into multiple regions to simplify the
representation into regions that are meaningful for a certain task [23]. The initial model, de-
veloped by Vendittelli [11], was a baseline and is therefore retrained for potential improvement.
This model is further referred to in this section as the baseline. This is of importance as this
model is the basis for segmenting masks that will be used as input for the existing biomarker
extraction models. Retraining is done with the same training data as the original model but
with adapted data augmentations. The retrained model makes use of a U-Net architecture [24],
which is a popular architecture in segmentation tasks as it contains a contracting path that
captures the context and an expanding path that enables precise localization, which outputs
a segmentation map. In addition, it makes use of skip-connections that puts details back into
context. U-Net gets its name from its shape, as it is shaped like a U as seen in Figure 2.

The multi-tissue segmentation model has a pre-trained E�cientNet-B0 backbone [25], which
is an architecture that uses compound scaling to improve performance. It has been observed
that scaling a network up improves accuracy, but the accuracy gain reduces for larger models.
Here, compound scaling refers to uniform scaling network width, depth, and resolution with
the usage of a compound coe�cient. The E�cientNet-B0 backbone has been pre-trained on 4
million input images from ImageNet and was also used in the baseline. ImageNet is a database
that consists of natural color images [26] and is not a medical dataset. Using ImageNet helps
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Figure 2: U-Net architecture as presented in the original paper [24].

with creating a starting point for extracting basic meaningful features from images. Note that
the architecture of the trained model does not deviate much from the baseline, as the only
di�erence is the use of U-Net instead of U-Net++ [27]. The main reason for this di�erence is
to investigate the performance of a smaller model, which is the case for U-Net in comparison
to U-Net++ as the latter makes use of more learnable parameters due to the redesigned skip
pathways that aim to reduce the semantic gap between feature maps of sub-networks.

As this is a deep learning model, training requires a large amount of data samples, whereas
the amount of medical data is rather small. There are several approaches to mitigate this
issue. One approach is transfer learning, which allows learning on large (more easily obtained)
datasets outside this domain, in this case, outside the medical domain [28]. Another approach
is the use of data augmentation, which enhances the size and quality of a smaller dataset by
creating variations of each sample [29]. Both transfer learning and data augmentation are used
in this experiment. Transfer learning is applied through the pre-trained backbone. When using
WSIs, models are trained on patches, i.e., subsections of the WSI. Patches are bene�cial as
they require less memory during training than at pixel-level training and a sampling strategy
could be applied to control the class balance in the dataset. These patches were augmented
with a selection of transformations that have been used in the studies [11], [13], [14], which
are horizontal and vertical 
ipping, Gaussian blurring, rotations, brightness adjustment, and
contrast adjustment. Notice that the only di�erence in the augmentations with the baseline
training is that rotations are added. This experiment aims to investigate the usage of a smaller
model that has been trained in a more e�cient way than the baseline.

The training set-up is the same as the baseline training setup, i.e., the model is obtained
from the 5-fold cross-validation over the original training dataset with a Lov�asz loss and a
learning rate scheduler, which starts with a learning rate of 0:0001. The Lov�asz loss is used for
multiclass semantic segmentation that optimizes the mean intersection-over-union loss based
on the convex Lov�asz extension [30]. This loss function is computed as follows:

� Jc (y
� ; ~y) = 1 �

jf y � = cg \ f ~y = cgj
jf y � = cg [ f ~y = cgj

where the fraction represents the Jaccard index, i.e., the ratio of the intersection between the
ground truth mask and the evaluated mask over the union of the two masks. Having the same
training setup as the baseline helps identify any performance changes by reducing the number
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of variables that are di�erent between the two models. Note that due to the cross-validation,
5 models will be trained, resulting in an ensemble segmentation model.

2.3.1 Evaluation of segmentation

The Dice coe�cient is the most commonly used performance metric for segmentations tasks,
as it is a similarity metric between two sets, such as two segmentations [31]. The Dice score
ranges from 0 to 1, with a Dice of 1 indicating the sets are identical and 0 indicating that the
sets have no overlap. The formula of the Dice coe�cient is:

Dice coe�cient =
2TP

2TP + FP + FN

The model used for tissue-background segmentation is a pre-trained segmentation model [32]
that could be immediately applied. This project uses a version of the proposed model and
performs similarly to the reported performance of their paper. Therefore, the tissue-background
mask does not have to be evaluated as it is auto-evaluated.

As the multi-tissue segmentation model is used for extracting the multi-tissue mask and
therefore the tumor mask, to evaluate the retraining, the extracted masks of the original
model and the retrained model are evaluated with the Dice score and compared. The original
multi-tissue segmentation model is an ensemble of 5 models, just as the retrained model is
an ensemble of 5 models due to the 5-fold cross-validation. For each fold, the corresponding
model is used to extract the multi-tissue mask of the validation set to ensure that the model
is used on unseen data. In such a matter, there are two segmentations per image in each fold,
i.e., one segmentation with the old model and one with the new model that corresponds with
this particular fold. The Dice score is then computed for each image to assess the similarity
with the ground truth. This is performed for each class in the multi-tissue segmentation.
Even though the Dice coe�cient is computed for each class, the most important classes are
the stroma class and the tumor epithelium class for this study and the performance on these
classes are therefore leading in the evaluation. Based on this evaluation, the superior model is
then used to segment the multi-tissue mask and the tumor mask.

As an additional evaluation, previously made annotations from a pathologist on 33 images
are then used as an external validation set to assess the performance of the superior model and
thereby also the credibility of the masks that are used to quantify the biomarkers.

2.4 Biomarker extraction

For the biomarker extraction, this project applies several existing models, particularly, the
whole-slide mitotic detection [14], HoVer-Net [13] and the TSR evaluation algorithm [11].
These algorithms take as input the original image with corresponding tissue and tumor masks.
The TSR algorithm makes use of a multi-class segmentation as a preprocessing step, which is
retrained in this project (see Section 2.3).

In addition to these models, two other biomarkers are quanti�ed: the tumor-to-tissue ratio
and the resection margin. These biomarkers are used in pathological examination of PDAC
and have been found to be independent prognostic factors for overall survival.

The results of biomarker extractions are used in the overall survival prediction rather than
being evaluated by themselves, as their performance in this correlation is their evaluation.

2.4.1 HoVer-Net

Nuclear features have been used to assess the degree of malignancy of cancer [33] and to predict
survival for lung cancer patients [34]. As a WSI contains thousands of nuclei of various types,
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the development of automated nuclei instance segmentation and classi�cation has increased.
However, as nuclei display heterogeneity and signi�cant inter- and intra-instance variability, de-
termining the type of nucleus could increase the diagnostic potential of deep learning pipelines.
HoVer-Net is a single uni�ed deep learning model for segmenting and classifying nuclear in-
stances in histology images [13] that successfully generalizes to unseen data containing new
organs. The algorithm has been trained on the PanNuke dataset, which has been categorized
into 5 clinically important classes for segmenting and classifying nuclei in WSIs: neoplastic
cells, non-neoplastic epithelial cells, in
ammatory cells, connective cells, and dead cells [35].
HoVer-Net makes use of a shared feature selection that ensures no immediate loss of informa-
tion which is important for accurate segmentation. Then this is separated into three branches:
a nuclear pixel branch, HoVer branch, and a nuclear classi�cation branch. Figure 3 shows their
proposed approach. The nuclear pixel branch detects the nuclei by predicting whether a pixel
belongs to the nuclei or the background. The HoVer branch predicts horizontal and vertical
distances of nuclear pixels to their centers of mass. The nuclei classi�cation branch determines
the type of each nucleus by predicting the type of nucleus per pixel and aggregating these
predictions.

Figure 3: The overview of the approach of HoVer-Net as visualized in their paper [13].

During the post-processing, the results from the nuclear pixel branch and the HoVer branch
are combined by �rst separating the nuclear pixels from the background and then separating
touching nuclei, which results in an instance segmentation of the input image. This then
gets combined with the nuclear type prediction to result in an instance segmentation and
classi�cation mask.

There is an implementation available by the research group DIAG, under which this project
is performed, on their GitHub2. Their model is ready to use and does not require any training.
The code takes as input the WSI, its corresponding tumor mask and an output path. Then after
running HoVer-Net, it runs a second command that applies post-processing to the annotations
that were made in the �rst command. For this, the output mask of the �rst command, the
tumor mask and another output path is needed. Note that the post-processing also has the
option for di�erent types of output, i.e., centroid or contour. In this project, the output type
contour is used. The output from HoVer-Net is a segmentation mask of 5 di�erent types

2https://github.com/DIAGNijmegen/HoVer-UNet
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of nuclei. The connective cells are the nucleus type that is relevant for this project, as it
provides information about stromal cells. Stromal cells are a type of cell that makes up types
of connective tissue [36] and therefore fall under the class connective cells. This mask is
used to assess the quality of the stroma itself, as very dense stroma might be associated with
chemotherapy resistance and therefore poorer prognosis [37].

2.4.2 TSR evaluation

The TSR represents the ratio of stroma cells within the tumor. This biomarker is an extensively
researched prognostic factor in various types of cancer and it has been found to correlate with
survival as a high TSR is typically associated with poorer prognosis. Li et al. [10] have
indicated that TSR evaluation in PDAC provides independent prognostic information. Just as
any pathological biomarker, the TSR also su�ers from inter-observer variablitity. Vendittelli
et al. [11] proposed a machine-learning based pipeline for automatic PDAC segmenation and
TSR estimation. Their pipeline �rst creates an epithelium segmentation, stromal component
segmentation and then a tumor epithelium segmentation. From the tumor segmentation, the
tumor bulk is determined by drawing a concave hull. Notice that this approach is equivalent to
the approach used in this project for segmenting the tumor mask. In their pipeline, the TSR
is evaluated across the entire tumor mask. Then compute the TSR as follows:

TSR =
P

stroma in tumor
P

stroma in tumor +
P

tumor in bulk

To compute the TSR, the authors made their implementation available on GitHub3. This
implementation can start with characterization of an input WSI, i.e., extracting the tissue
background mask and the epithelium mask from the WSI. But as the tissue background mask,
epithelium mask (inside the multi-tissue mask) and also the tumor (bulk) mask have already
been extracted, these masks can be passed to the implementation. After characterization or
if masks are already available, the TSR implementation takes these masks and computes the
TSR. Note that in the implementation, it is not mandatory to provide the tumor mask, as
providing the tissue mask is also enough. This is mostly a check for making sure where the
tissue is. However, providing the tumor mask is preferred due to giving the speci�c place where
the TSR should be computed.

2.4.3 Mitotic inference

Counting mitotic tumor cells in tissue is one of the strongest prognostic markers for breast
cancer and automating this was the main focus behind the mitosis inference study by Tellez et
al. [14]. Mitosis is a phase in the cell cycle in which a cell is split into two individual daughter
cells. These duplicates can be seen in stained pathological slides. Their study developed
a convolutional neural network (CNN) for mitosis detection in WSIs and they exhaustively
located mitotic �gures via a candidate detector.

The proposed CNN was further developed in the research group DIAG and their version,
called MIDOG, is used in this project 4. The implementation takes as input the original
image and either an artifact mask or tissue-background mask. An artifact mask is based on
the original image and the tissue-background mask and locates all the artifacts located in the
tissue, where a visual artifact in medical imaging refers to unintended patterns or distortions
that can appear when it is not present in the original object due to the hardware of the
scanners. As the artifact mask is based on the tissue-background mask, it is also possible to

3https://github.com/DIAGNijmegen/automatic-tsr-quantification-for-pdac
4https://github.com/DIAGNijmegen/mitosis-inference-MIDOG
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use the tissue-background mask for mitosis inference, however, the results might be imprecise
due to incorrectly detecting mitosis when in fact it might be an artifact. Another issue with
using the tissue-background mask instead of the artifact mask is the misclassi�cation of mitosis
being within an artifact or not, because when a detection is located within the tissue mask,
the algorithm tends to classify this as within an artifact. There is also a small mistake in the
implementation that in
uences these classi�cations as well, as there is one instance of incorrect
indexing of the coordinates when checking if a bounding box falls in the given mask. However,
this is not an issue as the detections are checked to be located in the tumor mask or not before
counting the mitosis detections for this biomarker and therefore, the classi�cation is irrelevant
for this purpose.

The algorithm makes use of a candidate detector for the mitosis detection based on the
assumption that mitotic �gures are non-overlapping objects with dark inner cores, where each
detection has a probability of certainty. The candidate detector �nds candidates and labels
them positive if the detection's Euclidean distance is at mostd pixels to any of the reference
objects, otherwise it is a negative sample. The output detections are determined in the post-
processing, where detections with a probability higher than the chosen threshold where selected,
which has been set by the developers to 0:64. The study had developed an additional CNN
to e�ectively distinguish between mitotic and non-mitotic patches to reduce the detection
of negative samples. The dark inner core is then used as the centroid to compute bounding
boxes, where a bounding box refers to a rectangular shape to describe the spatial location of an
object in an image. In this implementation, there is an overlap parameter regarding the overlap
between the bounding boxes. However, the algorithm was run with the overlap parameter set
to zero, as the implementation sometimes takes a mitosis centroid twice. Experimenting with
the overlap parameter is a possible direction for future research, especially when the algorithm
has been improved to account for these double bounding boxes.

The output of this algorithm is an annotation �le in the form of a JSON �le that contains
information regarding the mitosis detections, the global detections, and the reading resolu-
tion. The mitosis detections are displayed in a list containing the coordinates of the mitosis
detections. The list of global detections contains the coordinates of each detection, the class
label, the probability of the detection, and the global bounding box of the detection. As this
project makes use of a tissue-background mask instead of an artifact mask, the class label
tells us whether the detection falls inside the tissue mask or not. However, as the objective
concerns the number of mitosis detections in the tumor mask, the class label is not used and
each detection is checked to fall into the tumor mask during the preprocessing of the features
(see Section 2.5.1).

2.4.4 Tumor-to-tissue ratio

Pathologic examination of PDAC is challenging and a review indicated that systematic and
standardized sampling and grossing is essential for accurate evaluation of PDAC specimens [38].
Status of resection margin and the tumor-to-tissue ratio (TTR) are such pathology assessments
that should be performed accurately as they are important in predicting the prognosis of
patients with PDAC. These biomarkers are therefore included in this study. The TTR is
computed by �rst calculating the area of the tissue in mm2 at a certain level with corresponding
spacing with the following pixel to surface area formula:

surface area =
P

pixels� pixel spacing2

106

Then this formula is used to compute the tumor area in mm2 of the same WSI. Lastly, the
ratio is computed by dividing the tumor area by the tissue area. Note that these areas are
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computed on the same level and that changing the level will not change the output of the areas
as each level has its corresponding pixel spacing. From these calculations, both the tissue area,
tumor area and the resulting ratio are stored, as the tumor area is later on used in both the
computation of the resection margin (see Section 2.4.5) and in the preprocessing of features in
the survival analysis (see Section 2.5.1.).

2.4.5 Resection margin status

The resection margin (RM) refers to the edge of the tissue that is removed during surgery,
and the status of this margin is believed to be critical to survival in PDAC as it determines
whether the entire tumor has been cut out [39]. The RM status classi�es the resection into
three categories: R0, R1, and R2. The category R0 indicates that the resection margin is free
from tumor cells and it refers to the distance between the edge of the tumor and the edge
of the tissue to be> 2mm [40]. R1 refers to smaller distance between the tissue's edge and
the tumor's edge, i.e., where the distance is� 1mm [41], whereas R2 represents residual tumor
that is macroscopically visible. Another way of classifying the RM is via the positive-negative
system, i.e., where R0 resembles a positive RM and R1/2 are considered to be negative RM.
The CNIO dataset already contains the RM status classi�ed by pathologists and is given in
the positive-negative classi�cation system. Therefore, this is done via the same classi�cation
system to determine the RM status for the other datasets.

To get the RM status, the distance between the edge of the tumor and the edge of the
tissue has to be computed. First, the contour of both the tissue-background mask and the
tumor mask have to be extracted. As the tumor mask can contain various very small clusters
classi�ed as tumor, which might not be truly tumor but rather that the over-segmented result
of the segmentation model, connected component analysis is applied to �lter out these small
tumor segmentations by only using the three largest tumor clusters in each mask. Connected
component analysis groups pixels in an image that are connected to each other, in this case,
with the 4-connectivity criterion where two pixels are connected if their Euclidean distance is
equal to 1. The contours of these largest clusters are then taken to represent the tumor contour.
Then the Euclidean distance, i.e., the shortest distance between two points, is computed for
each pixel of the tumor mask with the tissue mask. With this set of distances per tumor
contour pixel, the minimum distance is saved and the global minimum distance is in turn used
for the status classi�cation. As these distances are computed in pixels, this has to be converted
to distance in millimeters to classify the RM, where a distance of> 2mm refers to a positive
margin and a distance smaller than this threshold is referred to as a negative margin.
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2.5 Overall survival prediction

The second phase of this project consists of using the extracted features to investigate their
prognostic impact on overall survival. Not all features are numbers, but rather some are
annotations or masks, and therefore they have to be quanti�ed before they can be used in
survival prediction. As this project aims to investigate the combined prognostic impact of
these features, the individual prognostic power of each feature is �rst examined and then the
combined prognostic power is analysed to identify any variation from the individual analyses.
As an extension of the univariate survival analysis, the prognostic value of TSR is validated
by comparing the survival prediction performance to the survival analysis performed in the
original automatic TSR study [11].

2.5.1 Preprocessing of features

The resulting features of the methods HoVer-Net and the mitosis inference algorithm described
in Section 2.4.1 and 2.4.3 are provided in a mask or annotation format. As these formats
cannot simply be used as input for the regression models, the information they provide has to
be quanti�ed.

For the HoVer-Net mask, the class that corresponds with the stromal cells is extracted.
Note that this is di�erent than what the TSR computes, as the TSR gives information about
the density of the tumor epithelium within the surrounding tumor associated stroma, and thus
provides information about the characterisation of the epithelium. To extract this density, the
relevant class is selected and the other classes are set to background. Then, the segmented
components in this class are extracted by applying connected component analysis. As the
HoVer-Net mask is computed on the tumor mask, there is no need to check if these components
are in the tumor mask as the mask itself is computed on the tumor mask. When having the total
amount of components, the density can be estimated by dividing the amount of components
by the tumor area. Computing the density for these counts is important so that the counts are
normalized and thus can be compared with each other when having di�erent sizes of tumors.

For the mitosis inference annotations, the centroids are checked for being located inside the
tumor mask or not, to ensure that the detections that are counted do indeed fall in the tumor
area. Then, the density of the detections is calculated by dividing the amount of detections by
the tumor area.

For each analysis, the following features are used: the days to survival, vital status, and the
extracted biomarkers. The days to survival represents the amount of days to the last known
disease status, which is dependent on either the vital status or last seen at follow-up. This
feature is censored, i.e., the feature is incomplete as it is not known when the event, in this
case, death, has happened. The vital status feature represents if the patient was dead or alive
at the end of the study. So the days to survival and vital status features are the dependent
variables. There are other clinical features available for the survival analysis and these are
included in several con�gurations, speci�cally for testing the prognostic value of the features
with or without the use of clinical data. These clinically signi�cant features are gender and
age at diagnosis. The age feature is divided by 100 to reduce the spread of the distribution,
which is also done in the original study of the automated TSR biomarker [11].

2.5.2 Univariate survival analysis

Univariate survival analyses are performed to identify the individual prognostic power of each
biomarker in relation to the prediction of survival. The datasets that are used can contain
multiple slides per patient, therefore, the slide with the largest tumor area is used. This is
done as the larger tumor area could give more information about the state of the patient,
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whereas a small tumor area could skew the distribution of a biomarker, such as with the TSR,
as a smaller area and a small quantity of particular cells could result in a high ratio when
this might not re
ect the situation. After this preprocessing step, a histogram of each feature
is plotted to visualize the distribution of the feature to check for any di�erence in scaling,
skewness and distribution shape.

Survival prediction can be done in various ways. In this project, two approaches have been
selected for both the univariate and multivariate analyses: logistic regression and Cox regres-
sion. As the outcome of the survival prediction is about vital status, which is a binary problem,
this could be modelled with a simple approach such as logistic regression. For this algorithm,
three clinically signi�cant thresholds for survival have been set to investigate the prognostic
power of the biomarkers over di�erent survival periods, which helps identify whether certain
biomarkers are more promising when predicting short-term survival than when predicting long-
term survival, or vice versa.. The use of these clinically signi�cant thresholds is inspired by
the survival analysis of Vendittelli et al. [11].

The second approach uses a Cox regression model which takes censored data into account.
This model is also known as the proportional hazards model and is commonly used for survival
time data [42], as it can provide an e�ect estimate between patient groups and can adjust the
association between potential confounders [43]. This regression model makes use of hazard
functions, where the hazard is the event probability at a given time, and the Cox regression
is fundamentally a multiple linear regression of the logarithm hazard with a baseline hazard
being the intercept that varies with time [44]. There is a key assumption of the proportional
hazards model, which is that the hazard of an event is proportional and not overlapping at all
points in time [45]. This assumption should be checked for each Cox model, as it needs to be
ful�lled for the results to be meaningful [44]. This can easily be done when making use of the
lifelines package, which has the functioncheck assumptions that checks for each variable
if the assumption of proportionality holds.

Experimenting with both these con�gurations is relevant as the logistic regression model
tests whether the features are able to predict survival and stratify patients when using clinically
signi�cant thresholds as endpoints, whereas the Cox regression model tests these features when
also considering the time dependency. Using the same regression algorithms for both the
univariate and multivariate survival analyses increases the interpretability of the variation in
prediction performance.

To evaluate the performance of the univariate survival analyses, several metrics are used.
The concordance index, also known as C-index, is used to assess the predictive performance
of the Cox regression models. The C-index is a generalization of the area under the receiver
operating characteristic (ROC) curve (AUC) that considers censored data [46]. The C-index
gives a probability of concordance between the observed and the predicted survival, where
a concordance index of 0:5 refers to a random model and a C-index of 1 refers to a perfect
model. This interpretation is similar to the interpretation of the AUC score, i.e., the higher
the performance score of the model, the better the model is at distinguishing a high-risk
patient from a lower-risk patient. The C-index provides a global assessment of a survival
model over continuous time rather than the prediction of survival for a �xed time [47]. For
binary classi�cation, the C-index is equivalent to the AUC [48]. In addition to the C-index, the
Cox regression model also reports the coe�cients per feature, the hazard ratio (i.e.,exp(coef)),
the corresponding con�dence interval and the p-value of the coe�cients. The AUC is used to
evaluate the ability to distinguish between the vital status classes of the logistic regression
models, where an AUC score between 0:5 and 1 indicates that the model can distinguish
between the positive class and the negative class.
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2.5.3 Validating the univariate survival analysis of the TSR biomarker

The TSR biomarker is based on the study by Vendittelli et al. [11], in which they have
performed a survival analysis to identify the prognostic value of TSR in survival prediction.
One of the datasets they used is the TCGA dataset that is also used in this project. Therefore,
the analysis on that particular dataset could be recreated with our own TSR values. This form
of evaluation can be seen as testing against a baseline, where the baseline is the results from
the original study.

In Vendittelli's study, they reported their mean TSR value as well as AUC scores and a
ROC plot of a logistic regression model for three di�erent survival periods. To recreate their
analysis, the logistic regression notebook5 that was used to get the AUC scores and their ROC
curve is available on their GitHub and is thus used in our analysis. The results of this analysis
are then compared with the original study, hypothesising that the results will be similar to the
originally reported values with small deviations due to the retrained multi-tissue segmentation
model. These results are in turn used to validate the prognostic power of TSR.

2.5.4 Multivariate analysis

In the multivariate analysis, all the extracted features are incorporated into the regression
models to investigate the joint prognostic impact of these AI-based biomarkers on survival.
Both the logistic regression and Cox regression models are tested with and without clinical
features when examining the predictive power of the extracted biomarkers. The evaluation
of the regression models is similar to the evaluation of the univariate analyses, i.e., by using
the C-index to evaluate the Cox regression models and the AUC for evaluating the logistic
regression models. Experimenting with both these con�gurations is important as the di�erent
models provide di�erent insights. The logistic regression model provides information about
whether the extracted features are able to predict survival and stratify patients when using
clinically signi�cant thresholds as endpoints, whereas the Cox regression provides insights into
the predictive power of the features when taking the time dependency into consideration.

As an additional evaluation, the models are tested by using the CNIO dataset as external
test set. The models each make predictions that are in turn scores and the performance
is evaluated with the metrics AUC and C-index for logistic regression and Cox regression
respectively. As PDAC is a complex disease, state-of-the-art models have a C-index around
0.65 when it comes to survival prediction when testing on external test sets, which has been
shown in the review by Schuurmans et al. [7].

5https://github.com/DIAGNijmegen/automatic-tsr-quantification-for-pdac/blob/main/code/
Logistic_Regression_TSR.ipynb
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3 Results

3.1 Multi-tissue segmentation

As described in Section 2.3, the multi-tissue segmentation baseline is retrained to attempt
improving its performance. In the retraining, there are two changes made to the setup: a
U-Net architecture was chosen instead of U-Net++ to investigate the performance of a smaller
model and the addition of rotation as an augmentation to the set of data augmentations to
investigate the training e�ciency.

Each ensemble makes use of 5 separate models, all with the architecture but trained on a
di�erent data split. The old ensemble uses models that each have the U-Net++ architecture
and have 6,570,596 learnable parameters per model, whereas the new ensemble makes use of a
U-Net architecture and has 6,252,484 learnable parameters per model.

After extracting the multi-tissue segmentation masks for all the models, the Dice score is
computed between the extracted mask and its label mask, i.e., the ground truth. As the training
setup for the ensemble models contains 5-fold cross-validation, the Dice score is computed on
each corresponding validation split. For both models, the same splits were used to minimize
the in
uence of other factors outside the design choices described in Section 2.3. Table 1 shows
the statistics of the Dice scores for each tissue class for both the old ensemble model and the
new ensemble model. Appendix A contains the boxplots of the Dice scores per model that are
included in the ensemble models. This table shows the statistics of each ensemble performance,
whereas in Appendix A the comparison between models for each fold is visualized.

Tissue type Median (IQR) Minimum Maximum
Old New Old New Old New

Stroma
0.868
(0.830-0.895)

0.846
(0.802-0.884)

0.005 0.376 0.955 0.950

Fat
0.908
(0.837-0.947)

0.900
(0.795-0.944)

0.002 0.031 0.982 0.986

Lumina
0.316
(0.229-0.400)

0.310
(0.235-0.385)

0.017 0.050 0.628 0.588

Muscle
0.690
(0.606-0.766)

0.661
(0.594-0.751)

0.068e-3 0.193 0.882 0.866

Granulocytes
0.794
(0.692-0.876)

0.804
(0.688-0.869)

0.646e-15 0.532e-14 0.949 0.941

Mucus
0.575
(0.436-0.700)

0.608
(0.524-0.700)

0.0170 0.005 0.861 0.895

Healthy epithelium
0.592
(0.379-0.759)

0.583
(0.351-0.756)

9.327e-17 0.213e-3 0.942 0.928

Tumor epithelium
0.666
(0.546-0.744)

0.663
(0.542-0.728)

4.0926e-17 0.035 0.894 0.927

Table 1: Dice score summary statistics of each tissue class for the old and new ensemble
models. IQR = interquartile range

The median (IQR) values seem to suggest that the old ensemble model performs (slightly)
better than the new ensemble for the majority of tissue types, with small di�erences in perfor-
mance. By contrast, the new ensemble seems to have a more stable performance than the old
ensemble, as the minimum Dice scores deviate less from the data points located in the IQR.

In this project, the most relevant tissue classes are the stroma cells and the tumor ep-
ithelium, as these are used for the TSR evaluation and the latter is used to create the tumor
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