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1 1. Introduction

Abstract

Quasi-experimental designs are the next best inference technique when a randomized control trial
is not available. Despite their popularity, common quasi-experimental frameworks have exclusively
considered the time-domain representation of a signal. In this paper, we propose a new method for
inferring spectral discontinuities in quasi-experimental designs. By using a Gaussian Process model
with spectral kernels, a 
exible method for inferring discontinuities in the periodic features of a
signal is obtained. To measure the average treatment e�ect, two di�erent e�ect sizes are proposed.
The consistency of the method is shown by applying it to simulated periodic data with a known
discontinuity. Lastly, the method is applied to real-world examples by determining the e�ect of
Russia's 2006 alcohol policy on the monthly suicides, as well as inferring spectral discontinuities in a
heart rate signal.

1 Introduction

1.1 Quasi-experimental designs and causal inference

The randomized control trial (RCT) is considered the golden standard of causal inference. In such a
design, the sample population is randomly distributed into an intervention group, which is given the
treatment, and a control group which is left unaltered. This allows one to estimate the e�ect size by
comparing the intervention with the control group. However, in many situations random assignment is
not available. In these cases, causal inference is still possible by using a quasi-experimental design (QED).
Quasi-experimental designs are sometimes referred to as "natural experiments", as they arise naturally in
many scienti�c domains such as medicine (Penfold & Zhang, 2013), neuroscience (Marinescu, Lawlor, &
Kording, 2018), or epidemiology (Bhaskaran, Gasparrini, Hajat, Smeeth, & Armstrong, 2013). Because
the assignment labels and the potential outcomes are not independent, causal inference becomes a more
challenging task in such situations.

Almost exclusively, quasi-experimental designs consider the time-domain representation of the data.
However, by analyzing a time series by only looking its time-domain representation, we are "... exploring
time series with one hand tied behind our back" (Nason, 2013, p. 10). A di�erent way of looking at time
series is by determining how much energy is contained within a time series as a function of frequency. This
approach is known asspectral analysis, which describes how variation in a time series can be accounted
for by cyclic components (Warner, 1998). Although there is nothing new about the application of spectral
analysis in the study of time series, its use in quasi-experimental design has been limited. There are good
reasons however to why spectral analysis in ITS design can be bene�cial when analyzing data that shows
clear periodic trends.

In this paper, we propose a novel framework for spectral analysis in quasi-experimental designs, Under
the Neyman-Rubin causal model, counterfactual outcomes are modeled using Gaussian Process regression
with Fourier transformed covariance functions (Rubin, 1974). The method analyzes discontinuities in the
spectral density of the data using the Spectral Mixture kernel (SM) as proposed by Wilson and Adams
(2013). The method is fully Bayesian and has a non-parametric functional form. That is, it provides
a posterior distribution for all parameters used to estimate the spectral density of the signal, such as a
frequency and amplitude, and it is able to quantify uncertainty of the functional form in the time-domain
as Gaussian Processes are a non-parametric framework.

The goal of this framework is to identify the Average Treatment E�ect (ATE) of a causal intervention
for discontinuities that a�ect the periodic features of a signal, such as frequency or amplitude. The
e�ect of the intervention is estimated by considering measurements over a longer period of time, because
a discontinuity in periodicity can by de�nition not show for observations near the cuto�. Consider
for example a data set exhibiting a form of periodicity where the intervention causes a sharp increase
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of frequency in the underlying process. Such discontinuity might not be detected by only considering
observations near the cut o�, since the observed values will only di�er slightly despite the change in
underlying process. To measure the e�ect of an intervention that caused a change in periodic features,
it is therefore sensible to model long-term trends in the data that happen far away from the cut o�.

1.2 Related work

Conceptually, the proposed method in this paper is very close to an Interrupted Time Series (ITS)
design: a classical quasi-experimental design which assesses the e�ect of an intervention by considering
measurements over a longer period of time (Hilas, Rekanos, & Mastorocostas, 2013). ITS design is
performed by comparing the pre-intervention and post-intervention segments to identify changes in the
underlying model of the time series. The pre-intervention observations are used to predict a counterfactual
outcome for the post-intervention observations (Kim & Steiner, 2016). Other than considering the
frequency-domain, the proposed method di�ers from the standard ITS design, as the functional form of
the model is determined non-parametrically, meaning that the complexity of the model is determined by
the data. In this framework, one does not just express uncertainty over the parameters of the model, but
instead over the functional form of the model.
Another popular framework for quasi-experimental design is Regression Discontinuity (RDD), which
measures the e�ect size by extrapolating a segmented regression model to the intervention point and
calculating the di�erence in estimation. In the neighbourhood of the intervention, observations are
assumed to be essentially the same in every aspect other than the assignment of the treatment. This
locally recreates the conditions of a Randomized Control Trial (RCT) (David S. Lee and Thomas Lemieux,
2009). However, this is not an appropriate framework for inferring discontinuities in periodic features,
such as frequency or waveform or amplitude, because the features by de�nition only show over a longer
period of time. For this reason, the proposed method de�nes the e�ect size over the entire range of
observations.

The presented model in this paper is founded on the recent framework by Hinne, van Gerven, and
Ambrogioni (2019), which is aimed at estimating the e�ect size locally near the cuto� by using a Gaussian
Process model. Hypothesis testing is performed by calculating the Bayes factor between a model without
discontinuity and a model with discontinuity, an approach adopted in this paper. However, similar to
RDD, the method is aimed at inferring the e�ect size locally near the intervention threshold and the
method does not include kernels that encode some form of periodicity, such as the Spectral Mixture
kernel.
Lastly, our approach is closely related to spectral analysis, a well-known approach in time series analysis
that also explicitly considers the frequency-domain representation of a signal. Common spectral methods
such asharmonic processmodel, which is essentially regression with trigonometric basis functions, are
parametric and thus rely on the correct speci�cation of the functional form by the researcher (Warner,
1998). Non-parametric spectral analysis methods, such as the periodogram, do not become more certain
in its estimates as more data becomes available (Nason, 2013). The proposed method in this paper di�ers
from both approaches, as it is non-parametric and is quantify its uncertainty both in the functional form
as well in the estimated periodic features such as frequency or amplitude.

This paper is organized as follows. In section 2, the Gaussian Process model and the spectral kernels
are introduced. Section 3 describes how causal inference takes place, and provides a generative and
graphical model of the method. To test the ability of the method to detect discontinuities, synthetic data
is generated with a known discontinuity in section 4.1. The method is applied to real-world applications
in section 4, which covers an analysis of the e�ect of Russia's 2006 alcohol policy as well as an analysis
of discontinuities in waveform due to heart rate abnormalities. Lastly, further extensions and weaknesses
of the design are discussed in section 6.
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2 Gaussian Processes

2.1 Gaussian Process regression

In a regression task, one is interested in �nding a function that predicts a target valueyi . This is often
done by assuming that the responseyi follows a latent function f (x) with a noise term � 2:

yi = N (f (x i ); � 2
i ) (1)

The goal of the regression task is then to infer the functionf (x). In a parametric regression model, this
is done by assuming the functional form of the model, for examplef (x) = w0 + wx , and learning the
posterior distribution of the parameters. Although this expresses the uncertainty over the parameter
values, it does not tell us how certain we can be about the functional form that was assumed. In
a Gaussian Process, one assumes that the exact functional form is not known by de�ning a Gaussian
probability distribution over functions. This results in a Bayesian, non-parametric method that is able to
quantify uncertainty over the possible latent functions f (x), resulting in a 
exible and non-linear model.
It is de�ned as:

f (x) � GP (m(x); k(x; x' )) (2)

Here, both the mean and the covariance are functions. Typically, the mean function is assumed to be zero;
a convention that is followed in this paper. The covariance functionk(x; x0) is also known as thekernel,
and determines the properties of the prior over the functions. It is applied by evaluating the covariance
function between all pairs of observations, resulting in a covariance matrixK (X; X ) (often abbreviated
to K ). To account for the noise in the observation, the noise term� 2

n is added to the covariance matrix
K . Because the noise is independent of the latent functionf (x), it can therefore simply be added to the
covariance matrix resulting in K + � 2

n I (Rasmussen & Williams, 2006).

2.2 Inference and Marginalization

An important property of a Gaussian Process is that the posterior predictive distribution can be analyt-
ically inferred (MacKay, 2004; Rasmussen & Williams, 2006). This tells us the distribution of possible
unobserved values (test points), given the observed values. In the case that there is only a single test
point x � , its predicted value and uncertainty around it is given by the following key equations (Rasmussen
& Williams, 2006):

�f � = kT
� (K + � 2

n I ) � 1y; (3)

V [f � ] = k(x � ; x � ) � kT
� (K + � 2

n I ) � 1k � : (4)

where �f � is the (unknown) function and the variance V [f � ] is the uncertainty around this value. From
these equations, it follows that the predictive distribution for a particular test point is itself a Gaussian,
whose mean and variance depend on the test pointx � (Bishop, 2006).

A quantity of interest for statistical analysis is the marginal likelihood (or the evidence). This is obtained
by multiplying the prior with the likelihood, and integrating over the function values f:

p(y jX ) =
Z

p(y jf; X )p(fjX )df (5)

This is almost the same as the standard expression for the evidence in a parametric regression model,
except now it is not the parameters of the weight that are inferred but instead a distribution over the
possible functions.
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Because the Gaussian Process de�nes a Gaussian prior over function space, the likelihood termp(f jX )
is evaluated with the standard form for a multivariate Gaussian distribution (Bishop, 2006). This results
in the following log likelihood:

logp(y jX ) = �
1
2

yT (K + � 2
n I ) � 1y �

1
2

log jK + � 2
n I j �

N
2

log(2� ) (6)

/ �

Fit of the model
z }| {
1
2

yT (K + � 2
n I ) � 1y �

Complexity penalty
z }| {
1
2

log jK + � 2
n I j (7)

where � 2
n is the noise level (Rasmussen & Williams, 2006).

2.3 Covariance Functions

The covariance function, also known as akernel, is an essential component in the framework of GP
regression. Because the mean of a GP is assumed to be zero, the covariance functionk(x; x' ) completely
determines the prior distribution. Due to the non-parametric nature of the GP framework, one can
explicitly encode prior beliefs about the underlying latent function, such as smoothness or periodicity,
without having to rely on parametric assumptions about the functional form (Rasmussen & Williams,
2006). A popular choice of kernel is the Squared Exponential kernel (SE), de�ned as:

kSE(x ; x' ) = � 2
f exp

�
�

(jjx � x' jj )2

2� 2

�
(8)

As shown in �gure 1a, the SE kernel assigns high correlation to observations close in input space and
low correlation to observations far away in input space. Just how fast this decreases as a function of
distance is determined by the lengthscale parameter� (Wilson & Adams, 2013). Other popular kernel
choices are the Rational Quadratic kernel, the Periodic kernel, and the Mat�ern kernel family (Hinne et
al., 2019). Depending on the application, researchers can select the kernel that best captures one's prior
beliefs about the data.

An important property of a kernel is stationarity . A kernel is stationary if it can be written as a function
of the distance jx � x' j, rather than the value of x (Rasmussen & Williams, 2006). For such kernels the
probability of observing a particular set of observations remains the same even if all thex values were
moved by the same amount (Duvenaud, 2014). This is closely related to the concept of stationarity in
time series: if a time series is stationary, it is assumed that the statistical properties of the underlying
function - such as the mean and variance - do not change over time (Nason, 2013). Non-stationary data
could not be modelled using a stationary kernel, since it only takes the distance between observations
into account and not its location in input space. Throughout this paper, we will assume stationarity
for the analyses performed. Possible extensions of the model to handle non-stationarity are discussed in
section 6.

2.4 Fourier Transform of Kernels

A covariance function such as the Squared Exponential shown in equation 8 shows the time-domain
representation of a kernel. A di�erent way of looking at a kernel however is by examining its spectral
representation. According to Bochner's theorem, stationary kernels can be represented as an integral
(Bochner, 1959):

Theorem 2.1 (Bochner's theorem). A complex-valued function k onRD is the covariance function of a
weakly stationary mean square continuous complex-valued random process onRD if and only if it can be
represented as

k(� ) =
Z

RD
e2�i s� � d� (s)
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where � is a positive �nite measure.

For any stationary kernel, its spectral density S entirely determines the properties of its time-domain
representation. This gives a large motivation for considering the spectral density of a kernel, since no
information is lost by doing so. From Bochner's theorem follows that a covariance functionk(x; x' ) and
its spectral density S are Fourier duals:

k(� ) =
Z

S(s)e2�is T � ds (9)

S(s) =
Z

k(� )e� 2�is T � d� (10)

Since this holds for any stationary kernel, many popular kernels can be interpreted by their spectral
density as shown in table 1. By plugging the kernel into equation 10, a spectral density is obtained. One
can also work the other way around however, by starting with a spectral density and transforming it into
a time-domain covariance function following equation 9. As long as all measures in the spectral density
are positive and �nite, one can obtain a valid covariance function (Wilson & Adams, 2013).

This provides a powerful method for constructing new kernels referred to as spectral kernel construction,
where one starts by modeling a spectral density and use this to derive a time-domain covariance function.
This can lead to highly complex covariance functions able to capture complex patterns in the data, while
still carrying intuitive meaning due to their equivalent spectral representation.

Kernel Covariance function Spectral Density

Squared Exponential k(� ) = exp
�

�
� 2

2� 2

�
S(s) =

p
�

2
p

�
exp

�
�

�s 2

4

�

Exponential k(� ) = exp
�

�
j� j
�

�
S(s) =

1
�=� + ��s 2

Cosine k(� ) = cos
�
2�� ! ) S(s) = � (! )

Table 1: Common stationary kernels and their spectral densities.

2.5 Spectral Mixture kernel

Consider the following spectral densityS(s), modelled as a univariate Gaussian distribution:

S(s) =
1

p
2�� 2

exp
�

�
(s � � )2

2� 2

�
= N (�; � ) (11)

Substituting S(s) into equation 9, a covariance function of the following form is obtained:

k(� ) = exp( � 2� 2� 2� 2) cos
�
2�� �

�
(12)

This expression in the time-domain, which is a multiplication of the SE kernel with the Cosine kernel1,
is therefore equivalent to a Gaussian distribution in the frequency domain. However, why stop at one
Gaussian distribution? Since the addition of two valid kernels produces a valid kernel as well, one is free
to add multiple Gaussian distributions in the frequency domain together (Bishop, 2006). By including

1An interesting parallel exists between the Spectral Mixture kernel and the Gabor function, which is proposed in
computational neuroscience as a model for simple cells in the visual cortex of the mammalian brain (Marĉelja, 1980).
Similar to the Spectral Mixture kernel, the Gabor function is obtained by multiplying a Squared Exponential kernel with
a Cosine kernel, resulting in a model able to detect speci�c frequencies in a localized region.
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a weight in front of each distribution, a Gaussian Mixture Model (GMM) is obtained, de�ned over the
spectral density S(s):

S(s) =
QX

i =1

wi N (� i ; � 2
i ) (13)

k(� ) =
QX

q=1

wq exp(� 2� 2� 2
q � 2

q) cos
�
2�� q� q

�
(14)

whereQ represents the number of univariate Gaussian distributions. These equations de�ne the Spectral
Mixture (SM) kernel, as recently introduced in (Wilson & Adams, 2013). By modeling the spectral
density with a mixture of Gaussian distributions, the SM kernel provides a 
exible, non-parametric
approach to estimating the frequency content of a signal.

As the components of the SM kernel are Gaussian distributions in the frequency domain, they are de�ned
by three parameters: the mean, the standard deviation and the mixture weight. These parameters have
a distinct spectral interpretation: the mean is equivalent to the frequency of a signal, the standard
deviation is equivalent to the signal noise and the mixture weight is equivalent to the amplitude. The
fact that these spectral features can be modeled as parameters is convenient, as it makes it possible to
quantify uncertainty in the parameter estimation.

Parameter Probabilistic interpretation Spectral interpretation

� Standard deviation Signal noise

w Mixture weight Amplitude

� Mean Frequency

Table 2: Overview of the parameters in the Spectral Mixture kernel and their time and frequency-domain
representations.

Figures 1a and 1d show the time- and frequency domain representation of the Squared Exponential
kernel. In the time-domain, the kernel assigns high covariance to observations close in input space, but
low covariance to observations further apart. The spectral density of the SE kernel is also a Gaussian
with a mean of zero. Figures 1b and 1e show the time and frequency domain representation of the Cosine
kernel, which models the covariance between observations as 2� periodic. Its spectral density is the
Dirac delta function. By multiplying the SE and Cosine kernels together, the Spectral Mixture kernel is
obtained as shown in �gures 1c and 1d. The Spectral Mixture kernel is said to belocally periodic: the
covariance it assigns to observations is periodic, but decays for points further away.

Despite its simple form, the SM kernel provides a 
exible model that can in theory approximate any sta-
tionary covariance function (Wilson, 2014). The model sacri�ces little interpretability for this: complex
covariance functions can be constructed which are still insightful because of the spectral density that
they de�ne.

3 Inference and Causal Estimand

3.1 The Neyman-Rubin causal model

The problem of inferring a causal e�ect of an intervention can be formulated in the potential outcomes
framework by Neyman and Rubin (Rubin, 1974). In this framework, every observation in the data
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(a) (b) (c)

(d) (e) (f)

Figure 1: Time- and frequency-domain representation of the Squared Exponential, Cosine and Spectral
Mixture kernels, the latter of which is obtained by multiplying the �rst two. Although the spectral
density of the Spectral Mixture kernel is symmetric, here only the positive density is displayed. The plot
is inspired by Remes et al. (2017a)

possesses two "potential outcomes": the outcome if the observation was given the treatment, and the
outcome if the observation was not given the treatment. The e�ect of the intervention can then be
measured by taking the di�erence between the two potential outcomes. Since only one "factual" outcome
can happen, we never observe the true e�ect of the intervention. This is what makes causal inference
di�erent from supervised learning, because there do not exist any samples of the true treatment e�ect
(Alaa & Van Der Schaar, 2018).

Consider a data setD = f X i ; ` i ; Yi gN
i =1 , where each observationi has a featureX and two potential

outcomes: Yi (0), the potential outcome of observation i without treatment, and Yi (1), the potential
outcome of observationi if given the treatment. Because only one of the potential outcomes can be
observed, each observation has a (binary) label̀ i which represents the treatment that was received.
To determine the e�ect of an intervention, the treatment e�ect over the entire observational data is
computed: this is known as theaverage treatment e�ect (ATE). It can be de�ned as the di�erence in
expectation of the potential outcomes: ATE = E[Yi (1)] � E[Yi (0)].

In quasi-experimental designs, the counterfactual outcome is not independent of the treatment assignment
(Kim & Steiner, 2016). All that is observed are the factual outcomesYC (0) and YI (1). Because the
counterfactual outcomeYI (1), the intervention group that did not receive the treatment, is not observed,
causal inference cannot be performed by comparing both potential outcomes for the intervention group.
Under certain assumptions however, inference is still possible. In this work, the counterfactual outcome
YI (1) is modelled by assuming that the underlying process would not have changed if the intervention
would not have happened. This counterfactual outcome is assumed to follow the same distribution that
describes the factual outcome of the control groupYC (0). This means that in the absence of an e�ect, the
model describing the control group would accurately describe the intervention group. This assumption
strongly relies on the ability of the control model to extrapolate to the input region of the intervention
model. In a quasi-experimental framework, the ATE can therefore be estimated by comparing the pre-
and post-intervention observations to identify changes in the underlying model.



8 3.2 Hypothesis Testing

Assumptions of the framework

� Stable-Unit-Treatment-Value assumption (SUTVA) : The potential outcome of the treat-
ment depend neither on the assignment of an observation nor on the other assignment of other
observations, and there is only one unique treatment and one unique control condition (Kim &
Steiner, 2016).

� Independent treatment assignment : The treatment assignment and potential outcomes are
independent.

� No unmeasured confounders : There are no factors in
uencing the outcomes other than the
intervention itself.

� Correct speci�cation of functional form : Compared to other designs, the framework relies
heavily on extrapolation to correctly model the long-range dependencies. This is valid only as long
as the functional form is correctly speci�ed.

3.2 Hypothesis Testing

To determine if an intervention caused an e�ect, a model comparison is performed between a single,
continuous modelM 0 that assumes no e�ect took place at the intervention threshold, and a discontinuous
model M 1 that assumes the interventiondid have an e�ect. Following the design by Hinne et al. (2019),
this is done by calculating the Bayes factor between the continuous modelM 0, that is �tted on all
observations, and the discontinuous modelM 1, consisting of two sub-models, that is �tted separately on
the control group and the intervention group:

BF10 =
p(D jM 1)
p(D jM 0)

=
p(D jM 1; ` = 0) p(D jM 1; ` = 1)

p(D jM 0)
(15)

wherep(D j` = 0 ; M 1) are the control observations andp(D j` = 0 ; M 1) are the intervention observations.
The likelihood of the discontinuous model can be written as the productp(D jM 1; ` = 0) p(D jM 1; ` =
1), because the intervention is assumed to be the only cause of any di�erence between the control
and intervention observations. The Bayes factor provides information on how much more likely the
observations are given a discontinuous model in comparison to a continuous model (Hinne et al., 2019).
In contrast to a p � value, the Bayes factor is able to provide both evidence in favour or against the
presence of a discontinuity (Hinne et al., 2019).

Exact computation of the evidence is di�cult to obtain however, as it requires evaluating the integral
over both the functions as well as the hyperparameters. Instead, it is chosen to loosely approximate the
Bayes factor using the Bayesian Information Criterion (BIC), which penalizes the marginal likelihood for
the number of parameters used by the model (Schwarz, 1978):

p(D jM ) � BIC( M ) = log p(D j�̂; M ) �
k
2

logn (16)

3.3 Model Selection

Although inference with Gaussian Processes is non-parametric, the number of spectral components has
to be determined parametrically. This choice can drastically a�ect the marginal likelihood of the model
and hence the Bayes Factor. Because the discontinuous model consists of two sub models - one �tted on
the control observations and the other on the intervention observations - it has twice as many parameters



9 3.4 Sampling Hyperparameters

as the continuous model. In case not enough components are selected, the model will lean towards the
presenceof a discontinuity (in favour of M 0) as the discontinuous model has more parameters to match
the complexity of the data. If on the other hand too many components are chosen, the model comparison
will lean towards the absenceof a discontinuity (in favour of M 1) as the discontinuous model has twice
as many parameters which do not improve performance. For a fair model comparison, the right number
of spectral components is needed.

To identify the number of components, a model is initialized for each value in the rangeQ = f 1; 2; : : : ; M g,
where M is the maximum number of components deemed sensible to describe the data. For each model
the evidence is approximated according to equation 16, after which the number of componentsQ is then
determined by selecting the optimal outcome. It is implied here that the number of components is the
same pre- and post-intervention.

3.4 Sampling Hyperparameters

The Gaussian Process framework allows for analytic solutions over the posterior distribution over func-
tions, but exact inference of the kernel hyperparameters� is intractable. The kernel hyperparameters can
be learned through optimization of the marginal likelihood, or integrated out using sampling methods
such as Markov Chain Monte Carlo (MCMC). Even though Gaussian Processes are Bayesian methods,
a Bayesian treatment of selecting the hyperparameters - such as MCMC - is rare in practice (Wilson,
2014). Instead, the standard method of selecting hyperparameters is by optimizing the marginal like-
lihood. A possible reason for this is the computational cost: sampling methods typically are not as
e�cient as optimization (Benavoli & Mangili, 2015). However, given the large impact that the tuning of
hyperparameters can have on a model, it is surprising that optimization is almost exclusively preferred
in a framework known for its ability to quantify uncertainty.

For causal inference in the GP framework, there is additional motivation to adopt a Bayesian treatment
of learning the hyperparameters. By sampling the hyperparameters, a posterior distribution of the e�ect
size can be obtained rather than a point-estimate that ignores the uncertainty around it. As will be
discussed further in the next section, this paper estimates the e�ect size by comparing the spectral
density of the control group with the spectral density of the intervention group. The spectral density
consists of components, whose parameters - such as frequency or amplitude - are hyperparameters of the
Spectral Mixture kernel. This means that to quantify uncertainty of the e�ect size estimate, sampling of
the kernel's hyperparameters is required.

In this paper, this is done by de�ning prior distributions over the parameters and sampling them using
Hamiltonian Monte Carlo (HMC), a gradient-based MCMC algorithm known for e�ciently sampling in
higher dimensional spaces (Neal, 2011). This results in a posterior joint distribution for the hyperparam-
eters � . Because every component consists of a mean, standard deviation and weight, and the Gaussian
Process also has a likelihood variance parameter, the posterior distribution hasQ � 3 + 1 dimensions,
where Q is the number of components.

3.5 Average Treatment E�ect

To infer the causal e�ect of a discontinuity in periodic features such as frequency or amplitude, it is
sensible to look at changes in the spectral representation of the data since this is where we expect any
changes in periodicity to show. The approach in this work is to learn the spectral density for the control
group (SC ) and intervention group ( SI ), and use the di�erences between these to estimate the ATE.
The spectral densities are obtained from the latent parameters of the Spectral Mixture Gaussian Process
model, and can be written as a sum of weighted univariate Gaussian distributions in the frequency-domain
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(Wilson, 2014):

S(s) =
QX

i =1

wi N (� i ; � 2
i ) (17)

whereQ is the number of spectral mixture components,w; � and � are the component weight, frequency
and standard deviation respectively. From this equation follows that determining the e�ect size d of an
intervention comes down to measuring the di�erence between two Gaussian Mixture Models. In this
work, two e�ect size measures are proposed: the Kullback-Leibler divergence and an average di�erence
in parameters of the components.

3.5.1 Kullback-Leibler Divergence e�ect size

How much information about the periodicity of the intervention group is already contained in the observa-
tions of the control group? A common measure of information quality is the Kullback-Leibler divergence
(KL). The KL-divergence, also known as the relative entropy, is commonly used in statistics and pat-
tern recognition to measure the distance between two probability density functions (Bishop, 2006). It is
de�ned as

DKL (pjjq) =
Z

p(x) log
p(x)
q(x)

dx (18)

For normalization, the mixing coe�cients (mixture weights) can be scaled such that
P Q

i =1 wi = 1 and
8w; 0 � w � 1 (Bishop, 2006).

As there does not exist a closed form expression for the KL-divergence between two Gaussian mixtures,
it has to be approximated. Following Hershey and Olsen (2007), this can be done by computing for each
mixture component the closest counterpart in the other model:

DKL (SC jjSI ) =
QX

i =1

wi min
j

 

DKL (N (� i ; � 2
i )jjN (� j ; � 2

j )) + log
wi

wj

!

(19)

The Kullback-Leibler divergence that is still left in the approximation is the divergence between two
univariate Gaussian distributions, which has a simple closed form solution:

DKL (N (� 0; � 2
0)jjN (� 1; � 2

1)) = log
� 1

� 0
+

� 2
0 + ( � 0 � � 1)2

2� 2
1

�
1
2

(20)

3.5.2 E�ect size as average di�erence

By viewing the spectral density as a probability distribution, the KL-divergence allows one to obtain an
ATE that re
ects the divergence between the two mixture models. However, by doing so a certain degree
of intuitiveness is lost. For this reason, it was chosen to include a second e�ect size based on the average
di�erence between the model parameters:

Ddif (SI ; SC ) =
1
Q

QX

i =1

min
j

�
j� i � � j j + j� i � � j j + jwi � wj j

�
(21)

Similar to the approximation of the KL-divergence, the components in the intervention spectral density
are linked to their closed counterpart in the control spectral density. Although this e�ect size is arguably
too simple due to the fact that all components are weighted equally, it does provide an intuitive measure
of the di�erence between the two spectral densities.
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3.6 Generative model

3.6.1 Continuous model

To summarize the model chocies described in previous sections, the following generative model can be
constructed for the continuous modelM 0:

� q j v; � � N (v; � 2)T(0; Nyquist) q = 1 :::Q

� 2
q j a; b � Gamma(a; b) q = 1 :::Q

wq j a; b � Gamma(a; b) q = 1 :::Q

kSM j � q; � q; wq =
QX

q=1

wq exp(� 2� 2� 2� 2
q) cos

�
2�� � q

�
; q = 1 :::Q (22)

f (�) j m; kSM � GP (0; kSM )

yi j x i ; f (�); � � N (f (x i ); � 2
n ) i = 1 :::n

wheren is the number of observations,Q is the number of components kernel and T denotes the truncation
of the Gaussian distribution.

The component standard deviation � q and weight wq are modelled with a Gamma distribution as their
values are strictly positive. Depending on the domain of application, di�erent hyperparameters can be
used. A set of uninformative hyperparameters could be� = 2 and � = 1, such that zero is not the most
likely outcome.

The component mean� q represents the frequency of the component, and is modelled with a Gaussian
prior. The value of the mean is restricted between zero and the Nyquist frequency, which is half the
sampling rate. If frequencies are allowed above the Nyquist sampling rate, a signal distortion known
as aliasing could occur that causes di�erent signals to be indistinguishable of one another. For this
reason, frequencies are restricted between zero and the Nyquist frequency. Arguably, this makes the
Gaussian prior a poor choice. The Gaussian distribution allows however to initialize the means of di�erent
components at a preset value, providing an intuitive way of determining the prior distributions. To limit
the values between zero and the Nyquist sampling rate, the Gaussian distribution is truncated at these
values.

The generative model can be represented by the following graphical model:

yi

x i

f (�)

m

kSM

� q � q wq

a ba bv s

i =1 :::n

q=1 :::Q

Figure 2: Graphical model continuous modelM 0, where n is the number of observations andQ the
number of spectral components. The coloured nodes and diamond nodes represent observed variables
and hyperparameters respectively.
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3.6.2 Discontinuous model

To represent the discontinuous model, the continuous graphical model can be extended to contain two
sub-models, corresponding to the control and intervention group:

� j;q j v; � � N (v; � 2)T(0; nyquist) q = 1 :::Q; j = f Control ; Intervention g

� 2
j;q j a; b � Gamma(a; b) q = 1 :::Q; j = f Control ; Intervention g

wj;q j a; b � Gamma(a; b) q = 1 :::Q; j = f Control ; Intervention g

kSM ;j j � j;q ; � j;q ; wj;q =
QX

q=1

wj;q exp(� 2� 2� 2� 2
j;q ) cos

�
2�� � j;q

�
; q = 1 :::Q; j = f Control ; Intervention g

f j (�) j m; kSM ;j (� ) � GP (0; kSM ;j (� )) j = f Control ; Intervention g

yi j x i ; f j (�); � j � N (f (x i ); � 2
j ) i = 1 :::nj ; j = f Control ; Intervention g

� j wC ; � C ; � C ; w I ; � I ; � I =

(
Ddif (w c; � C ; � C ; w I ; � I ; � I )
DKL (w c; � C ; � C ; w I ; � I ; � I )

(23)

For the purpose of clarity, the diamonds representing the hyperparameters for the kernel parameter priors
were omitted. However, these are identical to the continuous model. The variable� represents the ATE,
for which the kernel parameters are used. A visualisation of the generative model is found in �gure 3.

yi;j

x i;j

f j (�)

mj

kSM ;j

� q;j

� q;j

wq;j

�

i =1 :::n j

q=1 :::Q

j = f Control ;Intervention g

Figure 3: Graphical model of the discontinuous modelM 1, where nj is the number of observations that
belongs to the control group or the intervention group andQ is the number of spectral components. The
hyperparameters for kernel parameters are omitted for the purpose of clarity, but are identical to the
hyperparameters shown in �gure 2.

4 Simulations

In the following section, the ability of the method to detect discontinuities will be evaluated by simulating
data with a known discontinuity at the intervention threshold. Two di�erent discontinuity functions are
considered, both of which change the frequency of the true function for the intervention group. For
varying discontinuity sizes, synthetic data is generated with i.i.d. Gaussian noise. Then, the number of
components that results in the highest model evidence is determined, and the analysis is applied to infer
the Bayes factor and e�ect size measurements.
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4.1 Data generation

Arguably one of the most straightforward discontinuities in periodic features of a signal is a change in
frequency. Consider the following generative model:

� i j � 2 � N (0; � 2) (24)

yi j x i ; d =

(
sin(12x i ) + 2

3 cos(25x i ) + � i if x i � b
sin((12 + d)x i ) + 2

3 cos((25 + d)x i ) + � i otherwise

where � = 0 :2, and b = 0. The true function consists of a sum of a sine and a cosine function, the
latter of which has a decreased amplitude. At the intervention threshold, the frequency of both harmonic
functions is increased by the discontinuity sized. Because the discontinuity causes both frequencies to
increase by the same amount, the function can be said to be "shifting" the frequencies. An example data
set, together with the MAP estimate, are shown in �gure 4.

Figure 4: Model �t and spectral density of the MAP estimation of data generated by the shifting
discontinuity function with a discontinuity d = 4. The �t resulted in a log Bayes factor of 0.24, indicating
slight evidence in favour of the discontinuous modelM 1. The following e�ect sizes were obtained:
DKL = 50:458; Ddif = 3 :973. The shaded interval represents two standard deviations around the mean.

In a similar fashion, a data set can be generated where one frequency increases as a function of the
discontinuity size while the other frequency decreases. This can be said to be "diverging" the frequencies.

� i j � 2 � N (0; � 2) (25)

yi j x i ; d =

(
sin(12x i ) + 2

3 cos(25x i ) + � i if x i � b
sin((12-d)x i ) + 2

3 cos((25 + d)x i ) + � i otherwise

The MAP estimate of an example data set is shown in �gure 5.
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Figure 5: Model �t and spectral density of the MAP estimation of data generated by the diverging
discontinuity function with d = 4. The analysis resulted in a log Bayes factor of 3.169. The following
e�ect sizes measures were obtained:DKL = 58:771, and Ddif = 3 :896. The shaded interval represents
two standard deviations around the mean.

4.2 Discontinuity detection

To analyze how well the model detects the presence of a discontinuity, each discontinuity function is
used to generate 100 data sets withn = 100 observations for varying discontinuity sizes in the range
d = f 0; 2; :::; 8g. Figure 6 shows the Bayes factor, Kullback-Leibler e�ect size and the average di�erence
e�ect size, as a function of discontinuity size for both data sets.

Figure 6: Bayes factor and e�ect size measurements as a function of discontinuity size. Error bars indicate
one standard deviation over the 100 simulations.
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In the absence of a discontinuity, the continuous model is preferred by a large margin. Increasing the
discontinuity size to d = 2 shows that the continuous model is still preferred, but to a smaller extend. The
continuous and discontinuous model are approximately equally likely for both data sets at a discontinuity
of d = 4, for which the log Bayes factor is nearly zero. This is also the discontinuity size used for generation
of the data shown in �gure 4 and 5. For larger discontinuity sizes, the model comparison favours the
discontinuous model, resulting in high values for the Bayes factor.

The e�ect size measures indicate a value near zero in the absence of a discontinuity. The Kullback-Leibler
divergence DKL initially increases by a small amount, but as the discontinuity grows the divergence
increases more. The average di�erence e�ect sizeDdif increases linearly with the discontinuity size. The
near exact linearity of the e�ect size might seem surprising, however it should be noted that this de�nition
of e�ect size is particularly suited for the way in which the discontinuity function is de�ned. The shifting
and diverging discontinuity functions result in similar Bayes factors and e�ect sizes. This is a desirable
property, as it means that the model is not biased to a certain direction of discontinuity in the true
function.

Figure 7: MAP estimated spectral densities for varying discontinuity sizes, with data generated according
to the shifting discontinuity function.

To assess how reasonable the outcomes are, the di�erent discontinuity sizes can be visualized by con-
sidering the MAP estimates of the spectral densities. Figure 7 shows the MAP spectral densities of a
sampled data set for each discontinuity sized = f 2; 4; :::; 8g using the shifting discontinuity function. For
the considered discontinuity sizes, the model correctly recovers the true frequencies underlying the data
as well as the decreased amplitude of the second harmonic component. A desirable property of the model
comparison is that the estimation of the continuous model is centered between the true frequencies of
the control and intervention group. This faithfully represents the hypothesis that the observations can
be explained without any changes in spectral content. To account for the di�erence between the two
true frequencies, the standard deviation of the components is increased. As the discontinuity size grows
larger, the standard deviation of the components of the continuous model increases as well, since it has
to account for a larger di�erence.

As shown in �gure 6, the model comparison results in a negative log Bayes factor for a discontinuity
d = 2. Comparing this with the MAP spectral density, this appears reasonable: the true frequencies
are well explained by the continuous model. For a discontinuityd = 4, the models are roughly equally
likely. Although the true frequencies are easily distinguished by eye, the continuous model is still capable
of providing a reasonable estimate without assuming any change in periodic features of the signal. For
d = 6 and d = 8, the discontinuity size has become so large that it can only be explained with a very
large standard deviation in the continuous model. For these discontinuity sizes, it is therefore sensible
that the discontinuous model is preferred.
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Inspecting the MAP spectral densities of the diverging discontinuity function, a similar pattern is found.
For a discontinuity of d = 2, the continuous model is favoured which is sensible as the continuous
components cover both true frequencies. As the discontinuity size grows larger, the observations become
increasingly di�cult to be explained by the continuous model, resulting in higher Bayes factors.

Figure 8: MAP estimates of spectral densities for varying discontinuity sizes, with data generated ac-
cording to the diverging discontinuity function.

5 Applications

5.1 The e�ect of Russia's 2006 Alcohol Policy

In January 2006, the Russian government introduced a new alcohol policy, imposing import restrictions
and limitations to the sale of alcoholic products. The level of alcohol consumption in Russia is among
the highest in the world, with recent estimates as high of 16 litres of pure alcohol per adult annually
(Pridemore, Chamlin, & Andreev, 2013). Besides alcohol consumption, Russia also has one of the highest
suicide rates, particularly under adult males: in 2010, the suicide rate was 50 out of 10.000, for males
older than 15 years (Nemtsov, 2002). It is hypothesized that alcoholic consumption is associated with
the high suicide rate.

Figure 9: Monthly male suicides in Russia during the period
2000-2010.

In a study performed by Pridemore et
al. (2013), this hypothesis was tested
using a ITS quasi-experimental design
to analyze the e�ect of the 2006 pol-
icy on the suicide rate. Using an au-
toregressive integrated moving average
(ARIMA) model, a di�erence of 9 :15%
was found between the means of the
control group and intervention group.
This results was found to be signi�cant
(p < 0:001). In what follows, the study
by Pridemore et al. (2013) will be repli-
cated using the Spectral Mixture kernel
Gaussian process. This study was cho-
sen as an application due to the peri-
odicity that the data exhibits as well as
making for a more interesting compari-
son for using an ARIMA model instead
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