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Abstract

Convolutional Neural Networks (CNNs) applied to the auditory domain have achieved great results.
However, little research has been performed to uncover the underlying mechanisms that allow auditory
CNNs to reach these achievements. This exploratory research attempts to help uncover these mechanisms
by using a CNN’s activation patterns generated by speech inputs to reconstruct those inputs. It is found
that training a decoder to decode activity patterns to a preliminary reconstruction and consequently fine-
tuning that reconstruction through further backpropgation generates the best results. The reconstructions
show that the network preserves a good representation of the input up to and including the fully connected
units. Reinforcingly, this representation appears to be suited to speech, instead of, for example, audio in
general. Furthermore, it becomes apparent that the network is insensitive to input intensity as well as to
the input’s activation scale on the time-domain. Further research is required to discover more properties

of CNNs applied to the auditory domain.

1 Introduction

Convolutional Neural Networks (CNNs) are ex-
tremely adept at encoding and recognizing objects
in the visual domain. For example, Krizhevsky,
Sutskever, and Hinton (2012) trained a CNN on an
ImageNet dataset consisting of 1.2 million images and
1,000 classes. They achieved a classification error rate
of 17%, which was better than the previous state of
the art. The great success of these networks on the
visual domain has made researchers eager to achieve
similar success with these networks applied to the
auditory domain. This research has been met with
success as well. For example, Abdel-hamid, Jiang,
and Penn (2012) created a phone recognition model
utilizing CNNs that overtook previously attained re-
sults in similar experimental setups.

In spite of the success achieved by CNNs on the
auditory domain, and whereas the internal repre-
sentations of CNNs in the visual domain have been
extensively investigated (e.g., M. D. Zeiler and Fer-
gus (2014)), only limited such research has been per-
formed for CNNs on the auditory domain (e.g., Ma,
Dang, and Li (2014)).

The main goal of this research is to help uncover
the underlying mechanisms that CNNs on the audi-
tory domain employ to reach their achievements. To
this end, it is interesting to look at the possibility of

Part of the work described in this thesis, namely dataset
processing and network architecture design, was performed
with Riemens (2015) and Kemper (2015).

reconstructing speech input from the activation pat-
terns generated by this input. It is expected that such
a reconstruction can be generated if the CNN truly
creates a good internal representation of the input.

If reconstruction can be performed successfully,
specific patterns found across reconstructions can be
investigated. These patterns might shine light on the
internal representations of the input the network em-
ploys. Having a deeper understanding of these rep-
resentations will help future design of network input
features.

2 Convolutional Neural Net-

works

Convolutional Neural Networks are biologically-
inspired feedforward neural networks. CNNs feature
multiple layers of various types that together make up
a network’s full architecture (LeCun, Bottou, Bengio,
& Haffner, 1998). Thus, CNNs are a type of deep
neural network. See Section 2.1 for an overview of
layer types. In a CNN so-called convolutional layers
(see Section 2.1.1) consist of one or more convolu-
tional kernels. All convolutional kernels in a single
layer contain an equal number of neurons in the same
structural configuration. The kernels represent filters
that respond to certain kinds of stimuli. Each kernel
is then convolved over the input yielding a multidi-
mensional output where values indicate the activa-
tion of the filter when applied at the corresponding
location in the input.



This structure of convolutional layers with their
convolutional kernels is related to the structure
of mammalian visual cortices found by Hubel and
Wiesel (1962). The visual cortex of mammals con-
tains various cell arrangements. These cells respond
to stimuli in specific regions of the visual field; their
“receptive fields”. These receptive fields are tiled over
the entire visual field. Hubel and Wiesel found differ-
ent cell types with distinct properties, such as some
“simple cells” responding to straight lines in certain
orientations in their receptive fields and some “com-
plex cells” that were locally invariant to the location
of the stimulus.

By stacking layers the input of layer m > 1 is
the output of layer m — 1. The input of layer 1 is
the input image. Through repeated convolution and
down-sampling the filter features in the convolutional
layers gradually become of higher-level and become
more abstract (M. D. Zeiler & Fergus, 2014; Mon-
tavon, Braun, & Miiller, 2010; Giiglii & van Gerven,
2014). For example, in a typical image classification
task the low-level convolutional layers could respond
to straight lines and other simple shapes. The next
convolutional layer uses the output of the first layer
and is able to respond to more complex shapes. This
continues to the last convolutional layer which re-
sponds to, for example, human facial features.

CNNs have been applied to achieve a diverse set
of goals, such as classification and feature extraction
of images. Such networks have seen promising re-
sults especially with regard to image research. One of
many such successful results was that of Krizhevsky
et al. (2012), who trained a CNN on an ImageNet
dataset consisting of 1.2 million images and 1,000
classes. They achieved a classification error rate of
17%, which was better than the previous state of the
art.

2.1 Layer Types

A convolutional neural network consists of various
layer types that form the full network. The layer
types used in this research are described below.

2.1.1 Convolutional Layer

As the namesake of the type of neural network used
here, the convolutional layer is what distinguishes
this network from other types of deep neural net-
works. Each convolutional layer contains one or more
equal-sized convolutional kernels F,,. These kernels
are filters of a certain dimension hg, X wr, X dp, that
are convolved over the input; i.e., they are applied at
each possible location (i,7) on the input. Here, the
origin is the top-left element of the kernel. The full
layer’s filter bank, F, is a stack of kernels F,,. F has
dimensions hg X wg X dg X N, where N is the total
number of kernels. When a kernel F,, is applied at
location (y, z) of input X, the result is calculated by
function f,(y, x).

th wFTIr dFTL
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with? =i+y—1land j =j+z—1.

Here, the depth of a kernel is equal to the number
of feature maps the layer’s input contains. Note that
this does not have to be the case; in general, different
kernel groups can be applied to varying dimensions
of the input. The possible application positions for
a kernel F',, on an input X range from y =1 to y =
hx — hr, +1 and from z =1 to x = wx — wg, + 1.
An example of a convolutional kernel application can
be seen in Figure 1.

The output of a convolutional layer consists of a
number of feature maps. The number of output fea-
ture maps is equal to the number of kernels in that
layer. Each feature map Y, is the output of one of
the kernels convolved over the input plus a bias, b,
that is added to all elements in the output. The full
biases of a convolutional layer are given by b. The
feature maps’ heights are hy, = hx — hg + 1. The
widths are wy, = wx —wg+1. Thus, the full output
Y has dimensions (hx —hp+1) X (wx —wp+1) x N.
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Figure 1: A convolutional kernel applied to location
(2,2) of its input. The input consists of only one
feature map. The value of the filter applied at this
location is (3-2) + (0-4) 4+ (1-—2)+(—1-1)+(2-
2)+(0--1)=T.

2.1.2 Rectified Linear Units Layer

Rectified linear units (ReLUs) are simple neuronal
units with an activation function f(z) = max(0, z),
with x the input to the neuron. A ReLU serves as
a linearity-breaking unit which allows deep network
architectures to learn non-linear representations of
the input. ReLUs have several advantages over other
linearity-breaking activation functions, such as sig-
moid functions, like sparse activations and biological
plausibility (Glorot, Bordes, & Bengio, 2011).

In short, the output of a ReLLU layer is the input
of that layer with all negative values set to 0.

2.1.3 Max-pooling Layer

An important element of CNNs is down-sampling.
Max-pooling layers perform non-linear down-
sampling on the input feature maps. Each feature
map is divided into (potentially overlapping) rectan-
gles. For each rectangle, the maximal value is chosen
as the output of that rectangle in the feature map.

/-3
9
20
5 6
5 4
41

\

6
3 2
1
32
i1

3 0

HN\%#\&\—\
I CVA S

Figure 2: Max-pooling down-sampling applied on an
input feature map. The value of max-pooling applied
at this location is max(1,0,4, —2) = 4.

See Figure 2 for an example of a max-pooling ap-
plication.

2.1.4 Dropout Layer

CNNs, like most deep network architectures, suf-
fer heavily from overfitting (Hinton, Srivastava,
Krizhevsky, Sutskever, & Salakhutdinov, 2012). An
overfitted classification network performs well on the
training set, but poorly on a held-out test set. A
method for improving generalization is to train mul-
tiple networks and combine the networks’ predictions,
such as by averaging (Wolpert, 1992). The obvious
drawback of this approach is that it is computation-
ally expensive to train multiple networks.

Another method for minimizing overfitting is to
utilize dropout. With the dropout method hidden
units are randomly selected and omitted. Effectively,
the outputs of these hidden units — the values in the
output feature maps — are clamped to 0. These units
will not be updated in the following weight update
step. During testing and other operation dropout
is not performed. In these cases, the hidden units’



output values are downscaled in accordance with the
dropout rate to account for the increased number of
hidden units. Performing dropout prevents complex
co-adaptions of the hidden units on the training data,
because no hidden unit can rely on other hidden units
being present (Hinton et al., 2012). Thus, hidden
units will not only be useful in the context of other
hidden units.

2.1.5 Fully Connected Layer

The role of classifier is fulfilled by fully connected lay-
ers (Simard, Steinkraus, & Platt, 2003). These lay-
ers consist of hidden units connected to every value
in their inputs. At this point, all spatial information
is lost and thus fully connected layers cannot be fol-
lowed by convolutional layers. These layers can be
seen as the “high-level reasoning” of a network. See
Figure 3 for an example of two fully connected layers.

Each unit in a fully connected layer contains
weights F,, and a bias b,,. The full layer is a bank
of hidden unit weights, F', and biases, b. The output
Y, of a hidden unit n is given as follows:

Y,=F,ocX+b,

Here, o is the entrywise product operation. The
full output of the layer, Y, is the stack of hidden
unit outputs Y,,. Its dimension is 1 x 1 x N with NV
the number of hidden units. Fully connected layers
can be seen as a special case of convolutional layers
where the kernel dimensions are equal to the input
dimensions.

2.1.6 Softmax Log-loss Layer
The softmax log-loss operator combines the softmax

and log-loss operators. It is the objective function to
be minimized. The operator is given by y.
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Figure 3: Example of two fully connected layers. The
units in the first fully connected layer are connected
to all units in the input layer. The units in the second
fully connected layer are connected to all units in the
first fully connected layer. In this figure the layers are
implicitly followed by ReLLU layers to break linearity.
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Here, c is the ground truth class.

2.1.7 Padding and Stride

The convolutional layers (Section 2.1.1) and max-
pooling layers (Section 2.1.3) can be configured with
padding and stride.

Padding can be set for the top, right, bottom and
left sides of the input X to a layer. Padding the right
side of X by a value of three causes three new columns
to be added to the right of X. These columns are
filled with zeros. This can be useful for both convolu-
tion and pooling, because without padding elements
in the middle of the input will be seen more often by
the convolution kernel or pooling window than ele-
ments at the border, given a stride of one. This is
due to the convolution kernels and pooling windows
not extending past the borders of the input.

Stride is the down-sampling factor of the convo-
lutional and pooling layers. It can be configured sep-
arately for the horizontal and vertical dimensions. A
stride of three for one of the dimensions causes the
convolution kernel or pooling window to be applied
at every third value in this dimension, starting from



the first. In effect the input will be down-sampled by
factor tree in this dimension.

2.2 Learning

Learning a CNN classifier is performed by optimiz-
ing an objective function. The specific objective
(loss) function used in this research is the softmax
log-loss function (see Section 2.1.6). Because CNNs
are usually applied to large-scale problems, optimiza-
tion generally uses a variant of stochastic gradient de-
scent (Bottou, 2010). In this research mini-batches
are used for weight updates, which yield smoother
weight updates relative to weight updates for single
train samples.

In order to update the weights and biases of convo-
lutional and fully connected layers the gradients have
to be known for those layers. This is achieved by it-
eratively propagating the gradient known in layer m
back to layer m — 1, starting from the top layer, in a
process called backpropagation. If the error E is the
scalar output of the objective (loss) function, then
the error gradient with respect to a certain layer’s
weights F] can be computed by using the chain rule.

OE _ OE oyy,

oL _ Iy141 Oy1
ofi Oy dyrL-1
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Here, L is the number of layers in the network and
f) and y; are the vectorized filters and outputs of layer
l respectively. Practically, to calculate the gradient
for a filter bank F the gradient of the error with re-
spect to its output Y has to be known; 0F/JY. This
gradient is given by the layer above through its calcu-
lation of the gradient of the error with respect to its
input; 0E/0X’. As follows from the network’s archi-
tecture X’ := Y and thus 0E/0Y = 0E/0X'. For
the softmax log-loss layer, which is the topmost layer,
OE/0Y =1, as E is defined as the output of the loss
layer. The gradient can then be propagated back
through the layers by repeatedly calculating 0F/0X.
To update filters F and biases b of a convolutional
or fully connected layer, 0F/OF and OFE/0b can be

calculated. For biases b, vectorized filters f = vec(F)
and vectorized output y = vec(Y):

O0E _OEdy
of — Oy of
OE _OE dy
b~ Oy ob

For an overview of the derivatives of the specific
layer types and the derivations thereof, see Riemens
(2015).

Once the gradient of the error with respect to filter
weights and biases are known, they can be updated
in direction opposite to the gradient to improve net-
work performance. The simplest update routine is
performing a small step in direction of the negative
gradient.
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I— — PR
F=F naF
oF
I— J— PR
b'=b n@b

Here, 7 is the learning rate, and F’ and b’ are the
new filters and biases.

3 Dataset

The TIMIT dataset of read speech was used to
train a convolutional neural network (Garofolo et
al., 1993). This dataset was designed for the de-
velopment of speech recognition systems and other
acoustic-phonetic studies. In this study, we are espe-
cially interested in TIMIT’s labelled phone data.

3.1 Filtering and Mapping

The dataset contains three sentence types. Of these
types, SA-type sentences are identical among all
speakers, whereas the other two types (SX and ST)



are distinct between speakers. The SX- and SI-type
sentences were designed to provide a good balance of
phonemes, whereas SA-type sentences were designed
to emphasize between-dialect differences. As per the
recommendation of Lee and Hon (1989), the SA-type
sentences were removed to prevent over-representing
the phonemes contained in those sentences. Further-
more, fifteen allophones as identified by Lee and Hon
(1989) were mapped to their corresponding phones,
such as [m] to [m], effectively leaving 48 distinct
phone class labels. In addition, similar phones in the
resulting set of 48 phones, such as [a] and [o], were
grouped to result in a set containing 39 phone labels.
The network is trained to classify the 48 phones. The
performance of the network is measured by using the
grouping of 39 phones. This process has become a
standard for training and evaluation on the TIMIT
dataset (Lopes & Perdigao, 2011).

3.2 Preprocessing

The goal of this research is to gain insight into the
internal representations of convolutional neural net-
works applied to the auditory domain. Specifically, I
will attempt to reconstruct network inputs through
network activation patterns. As this is exploratory
research into a relatively new domain for convolu-
tional neural networks, it is desirable to keep prepro-
cessing simple.

Phones were extracted from the speech waveforms
by slicing the sentence waveform audio recordings in
correspondence with the provided phone time mark-
ers. This process results in audio waveform vectors
for individual phones. From these individual phone
waveforms, the vectors above the 95th percentile in
length were discarded to minimize practical issues
caused by inaccuracies in time marking of the data
and other abnormalities. The remaining vectors were
zero-padded, such that all waveforms were of a length
equal to the length of the longest waveform. This
resulted in waveforms of 2554 samples; or roughly
160 ms.

Afterwards, for every zero-padded phone wave-
form a complex-valued spectrogram was generated
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Figure 4: [f] (top) vs [i] (bottom)

utilizing a short-time Fourier transform. The short-
time Fourier transform was computed with a window
size of 16.7 ms, an overlap of 7.6 ms and contained
400 sampling points. The resulting complex spec-
trograms were transformed into real spectrograms by
omitting the imaginary (phase) values, leaving only
amplitude values. These settings and transforma-
tions were chosen as they provided relatively good
speech waveform reconstructions from the resulting
spectrograms; they resulted in a maximal pairwise
cross-correlation of roughly 0.7 between the origi-
nal waveform and the waveform reconstructed from
the spectrogram. Note that reconstructing with a
larger number of sampling points strongly increases
reconstruction accuracy. For example, reconstruct-
ing from 800 sampling points results in a maximal
cross-correlation between the original waveform and
the reconstruction of 0.99, but such large spectro-
grams slow down training due to hardware memory
constraints. The generated spectrograms used in this
research have dimension 201 x 16.

For input into the network, the spectrograms were
normalized by subtracting the mean. Note that the
spectrogram intensities were not normalized.

The resulting spectrograms for two different utter-
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Figure 5: Histogram showing the phone distribution.
Phone 10 (silence) accounts for 9.8% of all phones.

ances of two distinct phonemes can be seen in Fig-
ure 4. Clear similarities can be seen between the
utterances of [[], such as the cloud-like shapes. In
contrast, for [i], both utterances have two distinct
harmonics in the same frequency ranges. The utter-
ances of the [[] and [i] phonemes are clearly distinct
in the time-frequency domain.

3.3 Resampling

The TIMIT dataset does not contain a uniform num-
ber of phone examples per class. The actual distri-
bution of phones after folding and grouping can be
seen in Figure 5. To create a uniform distribution for
training and testing, phones were sampled from the
full set each epoch. For training, 500 phones of each
class were sampled from the training set. For test-
ing, 200 phones of each class were sampled from the
testing set. This sampling per phone was performed
in two steps.

1. If the number of phones in a class set is less than
the number to be sampled, all phones in the class
set are repeatedly added to the sampled list until
the number of phones left to be sampled is less
than the number of phones present in the class
set.

2. The number of phones left to be sampled are
randomly picked without replacement from the
phone class set.

This process was chosen as it ensured that phone
class sets with few examples would always have all
available examples present in each epoch. Contrast
this with simple sampling without replacement where
some phones in an already scarce class set would
not necessarily be represented each epoch, effectively
making the class even scarcer.

Next, the epochs were split into batches. The
batches were generated by shuffling the sampled
phones and splitting the sampled set into batches of
128 phones each.

4 Network Architectures

Much research has been done into CNNs applied to
the visual domain. Much less research has been done
into CNNs applied to the auditory domain. At the
time of writing no consensus has been reached as to
which network architectures work best for phone clas-
sification. Different authors recommend different ar-
chitectures, but in general architectures in the au-
ditory domain can be classified as either performing
frequency convolution or time convolution.

There is an important difference between CNNs
applied to the visual domain and CNNs applied to
spectrograms in the auditory domain. In the visual
domain, convolutions across the horizontal and ver-
tical axes carry similar meaning. However, in the au-
ditory domain these convolutions are not comparable
(Téth, 2014).

Applying convolution across the frequency axis
makes the network less sensitive to variance in the
different formant positions of the same phone be-
tween different speakers. To this end, authors such
as Abdel-hamid et al. (2012) and Sainath, Mohamed,
Kingsbury, and Ramabhadran (2013) have applied
frequency convolution to capture translational in-
variance. With this property frequency convolution
CNNs consistently outperformed deep neural net-
works (DNNs) on the same task (T6th, 2014).

In contrast, applying convolution across the time
axis carries less obvious advantages. Nonetheless,



Convolution type \ Depth H Accuracy ‘

Time 2,2 48.7%
Frequency (large kernels) | 2, 2 56.4%
Frequency 2,2 59.1%
Frequency (full padding) | 4, 3 61.8%
Freq.uency' (overlapping 3.4 62.6%
pooling windows)

Table 1: Overview of the best-performing network
architectures that were tested. The depth indicates
the number of convolutional layers followed by the
number of fully connected layers.

Vesely, Karafidt, and Grézl (2011) have applied a
neural network architecture based on CNNs that suc-
cessfully utilizes time axis convolution. On the other
hand, Abdel-hamid, Deng, and Yu (2013) evaluated
various CNN architectures and training techniques,
including time axis convolution and both time and
frequency axis (2D) convolution. They found that
frequency convolution performed best, followed by
2D convolution. In their experiments, time convo-
lution performed worst. In addition, Sainath, Kings-
bury, et al. (2013) tested architectures utilizing time
axis pooling without subsampling. They achieved
only a slight gain, and only by utilizing stochastic
pooling in time (see M. Zeiler and Fergus (2013)).

Though not the goal of our research, we have per-
formed some preliminary experiments with differing
CNN architectures. Our results can be seen in Ta-
ble 1. The best-performing architecture was designed
to be as simple as possible with few hidden units per
layer. The network was tested both with and with-
out first and second order derivative channels added
to the input spectrogram, but these derivative chan-
nels made no difference in classification performance.
Due to its performance and simplicity, we decided to
use this network, without derivative channels, for the
experiments.

4.1 Used Architecture

The network we used performed convolution along
the frequency axis. Its architecture consisted of three
convolutional layers followed by four fully connected
layers. Each convolutional layer was followed by a
ReLU layer and a max-pooling layer. The max-
pooling layers all had a pooling size of 5 over the
frequency axis and a stride of 2. All fully connected
layers were followed by ReLU layers, except for the
last; the last fully connected layer was followed by
the softmax log-loss operator. For an overview of the
network, including feature map sizes, see Figure 6.

5 Implementation

We used MatConvNet for training CNNs (Vedaldi &
Lenc, 2014). MatConvNet is a CNN framework for
MATLAB, based on Caffe. MatConvNet has built-
in CUDA-support to exploit the parallelization op-
timizations of GPUs. In addition to the basic CNN
functionality provided by MatConvNet, we have im-
plemented several extensions on top of the frame-
work.

5.1 Asynchronous Pre-fetching

In a purely single-threaded training algorithm time
is lost by waiting for the next batch of images to
be loaded from the hard drive. The training cannot
continue until the batch is ready. As such, it is desir-
able to have the next batch loaded in the background
during the processing of the current batch.

MatConvNet has support for such asynchronous
pre-fetching, but its implementation requires the use
of JPEG images. This is not ideal for spectrogram
inputs as the JPEG file format generally introduces
compression artefacts. To overcome this, we wrote a
custom training wrapper that calls a MATLAB C++-
script able to load spectrograms from simple, uncom-
pressed binary files.



Figure 6: The used network’s architecture. In this figure, ReL.Us are implicitly placed after the convolutional
and fully connected layers, with exception of the last fully connected layer. The dimensions indicate feature
map sizes. Source and destination localities of some of the calculations performed by the different layers are

shown.

5.2 Adaptive Gradient

The Adaptive Gradient algorithm (AdaGrad) is a
theoretically sound method for automatically adapt-
ing the learning rate (Duchi, Hazan, & Singer, 2011).
Besides it replacing problem-dependent learning rate
schedules with a much less sensitive master step-size,
it adaptively updates the learning rate per feature.
Learning rates for frequent features quickly decrease,
whereas learning rates for rare features remain high.
This means that even infrequent features can be ef-
fectively updated.

AdaGrad works by keeping track of the sum of
squared historical gradients. Then, the filter and bias
update steps are changed.
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Here, F’ and b’ are the new filters and biases, GF
is the sum of squared historical gradients with respect
to the filter bank, GP is the sum of squared histori-
cal gradients with respect to the biases, and 7 is the
master step-size.

5.3 Regularization

Ly regularization is a method of preventing overfit-
ting. Here, it penalizes filters with high weight val-
ues. For an example of the mathematical details of
L regularization, see Section 6.4.1. The implemen-
tation details of the regularization applied to filter



learning are almost the same as described in that sec-
tion. However, instead of applying regularization on
the input the regularization is applied to the individ-
ual filter banks. In general, Lo regularization drives
models towards sparse weights (Ng, 2004).

We have tested Ly regularization as a means of de-
creasing overfitting. Though it did decrease overfit-
ting, in our case it only did so by increasing the error
on the train set. It did not improve the classification
accuracy achieved on the test set.

6 Input Reconstruction

To gain insight into how CNNs are able to perform
well in the auditory domain, it is interesting to in-
vestigate the representation of the domain learned
by the network. One way of doing this is by look-
ing at the actual learned features in the various lay-
ers — it would be expected to see certain spectro-
gram features such as various formants represented
in higher-level convolutional layers. See the research
performed by Kemper (2015) for more insight into
this topic. Another way to investigate the internal
representation is by attempting to reconstruct an in-
put into the network through looking at the patterns
of activation caused by that input. Reconstruction
does not generate an actual reconstruction of the in-
put; it generates a reconstruction of how the network
perceived the input. As such, insight can be gained
into how the network represents the input. It is this
approach that will be expanded upon in this thesis.

6.1 Objective

Given an input X into a network, a series of hidden
unit activations Y1, Y, ..., YL, will result. Here, Y,
is the output of layer n and L is the number of layers
in the network. It would be expected that for a net-
work with a good representation of the domain the
activations of the convolutional layers can be used
to generate a reasonably good reconstruction. How-
ever, from the fully connected layers onward spatial
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information is lost. As such, from those layers it is
unlikely that a good reconstruction can be made.

Theoretically, any subset of information contained
in the entire output set of Y1,Ya,..., YL (including
partial layer-wise output information) could be used
to generate a reconstruction. Nonetheless, this re-
search is constrained to looking only at the full out-
put Y, of a single layer per reconstruction.

6.2 Methods

Various approaches to input reconstruction can be
taken, such as simulated annealing, error backpropa-
gation to the input, and network decoding. The goal
in all approaches is to minimize the reconstruction
error. In this research the error is quantified as the
euclidean distance R between the original input X*
and the reconstructed input X.

R:\/ZZZ(X*ijk_Xijk)z
i j K

6.3 Simulated Annealing

Preliminary experiments were performed for input
reconstruction by simulated annealing. In general,
simulated annealing is a probabilistic global opti-
mization algorithm. It is able to explore the entire
solution space of the problem and probabilistically
moves uphill and downhill in the error space (Corana,
Marchesi, Martini, & Ridella, 1987; Goffe, Ferrier, &
Rogers, 1994). Each step, a new reconstruction X’
is generated from the current reconstruction X by
adding random noise (see Section 6.3.1). The objec-
tive function value E’ of X’ (see Section 6.3.2), is
then compared with the objective function value F
of X. If £/ < E, then X’ will be set as the new re-
construction. If B > E, X’ will be set as the new
reconstruction with probability p.
E-F
r=oo ()




T(k) is the temperature at update step k. It is
initially set to a high value and is then gradually de-
creased according to an annealing schedule. Gener-
ally, T'(kmax) = 0.

6.3.1 Neighbour Generation

The way in which neighbours are generated is of im-
portance for the efficacy of the algorithm. Gener-
ally, phone spectrograms have high activation in a re-
stricted frequency band. As such, I propose a method
for generating neighbours that makes use of this prop-
erty. It is true that not all phones share this property,
but it makes for a good approximation for the ma-
jority of phones.

To generate a neighbour, one first generates a ma-
trix Q of dimension n X w. Here, n is the number
of consecutive frequency bands the neighbour should
differ in and w is the spectrogram width. This matrix
should have a certain percentage of its values v set
uniformly in the range —r < v < 0 or in the range
0 < v < r. The other values are set to 0. I used
50% with r = 0.05. Then, Q is added entrywise to a
band of rows in X of equal size. The resulting matrix
is the neighbour X’. To make sure neighbours with
changes near the top and bottom borders are also fre-
quently generated, Q can be added expanding past
the borders of X. The overflowing rows are ignored.

If simulated annealing is performed in a network
trained to classify spectrograms with delta channels,
special care has to be taken. To limit the search
space, it is advisable to generate neighbours only for
the static (non-delta) spectrogram and calculate the
new delta channels from that.

6.3.2 Objective Function

The objective function E used for reconstruction
through simulated annealing is equivalent to that of
backpropagation to the input (see Section 6.4). Thus,
the function to be minimized is given by E.
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6.4 Backpropagation to the Input

By performing a forward pass through the network
with input X*, the output activations Y7,Y3, ..., Y]
are generated. If reconstruction is to be performed
with respect to the activations of layer n, the goal is
to create a reconstruction by continuously updating
the current-best reconstruction with respect to this
layer’s activations. The updating is done in such a
way as to minimize the difference between the activa-
tions caused by the reconstruction and the activations
caused by the original input. In this way, the acti-
vations will start to look alike which, hypothetically,
means the reconstruction will start to look like the
original input. Formally, the objective function that
is to be minimized for reconstructing the input is E.

2
l‘lzjk)

To perform the actual reconstruction, the network
is continuously fed the current-best reconstruction.
At the end of the feedforward pass (to the required
layer) the derivative of the objective function is cal-
culated with respect to that layer.

ZZZ(W

2
OF _ 6% (Y;klz]k Ynijk:)
OY nijk OY nijk
Y:;Uk Ynijk
In matrix form:
OF .
VE = Y.~ Y, —Yn

This gradient is propagated back to the input
through normal backpropagation.



6.4.1 Regularization

Updating the reconstruction is performed through
regular gradient descent updates enhanced by a bold
driver factor (see Section 6.4.2). Spectrograms are
generally sparsely activated; only having activations
in a small frequency range. Because of this, Ly reg-
ularization is eminently useful to ensure reconstruc-
tions are sparsely activated as well. To perform Lo
regularization, an error term 6 is added to the objec-
tive function F (Ng, 2004).

1/2\ 2
_2

)

A

2

0= SIIX|I3 =

D20 (Xige)”
i § ok
Thus,

0=5 333 (Xiw)®
i 7 k

To minimize this part of the error function, the
gradient of # with respect to the input X has to be
known.

0 N0 (X))
8Xijk B 2 8X”k
= AXyjk

In matrix form:

L

Vi=o9x =

AX
Then, the full gradient with respect to the input
becomes:

OE  OF Oy,

VE = 9% = oys ox

+ Ax

with x and y; the vectorized forms of X and Y3
respectively.
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6.4.2 Bold Driver

Reconstruction was tested utilizing both simple
stochastic gradient descent and gradient descent with
AdaGrad. The simple stochastic method yielded in-
consistent training results when used for reconstruct-
ing from different layers. This is likely due to differ-
ent orders of magnitude of the backpropagated gra-
dients. Optimizing the meta-parameter n per layer
would be time-consuming and would not be robust
to changes. AdaGrad was tested as a simple replace-
ment for stochastic gradient descent. Though it per-
formed better, the master stepsize still had to be low
in order for the reconstruction to converge when uti-
lizing higher layer activations. This made learning
unnecessarily slow for earlier layers. Furthermore,
it is not clear when a reconstruction has converged
enough such that updating can be stopped; conver-
gence from higher layers took on the order of 10 to
100 times more batch updates than from lower layers.

Instead of attempting to optimize the various pa-
rameters, a different learning rate adaptation tech-
nique was used, termed the bold driver (Battiti,
1989). The bold driver is a factor A with which
the master learning rate 7 is multiplied to obtain the
current-batch learning rate. The A factor is continu-
ously updated throughout the updating progress by
multiplying it with a factor py > 1 if the error value
is lower than the previous batch. If the error value is
higher, the factor is multiplied by py < 1. Suitable
values are, for example, py = 1.01 and py = 0.9.

In effect, the learning rate is constantly increased
slightly, until the gradient is overshot and oscillations
would start to occur; then, the learning rate is slashed
aggressively. Once a reconstruction has converged,
further updating simply oscillates around the con-
vergence point. As such, the error value would be
oscillating as well. Due to this, a converged recon-
struction is indicated by a low bold driver factor A.
Thus, we can look at the bold driver factor to decide
when to stop updating. For this problem, a suitable
cut-off point was A < 0.005 (with a master learning
rate n = 107).



6.5 Decoder Network

Autoencoders are a type of neural network that are
trained to encode a certain input in such a way as
to be able to decode that representation. Thus, the
output target of such a network is the input itself
(Bengio, 2009). The application of autoencoders is
closely related to the problem discussed here. How-
ever, instead of training the encoder and decoder
simultaneously, the encoder is given; it has been
trained as part of a classification network. Thus, the
goal is to create a decoder for our encoder that is
able to reconstruct the input into the encoder from
the representation generated by the encoder.

To this end, a new encoder network was trained
that is highly similar to the original network used
throughout this research. The new network featured
padding for the convolutional layers such that no bor-
der information was lost. This is necessary to be able
to compute the convolutional transpose for decoding
whilst preserving the same input dimensionality.

6.5.1 Convolution Transpose

The convolutional transpose operator is, in the case
of full-padding without stride, simply regular convo-
lution. For autoencoders, often “tied weights”’ are
used. Then, the filter bank of a convolutional de-
coder layer is equal to the transposed filter bank of
the corresponding convolutional encoder layer. Such
a construct is not suitable for the case of training a
decoder given an encoder, because tied weights re-
quire the two filter banks to be trained to a symmet-
ric solution (Vincent, Larochelle, Lajoie, Bengio, &
Manzagol, 2010), but in this case the encoder will not
be trained further.

6.5.2 Unpooling

The encoder performs pooling to sub-sample the in-
put. The decoder has to reverse this by up-sampling
through unpooling. There are a variety of methods
with which unpooling can be performed. One method
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Figure 7: Blind-unpooling up-sampling applied on an
input feature map.

is to remember the locations of the maximal val-
ues chosen by max-pooling. Then, during unpooling,
switch-unpooling is used such that the values are set
at the remembered locations. The empty locations
are set to 0. However, it turned out that this method
undesirably leaks information from early encoding
layers to late decoding layers (see Figure A.la). In
fact, setting all the values of the filters and biases of
the first decoding convolutional layer to 0, creating a
mangled network, still produces a good reconstruc-
tion when using switch unpooling. This indicates
that a decoder using this method has more informa-
tion available than only the encoded representation of
the input. As such, switch-unpooling is not suitable
for our particular case of training a decoder given an
encoder.

Blind-unpooling is another method by which un-
pooling can be performed. An example of this
method can be seen in Figure 7. This method is
entirely uninformed. It takes the values of the in-
put feature map and repeats those values onto the
output at the relevant locations (as determined by
the pooling configuration). If the pooling windows
overlapped, blind-pooling sets the value at an output
location to the average of the values that are to be



set at that location. In contrast to switch-unpooling,
this method does not leak any information (see Fig-
ure A.1b).

6.5.3 Objective Function

The objective function F for an autoencoder/decoder
is given by half the squared euclidean distance be-
tween the output X’ and the input X*.

E:% ZZZ(X*iJ’k*X’ijk)z
i j K

Thus, the gradient of the error with respect to the
last layer’s output Y := X’ is given by:

0E  10(X*yk— Yin)®
6Yijk - 2 aYij
= X"ijk — Yijk
In matrix form:
OF
F=_—=X"-Y
v oY

This gradient is the topmost gradient given to the
network. The gradient is then propagated backwards
as usual.

6.5.4 Updating

The goal is to train a decoder for the encoder, and
not an autoencoder initialized with a classification
encoder. Thus, during the weight and bias updates,
only the weights and biases of the decoder part of the
network are updated.
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6.5.5 Stacked Decoder

An issue encountered with training the decoder was
that the gradient for a randomly initialized decoder
seemed to push the decoder into the direction of map-
ping all inputs to silence. This is likely caused by the
fact that phone spectrograms have sparse activations,
and thus silence is a relatively good reconstruction.
To overcome this, I implemented a decoder training
procedure based on that of stacked autoencoders.

A stacked autoencoder is trained in a greedy layer-
wise fashion (Bengio & Lamblin, 2007). First, a (two-
layer) autoencoder is trained on the raw inputs X
to learn encoder features F. The encoder output is
then mapped to the network output by the decoder.
Once these layers are trained, a second autoencoder
is added between the encoder and the decoder of the
first autoencoder. Thus, the inputs to the new au-
toencoder is the output of the first autoencoder’s en-
coder, and its output is the input to the first au-
toencoder’s decoder. This second autoencoder is then
trained in a similar fashion.

For the case of training only a decoder, this pro-
cess cannot be used directly, as the encoder is already
given. However, a similar process can be used. In-
stead of training the full decoder at once, the first
decoder layers (i.e., the layers near the middle of the
network) can be trained first. Here, the target output
of a decoder layer is the input to the corresponding
encoder layer. The same objective function as in Sec-
tion 6.5.3 can be used, except that the input X* and
output Y are now the input to the corresponding
encoder layer and output of the decoder layer respec-
tively. This process is carried out iteratively to the
last layer. Once all decoders have been trained one
by one, all decoders are trained simultaneously for
fine-tuning.

6.6 Decoder Network & Backpropa-
gation

One use of autoencoders is to generate a pretrained
prior for training a classifier. To do this, the autoen-



coder is trained whereafter the decoder is omitted
and a classifier is put in its place. Then, the clas-
sifier is trained and the encoder is fine-tuned with
regular backpropagation. This often produces good
results, as it helps prevent the encoder’s gradient de-
scent from getting stuck in a globally poor local min-
imum (Erhan, Bengio, & Courville, 2010).

Taking from this idea, it is conceivable that us-
ing the trained decoder’s output as described in sec-
tion 6.5 and fine-tuning it with backpropagation as
described in Section 6.4 would similarly result in im-
proved reconstruction performance. Formally, take
X = D(X*) as the decoded output of the network’s
representation of X*. Take X = B(X*,X’) as the
output of the backpropagation algorithm when re-
constructing X* and starting from the reconstruction
X’. Then, X = B(X*, D(X*)) is the reconstruction
generated from the chained operation.

6.7 Averaging

Each single reconstruction that is not arbitrary will
be some combination of a good reconstruction of the
input and noise. In these cases, it can be advanta-
geous to generate multiple reconstructions and take
the average to arrive at the final reconstruction. It
would be expected that the reconstruction error of
the resulting average is lower than the average recon-
struction error among single reconstructions. This is
mostly due to noise being averaged away.

For deterministic algorithms, generating different
reconstructions for the same input requires special
care. The steps taken for the individual algorithms
are described below.

Simulated Annealing Because this algorithm is
probabilistic by nature, it inherently supports aver-

aging.

Backpropagation Outputs of backpropagation
can easily be used for averaging, as long as the re-
construction initialisation is non-deterministic. This
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Figure 8: A non-speech spectrogram

is generally the case, as gradient descent requires a
symmetry-breaking initialisation.

Decoding Decoding can be made non-
deterministic by adding slight noise to the input,
causing slightly differing outputs. However, for a
good encoder/decoder-pair it would be expected that
input noise has little effect on the reconstruction.

7 Experiments

The four described reconstruction methods were
tested on network layers 1, 3, 6, 9 and 12 (L1, L3,
L6, L9 and L12). These layers correspond to the
first convolutional layer, the first convolution-relu-
pool triplet, the second such triplet, the third such
triplet and the second fully-connected layer respec-
tively. For the decoding method five decoders were
trained to reconstruct representations generated by
the encoder up to these layers.

To test whether the network has actually learned
a speech representation — which implies that not
just any input can be reconstructed — non-speech
spectrograms were generated. These spectrograms
were tested for reconstruction performance as well
as phone spectrograms from the test set. These non-
speech spectrograms were generated from chirp wave-
forms. An example of such a chirp spectrogram can
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Figure 9: The average reconstruction errors and correlations, and waveform correlations per layer. The
top figures show the euclidean reconstruction errors, the middle figures show the maximal spectrogram
cross-correlations, and the bottom figures show the maximal waveform cross-correlations.

be seen in Figure 8.

Aside from qualitatively measuring reconstruc-
tions by visually judging similarity between the re-
construction and the original spectrogram, at least
three quantitative reconstruction performance mea-
sures are available:

1. Euclidean distance between the reconstruction
and the original spectrogram;

2. Maximal matrix cross-correlation (mxcorr2) be-
tween the original spectrogram and the recon-
structed spectrogram, calculated as the maximal
xcorr between the vectorized matrices; and

3. Maximal vector cross-correlation (mxcorr) be-
tween the original waveform and the recon-
structed waveform.

Due to computational limitations, the reconstruc-
tion experiments were ran on only one randomly cho-
sen example from each of the 48 phone classes.

7.1 Results

7.1.1 Quantitative

As can be seen in Figure 9, reconstructing from the
first layer results in a quantitatively better recon-
struction than later layers. Furthermore, the wave-
form mxcorr appears to decrease as the reconstruc-
tions are generated from deeper layers. Interestingly,
with regard to the waveform mxcorr, reconstructions
from the second fully connected layer (layer 12) are
only slightly worse than reconstructions from the late
convolutional layers. Furthermore, with regard to
the waveform mxcorr seen in the Figure 9, recon-
structions for non-chirp spectrograms were of better
quality than those of chirp spectrograms.

The average waveform mxcorr of the average wave-
form with phone waveforms is 0.12. I name this the
“waveform mxcorr threshold”. The average wave-
form is constructed from the average spectrogram.
Once the waveform mxcorr of a reconstruction drops
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Figure 10: Spectrogram intensity histograms for the original phone spectrogram and the reconstructed
spectrograms for one case of phone [o]. In the left-most column the intensity histograms of the original
inputs into the network are shown (these are identical over the methods). The other columns show the
intensity histograms of the reconstructions generated from a certain layer by the corresponding method.

Only two methods are shown.

below this threshold, it is indicated that the average
waveform is, on average, a better reconstruction with
regard to the waveform mxcorr.

Almost all reconstruction methods for chirps are
below the threshold from layer 3 onward. The only
exception is the method of decoding followed by back-
propagation. This method drops below the threshold
at layer 12. For phones, backpropagation and decod-
ing followed by backpropagation are above the wave-
form mxcorr threshold for all layers. Simple decoding
and simulated annealing drop below the threshold at
layers 6 and 3 respectively.

From L3 onward, the reconstructed spectrogram
intensities are greatly reduced relative to their origi-
nal inputs (see Figure 10).

7.1.2 Qualitative

Visually, the method of decoding followed by back-
propagation seems to reconstruct the phone spectro-
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gram best. Second-best is backpropagation, espe-
cially from L6 onward. Simulated annealing performs
worst over all layers. This is in agreement with the
quantitative results found when looking at the wave-
form mxcorr. All reconstructions for a single phone
generated by the used methods for all layers can be
seen in Figure B.1.

Figure 11 shows the reconstruction of two chirps
and two phones generated by the method of decoding
followed by backpropagation. It appears that phones
are reconstructed slightly better than chirps. Addi-
tionally, the activations in the reconstructions appear
to be slightly smeared across the time domain. This
is more apparent in Figure B.2.

8 Discussion

I have shown that reconstructions are nearly perfect
for the first layer for both the decoding network and
the decoding network followed by backpropagation.
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(a) Reconstructions generated for chirp spectrograms. (b) Reconstructions generated for phone spectrograms.

Figure 11: Comparison of reconstructions generated for chirps and reconstructions generated for phones.
The reconstruction method that was used to generate these reconstructions is decoding followed by back-
propagation. In both figures each row represents the original input, the reconstructions generated from the
sixth layer, and the reconstructions generated from the twelfth layer respectively.

This is not surprising; at this point merely a single
convolution has been performed on the input. No
sub-sampling has been performed yet. As such, the
decoder merely has to learn a good linear inverse of
the convolutional layer. Backpropagation (without
first decoding) and simulated annealing do not reach
this performance because they do not exploit the in-
versibility of the linear transformation.

Phone reconstructions were of higher quality than
chirp reconstructions. This reinforces the belief that
the encoder (i.e., excluding the fully-connected lay-
ers; the classifier) learns to generate a more compact
representation of speech audio.

I have demonstrated that simulated annealing per-
forms worse than all other methods all-round. This
is likely caused by a combination of factors. Firstly,
the specific neighbour generation algorithm makes
assumptions about the general form of phone spec-
trograms (see Section 6.3.1). This assumption does
not necessarily hold for all phone spectrograms. In-
deed, some phones only have activations in a limited

part of the time domain. Secondly, the algorithm
was performed with a restricted number of update
steps. Increasing this number likely increases per-
formance, but reconstruction would become compu-
tationally prohibitive; for each step the network ac-
tivations have to be evaluated. Thirdly, simulated
annealing does not make use of the structure of the
network like the decoder and backpropagation meth-
ods do. As the search space is essentially infinite,
simulated annealing would likely only ever be able to
give a rough estimate of the reconstruction in this
domain.

The reconstruction methods generally generated
reconstructions with intensity smeared across the
time domain. Because reconstruction from activity
patterns does not actually reconstruct the input, but
rather the input as perceived by the network, this
tells us that the network’s features probably span the
entire time domain. This seems to be in agreement
with the results found by (Kemper, 2015). Moreover,
this behaviour of the network is sensible. Phones do
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not change meaning whether they are spoken quickly
or slowly. Thus, the phone class should not change
depending on the phone’s width in the time domain.

From layer 3 onward, the reconstructions had
vastly reduced intensities relative to the original in-
puts. It is conceivable that this is caused by L2 regu-
larization. However, this intensity discrepancy holds
true as well for outputs generated by the decoder net-
works; as such, it is likely that this is a result of
the network’s internal representation of the input. A
phone spoken softly or loudly makes no difference to
the actual class of the phone. With this in mind, it
seems logical that the network does not make use of
intensity information for its internal representations.

The reconstructions from the second fully con-
nected layer were of almost equal quality as recon-
structions from the late convolutional layers. This
indicates that not all spatial information is necessar-
ily lost in the layers where the network performs its
high-level reasoning.

8.1 Quantitative Measures

Using the three quantitative measures described in
the experiments section (Section 7) to objectively
judge reconstruction quality is troublesome. Firstly,
all measures are unnuanced. This holds true espe-
cially for both the euclidean spectrogram error and
the maximal spectrogram cross-correlation.

The discrepancy between reconstruction intensity
and input intensity partly explains the unpredictive-
ness of the euclidean error with regard to reconstruc-
tion quality. The intensity of reconstructions ap-
proaches the intensity of the zero-spectrogram. As
such, the euclidean error approaches the euclidean
distance of spectrograms to the zero-spectrogram.
Thus, in this case, euclidean errors as-is are mean-
ingless measures for reconstruction performance from
layer 3 onward.

Reconstructions for higher layers generated by sim-
ulated annealing — the worst method — had an aver-
age waveform mxcorr close to that of decoding fol-
lowed by backpropagation — the best method. Qual-
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itatively, decoding followed by backpropagation per-
formed profoundly better than simulated annealing.
It seems that the waveform mxcorr should be inter-
preted more as an ordinal measure than as a cardinal
one; a reconstruction with a waveform mxcorr of 0.2
is not “two times better” than a reconstruction with
a waveform mxcorr of 0.1. With this in mind, it ap-
pears nonetheless that the waveform mxcorr provides
the best quantitative measure of reconstruction qual-
ity; ordinally it agrees with qualitative assessment,
and it the only quantitative measure that provides
clear nuance.

8.2 Limitations

It has been attempted to make this research as rig-
orous as possible. Many experiments, architectures
and methods have been considered in detail. Never-
theless, this research comes with some limitations.

1. It is possible that simulated annealing can be
improved by better neighbour generation. How-
ever, this requires the algorithm to be highly tai-
lored to some model of phone spectrograms. In
some sense this already is the issue that is at-
tempted to be solved through encoding and re-
construction in the first place.

2. CNNs are deep architectures. They are best used
with a very large dataset. The TIMIT dataset
is relatively small; it provides only few exam-
ples for some phones (see Figure 5). After many
epochs, our final network started overfitting; it
reached an accuracy of roughly 80% on the train-
ing set, but only slightly more than 60% on the
testing set. This is likely partially caused by data
sparseness. The effect of this sparseness can be
mitigated to some extent by applying some form
of data augmentation to artificially increase the
dataset size (Simard et al., 2003; Krizhevsky et
al., 2012). For example, phone classes are invari-
ant over small pitch shifts. One of various pos-
sible augmentation strategies would be to gener-
ate additional phone spectrograms from existing
spectrograms by slightly shifting pitches.



3. Many CNN models for speech recognition are
not trained on regular FFT-spectrograms, but
on, for example, (modified) mel-frequency cep-
stra. See for example Abdel-hamid et al. (2012)
and T6th (2014). It is conceivable, but unlikely,
that results found here do not generalize to other
time-frequency representations of audio. How-
ever, further research could be done to validate
the results found here.

. The number of frequency bins chosen for the
spectrogram generation yields an imperfect
round-trip waveform reconstruction. It is pos-
sible that this loss of information hampers net-
work classification performance through blurring
of phone spectrograms. Furthermore, this has
direct negative consequences on the theoretical
best waveform reconstruction that can be gener-
ated from reconstructed spectrograms. It is pos-
sible that the waveform mxcorr would become
more nuanced if reconstruction is performed on
a network trained on larger spectrograms.

9 Conclusion

This research has looked at the possibility of recon-
structing speech input into a Convolutional Neural
Network. Furthermore, the reconstructions gener-
ated were used to make inferences about the net-
work’s learned representation of the input.

I have shown that speech input into CNNs can be
reconstructed through using the resulting activation
patterns of such networks. To this end, decoding fol-
lowed by backpropagation provided the best results.
Additionally, I have shown that among the measures
looked at the maximal waveform cross-correlation be-
tween the waveform of the input and the reconstruc-
tion provides the best measure of reconstruction qual-
ity. Furthermore, this research has probed the inter-
nal representations learned by such CNNs by show-
ing (i) that they appear to be insensitive to intensity
changes, (ii) that their representations are mostly in-
variant over scaling in the time-domain, and (iii) that
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the encoder indeed learns a speech-oriented represen-
tation.
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A Unpooling Experiments

Input Output Mangled Input Output Mangled

Time

Frequency
Frequency

(b) The decoded inputs with blind unpooling.

(a) The decoded inputs with switch unpooling.

Figure A.1: Switch-unpooling vs. blind-unpooling. In both figures each row represents the input into the
networks, the output generated by the original network and the output generated by the mangled network
respectively. The mangled network is generated from the original network by setting the filters and biases

of the first convolutional transpose layer to zero.
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B Additional Results

Decoding

Frequency

Time
Dec. and Backpr.

Backprop

Sim. Annealing

Figure B.1: The generated reconstructions for one case of phone [o]. The different reconstruction methods
are shown per row. In the left-most column the original inputs into the network are shown (these are identical
over the various methods). The other columns show the reconstructions generated from a certain layer by

the corresponding method.
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Decoding L1
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Figure B.2: The generated reconstructions for one case of phone [[]. See Figure B.1 for an explanation.
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