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Abstract
Transformer was introduced by Vaswani et al. (2017) as an artificial neural network. Its operation is solely
reliant upon the attention mechanism. In the current study, the cognitive modelling abilities of Transformer
and GRU (a type of gated recurrent neural network) were compared, and expected to be different owing to the
conceptual distinctions in the attention and (gated) recurrence mechanisms. Furthermore, the manners which
neural networks process and handle information (i.e., preceding words in a sequence) may carry implications
about human sentence processing.
Methodologically, modelling abilities were indicated by the goodness-of-fit measures between surprisal
estimates computed by GRU and Transformer and self-paced reading time and gaze duration from human
behavioural data sets. Subsequently, to compare the abilities of the model to account for human behavioural
data, these goodness-of-fit estimates were fitted to Generalized Additive Models as a function of language
model accuracy.
Our findings, indeed, claimed that Transformer outperformed GRU in both processing measures (i.e., reading
time and gaze duration) in terms of its modelling capacities. It was then reasoned that the divergent manners
which GRU and Transformer use previous materials for the prediction of upcoming words could result in their
varied performance. Moreover, because next word prediction is a task in which hierarchical structure might be
unimportant, the recurrence mechanism did not have an advantage over the attention one.
Keywords:

Transformer; attention mechanism; recurrent neural networks; surprisal estimates; cognitive
modelling; self-paced reading time; gaze duration.
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1. Introduction
Human capacity to comprehend their language while reading is impressive. Research has indicated that the
language comprehension process happens for just over hundreds of milliseconds (e.g., Federmeier, 2007; Kutas,
DeLong, & Smith, 2011). The efficiency in language processing is in fact related to the dynamic prediction
which humans generate from incoming materials and subsequently apply to the upcoming ones. Evidently, the
influences of prediction (based on context information) on sentence processing have been demonstrated in
previous studies. For instance, when the target words are appropriately located in supportive contexts, naming
and lexical decision times decrease and simultaneously there is an increment in readers’ perception (Jordan &
Thomas, 2002). Further research demonstrates that highly predictable words receive a higher chance of being
skipped; but at the same time, a lower rate of regressions (i.e., returns to these highly probable words), and
shorter viewing time (Ehrlich & Rayner, 1981). On the other hand, it was found that in a particular context,
less predictable words, when fixated, are gazed at for longer durations. By way of explanation, less predictable
words (i.e., those having lower probability) are slower to be read. The effect has not only been found in the
semantic contexts (e.g., Bicknell, Elman, Hare, McRae, & Kutas, 2010), but it has also been similar in the
syntactic contexts of the experienced words (e.g., Staub & Clifton, 2006).
As is mentioned above, the predictability of one word can have a relation to the amount of time human
readers allocate to the processing of this word. To illustrate, when one word in a sentence receives little reading
time, it is likely that this word is predictable in its context. Indeed, previous research shows that reading time
of a word is remarkably explained by its probability (see Staub, 2015, for an overview). A large body of research
on language processing adopts the probabilistic approach to account for the processing difficulty (which can
be expressed through reading times). In these studies, probabilistic language models, which are trained on large
text corpora, are employed as they are capable of assigning probabilities to upcoming words in a given context.
Interestingly, today’s artificial neural networks are able to make decent probabilistic language models since they
become precise at computing word probabilities. Moreover, a variety of neural network architectures have been
introduced, many of which have distinctive manners of operation. The divergence in the way different
architectures operate and handle data is likely to result in varied performances as models of human language
processing. Therefore, a number of studies have been conducted to research the above-mentioned differences
(e.g., Huebner & Willits, 2018; Aurnhammer & Frank, 2018).

1.1.

The current study and research question

Recently, Transformer has been introduced by Vaswani et al. (2017) as a neural network type which operates
solely based on the attention mechanism. Their research also indicated that the fully attention Transformer
outperformed recurrent models in a machine translation task. The key difference between Transformer and
4

architectures which employ recurrence is while recurrent neural networks process data in a sequential manner,
the Transformer is able to pay direct attention to all information it has obtained previously.
Aurnhammer and Frank (2018) studied the abilities to explain human data of three different recurrent
neural network architectures but found no significant and reliable difference. Nonetheless, to the best of my
knowledge, no prior research has been conducted to compare Transformer with recurrent neural networks,
particularly in terms of their capabilities of computing word probabilities which account for human data. As
the Transformer model and the recurrent models pose a conceptual difference in the manners that they process
data and estimate word probabilities, the present study set out to address the gap by raising the following
research question:
Does the Transformer model differ from the GRU model (Gated Recurrent Unit, a type of
recurrent neural architectures) concerning their ability to predict reading times and gaze duration
during human sentence processing?
To address this question, this research adopts a similar approach to the one reported in Aurnhammer
and Frank (2018) in that it examines the fit between surprisal estimates generalised by each neural network type
and reading times as well as gaze durations from human behavioural data. In brief, surprisal is defined as the
extent to which a word is unexpected in a given context (i.e., the sequence of preceding materials in the
sentence) (see Hale, 2016, for an overview). Consider the following example sentences:
Example 1: In the kitchen, my mother was baking a cake.
Example 2: In the kitchen, my mother was baking a banana.
Quite clearly, the sequence of eight preceding words in the sentence is likely to constrain what the sixth
word would be. In these examples, it is highly likely that cake will have a higher probability than banana, although
banana itself is a legitimate English noun. As a result, a greater effort may be required for the word banana in
the sentence shown in Example 2 to be processed, which as a consequence leads to longer reading time or gaze
duration allocated to this word. At the same time, a trained language model would assign a higher degree of
surprisal to the word banana, in comparison with cake. Levy (2008), on the grounds of information theory, claims
that the surprisal of a certain word in a given context should be equal to the difficulty occurring when the word
being encountered by a reader. Earlier research, in fact, illustrated the predicting ability of surprisal to account
for language processing difficulty which is shown by reading times (i.e., Monsalve, Frank, & Vigliocco, 2012).
In their paper, Monsalve and colleagues reported that lexicalised (word-based) surprisal was capable of
explaining a more significant amount of reading time variance than other fixed factors, for example, word
length and frequency. Considering the two example sentences demonstrated earlier, it can be reasoned that
banana might take longer to process as it has more characters than cake has. However, it is likely that banana’s
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higher degree of unexpectedness (which can be expressed by a higher surprisal value) will be a more reliable
explanation of its longer processing time (compared to the time allotted to cake).

1.2.

Societal relevance

Rather than investigating the best language model, the primary focus of the study is instead on the capabilities
of modelling human cognition of Transformer and GRU as artificial neural networks. In order to examine their
modelling abilities, the study compares the predictive power of surprisal values (computed by each model),
which are expressed by the degree of fit to human behavioural data. The assumption behind the models is that
reading times which human readers spend on a word correspond with its predictability. To specify, highly
probable words in a given context tend to receive less reading time, and vice versa.
Artificial neural networks of various types have distinctive architectures and operating mechanisms.
To illustrate, while recurrent neural networks govern preceding information according to a sequential manner,
Transformer operates differently as it is able to pay direct attention to all previously obtained information. The
difference in the operations may result in their distinctive degrees of fit to the human data. Models which are
able to decently explain human data are expected to carry implications about human cognitive systems,
specifically about how the systems handle information and process words in a sentence.
The above-mentioned implications are particularly relevant when we design (persuasive) messages. On
the one hand, it has been claimed that highly improbable words in their contexts tend to capture more attention
of readers, as they are read and gazed at for a longer period of time (Monsalve et al., 2012). Therefore, it can
be an effective strategy to incorporate key information which the writers would like to convey in these
‘surprising’ words.
On the other hand, when designing texts, the authors may adhere to the mechanism with closer fit to
human cognition, which is either suggested by Transformer or recurrent neural networks (e.g., GRU). The two
neural network mechanisms in this study might imply whether every previous word (and the embodied
information) is compressively represented to provide information for the processing of the current word
(similar to the recurrence mechanism of GRU); or whether every preceding material directly contributes to the
processing of the upcoming word (akin to the attention mechanism of Transformer). In both situations, earlier
materials should be designed in the way that they lend the audience the ability to predict and process the target
words (which are intended to contain key information). In the latter scenario, however, since each of the
previous words of the target one is able to give direct information to the current, when sentences are designed,
careful attention should be paid to individual words preceding the target one.

6

1.3.

Thesis outline

My bachelor thesis is divided into five chapters. The current chapter (Chapter 1) draws attention to the use of
artificial neural networks as probabilistic language models. These models have been used in psycholinguistic
research to model human behavioural data (including reading times). Subsequently, a research gap is established,
as the modelling capacity of a fully attention network, Transformer, has not been studied. The approach is
briefly mentioned: the present study compares the cognitive modelling abilities of Transformer and gated
recurrent neural networks. Following the first chapter, Chapter 2 discusses a related work by Aurnhammer and
Frank (2018); reading time and gaze duration as indications of processing effort; and factors which have been
shown in earlier research to explain reading times. Furthermore, the computation of surprisal is explained. Last
but not least, an overview of the Transformer and GRU architectures is given. Next, Chapter 3 illustrates the
approach used in this research to measure and compare the degree of fit of surprisal values estimated by the
Transformer and GRU models to the two human behavioural data sets by Frank et al. (2013). Chapter 4
summarises the main findings of the study. Finally, in Chapter 5, elaborations of the important results from
the previous chapter are given; and implications of the mechanisms of language models about human cognition
are suggested. Potential limitations of the present study and directions for future research are also mentioned.

7

2. Theoretical framework
2.1.

Related work

The present study follows the line of research in which human behavioural data, including gaze duration and
reading time, are modelled using probabilistic language models (e.g., Huebner & Willits, 2018; Aurnhammer
and Frank, 2018). Additionally, the interest also lies in the comparison of multiple types of artificial neural
networks and their distinctive abilities to model human sentence processing. This research adopts a similar
approach to that presented in Aurnhammer and Frank (2018).
Aurnhammer and Frank compared cognitive modelling capacities of simple recurrent network (SRN)
and two types of gated recurrent network architectures. Since different types of neural networks work in
accordance with dissimilar underlying mechanisms, it is possible that their performances vary. To demonstrate,
SRN encounters the vanishing gradient problem, which refers to the struggle of this network type to integrate
information over a large number of classification steps (Hochreiter, 1998). This issue would then be resolved
in gated recurrent networks, two of which were investigated in Aurnhammer and Frank (2018), namely gated
recurrent network (GRU) and long short-term memory (LSTM). Therefore, one might expect that the two
models of gated recurrent networks would be able to outperform SRN in explaining reading times. The authors,
nonetheless, reported no significant and reliable difference in the ability to account for human behavioural data
between the three network architectures. In addition, it is important to note that the aim of this line of research,
including the present one, is to have a better understanding of human cognition by examining the language
models that model it, rather than to construct the best possible artificial neural network.

2.2.

Processing effort in linguistic processing

Two measures which quantify human cognition during sentence processing effort are explained under sections
2.2.1. and 2.2.2. Then, in Section 2.2.3., a number of factors which influence sentence processing are described.

2.2.1. Gaze duration as an indication of processing effort
Rayner (1998) remarked that the number of eye movements produced during reading allows diverse visually
presented language to be processed. Usually, these eye movements are from left to right and across the lines of
the text in many alphabetic languages including English. A fixation, the time in between eye movements, is the
time-frame in which such visual information is processed. Normally, fixations last around 200 – 250ms, even
though the range lies between 50 and over 500ms. The movements of the eyes in-between fixations are called
saccades. Saccades typically last from 20 to 30ms. During the saccades, even though the eyes are moving, no
visual properties of the text are processed; and hence, no information is acquired (Wolverton & Zola, 1983).
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According to Rayner, regressions, the moving backwards of the eyes to return to the materials (partially) processed
already, occur in roughly 10 to 15% of saccades.
In their paper, Reichle, Pollatsek, Fisher and Rayner (1998) argued that eye movements in reading were
related to cognitive processing, especially the lexical access aspects of processing. According to Reichle and
colleagues, eye movement records (i.e., the results of eye tracking studies) would be critical for the strand of
research in reading and linguistic processing. They suggested two primary contributions of the eye track
method, which is outlined as follow.
Reichle et al. referred to the global averages as the first type of outputs of studies which employ eye
movements. In the overall reading process, measures including average fixation duration, average length of
forward saccades and the probability of a regression which a saccade possibly has are likely to be an indication
of the level of difficulty during the reading activity. The authors provided an instance in which longer mean
fixation duration, shorter saccades and higher chances of regressions were recorded when participants had to
read more technical texts (Rayner & Pollatsek, 1989). However, regarding the purpose of the current research,
the only concentration is on measurements of eye movements in the context of local regions of texts, which
are further explained below.
Reichle et al. (1998) demonstrated word-based measures which refer to a more local type of measurements.
This means smaller regions of texts, often including words or even phrases, are particularly studied. The authors
also mentioned several typical ways of measurement which include gaze duration and total time spent on a
specific word1. Given the scope of the current research, we would take into account the gaze duration variable
from the eye tracking data. Documented in Just and Carpenter (1980), gaze duration is defined as an indication
of whether the readers fixated (i.e., looked at) a word, and if so, how long he or she spent on this word.
Nonetheless, it is important to note that the gaze duration measure only entails the duration spent on the word
only in the first encounter. Hence, only gaze duration at first pass will be taken into consideration in this study.

2.2.2. Another approach to measure processing: self-paced reading time
Besides the eye tracking method, research on linguistic processing also employs the self-paced reading
experiment (e.g., Swets, Desmet, Clifton, & Ferreira, 2008; Tremblay, Derwing, Libben, & Westbury, 2011;
Ferreira, & Henderson, 1990; Juffs, 1998; Traxler, Pickering, & McElree, 2002). As described in Frank,
Monsalve, Thompson, and Vigliocco (2013), self-paced reading is a technique in which words are presented to
the respondents one-by-one. The respondents need to press a button to replace the current word with the
following one. The computer records the time between the appearance of a word and the button-pressing by

1

By ‘total time spent on a word’ (p. 126), Reichle et al. (1998) meant the amount of time which does not only include the first-pass
fixation time (in gaze duration), but this amount also consists of the additional time of regressions which the reader might have when
they process this word.
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the participants to display the next word. Previous studies indicated that the self-paced reading technique is
likely to reflect sentence processing effort. For instance, longer reading times were recorded for important
content words while words with higher contextual redundancy correlated with shorter reading times (Aaronson
& Scarborough, 1976).

2.2.3. Factors which influence the difficulty level of processing
Studies on the effects of sentential contexts on word recognition have indicated a number of factors which
influence linguistic processing efforts during reading. One factor which was shown in previous studies to have
an impact on gaze duration is word frequency. Infrequent words are likely to take longer time to be processed
than frequent ones (e.g., Rayner & Duffy, 1986; Duffy, Morris, & Rayner, 1988; Kutas & Federmeier, 2007;
Pulvermuller, 2007; Rastle, 2007; Staub & Rayner, 2007). Moreover, word length (i.e., the number of characters
which each word contains) has also been found to correlate with gaze duration (e.g., Kliegl, Grabner, Rolfs, &
Engbert, 2004; New, Ferrand, Pallier, & Brysbaert, 2006; Juhasz, & Rayner, 2003). Other research shows that
word position in the sentence (Kuperman, Dambacher, Nuthmann, & Kliegl, 2010) and the length and
frequency of the adjacent word in the previous position (due to the spillover effects discussed in Rayner, 1998)
are factors which account for reading times.
Empirical research also demonstrates the relationship between cognitive loads (i.e., the difficulty during
processing) and word probability. Specifically, previous findings supported that reading times distributed to
each word in sentences or texts correlate with surprisal (e.g., Boston, Hale, Patil, Kliegl, & Vasishth, 2008;
Demberg & Keller, 2008; Monsalve et al., 2012; Frank & Bod, 2011; Smith & Levy, 2008), where surprisal is
the expression of the extent to which a word which is located after a sequence of preceding words is unexpected
in this context (see Section 2.3., for a detailed overview). Trained on large corpora of sentences, various language
models are capable of estimating the surprisal values, which are shown to be predictive of gaze duration and
reading time.

2.3.

Surprisal theory

A language model, according to Jurafsky and Martin (2009), is referred to as statistical models of word
sequences which estimate the probability of the word wt [i.e., P(wt|w1 … wt-1)] which occurs at the position t of
the sentence and given a preceding context w1 … wt-1. This provides mathematical foundations for various
aspects of sentence processing.
Followed by the brief definition of language models, I would discuss a measure named surprisal.
Scholars have argued that surprisal could quantify the cognitive effort which is required of a human reader to
process a word (Hale, 2001; Levy, 2008). Surprisal, with origin from the information theory, is the measure of
the extent to which a particular word (i.e., wt) is unexpected in the context of preceding words in the sentence.
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Therefore, it is evident that the estimation of surprisal relies on the conditional probability of the target word
in the context of prior words. The computation of surprisal is formulated as follow:
surprisal (wt) = − log P(wt|w1 … wt-1)

(1)

According to the information theory (from which the concept of surprisal originates), ‘surprising’ and
improbable events usually carry more information than expected events (Monsalve et al., 2012). As a
consequence, surprisal is inversely related to the target word probability and its computation is negatively
logarithmically transformed. By way of explanation, when the target word wt occurs with a low probability, the
measure assigns it to highly surprising events; and thus, with a high degree of surprisal. On the contrary, if the
target word wt occurs with higher probability, the measure would estimate a lower surprisal for wt.

2.4.

An overview of two probabilistic language models

2.4.1. The Gated Recurrent Unit architecture
For a long tradition, probabilistic language models of various types have been used in (computational) linguistic
studies. Before describing in details the architecture of a gated recurrent unit (GRU) model, I would like to give
a general overview of recurrent neural networks (RNNs). For a number of natural language processing tasks
[i.e., text generation (Sutskever, Martens, & Hinton, 2011), machine translation (Cho et al., 2014), or speech
recognition (Graves, Mohamed, & Hinton, 2013)], RNNs have shown to have an advantage over the traditional
feed-forward neural networks. In the feed-forward neural networks, outputs of previous layers might only feed
into the next layers (see Figure 1a.). Nonetheless, RNNs feed the outputs back into inputs of the previous layer
(see Figure 1b.). This suggests that RNNs are more powerful models for sequential data (Graves et al., 2013).

(a)

(b)

FIGURE 1. (a) Illustration of a feed-forward neural network, in which the information flow is
unidirectional, going from the input layer to the hidden, and finally to the output layer. (b)
Illustration of a RNN, in which the outputs are given as inputs to the next hidden layer.
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RNNs as language models are able to estimate the probability of upcoming words in a sentence. This
estimation is dependent on the set of known words in the sequence and also their order. While feed-forward
networks struggle with sequential data, RNNs can resolve the problem as they are able to memorise the previous
information and subsequently apply it to the present computation. This is possible since RNNs use both inputs
from the input layer and outputs from the hidden layer from the previous time. When the structure of an RNN
(as shown in Figure 1b.) is unfolded, how it behaves in each step is illustrated in Figure 2.

FIGURE 2. Unfolded structure of a recurrent neural network model (right), in which its behaviours
in each step are shown. Information from previous time step (t – 1) is memorised and then fed
to the current computation (time step t).

To calculate RNN hidden state and output, the equations below are used:
st = σ(Wst ‒ 1 + Uxt)

(2)

ot = softmax(Vst)

(3)

Where σ is a sigmoid function, xt is the input at time step t, st is a hidden state vector at time t, W, U,
V are weight matrices that are learned, and ot is the output at time step t. By way of explanation, the hidden
state st could be regarded as the memory of the network. It is responsible for capturing the information about
the preceding time steps.
Activation functions including the sigmoid function confront a problem in which the learning signal
becomes smaller as the length of the sequence grows. Then, the derivatives of these sigmoid functions become
very close to 0 at the ends of each function, causing multiplications of small-sized gradients. When several layers
have gradients close to 0, multiple multiplications’ value will decrease considerably. Hence, weights which are
linked to the beginning of the sequence are likely to receive insignificant or very slow updates. After a number
of steps, the gradients might totally vanish, leading to no more learning.
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This problem is the vanishing gradient problem, which is addressed by gated RNNs. Gated RNNs are
able to solve the problem because they are governed by internal mechanisms (called gates) which are able to
regulate the flow of information. These gates decide which information to either keep or diminish. Initially, the
Long Short-Term Memory (LSTM) architecture, a variant of gated RNNs, was proposed (Hochreiter &
Schmidhuber, 1997). The present study, however, uses Gated Recurrent Unit (GRU) (Cho et al., 2014). GRU
is a simplified version of LSTM since the architecture has fewer gates. Nonetheless, the model might still be
able to attain similar outcomes, according to Cho et al. (2014).

FIGURE 3. Illustration of Gated Recurrent Unit (GRU). The network has two gates (a reset r and
an update z) which are responsible for controlling the flow of information and deciding the
amount of information to retain.

An illustration of the structure of GRU is shown in Figure 3. GRU has two gates, namely a reset gate
(r) and an update gate (z). While the update gate gains control of the amount of information to be carried from
the previous hidden state to the current one, the reset gate decides which information to remember or forget.
The operation of the reset and update gates are governed by:
rt = σ (Wr · [st ‒ 1 , xt])

(4)

zt = σ (Wz · [st ‒ 1 , xt])

(5)

To specify, xt and st ‒ 1 are the input and the previous output from preceding units, respectively. These
two values take turn to be multiplied by weight matrix Wr and Wz. Then, they are concatenated, and a sigmoid
logistic function (σ) is applied to keep the output between 0 and 1. The computations of both reset and update
gates are quite similar, with the only difference in the weights. The gates are used together to calculate the
hidden state:
𝑠̃ = tanh (W · [rt x st ‒ 1, xt])

(6)

s = (1 ‒ zt) x st ‒ 1 + zt x 𝑠̃

(7)
13

2.4.2. The Transformer architecture
The architecture of the Transformer model was introduced by Vaswani et al. (2017). In this model, the number
of sequential operations is omitted, and the computational complexity declines. The reason is that recurrence
is removed from the architecture. Instead, the Transformer model only relies on the attention mechanism. An
illustration of the model is shown below, in Figure 4.

6x

FIGURE 4. Illustration of Transformer. Transformer performs Multi-Head Attention: the model
attends in a forward and backward manner to capture context from similar items of a sequence
regardless of their position. The Positional Encoding helps the model gain information about
the order of the sequence.

Specifically, the Transformer model consists of six identical layers, each of which also has two sublayers. All sub-layers and embedding layers are of dimension dmodel = 512. One of the two sub-layers is a multihead self-attention mechanism while the other is a simple, position-wise fully connected feed-forward network.
There also is a residual connection around each sub-layer, followed by layer normalisation:
Normlayer = (x + Sublayer(x))

(8)

Where Sublayer(x) is the function implemented by the sub-layer.
Normlayer sets the mean to 0 and the variance to 1 and is used to normalise activities of the hidden
units. As a result, the technique helps decrease training time of deep neural network. Transformer differs from
recurrent neural networks in that it uses the attention mechanism. In brief, attention refers to the extent to
which each input state affects each output. The computation of attention is explained below.
In the first step, using an embedding layer, the input tokens (i.e., sequence of words) are transformed
into vectors of dimension dmodel. Moreover, the positional encodings (also of dimension dmodel) are adopted by
the model and added to the input embeddings at the bottom of the encoder stacks. The function of positional
14

encodings is to incorporate the information about the order of the sequence, since the Transformer model
eliminates recurrence.
The positional encodings are created with sine and cosine functions of different frequencies:
𝑝𝑜𝑠

(9)

PE(pos,2i) = sin(100002𝑖⁄𝑑𝑚𝑜𝑑𝑒𝑙 )
𝑝𝑜𝑠

PE(pos,2i + 1) = cos (100002𝑖⁄𝑑𝑚𝑜𝑑𝑒𝑙 )

(10)

From each of the input vectors of the encoder, three vectors, namely a query Q vector, a key K vector
and a value V vector, are created. Next, to determine attention, we calculate a score which indicates how much
focus should be placed on other parts of the input sentence as a word at a particular position is encoded.
Attention is calculated as a softmax function over the dot product between the Query Q and the Key K, which
is then multiplied by the values V (see Equation (11)). Further, to prevent the attention layer from attending to
subsequent positions in the future, a mask is applied before the softmax step in the computation of attention.
Masking is done by setting future values to 0. The function of attention is defined as mapping a query and a set
of key – value pairs to an output. The model uses a Scaled Dot-Product Attention. Hence, attention, given a
set of queries Q, a set of keys K, and the values V in the matrix form, is computed as follow:
𝑄𝐾𝑇

Attention(Q, K, V) = softmax(
Where dk is the dimension of the keys, and

1
√𝑑𝑘

√𝑑𝑘

)V

(11)

is used as the scaling factor which helps avoid vanishing

gradients.
The Transformer model performs what is called Multi-Head Attention instead of a single Scaled DotProduct Attention with dmodel-dimensional keys, values and queries. In Multi-Head Attention, queries, keys and
values are projected linearly for h = 8 times with different, learned linear projections. The model attends to
information from different subspaces at different positions in parallel. Multi-Head Attention is depicted in
Figure 6. and is computed as follow:
MultiHead(Q, K, V) = Concat(head1, ..., headh)WO

(12)

where Headi = Attention(QWiQ, KWiK, VWiV)

(13)
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FIGURE 5. Scaled Dot-Product Attention (left) and Multi-Head Attention (right, with multiple
attention layers running in parallel).

After the attention sub-layers, the following layer in the model contains a fully connected feed-forward
network which is formed by two linear transformations with a ReLU activation function. Although the linear
transformations are the same across different positions, different parameters are used in each of the layers.

2.4.3. Key difference between GRU and Transformer
The difference between Transformer and GRU lies in the manner that previous inputs are utilised to predict
the upcoming outputs. Recurrent neural network architectures such as GRU recur over positions in a sentence
and compress all preceding information into a single vector. To illustrate, when GRU reads each position, its
hidden state is updated, in accordance with Equation (2) [st = σ(Wst‒1 + Uxt)]. Each element xt is fed to the
network one by one. Through different time steps, the relevant information it has obtained is stored, allowing
temporal patterns of the sentence to be captured. After it reads until the end of the sentence, the hidden state
becomes a summary of the entire input sequence (Cho et al., 2014). As the gates are added to RNNs, the flow
of information is controlled. They decide which information to keep and which to eradicate.
Transformer, nonetheless, relies on the self-attention mechanism in which successive revisions of the
vector representations of every position can be accessed by the model, and then the weighted average of all
previous input representations is computed. This mechanism allows Transformer to directly access information
obtained from all previous time steps.
Figure 6. shows the distinction in the information flows in GRU and Transformer from one particular
preceding word in the sequence to the current one at time step t.
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(a) GRU

(b) Transformer

FIGURE 6. Diagrams showing the key difference between (a) GRU and (b) Transformer. The circles
in orange represent the vector at the present time step t, which the models utilise to make
prediction. The blue arrows illustrate the flow of information from a preceding material
(represented as the circles in blue) to the vector of the present time step.
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3. Methodology
The primary aim for the current study is to compare the Transformer and GRU models as probabilistic models
which estimate the surprisal values of upcoming words in sentences, in order to determine if they differ in the
abilities to predict human sentence processing data.

3.1.

Network architectures

The GRU architecture consists of a single 500-unit recurrent layer with a tanh activation function, a 400-unit
word embedding and output layer with log-softmax activation function which maps to the vocabulary.
The Transformer includes a single transformer cell with 400-unit word embeddings and a 1024-unit
feedforward layer, followed by an output layer mapping to the lexicon. The number of cells and the units of
the feedforward layer were chosen to approximate the number of weights in the GRU model as closely as
possible: the Transformer model has 9,554,727 weights whilst the GRU has 9,645,903.
Pre-trained word embeddings were not used; instead, the weights of the embedding layer that
transforms the vocabulary items to real-valued word vectors are learned during the next word prediction task,
with the rest of the network weights.

3.2.

Training corpus

For the corpus of English sentences, the current research utilises the same training corpus reported in
Aurnhammer and Frank (2018): Section 13 of the English version of the Corpora from the Web (COW,
Schäfer, 2015) was used. In the English section of COW, there are randomly ordered sentences which were
selected from webpages. Our model’s vocabulary consists of 10,000 most frequent word types. An additional
set of 103 word types which came from the stimulus materials (described below in Section 3.4.) were added to
the training vocabulary set, meaning the total number of word types is 10,103 tokens. After determining the
training vocabulary, sentences were from COW given that they may only contain in-vocabulary words. The
strategy is done to avoid the use of an UNKNOWN-type, which could be cognitive implausible. Then, only
the sentences with a maximum length of 39 words were kept, which correspond to the longest sentence used
in the experimental stimuli. Thus, our collection of training sentences includes 6,470,000 sentences, with
94,422,754 tokens.
It might be noticeable that by recent standards, the size of the collection of training sentences and
tokens is relatively small. Nonetheless, the research aim is to indicate if different architectures vary in their
abilities to estimate human data, and so not to create the best language model.
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3.3.

Network training

At each step of word prediction, the network returned a log-probability distribution over the vocabulary, from
which the loss function computed the negative log-likelihood. The neural network weights were optimised by
Stochastic gradient descent (Robbins & Monro, 1951) with momentum and learning rate of 0.5, based on the
loss.
For every word of the entire 361 stimuli sentences, each network architecture computed surprisal
values. These surprisal values were obtained after training the network on 1K, 3K, 10K, 30K, 100K, 300K, 1M,
3M and finally 6.47M sentences, which allowed us to determine whether the fit between network-generated
surprisal values and human data developed over time. As a result, there were 9 (points during training) x 6
(training repetitions per network) x 2 (network types) = 108 sets of surprisal values to compare to the reading
times and gaze durations.

3.4.

Human processing data

To investigate the abilities of language models to estimate the surprisal values which correspond with human
behavioural data, we use data collected in behavioural tasks. These tasks which involved sentence processing
were self-paced reading (SPR) and eye tracking (ET). These data were reported in Frank et al. (2013). However,
for the scope of this study, only data contributed by native speakers of English who managed to answer at least
80% of the yes/no comprehension questions about half of the stimuli sentences were entered to the analysis.

3.4.1. Participants
For the self-paced reading experiment, Frank and colleagues recruited in total 54 respondents who were native
speakers of English and were students at University College London. 44 of the participants were females. The
mean age was reported to be 19.0 (SD = 1.57).
For the eye tracking study, they recruited 35 native English participants from the subject pool of
University College London (excluding invalid subjects). There were 24 female participants. The mean age was
reported to be 26.6 (SD = 7.99).

3.4.2. Materials
Sentences from unpublished novels were selected from the website http://www.free-online-novels.com/.
These sentences are maximally comprised of 39 words in terms of length and are understandable even without
supporting contexts of the novels. However, a smaller subset of the shortest sentences (with a maximum length
of 15 words) was created for the eye tracking study. It is also important to note that the language models do
not encounter words from the stimuli for the first time, as all the word types have been attested for in the
training data. Subsequently, several data points were eliminated (see Section 3.5.1., for an overview) Table 1.
summarises the materials which were used by Frank et al. (2013) and the data points obtained for this study.
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SPR

Number of
sentences
361

Range of
sentence length
5 – 39 words

Mean sentence
length
14.1 words

ET

205

5 – 15 words

9.4 words

Experiment

Tokens

Data points

4957

317,024

1931

44,303

TABLE 1. Summary of stimulus materials in the SPR and ET experiments used in Frank et al.
(2013), and data points obtained for the current study.

3.4.3. Procedure of human data collection by Frank et al. (2013)
The procedure of human behavioural data (including reading time and gaze duration) which were collected by
and reported in Frank et al. (2013) would be briefly described in the current section.
In the self-paced reading study, participants were presented with sentence stimuli (i.e., those mentioned
in Section 3.4.2.), word by word. The new word appeared to replace the current one on the screen when the
spacebar key was pressed. Reading time of a word was indicated by the time between the appearance of it and
the following spacebar press.
In the eye tracking experiment, initially, a left-aligned fixation cross was shown before every sentence
for 800ms. Each stimulus sentence was displayed left-aligned on the computer screen. Gaze direction was
sampled at 500Hz. Word fixation was recorded. A word is not considered to be fixated when its first fixation
occurs on another word further to the right of the sentence. Frank and colleagues reported four measurements
from their ET study, namely first-fixation time, first-pass time, right-bounded time, and go-past time. In the
current study, only first-pass time (i.e., gaze duration) is taken into account for the analysis.

3.5.

Model evaluation

The capacity of sentence processing modelling of GRU and Transformer was assessed in two stages, as
described further below:

3.5.1. Stage 1: Predicting human data from surprisal
As mentioned earlier (in Section 3.3.), 108 sets of surprisal values have been obtained from network training.
The predictive power of each surprisal set is evaluated using linear mixed effects modelling with the lme4
package in R (Bates, Mächler, Bolker, & Walker, 2015). Before modelling reading times and gaze duration, all
tokens which were initial and final words in the sentences, or words attached to either a comma or an
apostrophe were excluded. In addition, words immediately following a comma or an apostrophe and words
with reading times below 50ms or above 3500ms were not included either. More than 35K observations were
eliminated from each data set because of this.
Then, a baseline model was fitted to each of the self-paced reading time and eye tracking data sets. I
modelled reading time (for the self-paced reading time data set) and first-pass gaze duration (for the eye tracking
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data set), which were both log-transformed. Initially, following Aurnhammer and Frank (2018), each baseline
model included six fixed effects which are found to explain reading time, namely word frequency (logtransformed), word length (i.e., the number of characters of each word) and word position in the sentence.
Furthermore, since the spillover effects were shown to influence reading times (Rayner, 1998), the frequency
and length of previous words were entered to the baseline models. Previous word’s reading time (logtransformed) was also included as a fixed effect for the self-paced reading time data set and a binary factor
indicating whether the previous word was fixated was added to the model of the eye tracking data set. All
interactions between the fixed effects were included. Moreover, there were by-subject random slopes for all
fixed effects and by-subject and by-item random intercepts in the models.
Unfortunately, for the self-paced reading time data set, all the fixed effects could not be fitted to the
model as initially intended. The reason was that the self-paced reading time was quite large: there were roughly
350K observations across 6 different variables with random slopes and 2 random intercepts. A pilot showed
that fitting one model took approximately 3 hours, meaning fitting 108 models would have cost over 2 weeks.
Therefore, mixed modelling was impossible in R as it would have taken a considerably large amount of time
and computer memory. From the pilot model, it was possible to determine non-significant fixed effects, which
were subsequently removed from the final baseline model. They include: word position, log-transformed
frequency of previous word and number of characters of previous word, all of which occurred at p > .05.
Additionally, by-item random intercept was also removed for this data set, since it was found to cost double
the time whilst having only a limited effect. For the eye tracking data set, fitting all of the above-mentioned
fixed effect was possible within a feasible amount of processing time in R.
The goodness-of-fit of each surprisal set was obtained as the log-likelihood between the baseline and
a model which added surprisal as a fixed effect and by-subject random slope. In additional, for the ET data, to
account for the spillover effect, previous word’s surprisal was also included.

3.5.2. Stage 2: Predicting goodness-of-fit from language model accuracy
Language model accuracy is computed as the average log-probability (i.e., negative average surprisal) estimated
over the experimental sentences, and weighted by the number of times each word token takes part in the
analysis. In Stage 2 of the analysis, it was evaluated whether the relationship between goodness-of-fit to human
behavioural data (obtained from Stage 1) and language model accuracy is different between GRU and
Transformer. Two Generalised Additive Models were fitted to the goodness-of-fit scores and language model
accuracy. The models were fitted using the pyGAM package in Python 3.6 (Servén & Brummitt, 2018).
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4. Results
In the first stage of the analysis (Stage 1), goodness-of-fit between surprisal values generated by Transformer
and GRU and each of the human behavioural data sets were obtained and plotted as a function of language
model accuracy (i.e., negative average surprisal). This is shown in Figure 7., in which the left graph illustrates
data from the SPR experiment, whereas the right one is for the ET experiment. Our results demonstrated that
well-trained Transformer and GRU models became increasingly precise at accounting for gaze duration and
reading time, as the goodness-of-fit values improved when average surprisal increased.

FIGURE 7. Results from Stage 1 of the analysis.

Subsequently, in Stage 2 of the analysis, two Generalized Additive Models (GAMs) for each of the SPR
and ET data sets, as well as each artificial neural network type were fitted to goodness-of-fit values, which were
obtained from Stage 1, as a function of language model accuracy (Figure 8a and 9a). Both graphs indicate that
GRU and Transformer models reached the similar levels of language model accuracy. However, it is noticeable
that non-overlapping confidence intervals of the GAM curves occurred in both self-paced reading time and
gaze duration models. This demonstrates that for some levels of model accuracy, GRU and Transformer
performed differently from each other in terms of their ability to model sentence processing.
Following the Generalized Additive Modelling, for each of the human behavioural data, the difference
between the GAM curves of GRU and Transformers was also modelled and plotted, with 95% confidence
intervals. In fact, the GAM curves of GRU and Transformer were shown to be significantly different. The
differences occurred at p < .01 for both self-paced reading time and gaze duration. The line charts shown in
Figure 8b. (SPR data) and Figure 9b. (ET data) illustrates these differences. In each chart, when the lines go
above 0, the Transformer model outperforms the GRU model (and vice versa).
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To illustrate, for the SPR data, initially, GRU significantly outperformed Transformer when the
surprisal values were obtained after these networks were trained on 30K sentences. Their performance was
significantly different since the confidence interval lower and upper bounds in Figure 8b. lie below 0. On the
contrary, after training on 100K sentences onwards, Transformer was shown to considerably outperform GRU,
as the confidence interval limits of the difference line lie above 0.
For the ET data, from the beginning until the models were trained on 300K sentences, the performance
of GRU and Transformer observed non-significant difference, as the lower and upper bounds of confidence
interval lie on different sides of the 0 line. Nevertheless, when these models were trained on 1M sentences
onwards, Transformer significantly outperformed GRU, as the 95% confidence interval limits illustrated in
Figure 9b. lie above 0.
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FIGURE 9b. Plotted difference between GAMs of GRU and Transformer

FIGURE 9a. Results from Stage 2 of the analysis for ET data set.

FIGURE 8b. Plotted difference between GAMs of GRU and Transformer

(ET data).

FIGURE 8a. Results from Stage 2 of the analysis for SPR data set.

(SPR data).
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5.
5.1.

Discussion
Remarks of key findings

The current research set out to investigate the cognitive modelling capacities of two types of probabilistic
language models, namely Transformer and Gated Recurrent Unit (GRU). These model types differ in their
operating mechanisms: while GRU employs (gated) recurrence, Transformer utilises the attention mechanism.
The approach was to compare the degree of fit of surprisal estimates of GRU and Transformer to two human
behavioural data sets, namely reading time and gaze duration.
One of the findings was in accordance with earlier research by Aurnhammer and Frank (2018) in that
well-trained models of both Transformer and GRU became growingly accurate at explaining reading time and
gaze duration. Nevertheless, while Aurnhammer and Frank obtained non-significant divergence in modelling
abilities of simple and gated recurrent networks, our goodness-of-fit measures were indicated to be different
between Transformer and GRU.
The results indicated that Transformer was able to estimate the surprisal values which had better fit to
reading time and gaze duration than those generated by the GRU model. However, it is noticeable that for the
self-paced reading experiment, GRU was observed to outperform Transformer in the beginning of the
modelling training, but only until the two models were trained on 30K sentences (which only account for
roughly 0.5% of the training data). In contrast, for the eye tracking experiment, the GRU model did not
outperform Transformer at the beginning of model training. Rather, until 300K sentences in model training
(accounting for around 5% of the training data), these two models did not observe any significant difference;
and from 1M sentences onwards, Transformer became remarkably better.

5.2.

Possible explanations for the model difference in human data prediction

The reasoning which explains the difference in performance of the two architectures is two-fold, as outlined in
5.2.1. and 5.2.2. Further, I attempted to link the implications of the findings to the manner which human
cognitive systems process information.

5.2.1. Transformer and GRU operate with different underlying mechanisms
Transformer and GRU are conceptually distinctive in their underlying mechanisms, as referred in Section 2.4.3.
Because the GRU model employs recurrence, it processes data in a sequential manner. To elaborate,
information it gains from preceding materials to the current word in a sentence is compressed into one single
vector. Therefore, the current word might only have indirect access to each of its previous words. On the other
hand, the Transformer model is able to gain direct access to individual preceding materials of the current word.
Since it employs the attention mechanism, information of previous steps is directly accessed by the model.
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The better modelling capability of Transformer implies that human cognitive systems might also adopt
a similar manner to the attention mechanism of Transformer. That is, previous words in a sentence are likely
to play a critical and direct role for our cognitive systems in processing the current word.

5.2.2. Hierarchical structure can determine task performance
Since the Transformer and the gated recurrent neural network models employ different mechanisms to handle
data, a number of studies have attempted to examine and compare their performance, using different
experimental tasks. For example, Tran, Bisazza, and Monz (2018) compared Transformer with LSTM (which
is a type of gated RNNs similar to GRU in the current research) in a subject-verb agreement task and a logical
inference task. For those two tasks, according to the authors, hierarchical structure is essential. Tran and
colleagues found that LSTM consistently outperformed Transformer in capturing hierarchical information. As
a consequence, they suggested that recurrence is a crucial model feature which should not be replaced for
efficiency when hierarchical information in sequential data is aimed to be captured. Nonetheless, the next word
prediction task in sentence processing, as claimed by Frank and Bod (2011), does not substantially rely on
hierarchical structure. The current study, thus, supports that recurrence might not play an important role in
word prediction during sentence processing, as the findings indicated remarkably better performance of
Transformer.
The recurrence was outperformed by the attention mechanism in this study, which lends support to
the claim by Frank, Bod, and Christiansen (2012). That is, in word prediction particularly, hierarchical structure
might not be prominent.

5.3.

Limitations

Possible limitations of the present study which should be considered in future research are outlined as follow.
Firstly, the findings imply that our cognitive systems, when we read sentences, may adhere to the
mechanism akin to that of Transformer. However, Transformer is able to gain direct information no matter
what the distance between the current word and one of the preceding words in the sequence is. On the other
hand, while the working memory of humans is limited, the stimuli sentences used in Frank et al. (2013) were
only restricted to around 14 words (in the self-paced reading experiment) and 10 words (in the eye tracking
experiment) on average. However, the general patterns of reading times are potential to be different when
sentence lengths increase. The ability of human readers and their working memory to utilise information from
a long-distant previous word so as to process the current one might then be questionable.
Secondly, the considerably better modelling performance of Transformer supports the argument of
Frank and Bod (2011) and Frank et al. (2012) that hierarchical structure is not likely to be salient in upcoming
word prediction during sentence processing. To elaborate, if hierarchical structure were vital in such activity,
gated recurrent networks (e.g., GRU and LSTM) would have had better reading times modelling capacity than
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Transformer, which is similar to the results of subject-verb agreement and logical inference tasks in Tran et al.
(2018). Our findings, instead, were on the contrary fashion.
Nonetheless, Monsalve et al. (2012) stated that tasks including reading independent sentences as ones
reported in Frank et al. (2013) could have resulted in more reliance on hierarchical structure than tasks in which
a global context was present. Therefore, to a certain extent, Monsalve et al. (2012) and Frank and Bod (2011)
might be inconsistent. As such, it is still unclear whether the Transformer model is effective for tasks in which
hierarchical structure is crucial.

5.4.

Suggestions for future research

In this study, the models were found to estimate surprisal values of upcoming words in a given context which
decently explained for human reading times. However, while these models were trained on corpus of a single
language (i.e., English), multilingual training of artificial neural networks is possible (e.g., Ghoshal, Swietojanski,
& Renals, 2013; Adel et al., 2013). On the other hand, code-switching is not uncommon in different types of
documents, including advertisements, but so far, the phenomenon is only frequently examined in attitudinal
studies (see Luna & Peracchio, 2005, for an example). As such, future research might be interested in
Transformer, among other neural network architectures, that for instance models bilinguals’ reading times of
mixed-language sentences.
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