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Abstract
The Predictive Processing account offers a possible explanation for how
the human brain works. Various aspects of this account have been researched a lot, but not so much on the computational mechanisms by
which generative models are learnt and adapted. In this Bachelor thesis
we offer a candidate explanation for how contextual variables could be
learnt and processed in the computational explanation of Predictive Processing, as proposed by Kwisthout et al (2017). This proposed explanation
provides a mechanism for keeping track of the salience of combinations of
phenomena. The proposed explanation leads to generative models that
lead to overall lower (yet not minimal) Prediction Errors than more naive
methods. However, how to deal with more complex environments has
only been discussed theoretically. Thus, more experiments are needed
with more complex environments.

Introduction
The Predictive Processing account offers a possible explanation for how the human brain works on different levels. According to Predictive Processing, the
brain uses models to predict the inputs and then it only focuses on that part of
the input that was unexpected. This unexpectancy is then tried to be resolved
in order to lower this prediction error in the future.
According to the computational explanation of Kwisthout et al. (2017), the
models are ordered in such a way, that they together form a hierarchy, in which
each level represents a different level of abstraction. Each model’s predictions
are then used as hypothesis at the subordinate level. Every level is depicted by
a causal Bayesian network. The Bayesian network consists of at least one hypothesis node that does not have any parents, at least one prediction node that
does not have any children, and possibly intermediate nodes. An example of
a simple Bayesian network used in Predictive Processing can be seen in Figure 1.

Figure 1: Example of a Bayesian network in Predictive Processing. P is a prediction node, H
a hypothesis node, I an intermediate node.
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Learning models
De Wolff (2017) proposed a way in which the models could be updated. Hyperparameters are used to describe a hyperprior, such that one can determine and
update both the model’s probabilities that are used to predict the input and the
precision of the predictions. The hyperprior can be a betadistribution for binary
values or a Dirichlet distribution for non-binary values. Examples of different
betadistributions can be found in Figure 2. Every input variable that has to be
predicted has got its own hyperprior and thus also its own hyperparameters. The
number of hyperparameters equals the number of possible values of the variable.

Figure 2: Examples of betadistributions. Copied from De Wolff (2017).

For a simple model that has no contextual variables and only a binary prediction variable, a betadistribution is used with the hyperparameters α and β,
where α represents one possible value of the input variable and β the other.
Initially, both α and β equal 1. After every detection of a value of the variable,
either α or β is updated by incrementing it with 1, depending on which value
has been detected. The probability of the value that is linked to α is then calculated by α/(α + β). The probability of the value that is linked to β then of
course equals 1 − α/(α + β), or β/(α + β).
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We will use this updating method in our proposal for how contextual dependent probabilities could be learnt.

Contextual variables
In everyday life, contextual variables are constantly around us. They also have
to be taken into account when making predictions. For example, if we get a call
in the middle of the night, we expect someone who needs help or some very bad
news, while we don’t expect that at all when the phone rings in the afternoon.
Here a difference in expectation arises because of the difference in the timing of
the call. Contextual variables are also important for perception. If you see that
trees are moving from left to right, it can either be the case that the trees are
indeed moving or that you are moving yourself. The contextual variable that
will help determine this, is your own location. If you are standing with you feet
on the ground, it is more likely that the trees are indeed moving. However, if
you are in a car looking outside, you are probably moving yourself.
Pavlov’s experiment clearly shows that contextual variables can be learnt.
Our research tackles the following problem, building on the proposal of De Wolff:
How could contextual variables be learnt?
To examine our research question, we will propose how a model could learn
that there is an association between a specific value of one variable (e.g. the
ringing of a bell rather than no ringing) and a specific value of the to be predicted
variable (e.g. food is present rather than absent).
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Theoretical Proposal of Learning Contextual
Variables

The conclusion that there is an association can only be drawn if the co-occurrences
of two phenomena are salient enough. In other words: if the number of cooccurrences of the possible associated values is high enough and if the contradiction does not occur too much. A contradiction is defined as a scenario in
which a contextual value of a possible association is detected, but the result of
that association is not. In the case of the Pavlov experiment, the contradiction
would be if a bell rings but the food does not arrive shortly after the bell.

1.1

Association Bars

To keep track of the salience of the co-occurrences, we introduce Association
Bars. See Figure 3 for an illustration1 . The height of the bar indicates the
1 In

this Figure, the heights of the lines are not necessarily on scale
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salience of the association to which the Association Bar is linked. The association is in the form of an if-then rule (e.g. if ’bell rings’, then ’food will arrive’).
The bar goes up if the two corresponding phenomena occur together and it
goes down if a contradiction occurs. If the bar represents the salience of the
association ’if A then B’, then the contradiction would be if both A and not(B)
occurred, where not(B) can be any other value than B.

All Association Bars have two thresholds:
an upper threshold and a lower one. If the
height of the bar reaches the upper threshold, the co-occurrences are salient enough and
thus it can be concluded that the association that is linked to this bar exists. Then
the structure of the Bayesian network changes
(see Section 1.2). Every time a value of the
prediction variable is detected, the Association Bars are updated by a fixed value times
the Prediction Error. The Prediction Error is
taken into account, because how fast a new
dependent association is learnt and a learnt
association is unlearnt, should depend on the Figure 3: Illustration of an Associavolatility of the environment. If the volatility tion Bar
of the environment is higher, then the Prediction Error is also higher. A higher volatility results into faster learning, as
shown by Behrens et al. (2007). High volatility results into a high Prediction
Error, because then more input is unpredictable. Higher Prediction Errors thus
lead to a bigger difference in the height of the bar. The Prediction Error equals
the Kullback-Leibler divergence DKL (Obs||P red) between the actual observation (Obs) and the prediction(P red), as stated by Kwisthout et al. (2017). This
divergence is computed as follows:
DKL (Obs||P red) =

X
i

Obs(i) log

Obs(i)
P red(i)

A fixed positive value is used when the bar must go up, and a fixed negative
value if the bar must go down. The absolute values of the fixed values do not
have to be the same. We prefer the absolute value of the fixed negative value
to be lower, to lower the height drastically if a contradiction occurs.
The Association Bars have a maximum height and a minimum height. If the
model has indeed learnt an approximation of the actual probabilities, the bar
would on average not necessarily stay at the same height even though the Prediction Errors for going down will on average compensate for the Prediction
Errors that are used when going up, because the absolute values of the two
fixed values do not have to be the same. If it is clear that there is no association
between two phenomena, it does not become clear even more until infinity. That
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is why a minimum height is needed. The maximum height is thus needed for
the other way around.
The lower threshold is meant to be able to unlearn a learnt association. If the
bar has reached the upper threshold, but then goes down because of too many
contradictions and goes even below the lower threshold, the model is revised
again, but this time to delete the association. Thus, the Association Bars keep
on updating, also after it is clear that there is indeed an association between
the two corresponding phenomena.
A phenomena is a possible value of a variable. An Association Bar is created
whenever two phenomena co-occur of which one a possible value of a prediction
variable. Thus, if the variables A and B exists with respectively the possible
values a1, a2, and b1, b2, at most four Association Bars exist, namely (a1, b1),
(a1, b2), (a2, b1), and (a2, b2). Initially there are no Association Bars for more
than two phenomena, even if they all do co-occur. See Section 3 for more about
possible associations between more than two phenomena. So if four binary variables exist, there are at most twelve Association Bars.
There is however a difference between variables with the possible values phenomenon1 and phenomenon2 and variables with the possible values present and
absent. It is impossible to detect an absent, simply because this phenomenon
does not actually exist. This is for example the case with both the prediction
and the contextual variable in the Pavlov experiment. When a contextual variable can either be present or absent, there is no Association Bar created for
absent, but only for present. If this is the case for the prediction variable,
the variable is interpreted as if the values were of the form phenomenon1 and
phenomenon2. This is because when the probability of the phenomenon being
present is known, one can easily compute the probability that it is absent by
subtracting the known probability from 1.

1.2

Model revision

One of the possible ways to deal with unpredicted input, is revising the model.
There are other ways to deal with this (see Kwisthout et al. 2017), but when the
environment still has to be learnt or when the environment is unstable, revising
the internal representation is the best strategy according to Yu & Dayan (2005).
Revising the model can either be done by updating the probabilities or by
changing the structure of the Bayesian network. Kwisthout (2017) already proposed that contextual variables can be intermediate nodes in the Bayesian network. These intermediate nodes can have hypothesis nodes as parents, but they
don’t have to. They can’t be parents of hypothesis nodes and they can’t be children of prediction nodes. Thus, when we start with a simple network that only
has one prediction node and one hypothesis node, there are two new networks
possible. These are shown in Figure 4.
When the Contextual node is added, the probabilities change. Assume that
c1 is associated with p1 and c2 is not associated with anything. Whenever c2 is
5

Figure 4: Two possible new Bayesian networks when starting with a simple Hypothesis(H) →
P rediction(P ) network and adding a Contextual(C) node.
a) The Contextual node is added as a parent of the P rediction node and does not have any
parents.
b) The Contextual node is added such that the Hypothesis node is its parent and the
P rediction node its child.

detected, the basic α and β are still used and updated. Let’s call these αbasic
and βbasic . When c1 is detected, new shape parameters are used for a separate betadistribution, namely αc1 and βc1 . These two are then used to make
a prediction and these two are also updated whenever a value of the predicted
variable is detected in combination with c1.
Normally α and β initially equal 1. However, if αc1 and βc1 would also equal
1 when the structure of the Bayesian network has changed, one would throw
away all the information in αbasic and βbasic . The new αc1 and βc1 are set to
a lower number such that the uncertainty is high since the actual probabilities
still have to be learnt, but also such that the information in αbasic and βbasic
is taken into account. If the probability P (p1) equals 0.2, the initial values of
αc1 and βc1 are also chosen in such a way that αc1 /(αc1 + βc1 ) equals 0.2. The
new hyperparameter that corresponds to the smallest basic hyperparameter is
set to a low experimental defined minimum value, e.g. 10. A low minimum
value would result into more, and possibly too much, information loss. A high
minimum value would result into more certainty, which then results into a lower
learning rate. The other parameter is set in relation to this minimum value.
Thus, if this minimum value equals 10, and the basic probability P (p1) equals
0.6, where p1 corresponds to α, then the new αc1 and βc1 equal 15 and 10
respectively. Note that α and β do not necessarily equal a natural number;
every real number greater than or equal to 1.0 is also possible.
If either the new α or the new β is too high while the other only equals 10,
the learning rate will also be very low. If for example αbasic and βbasic equal
100 and 5000 respectively, αc1 would equal 10 and βc1 500. Incrementing αc1
with steps of 1 would then have almost no influence on the probability. That is
6

why there should also be an experimental defined maximum value for the new
hyperparameters, e.g. 100.
When the height of Association Bar that represents the possible association
c1 → p1 drops such that it actually becomes lower than the lower threshold
while the association exists according to the model, the conclusion that the
association does not exist anymore is drawn. In that case, the contextual node
in the Bayesian network is deleted and thus also αc1 and βc1 are deleted. αbasic
and βbasic have been updated all the time (at least when c1 was not detected),
so they can still be used for the probabilities P (p1) and P (p2).

2

Experiment

Otworowska et al (2015) discussed how robots can be used to bridge the gap
between coming up with empirically testable theories and what is empirically
measurable. They concluded that one should first formalise the verbal theories,
then implement the computational model into a robot. The former has been
done above, the latter is what we are going to do now. The model will be
implemented into a LEGO robot. This robot has a limited amount of ways to
perceive its environment, so the environment will be quite simple. For a first
experiment it is also more convenient to start with a simple scenario. That
is why we will only look at three binary variables, of which two are possible
contextual variables and these both have the possible values absent and present.
Moreover, within this environment, the two possible contextual variables will
not be present simultaneously. This situation is also something that has not
been discussed yet (see Section 3 for more).

2.1

Experimental Design

The robot will have three sensors: one colour sensor and two touch sensors that
are simple buttons. A picture of this robot can be found in Figure 5.
The colour can either be red or green. The buttons can either be pushed
(present) or not (absent). During this experiment, the buttons will be pushed
by a human. The correct colour is shown to the colour sensor by an automated
mechanism that can be seen in Figure 5. The two buttons will be called lef t
and right. The robot will try to predict the colour, thus the two buttons are the
two possible contextual variables. While the robot detects the button variables,
it predicts the colour and then observes the actual colour. Log files are created
to keep track of the hyperparameters and the Prediction Error, which equals
the Kullback-Leibler divergence between the actual observed colour Obs (either
red or green, represented as [1,0] or [0,1]) and the prediction P red (e.g. 80%
red and 20% green, represented as [.8, .2]). The predictions equal the probabilities according to the α and β. The Prediction Error is computed after every
trial, thus the information is only one bit per update. The Prediction Error will
therefore never equal zero, since this can only be the case if the prediction is
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100% for one colour, but both α and β are at least 1 so this is never the case.

Figure 5: The robot as used in the experiment.

There will be a total five different scenarios. A summary of these scenarios
is illustrated in Figure 6.
1. Basic learning. The first scenario is to learn αbasic and βbasic . The probabilities of red and green here both equal 0.5. The buttons are not pushed
at all during this scenario. This scenario is then a replication of De Wolff’s
simulation of a coin toss.
2. Learning a contextual variable. Here the two buttons are pushed. The
right button will be associated with red, while the other button is pushed
randomly. The actual probability P (red|right) then equals 0.9. The proposal works correctly if the robot learns that the association right → red
exists, and no other association.
2a. Processing the information according to the proposal.
2b. Processing the information without the proposal; i.e. just updating
α and β as normal.
The results of 2a and 2b will then be compared to each other.
3. Unlearning the association. Now that the association has been learnt (or
not), it is time to test whether it can also be unlearnt when suddenly the
right button becomes random too. The left button will stay random.
3a. Processing the information according to the proposal.
3b. Processing the information without the proposal; i.e. just updating
α and β as normal.
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The results of 3a and 3b will then be compared to each other.

Figure 6: Illustration of the five different scenarios.
Green boxes illustrate the scenarios in which the information is processed according to the
proposal. Blue means that the information is processed as normal (i.e. just updating α and
β). Scenario 1 does not use buttons and thus the proposal does not make any difference.
If the probability P (A|B) is not listed, there the association B → A does not actually exist
in that scenario.

All scenarios will have 500 trials. 2b and 3b are meant to create a baseline.
In the end, 2a and 3a can together be compared to 2b and 3b. αbasic and βbasic
as learnt during scenario 1 will be used in scenarios 2a and 2b to start with.
The hyperparameters as computed by 2a and 2b will also be used in scenarios
3a and 3b respectively.

2.2

Experimental Parameters

The settings of the trials (i.e. the colour and which buttons are pushed) are
generated randomly based on their actual probabilities. These probabilities are
as follows:
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Scenario 1. The buttons are not used.
Colour
red
green

Probability
0.50
0.50

Scenarios 2. For the buttons, 1 means ’pushed’ and 0 means ’not pushed’.
Colour
red
red
red
red
green
green
green
green

Left
0
1
0
1
0
1
0
1

Right
0
0
1
1
0
0
1
1

Probability
0.167
0.167
0.300
0.0
0.167
0.167
0.033
0.0

Scenarios 3. For the buttons, 1 means ’pushed’ and 0 means ’not pushed’.
Colour
red
red
red
red
green
green
green
green

Left
0
1
0
1
0
1
0
1

Right
0
0
1
1
0
0
1
1

Probability
0.167
0.167
0.167
0.0
0.167
0.167
0.167
0.0

Thus, for scenarios 2 and 3, the probability that no buttons are pushed, that
only the right one is pushed, and that only the left one is pushed, all equal 1/3.
Then there is a probability of 1/2 or 9/10 that the colour is red, depending on
the buttons and the scenario.
Other experimental parameters are the settings of the Association Bars.
These are the same for every Association Bar and are as follows:
Maximum height
Minimum height
Upper threshold
Lower threshold
Fixed positive value
Fixed negative value
Minimum value for new associated α or β
Maximum value for new associated α or β
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1.0
0.0
0.75
0.35
0.10
0.15
10
100

2.3
2.3.1

Results
Basic learning

The Prediction Errors of scenario 1 can be found in Figure 7.

Figure 7: The Prediction Error when learning about a new binary variable with the possible
values red and green. α and β initially equal 1. The actual probabilities are as follows: P(red)
= 0.5, P(green) = 0.5. Buttons are not used.

At the start, the Prediction Error fluctuates a lot. It stabilises around trial
number 130, at a height of 0.7. At the start, red results into an error that is
lower than 0.7 and green into an error that is higher than 0.7. This is because
red is the colour that is detected at trial number 1, giving it a higher probability and thus a lower Prediction Error. These roles switch somewhere about
trial 50. This is then because at that point green has been detected more times
than red, again giving that value a higher probability. In the end, the two different colours should result into the same Prediction Error, since their actual
probabilities are both 0.5. However, from about trial number 175 onwards, the
Prediction Error when detecting green is noticeably higher than when detecting
red. When looking at the actual trial settings, it turns out that red was indeed
encountered more than green, with a total of 269 times red and 231 times green.
This is due to randomness when generating the trial settings.
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The Betadistribution of the first 100 trials of scenario 1 can be found in
Figure 8 and those of the last 100 trials in Figure 9.

Figure 8: Betadistribution over the first 100 trials when learning about a new binary variable.
α and β initially equal 1. The actual probabilities are as follows: P(red) = 0.5, P(green) =
0.5. Buttons are not used.

Figure 9: Betadistribution over the last 100 trials (trial numbers 401 to 500) when learning
about a binary variable. The actual probabilities are as follows: P(red) = 0.5, P(green) =
0.5. Buttons are not used.
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The betadistribution starts with a horizontal line (α = 1, β = 1) and becomes
a curve. The curve starts wide but becomes narrower and higher throughout
the trials. At trial number 100, α = 49 and β = 53, thus P (red) = 0.48. After
500 trials, α = 270 and β = 232, thus P (red) = 0.54. The betadistribution of
the last 100 trials, which can be seen in Figure 9, indeed shows that the peaks
are more shifted towards 0.55 than the actual 0.5. This last figure also shows
that the betadistribution almost doesn’t change after 400 trials.
The above results of scenario 1 resemble those found by De Wolff.
2.3.2

Learning a contextual variable

The Prediction Errors of scenario 2a can be found in Figure 10.

Figure 10: The Prediction Error when learning about the new association right → red. αbasic
and βbasic initially equal 270 and 232 respectively.
The actual probabilities are as follows: P (red) = 0.5, P (green) = 0.5, P (red|right) =
0.9, P (green|right) = 0.1. The left button is pushed randomly.
The dots with the black outline and shadow indicate trials at which something special happened. At trial 34, αright and βright were added. At trial 358 they were deleted. At trial 379
they were added again.

It is clear that all trials during which no buttons were pushed or the random
button was pushed, have a Prediction Error of either 0.8 (if green is detected),
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or 0.6 (if red is detected). This means that the model does not learn anything
new about the situation in which the actual associated button is not pushed.
At the beginning, the trials during which the associated button is pushed and
red is detected, the Prediction Error also equals 0.6. This is simply because
the association has not been learnt yet. At trial 34, the model concluded that
the association right → red exists. From then on, the Prediction Error for
P (red|right) goes down and the Prediction Error for P (green|right) goes up.
There are two particularities in this graph. The dark red and dark green
lines of dots suddenly stop and start again some trials later. This is because
the model concluded that the association does not exist anymore at trial 358.
As can be seen in the graph, just before the deletion of the association, green
and right co-occurred three times within the last 15 trials. At trial 379, which
is only 21 trials later, the association was learnt again.
The second particularity is that some dots indicate that red was detected and
that the right button was pushed, but the Prediction Error does not follow the
trend of these settings. For example at trial 432, we would expect the Prediction Error to be about 0.4, but it equals 0.6 instead. This is probably because
of a human error. According to the trials settings, the right button had to be
pushed, but this may have happened too late or not at all.
Figure 11 shows the betadistribution of the αright and βright that were added
the second time, thus from trial number 379 to 500. In this slice of trials, the
associated button was pushed during 41 trials.

Figure 11: Betadistributions of the new αright and βright when learning about the new
association right → red a second time. The starting distribution is the one with the lowest
peak.
After model revision at trial number 379, αbasic and βbasic equal 436 and 343 respectively.
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The peak of the betadistribution starts between 0.5 and 0.6, which is P (red)
according to the hyperparameters. Then it goes up and more to the right. At
the last trial, P (red|right) equals 7.4 according to the hyperparameters. This
is still 1.6 away from the actual probability (0.9). There is however still a lot of
uncertainty, indicated by the width of the distribution. This can be lowered by
having more trials with the right button pushed.
The results of scenario 2b can be found in Figures 12 and 13. In Figure
12, the Prediction Errors change. Two trend lines are still clearly visible, but
these are not horizontal anymore. The Prediction Error for green goes up and
the one for red goes down. This is because now red occurs more than green.
Whenever the associated button is pushed, the dot of the Prediction Error is
placed on the trend line of green or the one of red, depending on the colour that
is detected. This shows that the model does not notice a difference between
the different situations and that it just processes those trials with the actual
associated button pushed as if the button does not matter. Figure 13 shows
that the betadistribution barely changes the first 100 trials and thus that the
model does not learn anything new.

Figure 12: The Prediction Error when the association right → red is suddenly added to the
context, but without processing this information in a special way.
αbasic and βbasic initially equal 270 and 232 respectively.
The actual probabilities are as follows: P (red) = 0.5, P (green) = 0.5, P (red|right) =
0.9, P (green|right) = 0.1. The left button is pushed randomly.

15

Figure 13: Betadistributions after the association right → red is introduced, without any
special processing.
At the start, αbasic and βbasic equal 436 and 343 respectively.

When the proposal is used to process information, the average Prediction
Error during the 500 trials with the association equals 0.614. Without the proposal, the average Prediction Error equals 0.675. This is a significant difference
(one-tailed t-test, t = 5.137, p < 0.01).
2.3.3

Unlearning a learnt association

The betadistributions of scenario 3a can be found in Figure 14. Again there are
two horizontal lines of dots. Just as before, a dot is placed on the upper line if
green is detected and on the lower line if red is detected. At the start, if red
is detected and the right button was pushed, the Prediction Error is lower than
the two lines. When this happens for green, the Prediction Error is higher than
the two lines. Only after the αright and βright are deleted, which happens during
trial number 12, these dot are also placed on the corresponding horizontal line.
The graph also shows a particularity. At trial 38, the conclusion is drawn that
the association lef t → green exists, even though this association does not actually exist.
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Figure 14: The Prediction Error when the learnt association right → red is suddenly removed
from the context. αbasic and βbasic initially equal 479 and 381 respectively. αright and βright
initially equal 46.7 and 17 respectively.
The actual probabilities are as follows: P (red) = 0.5, P (green) = 0.5. The left and right
buttons are both pushed randomly.
The dots with the black outline and shadow indicate trials at which something special happened. At trial 12, αright and βright were removed. At trial 38, αlef t and βlef t were added.
At trial 105 they were removed again.

The Prediction Errors of scenario 3b can be found in Figure 15. Here all the
trials follow the two lines. At the end of scenario 2b, the Prediction Error lines
diverged because red occurred more times than green. Now the lines seem to
be horizontal until around trial number 350. After that, the two lines converge
again towards their original values of 0.8 and 0.6.
The average Prediction Error of scenario 3a equals 0.696 and the average
Prediction Error of 3b equals 0.694. This is not a significant difference.
The average Prediction Error of both scenario 2a and 3a equals 0.655 and
the one of scenario 2b and 3b equals 0.685. This is a significant difference
(one-tailed t-test, t = 4.045, p < 0.01)
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Figure 15: The Prediction Error when the actual association right → red is suddenly removed
from the environment without any special processing. In the previous trials, the association
was not learnt.
αbasic and βbasic initially equal 575 and 427 respectively.

2.4

Conclusions

We have shown that Association Bars can be used to determine whether there is
an association between a possible contextual variable and a prediction variable.
The actual association was learnt by the robot when using our proposal, and
not when using no special way of processing. Moreover, the Prediction Error
was significantly lower for our proposal when an association actually existed.
Generally the proposal works well in the given scenario’s, but there are multiple
imperfections.
Sometimes an association is detected even though this is not actually the
case. An association is sometimes also deleted even though it still actually exists. This can partly be explained by randomness. If one would toss a coin
multiple times and suddenly five times in a row the result is heads, then it can
be believed that the coin has a bias towards heads, even though this is not the
case. Randomness does seem to be the main reason for the learnt association
lef t → green that actually doesn’t exist according to the probabilities when
generating the trial settings (see Section 2.2). When looking at the exact percentages as they were generated, the first 100 trials in scenarios 2a and 2b are
different from what they were meant to be. The following table shows the percentages:
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Colour
red
red
red
red
green
green
green
green

Left
0
1
0
1
0
1
0
1

Right
0
0
1
1
0
0
1
1

Meant %
16.7
16.7
16.7
0.0
16.7
16.7
16.7
0.0

% over 500 trials
18.4
16.2
17.8
0.0
18.2
15.8
13.6
0.0

% over first 100 trials
20.0
11.0
16.0
0.0
14.0
21.0
18.0
0.0

In the table, ’1’ and ’0’ in the columns called ’Left’ and ’Right’ mean that
the corresponding buttons are pushed or not respectively. Here we can see that
the combination lef t and green occurs 21 times in the first 100 trials, while
the contradicting combination lef t and red only occurs 11 times. Thus, given
that the left button is pushed, there is a probability of 0.66 that the colour is
green and only a probability of 0.34 that the colour is red. With such a difference between the two probabilities, one could conclude that the association
lef t → green indeed exists. Luckily the two probabilities converge over time
and the model learns that the association does not exist.
However, the main reason for the particularity in deleting a learnt association that still actually exists, is probably that the experimental parameters
regarding the Association Bars should still be fine-tuned. For the used values
in this experiment, see Section 2.2. These parameters were thought about thoroughly, but before experimenting, this could not be determined with certainty.
In retrospection, the maximum height of the bar should have differed more from
the lower threshold, or the fixed negative value should have been lower, both to
prevent an actual association to be unlearnt. With the current parameters and
an average Prediction Error of a contradiction of 1.7, a contradiction only had
to occur three times quickly after each other for the association to disappear.
If the maximum height would have been higher, the model would have been
more sure about the association the more trials had passed that corresponded
to this association. This could have also been improved by lowering the fixed
negative value, but in that case the fixed positive value also should have been
lowered to make sure that the height of the bar still lowers drastically compared
to how fast it can get up again. Then more steps would be needed to unlearn an
association, but the model would also need more steps to learn an association.
Both options are considerable and possibly a combination of the two could also
work.
In scenario 2a, the actual probability P (red|right) equals 0.9, but after 500
trials the model believed the probability equalled only 0.73. This is probably
because the conclusion was not drawn that much trials ago. If we would have
had more trials with these settings and also such that the association does not
disappear in the model, the probability would approach 0.9.
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In the end we can conclude that the robot does not learn anything when the
proposal is not used and that it actually declines in performance. During scenario 2a and 2b, the proposal resulted into a significant lower Prediction Error.
The Prediction Errors changed but that was purely based on the frequency of
red and green and this was also incorrect. These Prediction Errors were also
dependent on the probability that the right button was pushed. If this would
have been higher than 1/3, the Prediction Error lines would have diverged even
more.
For scenario 3a and 3b, the Prediction Errors did not significantly differ. This
was simply because in scenario 3b, there was no association to be unlearnt. In
total, the proposal still significantly resulted into a lower Prediction Error then
when processing the information without the proposal.

3
3.1

Multiple contextual variables
More possible contextual variables

The above proposal only considers one possible contextual variable at the time.
It should however work for many possible contextual variables, since this is also
the case in every-day life. Updating the Association Bars when the phenomena
a1 and b1 both occur together with the to be predicted phenomenon p1, does
not result into any problems yet. Then the Association Bars for (a1, p1) and for
(b1, p1) are both incremented and those for (a1, not(p1)) and (b1, not(p1)) are
lowered.
There could also be a correlation between p1 and the combination a1 + b1. If
it’s a possible association, there should also be a corresponding Association Bar
for every possible values of A, B, and P . However, if this happens for all variables, the complexity would be exponential and become to high for a reasonable
number of variables.
The above proposal could deal with this by only creating Association Bars
for combinations if the separate combinations (a1, p1) and (b1, p1) are salient
enough. The Association Bar (a1, b1, p1) is then only created if the two separate
Association Bars have reached, say, the lower threshold. Then an Association
Bar does not have to be created for every possible combination between variables and within variables. Worst case scenario, the complexity would still be
too high, but on average the complexity has improved a lot. For more about
the complexity, see Section 4.2.2. Whether the complexity is reduced enough,
depends on the height of the lower threshold or any other threshold that is used
for this purpose.

3.2

Multiple corresponding associations

The model could conclude that different associations exist that all correspond
to the same prediction phenomenon. Take for example the associations a1 → p1
and b1 → p1. The combination of occurring phenomena a1 and b1 would then
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correspond to both associations. In that case, all corresponding Association
Bars are updated, but there can only be one prediction for P . This prediction
could be computed in different ways. The model could take the average prediction according to both associations or choose one based on for example which
phenomenon is more salient. The average could also be weighted based on the
height of the Association Bars. A higher bar would then result into a higher
weight for the corresponding association.

4

Discussion

4.1

Possible modifications

Next to the fine-tuning of the experimental parameters, some other aspects of
the proposal could be changed too for better results.
Currently all Association Bars have the same parameters. One could argue
that not all variables should be treated the same way. If the parameters can
differ between Association Bars, some variables are easier associated with a phenomenon than others. This might be convenient if a phenomenon itself occurs
not that often, but when it does its salience is high. An example could be a solar
eclipse. This should have a bigger impact on the Association Bars than some
phenomenon that occurs everyday and that is not that salient, e.g. daylight.
This problem can be solved by having different fixed values between bars that
indicate how much the bar goes up or down (excluding the Prediction Error).
Differing other parameters, for example the height of the upper threshold, also
has an impact on how easy an association is (un)learnt. Again, the parameters
have to be fine-tuned, but this is more complex if the parameters can differ
between bars.
The experiment showed that if an association is deleted, the probabilities of
that association have to be learnt all over again if the bar reaches the upper
threshold again, even when the deletion was just a couple of trials ago. It might
be better if the α and β (or any other hyperparameters) of that deleted association are stored to be able to use them again in some way if the association is
back just a bit later on. Those hyperparameters can be forgotten when enough
time has passed.
When it is concluded that there is an association, the information of the
original α and β are used to start with the same probability. This however
could make it harder to learn the actual probability. If for example the original
α and β equal 100 and 200 respectively, the new α would equal 10 and the new
β 20. If the conditional probability for the value that is represented by α equals
0.2, then it takes a long time to learn that probability. This is explained below.
If Nα and Nβ represent the number of new occurrences of the phenomenon
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that correspond to α and β respectively (and thus Nα + Nβ equals the total
amount of trials needed), and if P represents the probability to be learnt, the
following formula can be used to determine the number of trials that is needed
to learn that exact probability:
α + Nα
=P
α + Nα + β + Nβ
In the above example with P = 0.2, Nβ = 5 × Nα , if we choose α = 10 and
β = 20, Nα would equal 20 and Nβ 100. We would thus need 120 trials to learn
the correct probability. However, if we choose α = 1 and β = 1, Nα would only
equal 3 and Nβ 15. We would then thus only need 18 trials. This is a huge
difference. This problem can be solved by setting the minimal value for the new
α and β lower, or by not using any information of the original α and β and thus
setting the new hyperparameters to 1. Maybe this problem can also be resolved
by not always updating the hyperparameters by 1, but by a dynamic value that
depends on the Prediction Error.

4.2

Cognitive relevance

The Predictive Processing account tries to explain how the human brain works.
It is thus important that the computational model can be translated into something the brain can use.
4.2.1

Representation

It is not likely that the brain keeps track of all hyperparameters as numbers,
counting the number of occurrences of a lot of different phenomena. Maybe these
parameters are represented as the strength of a binding between two neurons;
the stronger the binding, the bigger the hyperparameter. This binding then is
updated (i.e. getting stronger) every time the hyperparameter would be updated
according to the computational model.
It is also unlikely that the brain keeps track of all the Association Bars, but again
this might be represented in another way, using certain properties of neurons.
In the end it’s better to say that this computational model is a representation
for what happens or could happen in the brain than the other way around.
4.2.2

Complexity and the Frame Problem

In Section 3 it was stated that the complexity of this proposal could be too
high if the scenario is worst case. This happens when there are too many
variables with too many possible values. In an everyday environment, there are
many different variables possible. Whether this indeed occurs or not depends
on when a phenomenon is taken into account in the model and when it is not.
This is where the Frame Problem (Dennet, 2006) occurs: when is a phenomenon
processed as a value of a possible contextual variable and when not? It is already
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clear that humans do not perceive every detail in the environment consciously,
especially if the detail is non-salient (Mackworth & Morandi, 1967), but still
many possible variables remain. Moreover, when a phenomenon is processed as
a possible contextual variable, with which abstractness is it processed? When
rolling a die, are you interested in the number or only in whether the number
is even or uneven? In the latter case, there is no difference between 3 and 5, so
these phenomena should be processed as the same one instead of separate ones.
How could this be decided?

4.3

Scientific Relevance

O’Reilly et al. (2013) investigated differences of the effects of unexpected outcomes in brain patterns and reaction times between when a subject knows that
it is just a one-off trial and when a subject knows that it is actually a change
in the environment. They indeed found significant differences, but a convincing
possible explanation about what could happen in the model was not given. If
there is something as ‘selecting a probability’, which happens according to our
proposal by the Bayesian network that includes the contextual variable, these
results can be explained easily by Predictive Processing, making this account
stronger.

4.4

Future research

Above we formalised the verbal theories and we implemented the computational
model into a robot. These are the first two steps one could use to research about
theories like Predictive Processing according to Otworowska et al (2015). Two
steps still have to follow. First we still have to explore the consequences of
various parameter settings and other design choices. Other design choices and
parameter settings have been discussed, but exploration did not take place yet.
An example of another design choice is the computation of the new α and β when
an association has just been learnt. By exploring we can generate hypotheses
that are empirically testable. Then the last step is to study these hypotheses in
behavioural or imaging experiments. This last step is however difficult for the
current proposal, because we have only talked about internal computation, without discussing the consequences for behaviour or knowing anything about how
Predictive Processing can be located in the human brain for imaging studies.
That is why a link should be made between this proposal about (learning) contextual variables, and behaviour and/or the way this is represented in the brain.
Above a problem was discussed that has to be researched to make Predictive
Processing able for behavioural studies: the Frame Problem. Which variables
or phenomena are processed in the models and which are not? How is this
decided? When is a variable a possible contextual variable and when not? To
answer the latter question, our proposal made use of co-occurrences: if two
phenomena occur simultaneously, one is a possible contextual variable of the
other. However, a lot of dependencies are not between two phenomena that are
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perceived at exactly the same moment, for example thunder and lighting. And
how is it decided whether a variable is to be predicted or not? This question is
especially important because our proposal assumes that the predicted variables
are known, but the contextual variables not.
Besides having to bridge the gap between computational theory and human
behaviour, there are still a lot of uncertainties about this proposal that have to
be resolved. It has already been made clear that more experiments must follow
to fine-tune the parameters of the Association Bars. It also has to be determined
whether these parameters can differ between Association Bars. Moreover, The
environment in the experiment was very simplistic. Experiments must be conducted with more complex environments: more variables, including non-binary
ones. Then we can say more about the practical complexity and other practical
aspects of this proposal.
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