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Abstract
Interest in automatic dialogue summarization is increasing, as is the availability of raw
dialogue data due to the use of online messenger services, chatbots, and other humanmachine interaction systems. Summaries are a natural way of presenting key information
in a dialogue. Currently, available dialogue summarization corpora are primarily in English. To that end, this project introduces an extension of two Dutch human-machine
dialogue data set to form a Dutch dialogue summarization data set. The data set is used
to fine-tune two transformer-based automatic dialogue summarizers. Though this technique is already used in abstractive summarization, applying it in the field of dialogue
summarization is a novel use of the technique. Automatic evaluation of the generated
summaries shows that the transformer-based models are able to generate fluent summaries compared to an extractive baseline. However, further manual evaluation shows
that when summarizing the dialogues, the transformer-based models create misleading
sentences by introducing fabricated words and combining words from the dialogue incorrectly. Future research should therefore focus on mitigating such errors through creating
larger data sets and searching for an automatic evaluation metric that can accurately
depict these errors. A final note is that this project focuses on the technical feasibility of
an automatic dialogue summarization system.
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Introduction

Summarization is often defined as the process of shortening longer pieces of text while retaining important information correctly. Besides factually correct, a high-quality summary should be written fluently
and should be well organized. Writing a good summary is a difficult task as it not only requires understanding of the longer text but also the ability to construct a coherent shorter text. In other words, to
create a high-quality summary the writer needs to be able to both understand and construct text. Human
summarizers often reuse text from the original document. Through trimming, rephrasing, and reordering they compress the original text into a summary containing the most important information (Jing
& McKeown, 1999). Within the domain of machine learning, the ability to understand text relates to
natural language understanding, whereas the ability to construct text relates to natural language generation. The aim of natural language understanding is for the system to understand the meaning of a text,
including hidden meaning such as common-sense knowledge. Research in the field of natural language
understanding is increasingly evolving but has not yet reached the level of full natural language understanding. Similarly, research in natural language generation is continuously improving. Though research
is ongoing, summarization is a task that highlights the improvements that have been made in both areas.
In the field of automatic text summarization, most techniques focus on how to select the relevant
information rather than how to format the summary (Saggion & Poibeau, 2013). Early automatic
summarization methods were mainly based on sentence extraction. By determining the importance of
the sentences in the document in a variety of ways, these techniques select the most important sentences
in a document or set of documents and concatenate the sentences into a summary (Kupiec et al., 1995;
Mani, 2001). Especially in multi-document summarization, the output summary contains inconsistencies
and redundant information using these extractive methods. Alternatively, knowledge-based approaches
move towards abstractive summarization by selecting important text elements that are combined in a
template to produce a summary (Radev & McKeown, 1998; Li et al., 2010). In their overview, Saggion
and Poibeau (2013) further note that non-extractive approaches mostly rely on tree-based, rule-based,
and machine learning approaches to simulate text abstraction.
The current state-of-the-art machine learning approaches have evolved into deep learning approaches
that use neural networks to simulate text abstraction (Gupta & Gupta, 2019; H. Lin & Ng, 2019). Due
to a focus on information selection, early extractive techniques produce summaries that do not contain
newly formed sentences. In contrast, recent focus has shifted to both information extraction and text
generation. Abstractive techniques can produce summaries that are closer to manually written reference
summaries as abstractive summaries can have changes in text flow and structure. Additionally, abstractive summaries may contain words and phrases that are not part of the original text.
This project is inspired by the BLISS project that has currently created the first version of their
spoken dialogue system for health and well-being (van Waterschoot et al., 2020). The goal of the
project is to understand what makes people happy and healthy to develop intelligent systems that can
aid in increasing a person’s happiness1 . This project investigates a possible addition the system: an
automatically generated summary of the conversation that can be read to the user at the end of it.
Currently, the BLISS system is being used for data collection. An example of a collected dialogue is
shown in Table 1 and a translation of the dialogue can be found in appendix A. In the system’s conversation structure, a request for feedback on the system itself is included at the end of the conversation.
However, in addition to feedback on the system, feedback on the faithfulness of the collected data will
also be helpful. To that end, a summary at the end of the conversation as a recap of the collected data
can serve as a first validity check of the data. By presenting a summary, we can empower the user to
correct the data where necessary.

1 For more information on the goal of the BLISS project, see their website: http://hstrik.ruhosting.nl/bliss/.
Additionally, this article in Dutch also conveys the goal of the project in more detail:
https://www.radboudrecharge.nl/nl/artikel/met-de-computer-in-gesprek-over-geluk.

4

Dialogue
Agent: Hallo! Heb je wel eens tegen een computer gepraat die terug praat?
User: Uh. Uh. Nee
Agent: Oh, dat is toevallig, ik heb ook nooit eerder met mensen gepraat. Hoe vind je het om zo met mij te
praten?
User: Bijzonder.
Agent: Ik ga er van blozen! Nu ben ik wel nieuwsgierig naar jou! Als je nu één ding mocht kiezen wat je
komend weekend zou willen doen. Wat zou dat zijn?
User: Uit eten.
Agent: Klinkt goed. Waarom vind je dat leuk?
User: Ik hou van lekker eten en gezelligheid.
Agent: En als je nog een tweede activiteit zou mogen kiezen? Wat zou dat zijn?
User: Met mijn gezin uh wandelen in het bos.
Agent: Wat zou je het meeste missen als je wandelen niet zou doen?
User: Uhm de natuur.
Agent: Als je naar de afgelopen week kijkt. Welke activiteit vond je het allerleukst?
User: Ik ben uh net terug uit uh ibiza dus ik vond aan het strand liggen het uh allerleukste afgelopen week.
Agent: Tof! Wat voor gevoel geeft voelen jou?
User: Wat voor gevoel geeft voelen jou ik snap het niet helemaal kun je te herhalen of anders formuleren. Ok
Agent: Dank je! Dat was het voor nu. Denk je nog steeds hetzelfde over mij?
User: Ja ik vind het nog steeds bijzonder.
Agent: Leuk dat je hebt meegedaan!
User: Ja dank je wel.

Summary
Uit eten gaan is een activiteit die je dit weekend graag zou willen doen. Je vindt het leuk om uit eten te gaan
omdat je van lekker eten en gezelligheid houdt. Iets anders wat je dit weekend graag zou willen doen is met
je gezin wandelen in het bos. Als je niet zou kunnen wandelen in het bos, zou je de natuur het meeste missen.
Afgelopen week was je in Ibiza en vond je aan het strand liggen het allerleukste.

Table 1: Example of a dialogue collected by the BLISS system and a summary. See appendix A for an
English translation of the example dialogue and summary shown here.
Additionally, the summary serves a second purpose by explicitly informing the user about personal
data that has been collected. Hendrickx et al. (2021) reflect on the concerns surrounding data privacy and
transparency in conversational agents. As user sometimes unconsciously provide personal information
during a conversation, they argue that an informed consent form prior to the conversation is not sufficient.
Instead, users should be more explicitly informed during the conversation on the personal information
that is collected and who has access to their information.
Presenting a summary to the user does not provide them with information of who can access their
data. However, it does explicitly inform the user on the personal information that is collected. Next to
validating the collected data, the user can also indicate whether personal information that is gathered
should be removed from the data. In short, a summary can help users take back control over their data.
The field of automatic text summarization is vast. In this project, I narrow the scope by focusing
on the task of dialogue summarization. The scope is further narrowed by focusing on Dutch humanmachine dialogues. To match the BLISS system, the dialogues that I will focus on in this project will
center on health and well-being content. The objective is to implement a system that summarizes Dutch
transcripts of conversations between a human and an artificial agent.
Dialogues contain two viewpoints, that of the human and that of the agent. Merely selecting sentences will not provide a well-constructed summary. Extractive techniques will not produce a fluent
and coherent summary, because sentences will contain inconsistencies due to the different viewpoints.
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Instead, abstractive summarization can be utilized to produce a clearly structured and well-flowing summary. Using abstractive techniques, a fluent summary can be generated from a transcript because new
words and word changes can be introduced. The summary can then be repeated back to the user as part
of the conversation structure.
To create and evaluate an automatic dialogue summarizer, a data set of dialogues and reference
summaries is essential. Gliwa et al. (2019) noted that for news articles and scientific publications many
high-quality data sets exist that include manually written summaries. However, for dialogue summarization, high-quality data is less available. Furthermore, current publicly available corpora are primarily
in English. There is no publicly available Dutch dialogue summarization data set. Consequently, in
this project, we extend two publicly available Dutch corpora with manually annotated dialogues and
abstractive reference summaries. These summaries are written from the second person perspective to
preserve the flow of the conversation.
Furthermore, where existing research has mainly relied on sequence-to-sequence models, this project
utilizes the recent research on abstractive summarization with transfer learning. A recent survey found
that transformer models have been fine-tuned on abstractive summarization tasks (Qiu et al., 2020).
However, leveraging transformers for the more specific task of abstractive dialogue summarization is a
novel use of this architecture. By building an automatic summarizer with pre-trained transformer models,
this project builds on current knowledge by extending it into the domain of dialogue summarization.
Research question The question that this project answers is how well the recent advances in transformer models for abstractive summarization are suited to the more specific task of human-machine
dialogue summarization. Using the constructed data set both automatic and human measures are used
to evaluate the implemented solutions.
In this report, first, the related work around abstractive document summarization as well as dialogue
summarization is discussed in Section 2. Section 3 describes the data used and elaborates on the implementation and evaluation methodology used in this project. Section 4 reports on the resulting summaries
of the implemented systems, whereas Section 5 discusses the results, reflects on the project, and considers
the project from a perspective of usability and user experience. Finally, Section 6 concludes the report
with an overview of the findings and an outlook on possible future projects.

2
2.1

Related Work
Abstractive summarization

One of the largest and best-known summarization data sets are the CNN/Daily News data sets (Hermann
et al., 2015). The authors introduced these supervised reading comprehension corpora to enable training
of language understanding tasks. The introduced corpora include over a million training examples from
CNN and Daily New articles and their summarized bullet points. Due to the summarized bullet points,
these corpora lend themselves well for the tasks of summarization and question answering.
News article summarization follows the traditional summarization scenario: a short piece of plain text
needs to be summarized. However, a recent study dived into summarization tasks that have been gaining
traction in recent years and introduced so-called new summarization tasks (Gao et al., 2020). These new
summarization tasks extend the traditional summarization task by incorporating one of the elements.
The first set of tasks incorporates additional knowledge not mentioned in the original text. An example
of this is multi-modal summarization, where not only text but also visual information such as images are
summarized. The second set of new tasks incorporate document structure when summarizing. Examples
of these tasks include timeline summarization and dialogue summarization. The main challenge in these
new summarization tasks is how to incorporate additional information into a summarizer.
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Rather than summarization tasks, a recent overview looked at current abstractive summarization
techniques and classified them intro four main distinctions (Gupta & Gupta, 2019).
• Structure-based techniques are similar to extractive techniques and are often used in combination
with other abstractive techniques such as neural networks. For example, a template or rule-based
method can be used to extract the most important sentences from the text. These filtered sentences
are then fed to a neural network that summarizes them into a shorter output text.
• Semantic-based techniques take the text and find semantic representations of it through methods
such as semantic graphs. Where structure-based methods rely on the premise that documents
contain a certain structure, semantic-based methods first look at the meaning of the document’s
content.
• Discourse and rhetoric structure-based methods dive deeper into the structures of documents by
focusing on more spoken language-like structures. These methods also focus on the hierarchical
nature of the relationships that can be found in texts and use these relationships when summarizing.
• Deep learning methods rely on artificial neural networks that learn tasks from a data set during
training of the network. The trained neural network can then be used to summarize new texts
other than those presented during training. Due to the capacity to learn, deep learning methods
can handle more complex relations.

2.2

Neural network methods for summarization

Gupta and Gupta (2019) as well as H. Lin and Ng (2019) note in their surveys that most of the state-ofthe-art abstractive summarization systems rely on deep learning methods with the use of neural networks.
Even so, the neural network approach to text summarization faces two challenges:
1. The input and output data are sequential.
2. The input size and the output size differ.
The input for a neural network-based summarizer is a representation of the original longer text such
as one-hot vectors or word embeddings. The output of the summarizer is a generated text that should
be shorter than the original text while retaining important information. For the summary generation,
given a representation of the original text and the previously generated words, the next word for the
summary needs to be predicted. This process is repeated until the summary is fully generated. In other
words, text summarization is a many-to-many task relying on sequential data.
To process textual data sequentially, neural network-based summarizers mostly rely on Recurrent
Neural Networks (RNNs) and Long Short-Term Memory networks (LSTMs). These networks are derived
from feedforward networks such as Convolutional Neural networks (CNNs) with the addition of a feedback
loop. Including a loop allows each step of the network to include information from previous steps. Using
this feedback loop information is passed on from each step to the next, allowing the information to be
processed sequentially rather than solely feedforward2 .
Currently there exist two techniques that can handle the second challenge of varying input and
output lengths: sequence-to-sequence (seq2seq) models and sequence-to-sequence transformer models
(transformers). Looking at text summarization, the problem can be further specified in two steps. First,
the information needs to be extracted from the original text. Second, a new shorter text needs to be
generated. The seq2seq and transformer techniques rely on the encoder-decoder architecture that divides
tasks similarly (see Figure 1). In this architecture, the encoder and decoder system are two sub-networks
that are linked by a hidden state also known as a context vector (Sutskever et al., 2014).

2 I invite readers who are not familiar with neural networks or would like to revisit the knowledge to read appendix B.
This provides an extended introduction into neural networks related to summarization, namely CNNs, RNNs, and LSTMs.
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Figure 1: High-level schematic overview of the encoder-decoder architecture.
Seq2seq models handle data sequentially. The encoder takes the sequence input and processes each piece
of information sequentially, updating the hidden state in each step. Once the end of the input is reached,
the encoder outputs the last hidden state. This is the context vector that contains the information of the
entire sequence. The decoder receives one copy of the context vector for each sequential step that needs to
be predicted. For each time step, the decoder outputs a prediction, resulting in a sequence of predictions.
Linking two networks is what makes the encoder-decoder architecture powerful. It allows the encoder
to take in information of arbitrary size and convert it to a representation. Using this representation
as a go-between, the decoder can output information of a different size. In other words, the input and
output size no longer need to be a fixed length. Additionally, the encoder and decoder can be different
neural networks. For example, in image captioning, the encoder network can be a CNN and the output
network can be an LSTM. This further means that the encoder and decoder networks can be trained
and optimized separately. In seq2seq models for summarization, the encoder and decoder are often RNN
or LSTM based so that the input can be processed sequentially (see Figure 2). However, seq2seq models remain vulnerable to vanishing and exploding gradient problems due to their use of RNNs and LSTMs.

Figure 2: Example of a sequence-to-sequence model architecture for dialogue summarization.
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Figure 3: Example of a transformer model architecture for dialogue summarization that includes two
encoder blocks and two decoder blocks.
Transformers, like regular seq2seq models, are based on the encoder-decoder architecture (see Figure 3).
However, where seq2seq models handle input data sequentially, transformers handle input data in parallel
and leverage the computer power optimally during training (Vaswani et al., 2017). In other words, to
predict sequential data successfully, data does not necessarily need to be processed sequentially. By
handling data in parallel, transformers run much faster than RNNs and LSTMs - the building blocks of
seq2seq models. Interestingly, to ensure parallel processing, transformers turned to feedforward networks
such as CNNs. To combat dependency issues, transformers combine these networks with self-attention
layers and positional encoding. In RNNs and LSTMs, information about word order and dependencies is
captured in the hidden state as the input is processed sequentially. In transformers, the input is processed
in parallel, meaning information about the word order is not inherently incorporated. Positional encoding
adds this information to each word in the sequence through a position vector. This way, information can
be processed in parallel while retaining context information. The self-attention layers use the positions
of the current and surrounding words to optimize the encoding of the current word.
Consider the sentence ”I prefer reading summaries over original documents because they are shorter
texts”. To a human reader, it is obvious that ”they” refers to ”summaries”. To a computer system this
implication is not obvious and the self-attention layers allow for better understanding of the word ”they”
and how it relates to other words in the sentence. Put differently, self-attention layers function similar
to sequentially updated hidden states in seq2seq models. The addition of positional encoding allows
self-attention layers to encode the data in parallel rather than sequentially, which reduces the vanishing
and exploding gradient problems.
Another advantage of transformers compared to seq2seq models is that they enable transfer learning.
Transformers are pre-trained for a variety of tasks and can be pre-trained on monolingual or multilingual
data sets. They can be further fine-tuned for a specific project such as machine translation or abstractive
summarization. Fine-tuning a transformer requires considerably fewer data than training a seq2seq
model. The drawback of using pre-trained models is their large size, which decreases their usability in
devices with limited memory.
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Transformer
BERT
(Devlin et al., 2019)

Pre-training method
Masked language modeling
Next sentence prediction

Pre-training data source
Wikipedia
Toronto Books Corpus

BART
(Lewis et al., 2020)

Masked language modeling

T5
(Raffel et al., 2020)

Masked language modeling

BookCorpus
Common Crawl News
OpenWebText
Stories
Clean Crawled Corpus

PEGASUS
(Zhang et al., 2020)

Gap sentence generation

Clean Crawled Corpus
HugeNews

Available language variants
BERTje and RobBERT are
variants trained solely on
Dutch data
Multilingual variant mBART
that includes pre-training
on Dutch data
Multilingual variant mT5
that includes pre-training
on Dutch data
No multilingual or Dutch
variant

Table 2: Overview of the key differences between pre-trained transformers that can be fine-tuned for
abstractive summarization.

2.3

Transformers for abstractive summarization

There are three publicly available out-of-the-box pre-trained transformers that can easily be fine-tuned
for abstractive summarization: BART, T5, and PEGASUS. These transformers are all based on the
encoder-decoder structure and are pre-trained on English data. Where they differ is in their pre-training
method, the data set used during pre-training, and the availability of language variants3 . Additionally,
the encoder-transformer BERT can be extended for encoder-decoder tasks such as summarization. Table
2 provides an overview of the differences for the BART, T5, PEGASUS, and BERT based transformers.
BERT is one of the earliest transformer models that became publicly available (Devlin et al., 2019).
Within the encoder-decoder architecture, BERT focuses solely on the encoder part by producing a language model that performs well on natural language understanding tasks. Where previous models relied
on unidirectional representation to learn context, BERT is deeply bidirectional due to its novel masked
language modeling pre-training method. Many projects that followed BERT used its learnings to specialize and optimize their transformers. RoBERTa is a notable optimization of BERT as the authors
showed that the transformer outperformed the original BERT model without the pre-training next sentence prediction task (Y. Liu et al., 2019).
A recent survey by Qiu et al. (2020) provides an overview of the current pre-trained transformers
and how they relate to the BERT transformer-encoder. The BART transfomer is a model that benefited
from the learnings of BERT and RoBERTa. Lewis et al. (2020) introduced the denoising auto-encoder
to pre-train transformer models. The architecture of BART generalizes existing transformer models such
as BERT and GPT into one architecture.
Another model that takes after BERT is the T5 transformer. Raffel et al. (2020) examined different
pre-training methods, architectures, data sets, and fine-tune approaches. They unified their results
into one large model that treats text-based language problems in a text-to-text format. For a range of
downstream tasks the T5 model is pre-trained with a task prefix. Depending on the task prefix, several
parameters in the T5 model are set up differently. When a T5 model is fine-tuned, adding a task prefix
facilitates the fine-tuning process due to the optimized parameter setup.
Zhang et al. (2020) took a different approach when pre-training the PEGASUS transformer by deliberately focusing on a single downstream task. They introduced a new pre-training method called gap
sentence generation. Because the pre-training method relies on constructing sentences in a text rather
than words in a sentence, it is better suited for summarization. On several evaluation tasks, the PEGASUS model achieved human performance based on human evaluation.

3 Though BERT, BART, and T5 use the same sort of pre-training method, the masked language modeling tasks do
differ in small ways. I invite readers who are interested in these differences to read appendix C.
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For fine-tuning on non-English downstream tasks, BART and T5 published multilingual variants
of their transformers called mBART and mT5, respectively. mBART was trained on a data set of 25
languages including Dutch (Y. Liu et al., 2020). The authors used the BART pre-training methods
combined with the multilingual data set to increase the performance on fine-tuning tasks such as supervised and unsupervised machine translation. For mT5 extenend the T5 model to cover fine-tuning tasks
in 101 languages including Dutch (Xue et al., 2020). At this moment, there are no language variants
available for PEGASUS. However, the model is publicly available and can be pre-trained on a new data
set to create such a variant4 . BERT is the only transformer that has a multilingual variant as well as
two monolingual variants that have been optimized for Dutch: BERTje and RobBERT. BERTje follows
the same architecture, parameters, and pre-training tasks as the original BERT transformer but is pretrained on Dutch corpora. On downstream tasks, BERTje outperforms multilingual BERT (De Vries et
al., 2019). RobBERT follows the optimized RoBERTa pre-training method and is also pre-trained solely
on Dutch data (Delobelle et al., 2020). The authors found that for a small range of natural language
processing tasks RobBERT outperforms BERTje.
Since BERT and its variants are transformer-encoders they are better suited for language understanding tasks than language generation tasks. Therefore, fine-tuning a BERT model for abstractive summarization is more challenging than fine-tuning an encoder-decoder transformer such as T5. However, recent
research has delved into the pre-trained BERT model checkpoints and how to leverage them for language
generation tasks. Y. Liu and Lapata (2019) introduced BERTSUM, a BERT-based document-level encoder for summarization. Where originally BERT output vectors are tuned to tokens, BERTSUM output
vectors represent individual sentences. Using interval segment embeddings, BERTSUM learns document
representation hierarchically, making the transformer better suitable for summarization. Alongside the
BERTSUM encoder, the authors add a decoder for text generation that has not been pre-trained. Rothe
et al. (2020) compared several model variants that use BERT, RoBERTa, and GPT-2 checkpoints on the
task of abstractive summarization. The authors found that the BERT-encoder variants outperformed
the baseline. The authors further investigated the effect of sharing parameters between the encoder and
decoder. They found that the model variants sharing parameters slightly outperformed the non-sharing
variants. Additionally, initializing the encoder and decoder separately required 85M more parameters
than initializing them with shared parameters, resulting in a larger model. Human and automatic assessment of the output summaries for the model variants showed that the models RoBERTaSHARE and
BERTSHARE performed best on the task of abstractive summarization.

2.4

Automatic dialogue summarization

Within the topic of summarization, the area of dialogue summarization is novel. As such, academic
resources, as well as summarization data sets, are becoming increasingly available. Dialogue summarization techniques, especially more complicated abstractive methods of dialogue summarization, have only
recently become a more popular research subject. Here, I describe four publicly available corpora that
have been used in dialogue summarization research.
The ISCI meeting corpus provides 72 hours of recorded audio from 75 multi-party meetings in English
(Janin et al., 2003). In following work, (Murray et al., 2006) extended a subset of 6 meetings with
abstractive reference summaries, providing a foundation for future research in dialogue and multi-party
summarization. Additionally, the authors leveraged non-textual speaker and discourse features in their
automatic summarization model. The results showed that leveraging these features outperformed the
text summarization approach on the multi-domain data set.
The AMI meeting corpus consists of 100 hours of English spoken audio and video recordings (Mccowan
et al., 2005). Though the corpus does not include handwritten summaries, the meetings in the corpus
are annotated with dialogue acts. The meetings are also annotated with topics that can be utilized as
abstractive reference summaries.
4 See the PEGASUS Github page for more information on how to pre-train the model: https://github.com/google
-research/pegasus.
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The Spotify Podcast data set is a recently published corpus of Spotify owned-and-operated English
spoken podcasts (Clifton et al., 2020). The corpus contains audio and automatically generated transcriptions of the podcasts. For summarization, the authors created two variants of the corpus that include
abstractive reference summaries. Evaluation of these summaries provide a benchmark for future studies.
Finally, Gliwa et al. (2019) investigated the challenges in abstractive dialogue summarization and
found a lack of high-quality data sets. To that end, they introduced the SAMSum corpus containing
messenger-like dialogues. Differently to the previously mentioned corpora, the SAMSum corpus is not
based on speech data. Instead, the conversations are created by linguists and annotated with summaries
by language experts. The authors further showed a discrepancy between automatic evaluation measures
and manual analysis of generated dialogue summaries. This brings to light that future research should
not only focus on improving summarization models but also on suitable evaluation techniques.
Within automatic dialogue summarization research, the focus of the past years has been on extending
existing neural models like seq2seq models with additional modules that inform the context within
dialogues. Goo and Chen (2018) combined a dialogue act labeler with a seq2seq model. The dialogue
act labeler predicts the dialogue act for each utterance, providing the model with information about the
utterance’s objective. Using a sentence-gated mechanism, the type of attention used in a neural model
can be leveraged and relationships between dialogue acts and summaries can be modeled more explicitly.
This, in turn, increases the performance of the overall summarizer.
Similarly, C. Liu et al. (2019) added an embedding layer to a seq2seq model whose purpose is to
model key point sequences of a dialogue. These key point sequences describe the logic of the conversation
and help ensure the logic and flow of the dialogue are considered when generating a summary. Before
generating the summary, the key point sequence of a dialogue is predicted. This sequence then acts as
the basis for summary prediction, thus ensuring the preservation of the logic in the summary.
Z. Liu et al. (2019) also improved the existing sequence-to-sequence models by adding a pointer
network to handle out-of-vocabulary issues. In combination with topic segmentation, this network used
the hierarchical structure of dialogues to improve the generated summaries. Unlike most research, the
authors had a data set that contained naturally occurring dialogues between nurses and patients that
also included ground truth summaries. Using this pilot data set, the authors showed how their system
leverages the structure of dialogues and long-range topic diffusion to generate summaries.
In dialogues, the information about discussed topics can be spread out over multiple utterances. For
both humans and machines relating the information from different sentences to one topic is a difficult
task. Where previously mentioned methods rely on solely sequential encoder-decoder architectures,
Zhao et al. (2020) added a graph neural network encoder to represent links between utterances in the
dialogue. This addition allowed the model to deal with long-term dependencies more effectively. A
human evaluation of a subset of the generated summaries showed an increase in both relevance and
readability compared to baseline methods. Automatic evaluation through overlap measures additionally
showed that the proposed model outperformed baseline models.

3
3.1

Methodology
Data

None of the data sets mentioned in Section 2.4 include Dutch dialogues and summaries. Beside the
SAMSum corpus, the corpora contain spoken dialogue data. However, these dialogues are human to
human rather than human to machine. Because of this, these data sets are not suitable as training
data for a Dutch human-machine dialogue summarization system. To that end, we created a Dutch
dialogue summarization corpus by extending two publicly available data sets: the BLISS data set (van
Waterschoot et al., 2020) and the JASMIN-CGN data set (Cucchiarini et al., 2006). The BLISS and
JASMIN-CGN data sets are collected to support research and development of language technologies.
The current project aligns with this goal as the data are used for language technology research, namely
to asses the suitability of transformers for dialogue summarization.
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The contents of the conversations in these two data sets are similar. They are both agent-initiative
dialogues where the agents try to elicit information about the user’s daily life through the agents’ prompts.
The resulting dialogues contain human-machine interactions and are specific to the domain of health
and well-being. Another similarity these data sets share is that they do not contain summaries of the
dialogues, because providing a summary is not part of the conversation structure. This means that to
use these data sets in a summarization project, a summary needs to be written for each transcribed
conversation. In other words, the data sets must be extended with hand-written summaries for this
project. Reference summaries are vital for the evaluation of the transformer implementations; they serve
as a ‘golden standard’ to compare the models’ output summaries to.
BLISS
The data set collected by the BLISS project consists of 55 spoken dialogues between the artificial BLISS
agent and a human user (van Waterschoot et al., 2020). The project aims to gather information about
the health and well-being of the user through conversation. Through its prompts, the artificial agent tries
to elicit information about the user’s daily activities and motivations for these activities. The dialogues
average at a length of 2 minutes and 34 seconds. The sessions are conducted in Dutch and are transcribed
automatically, meaning the transcriptions may contain errors such as incorrectly transcribed words.
The BLISS project is an ongoing one and an additional 17 sessions are used in this project that have
not yet been published. In 10 of these sessions, the agent and user discuss the effects of the COVID-19
pandemic on their health and well-being. These sessions are longer than those of the original BLISS data
set, averaging at 12 minutes and 5 seconds. In the remaining 7 dialogues, averaging at a session length
of 4 minutes and 55 seconds, the agent and the user discuss the childhood activities of the user.
JASMIN-CGN
The JASMIN-CGN data set comprises around 90 hours of two types of Dutch spoken material: read
speech and human-machine dialogues (Cucchiarini et al., 2006). For this project, only human-machine
dialogues are considered. This data set is collected through a Wizard of Oz setup; a person simulates
the behavior of an artificial agent and converses with a human user. Importantly, the user is not aware
that the artificial agent opposite them is also a person.
Similar to the BLISS project, the JASMIN-CGN agent tries to elicit information about a wide variety
of activities that the user engages in and their motivations. Some prompts are more leading as the agent
inquires about a specific activity. Other questions are more probing and try to elicit activities from the
users. Besides the audio material, the data set contains verbatim transcriptions for each dialogue.
Data pre-processing
The dialogues in the JASMIN-CGN data set are transcribed manually. To match this characteristic,
the BLISS dialogues were also transcribed manually so that in addition to the automatic transcription
a verbatim transcription is available. Using the verbatim transcriptions ensures that the quality of
the automatic speech recognition module does not impact the quality of the automatically generated
summaries and does not influence the evaluation process.
From the 493 human-machine dialogues in the JASMIN-CGN corpus, 4 dialogues were removed due
to duplication problems or because the dialogues were cut off early. The remaining dialogues are split
into two parts following a rule-based method. One part of the dialogue discusses how the user would
plan a trip. The second part discusses the daily activities of the user. The second part of the dialogues
is used in this project. The manual transcriptions of the BLISS dialogues were not further adjusted.
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Summarization method
The key challenge when writing a summary is to determine which information is important and should
be included in the summary. This project centers on building a summarizer for dialogues about health
and well-being in the broad sense, including mental as well as physical well-being. Therefore, information
about the user’s daily activities and motivations for these activities is important for a summary. The
summaries in this data set are created following the guidelines set out in Appendix D.
Each dialogue is annotated by splitting the dialogue into question-and-answer (QA) pairs and single
turns, and labeling these turns. The labels provide information along three dimensions:
• Specificity: The category of the label denotes the specificity of the turn. Turn labels belong to
one of the two following categories. Informative content labeled turns indicate the domain-specific
information about the user’s daily activities and motivations for these activities. They are are
broadly based on the turn labels used in the BLISS data. Conversely, interaction communication
labeled turns occur more generally in dialogues from any domain. For example, greetings and
misunderstandings between speakers are not domain-specific, they can occur in any sort of dialogue.
• Number of participants: This dimension notes whether a single participant is speaking (single turn)
or whether there is an interaction between the human user and the artificial agent (QA pair). The
participants cannot have a QA pair with themselves as a QA pair denotes an interaction. Single
turns can be spoken by the user or the agent.
• Repetition: This dimension denotes if the information provided in a turn has been shared in an
earlier part of the conversation. Information can be repeated because of a prompt by the agent
such as “can you rephrase that?”. Information can also be repeated because the user returns to a
subject later in the conversation.
The annotations are then used to filter turns that do not belong to health and well-being information.
With the remaining turns a summary of the user’s daily life is manually written by the human annotator.
Summarization data set
The created summarization data set contains summaries for 557 dialogues, 68 from the BLISS and 489
from the JASMIN-CGN data set. An annotated dialogue example of the data set is shown in Appendix
E. In total, the data set contains 685 summaries of 557 dialogues. 459 JASMIN-CGN dialogues are
annotated and summarized by a single author. These data form the training data set. The remaining
30 dialogues from the JASMIN-CGN corpus are annotated and summarized by two authors, as are all
dialogues from the BLISS corpus. These data form the test data set. Having a test set with multiple
reference summaries for each dialogue supports more comprehensive evaluation analysis of automatically
generated summaries.
Data characteristics
# of dialogues
# of turn labels
# of tokens in user turns
# tokens spoken by user
# summaries
# av. tokens in summaries
# compression rate

Size
68
1243
9521
40%
136
90
24%

Data characteristics
# of dialogues
# of turn labels
# of tokens in user turns
# tokens spoken by user
# summaries
# av. tokens in summaries
# compression rate

(a) BLISS statistics

Size
489
7866
57007
43%
549
58
21%

(b) JASMIN statistics

Table 3: Summarization data set statistics. The average number of tokens in summaries as well as the
compression rate are calculated using the summaries of the first annotator.
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(b) JASMIN turn label distribution

(a) BLISS turn label distribution

Figure 4: Distribution of the 9109 turn labels in the annotated dialogues. Blue-tinted slices represent interaction communication labels and red-tinted slices indicate informative content labels. The distribution
is computed using the annotations of the first annotator.
To investigate the agreement between the annotators, the annotations are compared as a multi-class
classification task where annotated dialogues of the first annotator serve as the reference. The precision
is computed for each dialogue and results in an average precision of 0.73. The annotators disagreed
most when annotating the 30 JASMIN-CGN test set dialogues. The first annotator labeled more turns
as information not relating to the user’s daily activities or motivations. This difference transfers to the
summaries as the summaries of the first annotator include less information than the summaries of the
second author. These dialogues showcase the subjectivity of the summarization task as the second author
labeled more information in the dialogues as important to the summary than the first author.
Table 3 shows the similarities and differences between the two extended corpora in the data set. In
both corpora the agent speaks more than the user during the dialogue. Additionally, the percentage of
tokens spoken by the user in the dialogue is similar in both corpora. Looking at the summaries, the
average number of tokens in the BLISS summaries is a lot higher than in the JASMIN-CGN summaries.
This is because the BLISS COVID-19 dialogues are much longer than the other BLISS dialogues and
also have longer summaries. Nevertheless, the compression rate for both corpora is similar. This means
that the amount of relevant information for the summary divulged by the user is similar in both corpora.
Figure 4 shows that the BLISS dialogues contain more comments and misunderstandings than the
JASMIN-CGN dialogues. Though out of the scope for this project, it would be interesting to dive deeper
into how the interactions and information differ and whether the use of an artificial agent in the BLISS
project and a Wizard of Oz setup in the JASMIN-CGN project contributes to these differences.
Figure 4 further shows that in both the BLISS and JASMIN-CGN dialogues most turns are labeled
with a domain-specific informative content label. Figure 4b shows that especially in the JASMIN-CGN
dialogues most turn labels are informative and provide information about the user that does not relate
to their daily activities or motivations. An example of this is that in the JASMIN-CGN dialogues, users
are asked what their favorite food is. Users often share this information but do not relate the information
to an activity such as going out for dinner. Though infrequently occurring in the BLISS dialogues, an
example of non-activity information can be found in the BLISS COVID-19 dialogues. Here, users are
asked about people that are important to them. In the prompt itself no activities are mentioned, only
the person. In a later prompt users are asked what activities they enjoy doing with this person.
Looking at the information that is considered relevant for the summaries in this project, Figure 4
shows that in both BLISS and JASMIN-CGN dialogues a high percentage of turns belonging to one of
the activity or motivation labels. The overlap in these high percentages show that the content of the
dialogues is indeed comparable. Together with the overlapping statistics, the similarity of the corpora
shows that combining the two was a fruitful design choice.
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3.2

Implementation

Recent research into abstractive dialogue summarization focused on seq2seq models that are trained
from scratch. However, this approach requires a large amount of data. For Dutch dialogues such a vast
data set does not exist and the data set created in this project must be used optimally. Recent advances
in the text domain with transfer learning resulted in transformer models. Fine-tuning a pre-trained
transformer requires significantly less data. The main drawback with transformers is their large model
size. However, since BLISS is a cloud-based system it does not rely on the size of local storage, meaning
model size is not a large constraint.
In this project, two transformer models are implemented for Dutch dialogue summarization using the
Hugging Face library (Wolf et al., 2020). Firstly, a T5 transformer is implemented using the multilingual
pre-trained model variant mT5. Secondly, the Dutch pre-trained model variant RobBERT V2 is leveraged
to implement a RoBERTaShare transformer (from here this model will be referred to as RoBERTShare).
Both transformers are further fine-tuned and evaluated on the summarization data set5 .
Preprocessing
The training set is split into a training and a validation data set with a 80/20 ratio. This results in a
training data set of 367 samples, a validation set of 92 samples, and a test set of 91 samples.
For the mT5 model, the punctuation and words are separated in each dialogue and summary, excluding named entities. The texts are then lower-cased to match the input specifications. The dialogues
are also prefixed with the “summarization” tag to optimally leverage the pre-trained knowledge during
fine-tuning. After these input preparation steps, the dialogues are converted to embeddings using the T5
tokenizer which has been pre-trained on multilingual data. The dialogues are either trimmed or padded
with a <pad> token to a length of 512 tokens. The summaries are trimmed or padded to a length of 128
tokens. The tokenizer returns embeddings for the summaries called labels, and returns embeddings
called input ids as well as the attention mask for the dialogues. The attention mask for summaries
is automatically created during training; it does not need to be preprocessed.
For the RobBERTShare model, the dialogue text did not require cleanup steps. The model and
tokenizer can handle upper-cased text and the input specifications do not require separated punctuation
and words. As with the mT5 model, the dialogues are either trimmed or padded to a length of 512 tokens
and the summaries to a length of 128 tokens. A RoBERTa tokenizer is used that is pre-trained on the
RobBERT V2 data. For the input dialogues the tokenizer returns the input ids and the attention
mask. Contrary to the mT5 tokenizer, the RobBERTShare model does require an attention mask for
the summaries. Additionally, during fine-tuning the padded text should be ignored, otherwise this text
will introduce a bias for the pad token. This is done by setting the padded labels to the value −100,
to inform the model that this token should be ignored during fine-tuning.
Fine-tuning
Both models are fine-tuned using the Seq2SeqTrainer functionality of the Hugging Face Transformers
library. The models are trained until the training- and validation cross-entropy loss converge. Consequently, the mT5 model is trained for 35 epochs and the RobBERTShare model is trained for 20 epochs.
The models are evaluated every 500 steps and the model with the lowest validation loss is returned as
the final model. When generating the summaries, the models return word embeddings which have to
be decoded to text using the model-specific tokenizers. Here, the embeddings are decoded using nucleus
sampling. This method uses the shape of the probability distribution to find the smallest set of words
for which the cumulative probability exceeds a chosen threshold (Holtzman et al., 2020). Additionally,
a minimum length of 60 is set for the summary to ensure the summary is long enough to cover all the
information discussed in the dialogue. At the same time a repetition penalty is set to penalize reoccurring
words and repetitions, and to make the generated summary as succinct as possible.
5 The code for fine-tuning and evaluation, and the summaries generated on the test set are publicly available at:
https://gitlab.socsci.ru.nl/Virginia.Meijer/dutch-dialogue-summarization.
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3.3

Evaluation measures

Automatic evaluation
A recent overview of abstractive summarization studies found that when looking at studies from the
past ten years, ROUGE (Recall-Oriented Understudy for Gisting Evaluation) was the most used evaluation metric (Widyassari et al., 2020). ROUGE is an evaluation method that measures the overlap
between texts based on the recall of n-grams (C.-Y. Lin, 2004). ROUGE-N scores such as ROUGE-1
and ROUGE-2 measure the number of overlapping n-grams, in this case unigrams and bigrams respectively. Alternatively, ROUGE-L measures the longest common subsequence (LCS) between the output
and the reference summaries. Since its introduction, the evaluation method has become one of the go-to
automatic evaluation methods for abstractive summarization.
Even though ROUGE is recall-based, the metric can also be used to calculate precision and F1 scores
for the overlapping n-grams. In this project, ROUGE F1 scores are used. Unlike the recall score, F1
penalizes generated summaries that are longer than the reference summary and will probably contain
unimportant information. The ROUGE scores are computed using the py-rouge python package6 . The
ROUGE-1 and ROUGE-2 measures reflect the informativeness of the generated summaries, whereas the
ROUGE-L score reflects the fluency. Table 4 includes the similarity between the reference summaries as
an upper bound to provide context for the scores of the dialogue summarization models.
A downside of the ROUGE evaluation method is that only takes into account token overlap and not
higher level semantic overlap between summaries. As a result, recent research noted that the ROUGE
metrics are not able to reliably measure redundancy or relevance in generated summaries (Song et al.,
2019; Peyrard, 2019). Another shortcoming found by (Sun et al., 2019) is that ROUGE does not take
into account the summary length when evaluating. Consequently, generating a text with a length similar
to the reference summary length increases the ROUGE score regardless of the quality of the content.
Additionally, a recent overview of summarization research in 2018 by van der Lee et al. (2019) showed
that ROUGE scores often do not correspond with manual evaluation. Gliwa et al. (2019) showed this
disharmony also occurs in evaluation of dialogue summarization systems. They showed an especially
interesting example where a generated summary containing incorrect information obtained a higher
ROUGE score than the reference summary containing correct information.
In their overview, Saggion and Poibeau (2013) already noted that ROUGE metrics are not adequate
to evaluate summaries that have been generated using reformulation techniques. This opinion is shared
in today’s dialogue summarization and in addition to ROUGE metrics, recent research has started to
include a manual component in the evaluation process (e.g. Zhao et al. (2020) and (Clifton et al., 2020)).
Manual evaluation
In addition to automatic ROUGE evaluation, a qualitative analysis is performed on the generated summaries. Because there is little consensus on how to conduct qualitative analysis for summarization, Lux
et al. (2020) introduced an error typology for automatic summarizers. The typology is sentence-level
and divides errors that may occur into two dimensions: mapping and meaning. An erroneous sentence
always contains both a mapping and a meaning error. The mapping dimension indicates surface level
errors and helps clarify why an error has occurred in the sentence. The meaning dimension signals errors
that affect the meaning of a sentence and its factual correctness. The errors in the meaning dimensions
are further divided into two categories. Errors in the malformed category relate to the fluency of the
text, whereas errors in the misleading category relate to the factual correctness of the text.
Evaluating the summaries with the error typology of (Lux et al., 2020) will show which meaning
errors are most prevalent and the mapping errors will provide some clarification on how these errors were
caused. The goal of the summarization system in this project is to recount the information divulged by
the user relating to their daily activities and motivations. As one of the goals is information validation it
will be especially interesting to evaluate the occurrence of misleading errors in the meaning dimension.
6 The

package is publicly available at: https://pypi.org/project/py-rouge/
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ROUGE-1
54.20

ROUGE-2
24.40

ROUGE-L
46.22

Table 4: ROUGE F1 scores when comparing summaries from the second author to the first author.

3.4

Baselines

Gliwa et al. (2019) noted that there is no standard baseline for dialogue summarization evaluation and
experimented with several baseline models. The baseline that performed best was the longest-3 model
in which the three longest utterances in the dialogue are extracted as a summary in order of length.
The longest-3 baseline is also used in subsequent research on dialogue summarization by Zhao et al.
(2020). For this project, I adapt the baseline model slightly to focus on user answers in the dialogue.
The longest-3-user baseline model extracts the three longest utterances spoken by the user. The baseline
then concatenates these three sentences in order of length to form a summary.
Secondly, an identity baseline is reported following the approach of van den Bercken et al. (2019).
Though the approach is originally used in text simplification evaluation, I believe it also provides an
important insight for summarization. The identity baseline compares the reference summaries to the
original text and can show how closely the reference style matches the original text. Intuitively, the
identity baseline shows how extractive the reference summaries are compared to the dialogue. Because
of this the identity baseline can act as a calibration score when evaluating the dialogue summarizers.

4
4.1

Results
Automatic evaluation

For automatic evaluation the 98 dialogues and 196 summaries of the test set are used. Table 5 reports
ROUGE scores for the two baselines as well as for the mT5 and RobBERTShare fine-tuned models.
Compared to the reference summaries of the first author, the RobBERTShare model performs best,
though its performance only slightly outperforms the baseline longest-3-user model for the ROUGE-1
and ROUGE-L scores. The highest ROUGE-L score indicates that the RoBERTShare model returns the
most fluent summaries. The ROUGE-1 score shows that the syntactical overlap between the generated
summary and the reference is moderate, indicating that overall some important information is indeed
captured in the summary. Considering the ROUGE-2 scores, the longest-3-user baseline outperforms
the RobBERTShare model. A possible explanation for this deviation is the extractive nature of the
longest-3-user baseline. During extraction, bigrams are more likely to be kept in the same sequence than
during the abstractive summarization processes such as insertion and deletion.
Approach
Summaries first author
Identity
Longest-3-user
mT5
RobBERTShare
Summaries second author
Identity
Longest-3-user
mT5
RobBERTShare

ROUGE-1

ROUGE-2

ROUGE-L

32.11
28.24
21.33
32.60

10.27
11.21
7.88
9.21

32.49
24.54
22.56
28.42

28.41
29.57
16.40
24.95

6.79
12.00
4.28
3.67

29.95
26.27
17.79
22.34

Table 5: Evaluation of the generated summaries with ROUGE metrics. The reported ROUGE F1 scores
are averaged over the 91 test set dialogues. Best performing model scores are reported in bold text.
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The difference in identity baselines indicates that the first author copies more text from the original
dialogues than the second author. Interestingly, looking at the second author summaries, the longest3-user baseline outperforms the transformer-based models. In both cases, the multilingual mT5 model
obtains the lowest performance. Though the same minimum length is set for the generation of summaries
in both models, the summaries returned by the mT5 model are generally one-sentence summaries. In
contrast, the longest-3 baseline and RobBERTShare models return summaries of several sentences. A
possible explanation for the low mT5 ROUGE scores is that the summary is too short to contain more
overlap with the reference summaries of both authors.
Important to note is that the first author also wrote all the reference summaries in the training data
set. Since the models are trained with reference summaries from a single author, it is probable that
same stylistic features and word choices of the author are also learned by the models. Incorporation of
such author-specific features by the model offers an explanation on why the ROUGE scores for the first
author summaries are higher than those for the second author summaries in most cases.

4.2

Manual evaluation

A sample of 30 dialogues is taken from the test data set for manual evaluation. The sample consists
of 10 shorter dialogues from the BLISS corpus, 10 longer COVID-19 dialogues from the BLISS corpus,
and 10 shorter dialogues from the JASMIN-CGN corpus. Appendix F shows summaries that have
been generated for the BLISS dialogue in Table 1. For each dialogue in the sample set, the summaries
generated by the longest-3, mT5, and RobBERTShare approaches are evaluated according to the error
typology for abstractive summarization of Lux et al. (2020)7 .
Figure 5 shows an overview of the errors that have been found using the typology. The models all
produce summaries with a very high percentage of errors. The Longest-3-user, mT5, and RobBERTShare
models produced summaries that contain 93%, 97%, and 81% erroneous sentences respectively. In the
following paragraphs the models and the errors produced by the models are further evaluated.
Longest-3-user Due to its rule-based approach, all summaries generated by the longest-3-user model
consist of three sentences and the average length for these summaries is 42 tokens. Figure 5a shows that
for the 90 sentences in the sample set summaries, the most occurring problem is lack of re-writing. The
summary should be written from the second person perspective so that it can be repeated back to the
user. However, since the user answers are from a first person perspective and are not re-written, the
sentence perspective is incorrect as it is from a first rather than a second person perspective. When the
agent reads the summary the first person perspective changes the meaning of the information. Instead of
the agent reporting information about the user, the agent is reporting information about the agent. This
information cannot be verified from the reference summaries and makes the sentences misleading. In rare
cases the user describes an activity or motivation from the second person perspective, and re-writing is
not necessary. These sentences are the few that do not contain an error.
Omission errors are another problem shown in Figure 5a and cause the sentences in the summary to
leave out important information. In the dialogues, user are often asked about their favorite activities in a
prompt of the agent. The users mostly respond to this prompt by naming their favorite activity without
any additional elaboration. Because of this, these user answers remain short and are often missed by the
longest-3-user model. Instead the model focuses on user answers in response to probing questions such
as the user’s motivations or feedback on the system. The answers in these user turns are often longest
because of the questions’ exploratory nature. When information is omitted from a sentence, this mostly
results in malformed and incoherent sentences.
Overall, this baseline models generates summaries that are often not factually correct and do not
capture the important information of the dialogue. The summaries are also not fluently written. Again,
the lack of fluency is a byproduct of the extractive method as re-writing is not possible and signal words
are sometimes omitted because they are part of the agent’s prompt. In the end these summaries cannot
be read back to the user mainly because the lack of re-writing produces viewpoint and fluency issues.
7A

file with the generated summaries is available alongside the code for this project.
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mT5 The summaries generated by the mT5 model mostly comprise of a single sentence and contain
an average of 14 tokens per sentence. What stands out about these summaries is that they often
contain unfinished sentences though the unfinished sentences are surprisingly fluently written. The main
drawback of the unfinished is that they make the summary incoherent. The summaries often start off
with the mention of an activity followed by a conjunction such as ”because” or ”in order to”. However,
after the conjunction the model often stops generating the summary. Additionally, in the cases where
the model does generate a summary of multiple sentences, the final sentence is almost always unfinished.
Figure 5b shows that the mapping errors found in these summaries predominantly correspond with
malformed meaning errors. These errors further indicate that the summaries are incoherent.
Because mT5 is an abstractive summarization model, rather than the extractive longest-3-user baseline, the occurrence of fabrication errors is not unsurprising. What is surprising, is that some summaries
contain non-Dutch words. Example 4.1 shows a summary where to non-Dutch word ”biolpje” is inserted
in the summary for a dialogue of the BLISS corpus. The word does not feature in the training data but
might have been introduced to the multilingual model during pre-training.
Looking at the content, the summaries do often report factually correct information. However,
because of the extremely short token length a lot of important information from the dialogue is not
covered in the summary. All in all, the fine-tuned mT5 model does not generate summaries that can be
read back to the user as most important information is left out of the summary and the text is incoherent.
Example summary 4.1 (mT5 generation for a BLISS dialogue)
“in je nieuwe week ga jij wel eens naar de biolpje kijken omdat” (in your week off you sometimes go look
at the biolpje because)
RobBERTShare Figure 5c shows that relatively few errors occur in the malformed category of the
meaning dimension errors. This indicates that the summaries are readable in terms of fluency and
coherency. However, the summaries still contain many erring sentences which fall into the misleading
category of the meaning dimension errors. A combination that occurs especially often is where a fabrication in the sentence leads to a meaning change in the sentence that cannot be verified with the reference
summaries. In the dialogues the user can mention a place he often visits and explain why he visits this
place. The model then summarizes this information into a well-flowing sentence but substitutes the place
mentioned by the user for a word that does not occur in the dialogue but does occur in the training data
(see Example F.3). The same happens when summarizing motivations declared by the user. The sentence often flows well and contains semantically correct information. However, the motivation described
is not the motivation explained by the user.
Figure 5c further shows that quite a few words in the original dialogue are wrongly combined in the
summary, introducing information that is not entailed in the dialogues. For the most part this occurs
when summarizing activities in the dialogues. Interestingly, the activities are often traded for other
activities rather than for named entities or motivational words. The model does seem to learn what
activities are introduced in the training data, but cannot leverage the knowledge for specific activities
when summarizing the test dialogues. This is especially notable in the JASMIN-CGN dialogues. In
these dialogues the agent proposes several activities - swimming, tennis, and gymnastics - when asking
the user what activity he enjoys doing. Instead of summarizing the activities mentioned by the user, the
RobBERTShare model often summarizes one of the activities proposed by the agent. In other words, a
certain bias toward these three activities has been learned by the model.
The summaries generated by the RobBERTShare model have an average length of 52 tokens, divided
over an average of five sentences per summary. The length of the summaries is about the same as the
length of the reference summaries. The exceptions to this are the summaries generated for the BLISS
COVID-19 dialogues. These dialogues form an edge case for this model as all of these ten dialogues
exceed the maximum length limitation of this BERT-based transformer. The generated summaries for
these dialogues are almost entirely fabricated. Though a small sample, these dialogues do show that the
model is not adept at summarizing longer dialogues.
Though the fine-tuned RobBERTShare model does generate readable summaries, the content of the
summaries contains too much incorrect information and cannot be read back to the user.
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(a) Errors in the 30 Longest-3-user summaries. From the 90 sentences, 84 sentences contained an error.

(b) Errors in the 30 mT5 summaries. From the 36 sentences, 35 sentences contained an error.

(c) Errors in the 30 RobBERTShare summaries. From the 150 sentences, 122 sentences contained an error.

Figure 5: Mapping dimension error rates that occurred in the generated summaries of the sample set, separated by the meaning dimension errors. Red-colored meaning dimension errors belong to the malformed
category. Blue-colored meaning dimension errors belong to the misleading category.
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5
5.1

Discussion
Results discussion

Looking at the manual evaluation of the longest-3-user baseline model, re-writing errors are the most
prevalent. These summaries demonstrate that for dialogue summarization abstractive approaches are
preferable over extractive approaches. In the abstractive transformer-based approaches, re-writing errors
are almost nonexistent. Generally, the first person perspective in the user answers is re-written to a second
person perspective in the summaries. The generated summaries are also fairly fluent.
Though the summaries are fairly readable, the basis of a summary relies on the correct information
being summarized. With both transformer models this is not the case as information about the activities of the user as well as their motivations for these activities are often incorrectly summarized by the
models. Most summaries contain information that cannot be entailed from the dialogue because words
are wrongly combined and words are fabricated. The high occurrence of wrong combinations points to
overfitting for certain activities and motivations that occur often in the training data. This is especially
notable in summaries generated for the JASMIN-CGN test dialogues where the summarized activities
tend to be one of three activities proposed by the agent in one of their prompts during the dialogue.
As there is no consensus on how to perform manual evaluation in dialogue summarization, it is difficult
to compare the insights of existing work with the insights in this project. During human evaluation the
summaries are often scored as a whole on a quality scale (Clifton et al., 2020; Gliwa et al., 2019) or the
authors only rely on automatic evaluation (Z. Liu et al., 2019; C. Liu et al., 2019). A second difficulty is
that many authors only publish a few examples of the summaries generated by their model. To illustrate,
none of the authors reported in Section 2.4 have published a sample set of their resulting summaries
beyond the few included in the paper or supplementary material. This complicates benchmarking as it
is not possible to perform any further evaluation on their work. Simultaneously, this shows the need
for abstractive summarization evaluation methods that surpass overlap-based methods such as ROUGE.
Lux et al. (2020)’s error typology used in this project provids detailed insights into the errors caused
by the models and the effect of these errors on the content of the summary. What the typology does
not zoom into is the redundancy. To obtain more detailed insights into this aspect of summary quality,
future research could focus on how to effectively include redundancy measures in evaluation methods.
Next to external evaluation methods, we should also consider internal evaluation methods that are
used during model training. When fine-tuning the mT5 and RobBERTShare models the cross-entropy
loss function is used, following the state-of-the-art (Z. Liu et al., 2019; C. Liu et al., 2019; Gupta &
Gupta, 2019). Cross-entropy is a popular loss function for text generation because it works well for
optimizing word distributions that are predicted. However, in recent research little attention is given to
which internal metric to optimize with and the effect of the loss function on model training. Because
the training strategy heavily influences the model output, I believe this aspect should be considered in
more detail in future research.
Finally, during fine-tuning, I guarded against overfitting and underfitting by fine-tuning the models
until the training and validation loss converged as much as possible. However, the resulting summaries
still show a bias for agent prompts that the model was frequently exposed to. The data set used in this
project is small compared to the fine-tuning data sets used in recent transformer model research. Rothe
et al. (2020), the approach on which the RobBERTShare model is based, used several data sets including
the CNN/DailyMail data set consisting of 287k documents and accompanying summaries. Looking at
the data set created in this project, the dialogues often follow the same format. In these dialogues the
user answers might contain a lot of variability, but the agent prompts do not. Because the overfitting
seems to happen on the activities introduced by the agent, a way to mitigate the overfitting is by adding
more variability to the training data. One possibility is to create a larger data set of Dutch health and
well-being dialogues. Another option is to add a news corpus, similar to Gliwa et al. (2019), where a
combination of dialogue and news data yielded the best performing model for dialogue summarization.
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5.2

General discussion

For this project, all dialogues in the data set were read and manually annotated. During annotation we
noticed several cases in the data that did not fit the annotation scheme. These cases often arose due to
structural unclarities in the dialogues. The intent of the user was not always clear, making it difficult
to annotate based on the content. This especially occurred when the users answered a prompt with
“yes”. In this case the “yes” could mean an affirmative response to the prompt. However, “yes” is also
often used to signal that the user is thinking about their answer. Depending on the intent of the user
the annotation label differs. A different challenge arose when annotating a BLISS dialogue in which the
user was accompanied by a second person. During the conversation, the second user comments on the
latency of the system and the user and second user briefly discuss the system. These interactions were
difficult to annotate and later summarize because the interaction was not between the agent and the user.
A more general limitation of the annotation scheme is the specificity of the informative labels. The
specificity streamlines manual summarization of the dialogues but narrows the scope of the label types.
The summarization data set centers on health and well-being dialogues, using very domain-specific
informative labels. In other domains, these labels might not cover all the content that is discussed in
a dialogue. In contrast, the interaction communication labels can occur in dialogues of any topic due
to their generality. Moreover, the labels in the annotation scheme are created from a user-perspective
because the summaries are also written from the same perspective. It is important to note that this
perspective also limits the scope of the labels. The labels do not provide information about the agent’s
understanding or behavior. For example, the label misunderstanding denotes that the user did not
understand a prompt of the agent. However, the agent can also misunderstand the user. Such cases are
not included in the annotation scheme due to the label perspective.
Additionally, the annotation scheme is turn-level-based. However, a turn might consist of multiple
informative content elements. For example, in a QA pair the user might first respond that they do not
understand the question but by talking to the system come to an answer at the end of the turn. We also
encountered the situation in which the user first responds to the agent’s prompt and in the same turn
comment on the system or flow of the conversation. Turns in this data set have a single label and these
examples show that a single label does not always encompass all the information provided in the turn.
Finally, the annotation scheme does not provide information on the relationships between turns. In
the BLISS COVID-19 dialogue structure, the agent’s questions include prompts that serve as a primer
for later questions about the user’s daily activities and motivations. For example, the user is asked to
name an important family member or friend. Because these interactions do not provide information
about activities or motivations, they are often labeled as <NON-ACTIVITY INFORMATION>. When writing
the reference summaries, interactions with this label are not included (see appendix D). However, in
order to effectively understand and summarize the activities that the user and this person do together,
the information should be taken into account.
In this project the summaries are generated using the transcripts of the dialogues. Transcripts capture
the spoken dialogue by the user, but transcripts do not include information from the auditory domain
such as intonation or inflection. Murray et al. (2006) showed that a multi-domain data set outperformed
a solely text data set. In the summarization data set used here such auditory cues may serve as a way
to clarify ambiguities in the intent of the user. This way the transcripts and in turn the generated
summaries can be improved.
Interesting to point out on the topic of multi-modality is the intent module in the BLISS system architecture. This component can extract the intent and emotion of users (van Waterschoot et al., 2018).
This user-level information is stored in a database and can serve as an additional information source
in any summarization model. Goo and Chen (2018) successfully leveraged a similar label predictor in
a seq2seq summarization model. A future project that leverages this information in combination with
transfer learning would be an interesting addition to the current research.
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Moreover, Dutch dialogue summarization research can benefit from future projects that explore the
suitability of seq2seq models. This project focused on transformers models due to data availability. A
comparison between transfer learning and sequence to sequence approaches would provide new and interesting insights for future work on Dutch dialogue summarization research and development. However,
training a seq2seq model requires significantly more data. As a first step for any future projects on
sequence to sequence approaches a larger data set should be created.
From a discourse perspective it would be interesting to dive into differences between the annotated
dialogues and summaries in the test set. The high ROUGE scores in Table 5 between the test summaries
of both authors indicate that following the annotation guidelines resulted in highly similar test summaries.
For that reason it would be especially interesting to explore where the annotators differ and how these
differing opinions affect the final summary.

5.3

A note on usability

This project has focused on assessing the suitability of transformer-based models for dialogue summarization. However, a different aspect to consider is how an automatic dialogue summarizer impacts the
user’s experience of the human-machine conversation. In other words, now that we have investigated
the suitability of these technologies for dialogue summarization, we need to investigate the impact these
technologies have on the user.
An issue that translates from the technology domain into the usability domain is the occurrence of
errors in the summary. Though the generated summary enables the user to point out errors, I intuitively
imagine that a relationship between the occurrence of errors and the user experience exists. Future
research into the existence of this relationship could serve as guidelines on which errors impact the user
experience. Especially interesting to investigate is which errors of the error typology by Lux et al. (2020)
have the highest impact on the user experience of receiving the summary.
Secondly, the BLISS dialogues were originally automatically transcribed by the BLISS automatic
speech recognition (ASR) module. In this project, the BLISS dialogues were manually extended with
verbatim transcriptions of the dialogues. Using verbatim transcriptions of the dialogues in both the
BLISS and JASMIN-CGN corpora ensured that the quality of the ASR module did not impact the
quality of the summary. Nevertheless, in a real-time application, it is only possible to generate a summary with the automatic transcription of the dialogue. It is important to remember that in real-time
applications the quality of the ASR module will indeed impact the quality of the summary and the user
experience of the system. To assess how the user experience is impacted by the quality of the ASR
module a future project may focus on the types of errors that are introduced by the ASR and how they
affect the user. Additional research into techniques that can mitigate these errors can help increase the
system’s usability and improve the user experience.
A different aspect that should be researched in terms of usability is how the summary is delivered
to the user. In other words, research into how to leverage the text-to-speech (TTS) module can help
improve the usability of the system. Currently, TTS development in the BLISS project focuses on increasing the flexibility of speech so that the speech produced by the system can be tailored to the user
through changes in pronunciation or emphasizing certain text during the conversation (van Waterschoot
et al., 2018). Research into the measure of flexibility becomes even more important when the system
presents a summary of the conversation as the system will be speaking several sentences consecutively.
An interesting extension of the current research is to explore how different speech characteristics such
as talking speed or intonation and emphasizing can be leveraged to provide a summary that is enjoyable
for the user to listen to.
Finally, the addition of a summary to the current conversation structure changes the dynamics of
the conversation between the human user and the artificial agent. It is important to explore how the
real-time setting of a conversational agent further changes the conversation dynamics.
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One aspect to consider is how latency issues might impact the conversation flow since the summary
occurs at the end of the conversation. Since users might not know that a summary will be provided at
the end of the conversation, an interesting aspect to research is how long the user is willing to wait before
assuming the conversation has ended. Additionally, further research on how to notify the user that the
agent is ‘thinking’ while it is generating the summary might improve the conversation flow as the user
is informed that the conversation is still ongoing.
A second aspect to consider is that presenting a summary reopens the conversation. After the
summary is presented, the user might question the information that the summary provided in addition
to pointing out erroneous information. Where before the summary the conversation is agent-initiative,
this will switch to user-initiative after the summary. It is therefore important to research how to extend
the current dialogue system to handle user-initiative dialogue and questions such as “Can you repeat the
summary?” or “Why did you think I enjoy swimming when I told you I enjoy cycling?”.
Though the usability aspects of an automatic dialogue summarization system in a conversational
agent are not a focus in this project, it is important to investigate how the technologies we develop affect
the user that utilizes these technologies. Especially in projects where the aim is to help the user through
the use of technology, it is important to validate if the users indeed benefit from the technology.

6

Conclusion

This project explored the suitability of transformer models for automatically summarizing Dutch humanmachine dialogues. For this project, two existing Dutch dialogue summarization were extended with
manual annotations, and hand-written summaries. This extension resulted in a Dutch dialogue summarization data set that can be used for additional purposes such as developing an automatic dialogue
labeling system. Alternatively, the annotations can be used to zoom into the discourse issues humanmachine conversations such as misunderstandings.
In this project, I used the summarization data set to implement two transformer-based models that
leverage pre-trained knowledge. I also implemented an extractive baseline model focusing on the user
answers in the dialogues. I compared the summaries generated by the models to the test set summaries.
Evaluation shows that the transformer-based models are able to generate summaries that are more fluent
compared to the extractive baseline method.
The main drawback of these transformer-based implementations is that they produce many factual
errors due to a learned bias for several activities. A possible improvement to the current model to
combat this issue is to enlarge the training data set with more variability. Alternatively, a future project
can enrich the data set created here with auditory cues so that subsequent projects may asses the
suitability of these features in dialogue summarization. A possible project that may provide insight
into model suitability is to compare these transformer-based implementation to a sequence-to-sequence
implementation.
On a final note, future work should also focus on usability aspects next to the technical aspects of
automatic dialogue summarization systems in chatbots. I believe that it is important to keep in mind
what generated summaries can add to human-machine conversations, e.g. informing the user on the
data gathered about them or providing the user with the opportunity to correct erroneous data. Taking
usability aspects into account during development will result in technical solutions that can be used by
any target group, even those that are not that tech-savvy.
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Appendices
A

Dialogue and summary example

Dutch dialogue

English dialogue

Agent: Hallo! Heb je wel eens tegen een computer
gepraat die terug praat?
User: Uh. Uh. Nee
Agent: Oh, dat is toevallig, ik heb ook nooit eerder
met mensen gepraat. Hoe vind je het om zo met mij te
praten?
User: Bijzonder.
Agent: Ik ga er van blozen! Nu ben ik wel nieuwsgierig
naar jou! Als je nu één ding mocht kiezen wat je komend
weekend zou willen doen. Wat zou dat zijn?
User: Uit eten.
Agent: Klinkt goed. Waarom vind je dat leuk?
User: Ik hou van lekker eten en gezelligheid.
Agent: En als je nog een tweede activiteit zou mogen
kiezen? Wat zou dat zijn?
User: Met mijn gezin uh wandelen in het bos.
Agent: Wat zou je het meeste missen als je wandelen
niet zou doen?
User: Uhm de natuur.
Agent: Als je naar de afgelopen week kijkt. Welke activiteit vond je het allerleukst?
User: Ik ben uh net terug uit uh ibiza dus ik vond aan
het strand liggen het uh allerleukste afgelopen week.
Agent: Tof! Wat voor gevoel geeft voelen jou?
User: Wat voor gevoel geeft voelen jou ik snap het niet
helemaal kun je te herhalen of anders formuleren. Ok.
Agent: Dank je! Dat was het voor nu. Denk je nog
steeds hetzelfde over mij?
User: Ja ik vind het nog steeds bijzonder.
Agent: Leuk dat je hebt meegedaan!
User: Ja dank je wel.

Agent: Hi! Have you ever spoken with a computer that
talks back?
User: Uh. Uh. No
Agent: Oh , that is a coincidence, I have never spoken
with people before. How do you like talking with me
like this?
User: Special.
Agent: You are makeing me blush! Now I am curious
about you! If you could now choose one thing you would
like to do this weekend. What would that be?
User: Going out for dinner.
Agent: Sounds good. Why do you like that?
User: I like good food and good company.
Agent: And if you could choose a second activity?
What would that be?
User: Taking a walk with my family in the woods.
Agent: What would you miss most if you could not take
a walk?
User: Uhm nature.
Agent: If you look at the past week. Which activity did
you like the most?
User: I just uh got back from uh Ibiza so I enjoyed lying
on the beach the uh most last week.
Agent: Great! How does feeling make you feel?
User: How does feeling make you feel I do not really
understand can you repeat it or reformulate it. Ok.
Agent: Thank you! That is it for now. Do you still
think the same about me?
User: Yes I still think it is special.
Agent: Thanks for participating!
User: Yes thank you.

Dutch summary

English summary

Uit eten gaan is een activiteit die je dit weekend graag
zou willen doen. Je vindt het leuk om uit eten te gaan
omdat je van lekker eten en gezelligheid houdt. Iets
anders wat je dit weekend graag zou willen doen is met
je gezin wandelen in het bos. Als je niet zou kunnen
wandelen in het bos, zou je de natuur het meeste missen.
Afgelopen week was je in Ibiza en vond je aan het strand
liggen het allerleukste.

Going out for dinner is an activity that you would like to
do this weekend. You like going out for dinner because
you love good food and good company. Something else
that you would like to do this weekend is taking a walk
in the forest with your family. If you could not walk in
the forest you would miss nature the most. You were
in Ibiza last week and you enjoyed laying on the beach
the most.

Table 6: An example of a dialogue collected by the BLISS system and a summary. The left column
shows the original Dutch example and the right column shows the English translation.
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Introduction to neural networks for summarization

One of the most widely known applications of neural networks is image recognition: given an image,
the neural network returns the category the image belongs to. One way to handle such a task is with a
feedforward neural network such as a convolutional neural network (CNN). The information in a CNN
only moves one way which is forward. From the image’s representation in the input node, the information is sent through the hidden nodes where computations are performed on the representation, and
finally, the information is interpreted by the output node of the network. Within the network, weights
and biases map the input to the output of a network. Because of this mapping, a neural network can
be trained to correctly map the inputs and outputs by adjusting these weights and biases. In other
words, by adjusting the weights and biases to a final static set the network learns how to perform the
task. Feedforward neural networks work well for one-way tasks including categorization and recognition.
However, summarization requires a network that can handle data sequentially since the meaning of a
text is contextual. Due to their one-way nature feedforward networks, including CNNs, do not work well
with sequential data. Therefore, this architecture does not fit the task of text summarization.
To predict sequential data successfully, the network needs to consider previous information as well as
current information. In other words, information needs to be able to cycle through a network instead
of only moving forward. To this end, recurrent neural networks (RNN) became more popular as they
can memorize information from previous steps in the network. The architecture of an RNN is much the
same as that of a CNN. However, it includes a crucial feedback step that enables adjusting the weights
of the network through time rather than statically (Rumelhart et al., 1986). With CNNs the weights
are learned during training, whereas with RNNs the weights are learned during training and are further
updated at each time step using information from the previous step. During the training of an RNN,
the error between the input and output is measured according to a loss function after running an input
through the RNN to predict the output. The RNN then takes this error and feeds it back through the
same path in the network while further adjusting the nodes’ weights and biases. This process is called
backpropagation and is repeated until the error is sufficiently reduced. Put another way, information in
RNNs is persisted through the steps of a neural network, allowing previous as well as current information
to be used in the final prediction.
RNNs seem more suitable for text summarization as previous information can now be considered. However, texts often contain long-term dependencies that RNNs cannot handle due to the vanishing and
exploding gradient problems (Pascanu et al., 2013). During backpropagation, the error of the chosen
loss function is minimized using the gradients of the loss function. In each training step, the gradient
of the loss function is computed and the negative of this gradient is used to find the local minimum of
the loss function. At the local minimum, the error of the loss function is the smallest, and the gradient
shows how to efficiently get to the local minimum. In other words, the gradients inform the network
how to update the weights and biases. A gradient’s magnitude indicates the sensitivity of each weight
and bias. It indicates how adjusting the weight or bias affects the network. However, a change to the
weights and biases of nodes in one layer influences the nodes in all the following layers. Backpropagation
works backward by computing the gradients and changes for the second-to-last layer in the network and
recursively repeating this process through the network. This process is repeated for each example in the
training data and the gradients are averaged over the training data to provide the final updates to the
nodes in the network.
With backpropagation the vanishing and exploding gradient problems can occur in earlier layers of a
neural network. When recursively calculating the weight updates, after several recursions the update can
become so small that its effect vanishes. If a node in the second-to-last layer is barely updated, then the
third-to-last nodes will be updated even less. After severla updates, this results in weight updates that
are so small, the weights will barely be updated. The updates will then barely impact the network and
will not help in minimizing the loss function. Because the weights are not updated, the node stagnates
and does not reach its optimal value, impairing the network.
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Conversely, gradients can also explode if the updates become too large rather than too small. Where
vanishing gradients hinder weights from reaching their optimal value by barely updating, the large
updates from exploding gradients cause weights to move away from their optimal value, effectively overshooting the optimal value. Because these gradient issues occur when too much backpropagation is
required, RNNs cannot learn long-term dependencies well. For example, in a text, there can be a gap
between a pronoun and the word it refers to. This gap can range from several words to entire sentences.
RNNs might be able to handle dependencies with a short gap between them, but they cannot successfully
handle a dependency from a previous sentence.
Handling the issue of long-term dependencies is where Long Short Term Memory networks (LSTMs)
show their strength. Hochreiter and Schmidhuber (1997) first introduced this type of network but the
use of LSTMs was popularized in the mid-2010s by large tech companies such as Google and Amazon
who used LSTMs in their speech technologies. LSTMs are a variation of RNNs that are specifically
designed for handling long-term dependencies by changing the single-layer feedback loop to a four-layer
one. In LSTMs the feedback loop consists of four neural network layers that together work as regulators
on the information that passes through: forget, update, new candidates, and output activation. The
first “forget” layer encodes which previous information needs to be kept and which can be forgotten.
The second “update” and third “new candidates” layers work together to encode the new information
that can be added and with which pieces of new information the update needs to happen. The final
“output activation” layer encodes if the updated information should be sent to the next module in the
LSTM. With these four layers, LSTMs learns what information should be forgotten and what information
should persist. The “forget” layer allows the network more control over the gradients through selecting
information to remove and through this the vanishing and exploding gradient problems are mitigated.
This is what makes LSTMs capable of handling long-term dependencies, where RNNs could not. The
main drawback of LSTMs that it requires many parameters to be tuned which in turn requires a lot of
computing power.
Even when both short- and long-term dependencies can be handled, one large challenge with text summarization remains. The length of the input and output for text summarization differs greatly. For
summarization, a larger text is inputted, and a smaller text is outputted. CNNs, RNNs, and LSTMs
all rely on the same principle that the input size and the output size are both fixed. This means that
for each combination of input and output length, a new model should be trained for summarization,
something that is unfeasible. Automation aims to help human efforts and training a new model for each
combination would not help at all.
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Masked langue modeling pre-training tasks for transformers

Masked language modeling (MLM) is a pre-training method that was first introduced by Devlin et al.
(2019) in their BERT transformer. The MLM task provides transformers with their deeply bidirectional
nature. In subsequent projects this pre-training method has been optimized and a form of this task is
also used in the BART, T5, and PEGASUS transformers. The difference between the optimized and
extended versions of the MLM task is show in Figure 6. Though the general strategy of masking and
predicting is the same in all four pre-training tasks, the differences impact the speed with which the
transformer can be pre-trained and the downstream tasks the model can be fine-tuned for.
In the original BERT version of the MLM task a percentage of single tokens in an input sequence are
masked at random. The model is then pre-trained to predict the masked words using the surrounding
context. To alleviate a mismatch between pre-training and fine-tuning, the authors used a masking
strategy with three different masking tokens. 80% of the masked words were replaced with a [MASK]
token. In 10% of the cases, the word was masked with a different random token. The final 10% of masked
words were actually not changed but kept as is to influence the model towards the original word. The
masking task is performed once during pre-training.
Lewis et al. (2020) extend the MLM task in their BART transformer. Next to masking single tokens,
the authors masked spans of continuing tokens. Instead of predicting the masked tokens, the transformers is pre-trained to predict the full input sentence rather than the single tokens. Furthermore, the
authors followed the dynamic masking strategy introduced by Y. Liu et al. (2019). In this strategy a
new masking pattern is randomly generated for each sequence in the model. Compared to the original
BERT model, the dynamic masking strategy performs slightly better.
However, because the full input sentence rather than only the mask is predicted, the number of output
tokens created during pre-training becomes enormous very fast depending on the pre-training data size.
Raffel et al. (2020) reduced the number of outputs and sped up the training process when pre-training
their T5 model by only predicting the masked spans rather than the full input sentence.
Finally, pre-training with MLM allows for fine-tuning on a range of downstream tasks. Zhang et al.
(2020) diverged from this by focusing on the single downstream task of abstractive summarization by
introducing the gap sentence generation (GSG) task. In GSG a text is inputted and entire sentences
in the text are masked. Compared to the previous MLM strategies of masking single tokens or spans
of tokens, this sentence-level pre-training task suits abstractive summarization better. Following the
general T5 optimized MLM strategy, PEGASUS only reconstructs the masked sentences rather than the
full input text. Again, this reduces the number of outputs and speeds up pre-training of the model.
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(a) Masked language modeling on single token level in BERT

(b) Masked language modeling on token-span level in BART

(c) Masked language modeling on token-span level in T5

(d) Gap sentence generation on sentence level in PEGASUS

Figure 6: Overview and visualization of the differences in the MLM and GSG pre-training tasks.
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Guidelines for human-machine dialogue summarization

Goal
The goal of summarizing these dialogues is to find key information disclosed by the users in a humanmachine interaction setting. Among other possibilities, this summary may serve as a verification point
for the user. Providing a summary of the collected data to the user will inform the user what data is
collected and simultaneously provide the user with the opportunity to correct erroneous data.
To create summaries for this project, follow the steps set out in these guidelines. The goal of this
approach is to create summaries that contain the important information revealed during the dialogue
between the agent and the user. The summaries should be written in a format that allows the summary
to be read back to the user. The user should be able to recognize the answers they have given to the
agent’s queries, even though the information is provided in a different format of a summary.

Data
In this project dialogues from the JASMIN-CGN and BLISS corpora are used. In both projects, an agent
and a user converse about the user’s activities and motivation for doing these activities8 . In the BLISS
project, an artificial agent is used, whereas for the JASMIN-CGN dialogues a Wizard of Oz platform
is used. The resulting dialogues are agent-initiative dialogues, meaning the agent mostly leads the
conversation and the user responds to the agent. The JASMIN-CGN dialogues are manually transcribed.
The BLISS dialogues have two transcriptions: one where the audio is automatically transcribed by an
automated speech recognizer module and one version where the audio is manually transcribed. In this
project, you will use the manually transcribed dialogues. Using only the manually transcribed will ensure
that the quality of the automated speech recognizer module does not impact the quality of the summaries
that will be written.

Summarization process
Since summarization relies on the summarizer finding key information in the text, the process is a subjective one. Different writers may find different information important to include in the summarization.
The following three-step process guides writers in finding key information in human-machine dialogues
about health and well-being and writing a similarly structured summary. By first annotating and labeling the information in the dialogue, important information can discovered systematically across writers.
The guidelines for writing the summaries further help ensure a consistent quality of summaries.

1. Annotating the dialogue
Within the dialogues, a turn consists of several utterances that are spoken directly after each other.
Most turns of the dialogues are part of a question and answer (QA) pair. In agent-initiative dialogues,
the questions mostly come from the agent’s side. The goal of the agent’s prompts is to elicit answers
from the user’s side. Turns not belonging to a QA pair are annotated as single turns. These might still
provide important information for the summary and should not be discarded early in the summarization
process. Annotate each content unit in the dialogues in the data set as a QA pair or as a single turn.

8 For

further elaboration on the data used in this project, see Section 3.1.
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2. Labeling the content units
After annotating the QA pairs as well as the single turns, label them by the information the turn provides.
The labels are divided into two broad categories: informative content-level labels and interaction level
communication levels. Focus on the informative content units first and label them with one of the
following informative content-level labels:
• Activity information interaction:
In the QA pair, the agent’s prompt elicits information about the user’s activities.
• Repeat activity information interaction:
In the QA pair, the agent’s prompt elicits information about the user’s activities that has already
been discussed.
• Motivation information interaction:
In the QA pair, the agent’s prompt elicits information about the user’s motivations for an earlier
discussed activity.
• Repeat motivation information interaction:
In the QA pair, the agent’s prompt elicits information about the user’s motivations for an earlier
discussed activity. These motivations have already been discussed.
• Non-activity information interaction:
In the QA pair, the agent’s prompt elicits information about the user that does not relate to
activities or motivations.
• Activity comment: The single turn contains a comment about an activity of the user without a
prompt from the agent.
• Motivation comment: The single turn contains a comment about the motivation for an activity
of the user but does not follow a prompt of the agent.
You should now have labeled all the QA pairs and single turns that provide information about the user’s
daily activities and their motivations for these activities. Annotate the remaining content units with one
of the interaction level communication labels:
• Social interaction:
In the QA pair, the agent’s prompt elicits a social interaction between the agent and the user.
Examples include greetings and farewells.
• Misunderstanding
In the QA pairs, the agent’s prompt elicits a signal of misunderstanding from the user such as
asking the agent to repeat or reformulate the prompt.
• Unanswered prompt:
In the QA pair or in the single turn, the agent’s prompt is unanswered by the user not responding
to the prompt or by the user responding solely in monosyllables.
• Comment: The single turn does not provide information about the user’s motivations or activities
but does contain meaning. Examples include a comment on the dialogue system or a lack of response
from the user to the agent’s prompt.
• Full filler:
The single turn solely contains utterances that are transcribed but do not containing meaning.
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3. Writing the summaries
Remove all QA pairs and single turns that have an interaction level communication label. The content
that is left should contain information about either the activities or the motivations of a user. Using this
content, write a Dutch summaries for each dialogue.
The goal of the summaries is to inform the user on the data that is collected about them. As such,
the summaries should be written in a way that the user recognizes the information that is presented to
them. To achieve this, keep the following points in mind when writing the summaries:
• Write the summary from the second singular person perspective in informal Dutch. Writing from
this perspective creates a summary that can be repeated back to the user. Moreover, the BLISS
system uses this same perspective in their dialogue generation. Additionally, the structure change
will be minimized as the dialogue text contains first person singular and second person singular
perspectives. Using the second person singular perspective does not require any further information
about the user’s gender identification as the personal pronoun is genderless.
• Write the summary using as much of the dictionary of the original text as possible. For example,
in the Dutch case of playing soccer, the user can refer to this activity as “voetballen” or using a
vernacular refer to it as “een balletje trappen”. Follow the word choice of the user as closely as
possible but remember to create your own sentences. We are aiming for a summary that the user
recognizes and can validate. We are not aiming for an exact copy of each word the user used in
the dialogue.
• Do not correct factual information provided by the user. In the case that you encounter a factual
error, do not use your own knowledge to correct the error. The summary should contain the
information that the user vocalized, showcasing their point of view.
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Summarization data set example

Dutch dialogue

English dialogue

SOCIAL INTERACTION

SOCIAL INTERACTION

Agent: Hallo! Heb je wel eens tegen een computer gepraat
die terug praat?
User: Uh. Uh. Nee

Agent: Hi! Have you ever spoken with a computer that talks
back?
User: Uh. Uh. No

SOCIAL INTERACTION
Agent: Oh, dat is toevallig, ik heb ook nooit eerder met

SOCIAL INTERACTION
Agent: Oh, that is a coincidence, I have never spoken with

mensen gepraat. Hoe vind je het om zo met mij te praten?
User: Bijzonder.

people before. How do you like talking with me like this?
User: Special.

ACTIVITY INFORMATION INTERACTION
Agent: Ik ga er van blozen! Nu ben ik wel nieuwsgierig naar
jou! Als je nu één ding mocht kiezen wat je komend weekend

ACTIVITY INFORMATION INTERACTION
Agent: You are making me blush! Now I am curious about
you! If you could now choose one thing you would like to do

zou willen doen. Wat zou dat zijn?
User: Uit eten.

this weekend. What would that be?
User: Going out for dinner.

MOTIVATION INFORMATION INTERACTION
Agent: Klinkt goed. Waarom vind je dat leuk?
User: Ik hou van lekker eten en gezelligheid.

MOTIVATION INFORMATION INTERACTION
Agent: Sounds good. Why do you like that?
User: I like good food and good company.

ACTIVITY INFORMATION INTERACTION
Agent: En als je nog een tweede activiteit zou mogen kiezen?
Wat zou dat zijn?
User: Met mijn gezin uh wandelen in het bos.

ACTIVITY INFORMATION INTERACTION
Agent: And if you could choose a second activity? What
would that be?
User: Taking a walk with my family in the woods.

MOTIVATION INFORMATION INTERACTION
Agent: Wat zou je het meeste missen als je wandelen niet zou
doen?
User: Uhm de natuur.

MOTIVATION INFORMATION INTERACTION
Agent: What would you miss most if you could not take a
walk?
User: Uhm nature.

ACTIVITY INFORMATION INTERACTION

ACTIVITY INFORMATION INTERACTION

Agent: Als je naar de afgelopen week kijkt. Welke activiteit
vond je het allerleukst?
User: Ik ben uh net terug uit uh ibiza dus ik vond aan het
strand liggen het uh allerleukste afgelopen week.

Agent: If you look at the past week. Which activity did you
like the most?
User: I just uh got back from uh Ibiza so I enjoyed lying on
the beach the uh most last week.

MISUNDERSTANDING

MISUNDERSTANDING

Agent: Tof! Wat voor gevoel geeft voelen jou?
User: Wat voor gevoel geeft voelen jou ik snap het niet helemaal kun je te herhalen of anders formuleren. Ok.

Agent: Great! How does feeling make you feel?
User: How does feeling make you feel I do not really understand can you repeat it or reformulate it. Ok.

SOCIAL INTERACTION
Agent: Dank je! Dat was het voor nu. Denk je nog steeds

SOCIAL INTERACTION
Agent: Thank you! That is it for now. Do you still think the

hetzelfde over mij?
User: Ja ik vind het nog steeds bijzonder.

same about me?
User: Yes I still think it is special.

SOCIAL INTERACTION
Agent: Leuk dat je hebt meegedaan!
User: Ja dank je wel.

SOCIAL INTERACTION
Agent: Thanks for participating!
User: Yes thank you.

Table 7: An example of an annotated dialogue and an English translation.
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Generated summaries example

Reference summary (Author 1)
“Uit eten gaan is een activiteit die je dit weekend graag zou willen doen. Je vindt het leuk om uit eten
te gaan omdat je van lekker eten en gezelligheid houdt. Iets anders wat je dit weekend graag zou willen
doen is met je gezin wandelen in het bos. Als je niet zou kunnen wandelen in het bos, zou je de natuur
het meeste missen. Afgelopen week was je in Ibiza en vond je aan het strand liggen het allerleukste.”
(Going out for dinner is an activity that you would like to do this weekend. You like going out for dinner
because you love good food and good company. Something else that you would like to do this weekend is
taking a walk in the forest with your family. If you could not walk in the forest you would miss nature
the most. You were in Ibiza last week and you enjoyed laying on the beach the most.)
Reference summary (Author 2)
“Je zou dit weekend het liefste uit eten gaan, omdat je van lekker eten en gezelligheid houdt. Daarnaast
vind je met je gezin wandelen in het bos een leuke activiteit om te doen, vanwege de natuur. Afgelopen
week vond je aan het strand liggen het allerleukste om te doen.”
(You would prefer going out to dinner the most this weekend, because you love good food and good
company. Additionally, you find walking with your family in the woods a fun activity to do, because of
nature. Last week you enjoyed laying on the beach the most.)
Example summary F.1 (Longest-3 model)
“Ik ben uh net terug uit uh ibiza dus ik vond aan het strand liggen het uh allerleukste afgelopen week.
Wat voor gevoel geeft voelen jou ik snap het niet helemaal kun je te herhalen of anders formuleren. Ik
hou van lekker eten en gezelligheid.”
(I just uh got back from uh Ibiza so I enjoyed lying on the beach the uh most last week. How does feeling
make you feel I do not really understand can you repeat it or reformulate it. I like good food and good
company.)
Example summary F.2 (mT5 model)
“in je vrije week ga jij wel eens naar de film om te praten.”
(in your week off you sometimes go to the movies to talk.)
Example summary F.3 (RobBERTShare model)
“In je vrije tijd ga jij wel eens een dagje weg naar het zwembad of naar de bioscoop. Je gaat hier naartoe
om te winkelen. Verder doe je hobby’s thuis zoals lezen. Je doet deze hobby’s al vijf jaar lang. Een
nieuwe hobby waar je mee zou willen beginnen is tekenen.”
(In your leisure time you sometimes go on a daytrip to the swimming pool or to the movies. You go here
to shop. You also do hobby’s at home like reading. You have been doing this hobby for five years. A new
hobby that you would like to start with is drawing.)
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