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Causal Inference using Bayesian non-parametric
quasi-experimental designs for sequential data
Judith Lefkes
July 2020
Abstract
In many domains, such as healthcare, it is crucial to know as fast as possible whether
an intervention (e.g. drug treatment) had an effect. In these contexts, time is of the
essence and samples are both costly to acquire and limited in their amount, as they
only arrive sequentially over time. This research proposes a method called Sequential
Bayesian non-parametric quasi-experimental designs (S-BNQD) which allows to establish
a causal effect in sequential settings. S-BNQD is based on the Bayesian non-parametric
quasi-experimental design (BNQD) (Hinne, van Gerven, & Ambrogioni, 2019) which is
a Bayesian version of quasi-experimental designs. BNQD is based on Gaussian Process
Regression which makes it particularly attractive for sequential designs due to its flexibility and uncertainty estimation (M. M. Zhang, Dumitrascu, Williamson, Engelhardt,
& Oct, 2019). The new framework can be applied in various contexts where Randomized
Control Trials (RCT’s) are not practical and it is crucial to know as reliably and quickly
as possible whether an intervention was effective or not.
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Introduction

For centuries researchers have been trying to find techniques allowing us to estimate causal
effects of some type of intervention. By far the most popular method of doing this are Randomized Control Trials (RCT) in which one randomly divides the sampling group into a
control group and a manipulated group in order to determine the causal effect of an intervention (e.g drug administration) (Pearl & Mackenzie, 2018). Due to the random assignment we
assume that any confounding variables are distributed evenly between the two groups allowing us to attribute the observed treatment effects solely to the intervention (Ovosi, Ibrahim,
& Bello-Ovosi, 2017). Unfortunately, various ethical and legal considerations make the use
of RCT’s often difficult in practice.
As a consequence, quasi-experimental designs have become a popular substitute for Randomized Control Trials to establish causal effects in those cases, where random assignment to
experimental groups is not eligible. However, quasi-experiments are more restrictive as they
add additional assumptions that allow them to identify valid causal effects. Most importantly,
they assume a threshold-based assignment of data points is possible, where the sampling group
is divided into two experimental groups based on it passing or failing a threshold on an assignment variable (e.g. blood cholesterol levels) (Geneletti, O’Keeffe, Sharples, Richardsond,
& Baiob, 2015). The intervention is then assigned to individuals just above the threshold
and withheld from those just below the threshold. The assumption is that if one focuses
on an area close to the threshold, then locally data points are approximately randomly distributed such as in the RCT’s and one can estimate the size of an effect. Still, because of the
lack of randomization in quasi-experimental designs we are unable to control for confounding
variables (Harris et al., 2006).
The most traditional versions of quasi-experimental designs are regression discontinuity (RD) design (Campbell & Stanley, 1963) and interrupted time series (ITS) (McDowall,
2

McCleary, Meidinger, & Hay, 1980) analysis. Bayesian non-parametric quasi-experimental
design (BNQD) (Hinne et al., 2019) can be seen as a Bayesian version of the traditional
designs which lays the foundation for this research.
Up to this time most quasi-experimental designs, including BNQD, assume that we have a
complete data set available from which we try to establish a causal effect. In many situations
this might not be the case. For example, in a real-time emergency care situation where a
drug is administered, we only receive new data points after the administration of the drug
sequentially in time. Still, it is crucial to know as fast as possible whether the treatment was
effective or not. At what point in time can we conclude that the treatment had an effect
and how certain can we be about this result? Despite the rapidly growing research on quasiexperimental designs, the field still lacks research on whether and how they can be extended
to sequential settings.
Inspired by this knowledge gap, this paper presents a novel method called Sequential
Bayesian non-parametric quasi-experimental designs (S-BNQD) which enables us to establish
causal effects in sequential settings.
The S-BNQD method integrates ideas from the BNQD framework, sequential hypothesis
testing and ITS studies. S-BNQD can be seen as a special case of Bayesian sequential testing,
as we do not assume a pre-defined sample size but samples are collected one at a time and each
time a new observation arrives one can decide to stop sampling and reject the null hypothesis,
accept the null hypothesis or continue sampling until sufficient evidence in favor or against
the hypothesis has been reached (Schönbrodt, Wagenmakers, Zehetleitner, & Perugini, 2015).
The key advantage of the BNQD approach for the new framework is that it is based
on Gaussian Process Regression which makes it especially attractive in modeling sequential
data due to its flexibility and uncertainty quantification (M. M. Zhang et al., 2019). The
goal of this research is to extend the Bayesian non-parametric quasi-experimental designs to
sequential settings and to evaluate its performance on simulated and empirical data.
The remainder of this paper is organized as follows. Section 2 consists of a presentation
of the essential background information that is needed in order to understand the concepts
and ideas presented in the rest of the paper. This includes a short description of Gaussian
process regression and the BNQD approach on which the method S-BNQD is based on.
Additionally, the proposed method and its relation to Bayesian sequential testing will be
explained. In section 3 the performance of S-BNQD will be critically evaluated in several
simulation studies and section 4 presents an analytical approach to explain the results of the
simulations. Due to the obvious relevance of the new method for practical purposes, section
5 of the paper will demonstrate how it can be applied in practice. In order to do so, it will
be tested on two empirical data sets, where S-BNQD can give insights into the time point at
which an effect was noticeable. Finally, in section 6 we conclude the manuscript and discuss
ideas for future research.

2
2.1

Background
Bayesian non-parametric quasi- experimental Design

As the implementation of the S-BNQD builds up on the implementation of the Bayesian
non-parametric quasi-experimental design (Hinne et al., 2019), this section shortly reviews
the most relevant concepts.
BNQD is a Bayesian tool for quasi-experimental designs that serves as an elegant alternative to the traditional quasi-experimental designs and has several advantages that make it
especially attractive for sequential data.
N
Following the main idea behind quasi-experimental designs, the data D = (xi , yi )i=1 is
split into two experimental groups labelled as l(xi ) : R → {I, C} for the intervention group
I and control group C respectively, based on a predetermined threshold value. For example,
in a medical setting, such a threshold could be that everyone with an LDL cholesterol level
> 20mg/dL (Geneletti et al., 2015) receives a treatment. The BNQD then tries to detect a
3

difference in the two groups by turning it into the framework of Bayesian model comparison
via the Bayes factor. The Bayes factor compares whether the data is more compatible with
a single continuous model M0 that is fitted on all observations, indicating the treatment did
not have an effect, or a discontinuous model M1 that consists of two sub-models fitting one
regression line on the control and one on the intervention group separately, indicating that
the treatment did have an effect. Mathematically this leads to the computation of following
Bayes factor (BF) (Hinne et al., 2019):
BF10 =

p(DC | M1 )p(DI | M1 )
p(D | M1 )
=
,
p(D | M0 )
p(D | M0 )

(1)

where DC = {(x, y) ∈ D | l(x) = C} and DI = {(x, y) ∈ D | l(x) = I} and DI ∪ DC = D.
By framing the problem as a model comparison, it is possible to find evidence in favor of
either model (Wagenmakers, 2007). Note, in the remainder of this paper we will refer to the
log Bayes factor. The log Bayes factor provides relative evidence and has a straightforward
interpretation (Kass & Raftery, 1995). As an example, a log Bayes factor of 3 would mean that
the data is 3 times more likely under the discontinuous model M1 than under the continuous
model M0 , providing strong evidence for the presence of a discontinuity (the treatment caused
an effect). On the other hand, a negative log Bayes factor would indicate evidence for the
absence of a discontinuity (the treatment did not cause an effect). Last but not least, a log BF
of zero means no evidence for either direction. Unlike p-values, a large log BF also indicates
higher confidence in the results. BNQD makes use of Bayesian model average (BMA) in
order to estimate the size of the causal effect, the discontinuity d between the predicted
regression fits of the two groups at the intervention point b. Both the continuous and the
discontinuous model can estimate how large the true discontinuity d is. For the continuous
model p(d | D, M0 ) = 0 indicating there is no discontinuity present. In other words, the
estimated discontinuity given the continuous model is just a spike at 0. However, for the
discontinuous model p(d | D, M1 ) is a Gaussian distribution. Combining these two estimates
leads to the BMA estimate which is a mixture model given by (Hinne et al., 2019):
p(d) =

X

p(d, Mm )p(Mm | D),

(2)

m=0,1

that consists of the sum estimates of the effect size d given the continuous model M0 and
discontinuous model M1 weighted by their posterior probabilities. The use of Bayesian model
averaging allows reducing overconfidence in the size of the effect.
While most QED’s make strong assumptions on the functional form of the underlying
data and are mostly restricted to parametric designs such as linear regression, BNQD overcomes this restriction by making use of Gaussian process regression. This flexibility enables
the method to find a discontinuity for more complex non-linear functions without making
assumptions on the underlying form of the data beforehand (Rasmussen & Williams, 2006).
Nevertheless, the BNQD approach still requires the user to declare the parameters of
a Gaussian process which are the mean and kernel function respectively. A more detailed
explanation of Gaussian processes follows in section 2.2. To make the BNQD applicable to a
user unfamiliar to the topic or if the underlying shape of the data is not known beforehand
the method makes use of Bayesian model averaging that allows one to compute the log Bayes
factor by averaging across multiple kernels (Hinne et al., 2019):

total
BF10

P
p(D | k)p(k | M1 )
p(D | M1 )
= Pk∈K
,
=
p(D | M0 )
k∈K p(D | k)p(k | M0 )

where K represents the set of different kernels.

4

(3)

2.2

Gaussian Processes

In regression problems the generative model:
y ∼ N (f (x, θ), σ 2 )

(4)

describes how the output y can be described as a function of the input x which is parameterized by certain parameters and possibly corrupted by Gaussian noise. In parametric models
the function f is specified beforehand e.g. we assume that f defines a linear relationship:
f (x) = ax + b where a and b are the parameters of the model. This implies that parametric models make strong assumptions on the form of the data. The objective for curve
fitting is then to figure out what the values for the parameters a and b are that nicely fit the
observations y.
On the contrary, Gaussian process (GP) models are non-parametric models and assume
that the exact form f is unknown. In this case, the objective is to learn the underlying
function f that fits the data best. The generative model stays the same but instead of
specifying the function f , it is assumed to follow a Gaussian process prior:
f (x, θ) ∼ GP (µθ (x), kθ (x, x0 )).

(5)

The GP prior can be interpreted as an infinite-dimensional Gaussian distribution which specifies a probability distribution over possible latent functions f (Rasmussen & Williams, 2006).
The parameters of the prior, the mean function µθ (x) and the covariance function kθ (x, x0 ),
also referred to as the kernel, need to be selected beforehand as they fix the properties of the
functions considered for inference. For simplicity, the mean function is often set to 0 which
means that the GP is solely be described by its kernel kθ (x, x0 ) and its hyperparameters θ
(Rasmussen & Williams, 2006). The covariance function returns the modeled covariance between each pair in x and x0 , therefore under the Gaussian process view, it can be understood
as defining similarity between these training points.
By choosing different kernel functions it is possible to incorporate prior knowledge about
the shape of f . For example, if we expect the function to be smooth so, we expect f (x)
and f (x0 ) to be similar provided that x and x0 are close, then the squared-exponential kernel
would be a good choice whereas if we expect the function characterized by many fluctuations
the periodic kernel would be a better option (Hinne et al., 2019).
The combination of the GP prior and some observed data produces the posterior distribution over functions f which is then also a Gaussian process. The posterior is greatly
influenced by the values of hyperparameters of the kernel e.g. lengthscale l, signal variance
σf2 , and noise variance σn2 . It is important to note that we assume stationarity which means
that we assume that the hyperparameters stay the same before and after the intervention,
such that a detected discontinuity by the model can solely be attributed to the intervention.
For this reason, the BNQD implementation forces the hyperparameters of the two sub-models
within the discontinuous model to be the same (Hinne et al., 2019).
With these preliminaries, it should become more clear how the marginal likelihood terms
p(D | Mi ) for i ∈ {1, 0} from equation (1) can be computed. In a Bayesian scheme
the marginal likelihood refers to the integral of the likelihood times the prior (MacKay,
1998). This leads to the following integral of the marginal likelihood of the two models
M = {M0 , M1 }:
Z
p(D | M, θ) =

p(D | f )p(f | M, θ)df.

(6)

Conceptually this means that to compute the marginal likelihood one has to integrate out the
infinite number of potential latent functions. This integral computation is usually intractable,
5

but in Gaussian process regression models the log of equation (6) can be computed analytically
and is given by the following expression (Rasmussen & Williams, 2006):

log p(D | M, θ) =

1 T −1
1
n
y Kn y − log | Kn−1 | − log(2π)
2
2
2

(7)

with Kn being the kernel matrix with elements k(x, x0 ), and x ∈ Rn and y being the noisy
function. Unfortunately, such an analytical solution does not exist for the computation of the
hyperparameter posterior which is why in this paper the hyperparameters are optimized by
maximizing the marginal likelihood (MAP) w.r.t the hyperparameters. The hyperparameter
posterior is then given by (Hinne et al., 2019):
log p(D | M ) ≈ log p(D | θ̂, M ) −

d
log n,
2

(8)

where a penalty term is added by the Bayesian Information Criterion (BIC) to compensate
for the number of parameters. For a more extensive explanation on Gaussian processes the
interested reader should refer to (Rasmussen & Williams, 2006).

2.3

Bayesian sequential testing

The classical quasi-experimental designs that were mentioned above make use of null hypothesis significance testing (NHST) to identify the presence of an effect. Although NHST is the
most widely used method to this day, it assumes that the total number of observations is
fixed in advance and optional stopping criteria are highly problematic as they increase the
type 1 error rate (Rouder, 2014).
Group sequential designs (GS) can be seen as an extension of NHST which allow for
intermediate tests, as long as these tests are planned apriori (Lai, Lavori, & Shih, 2012). If
this is the case, the overall type 1 error rate can be controlled. It has been shown, that on
average GS designs need fewer participants compared to NHST with the same error rates
(Schönbrodt et al., 2015). What all of the frequentist approaches have in common is that
they have a limited number of tests and these have to be defined apriori, which still makes
them impractical for sequential designs such as the real-time emergency care situation as
discussed above.
Moving to the Bayesian approaches to hypothesis testing, Wald and Wolfowitz (1948)
developed the Sequential probability ratio test (SPRT) in 1933 which is based on the likelihood
ratio test and makes multiple testing possible (Wald & Wolfowitz, 1948). In the SPRT
approach hypotheses are tested successively, which means with each new item that arrives,
the hypotheses are tested, and the process is repeated until one can either reject or accept H0 .
SPRT enables a researcher to come to a conclusion with a minimum amount of data possible
(Wald & Wolfowitz, 1948). Nevertheless, one does need to define the conditions under which
the null hypothesis will be rejected or not. Based on this approach Schönebrondt et al. (2015)
proposed a method called Sequential Bayes factors (SBF) which is again a Bayesian version of
significance testing and replace the two-sample t-test with testing Bayes factors (Schönbrodt
et al., 2015). Unlike NSHT which can only reject the alternative hypothesis H1 , the use
of Bayes factors allows us to provide evidence for the null hypothesis H0 (Wagenmakers,
2007). Moreover, Bayes factors allow for unlimited testing until sufficient evidence is reached
SB (Schönbrodt et al., 2015). The SBF approach has been successfully tested in various
applications (Dienes, 2008; Schönbrodt et al., 2015) and has been shown to be more efficient
than NSHT and GS (Schönbrodt et al., 2015). Despite the clear advantages of using Bayes
factors for sequential testing, there a few challenges that should be addressed.
One challenge relates to the consistency property of a Bayes factor which states that in
the asymptotic case with large enough samples, the BF will correctly converge to either the
H0 boundary or the H1 boundary (Berger, 2006). However, before it reaches the asymptotic
case, the BF may hit the incorrect boundary (e.g. incorrectly rejecting the null hypothesis,
6

when in reality there is no effect present in the data). Schönebrondt et al. (2015) claim that
with appropriate settings the long-term rate of misleading evidence can be kept below 5 %
however, in contrast to NHST this cannot be fixed to a certain value. In addition to that, he
claims that most incorrect boundary hits occur at small sample sizes. Lastly, one challenge
of the Bayes factor is that if the true effect size is close to zero (but not exactly zero) then
the Bayes factor may stay in the “undecided region” for a very long time (large sample size)
until it finally converges to the correct boundary (H0 or H1 ) (Schönbrodt et al., 2015).

2.4

Sequential BNQD (S-BNQD)

Finally, S-BNQD integrates ideas from sequential hypothesis testing, ITS and the BNQD
approach to build a framework that allows establishing a causal effect in sequential settings.
Similar to ITS designs, in the S-BNQD framework, we assume that the observations are part
of a time series and we try to infer the impact of an intervention by inspecting a period of
time before and after the intervention. If the intervention caused an effect, then we would
expect the observations after the treatment to be different then the observations before the
treatment (Ramsay, Matowe, Grilli, Grimshaw, & Thomas, 2003).
A typical use case of S-BNQD would be in the medical setting, where time is of the
essence, and samples are both costly to acquire and limited in their amount. For instance,
a patient might have just arrived in the emergency room with a high blood pressure level.
The healthcare provider can now make multiple assessments of the dependent variable ti
e.g. blood pressure level before the introduction of the intervention, which then serves as a
baseline for comparison. Here, i = 1, ..., NC and NC is the total number of pre-intervention
observations. How much data is available before the intervention can range from very little in
the case of the emergency settings described above, to a lot, if the patient was hospitalized for
a longer period and monitored regularly. Then at time point b, where b > NC , a medication
is applied. After that we receive observations ti where i > b sequentially in time. Each time
a new measurement was conducted the log Bayes factor will be computed, which can tell
us about the presence or absence of a discontinuity. To recap, a positive BF would tell the
healthcare provider that the medication was effective (the condition of the patient changed
in response to the treatment) and a negative Bayes factor would indicate that it was noneffective (the condition of the patient stayed the same). A Bayes factor of 0 means there
is no evidence in either direction and the health care provider would need to collect further
samples if conclusive evidence wants to be reached.
All in all, S-BNQD can be seen as a special case of sequential hypothesis testing as we do
not have a predefined data set at hand but instead incrementally apply the Bayes factor with
optional stopping rules (Dienes, 2011; Kass & Raftery, 1995). The use of the Bayes factor
allows to stop sampling early when the effect is strong and continue sampling when it is weak,
in the hopes of reaching conclusive evidence later on (Schönbrodt et al., 2015). In the scenario
above, it also means that the impact of a medication can be detected as fast as possible, which
means non-effective treatments can be detected fast and changes to alternative treatments
can be initiated. Next to the Bayes factor, we can also calculate the BMA effect size estimate
for each new observation, which can tell us about the size of the effect. Furthermore, the use
of Gaussian process regression makes it easier to deal with patterns such as seasonal effects
and trends in the time series. In contrast to the traditional ITS studies, these do not have the
be corrected apriori as compared to the traditional ITS studies but can be solved by choosing
a more flexible covariance function (Hinne et al., 2019).
Although the SBF approach considers a different experimental setting, some of the mentioned challenges might also be relevant in this context. First, Schönebrondt et al. (2005)
stressed that although the rate of misleading evidence of Bayes factors, is relatively small, it
is still the highest for small sample sizes. As this study is focused on settings where samples
are limited, it is important to take this into account, such that we do not stop sampling too
fast and end up with the wrong conclusion. This directly relates to one of his concerns, that
the sequential design can result in a trade-off between efficiency, that is how fast you can

7

detect an effect and accuracy, how precise your estimates are.
Kernel: RBF kernel, d = 1.0, = 0.5
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Figure 1:
Sequential Bayesian non-parametric quasi-experimental design (SBNQD) applied to simulated data from equation (10) with a true discontinuity d = 1.0
and observation noise σ = 0.5. The individual plots display the predicted regressions of the
continuous model (blue) and discontinuous model (green) for the first 20 observations after
the intervention. The result of the model comparison from equation (1), the log BF, as well
as the number of observations after the intervention, represent the title of each individual
plot.
Finally, Figure 1 illustrates how the S-BNQD algorithm is applied in practice. The plot shows
the individual regressions of the continuous model (blue) and discontinuous model (green)
for the first 20 observations after the intervention. Each time one new observation after the
intervention arrives the two models need to be refitted and a log BF is computed. The data
is generated according to the generative model in equation (10) with a squared-exponential
(RBF) kernel, a true discontinuity size d = 1.0, NC = 50 and observation noise σn2 = 0.5
specifying how much noise we expect in the data. The shaded area represents the 95%
confidence interval around the mean. The intervention is indicated as a dashed vertical line
and NI represents the number of observations after the intervention.
There are a few things to note. First, one can see that the Gaussian process is able to
model the underlying nonlinear function (red line) well. One can see that the estimated noise
level around the training points is largely reduced, but increases the further away it gets
from the training points. It also becomes clear that when no observations are present the
predictions of the model do return to a zero mean.
Note that the log Bayes factor with few observations increases rapidly and shows strong
evidence in favor of a discontinuity. As more observations arrive, the log Bayes factor decreases
by a small amount but still provides strong evidence in favor of a discontinuity. The reduction
of the Bayes factor with increasing sample size suggests that the model might overestimate
the effect when only few data points are available.
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3

Simulations

The S-BNQD approach will now be tested on simulated data with a known discontinuity
d. Four different ways will be tested as an indicator of the time point one can conclude an
effect. All of them try to answer the main question: ”At what point can we conclude an
effect?” and ”Did we need all observations or could we have concluded an effect earlier?”
The first test involves the model comparison and tries to find out how fast the BF provides
sufficient evidence in either direction. The second simulation study investigates at what
point the BMA effect size estimate converges. The third simulation study explores whether
the lengthscale parameter has an influence on the time point at which we can conclude an
effect. The influence of the number of data points that are available before the intervention,
will be tested last. Moreover, S-BNQD will be evaluated for:
1. Differences in the true discontinuity size d
2. Different covariance functions k(x, x0 )
3. Differences in the functional form of the underlying data
The BNQD algorithm will be applied in a sequential fashion. For each new data point after
the intervention, the log Bayes factor will be computed for the four covariance functions
in section 3.1. Additionally, the total Bayes factor using Bayesian model averaging will be
computed to obtain an average over all considered covariance functions using equation (3).
A short description of the 4 kernels will be described below, however, for a more extensive
explanation, we refer to (Rasmussen & Williams, 2006).

3.1

Covariance functions

In principle, S-BNQD can be applied using any kernel. However, using a kernel that does not
fit the data would also lead to unreliable results in whether a discontinuity is present or not.
In this paper, the experiments using simulated data are restricted to the most commonly-used
kernel families such as, the linear kernel (kLIN ), the kernel (kEXP ), the squared-exponential
kernel (kRBF ) and the Matern kernel (kM AT 32 ). Figure 2 includes the exact definition of
the covariance functions as well as 5 samples drawn from a Gaussian process with zero mean
and the corresponding kernel function. The samples in the plot can also be interpreted as
our prior beliefs about what the function we wish to learn will look like before we have seen
any observations. This means we apply a linear kernel if we expect the data to take a linear
form while one could apply an exponential kernel e.g for EEG data which usually changes at
several frequencies.

3.2
3.2.1

Model comparison
Model comparison using linear data

The generative model of the data is defined as follows:
xi ∼ U(−3, 3)
i ∼ N (0, σ 2 )
yi ∼ 1.5xi + d[xi > b] + i ,

i = 1...N

(9)

σ = 1.0
b = 0.0,
where b is the intervention point and N = 100 the total number of observations. Figure 3A
presents the results of the model comparisons applied using the S-BNQD method averaged
over 100 simulations on 3 different discontinuity sizes. The left panels contain the data sets all
9

Figure 2: 5 different function realisations each sampled from a Gaussian process with the
corresponding covriance function: the linear kernel (top left), the exponential kernel (top
right), the RBF kernel (bottom left) and the Matern kernel (bottom right), without any
observed data
generated from the model in equation (9) and differing only in the size of the true discontinuity
d. The right panel of plot 3A shows the corresponding log Bayes factors as a function of the
number of data points available after the intervention. The black line represents the total
BF. S-BNQD is applied using the 4 covariance functions described in section 3.1. The shaded
regions represent the standard error over the 100 simulations indicating the uncertainty in
the estimates.
First of all, the results show that if there is no discontinuity present (d = 0.0) then the
linear, Matern and exponential kernel correctly find evidence for the absence of a discontinuity
already after the first data point indicated by the negative log Bayes factor. This evidence is
weak (log BF = −0.5 for NI < 5) for the very first data points but is strengthened as more
observations arrive (NI > 5) leading to a log Bayes factor of −3 which can be interpreted as
strong evidence for the absence of a discontinuity. This negative downward trend is not visible
for the exponential kernel which consistently predicts log Bayes factor of approximately −0.5
even when more observations are added. The reason why the exponential kernel behaves
differently can be attributed to its strong flexibility. By using the exponential kernel we tell
the model we expect functions with many fluctuations. However, in this data set the latent
function is just a straight line which means it practically does not change. The exponential
kernel is too flexible and will still predict a wiggly underlying function with little noise instead
of a smooth function with high noise. Therefore, even as the sample size increases the model
is still influenced a lot by its prior and will fit on noise instead of learning that the function is
just a smooth line with no discontinuity. The linear kernel, stays in the undecided region (log
Bayes factor of 0) for NI < 5, but provides strong evidence for the absence of a discontinuity
as the sample size increases. One can also see that the total Bayes factor gives most weight
to the linear kernel which is to be expected since the underlying form of the data is just
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a straight line. Nevertheless, for all kernels, the continuous model stays more likely as the
sample size after the intervention increases.
Secondly, if there is a discontinuity present in the data (d > 0.0) then the discontinuous
model is the more likely model, providing evidence in favor of a discontinuity indicated by
the positive Bayes factors. For both d = 2.0 and d = 4.0 it seems as if there is a sharp
increase for the first data points (NI < 10) and as the sample size increases the Bayes factor
remains relatively stable (NI > 10). For d = 4.0 the model comparison results in a strong
Bayes factor already after the first data point, which would indicate that if there is a strong
effect present in the data, then the model also finds that more quickly. It should be pointed
out, that this does assume that we have sufficient points before the intervention in this case
NC = 50 so that the hyperparameters are estimated confidently and the model is able to find
a discontinuity quickly. If we only had a small number of pre-intervention observations, then
we might not conclude an effect this fast, because the model could learn a short lengthscale
instead of a discontinuity.
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Figure 3: Simulations with a linear latent function. A. The left panel shows example
generated data sets for the different discontinuity sizes d where the latent function is indicated
in blue. The right panel shows the log Bayes factors as a function of the time points after the
intervention for three different d. The black line indicates the total BF from equation (3). B.
The estimated discontinuity for each kernel as a function of time points after the intervention,
calculated according to equation (2). Here, the solid lines represent the estimates conditioned
only on the discontinuous model and the dashed lines on the Bayesian model average. The
black dashed line represents the estimated effect size across both models. The true effect size
is represented as a horizontal blue line. In both A and B the shaded regions indicate the
standard error over 100 simulations.
A possible point to draw a conclusion for d = 2.0 would be after 10 points after the intervention
as this is the point when the Bayes factor seems relatively stable. For large discontinuity e.g.
d = 4.0 the model might even detect a discontinuity faster. All in all, we can conclude that in
all cases, we could have established an effect early. Furthermore, the number of observations
prior to the intervention and the noise-discontinuity ratio might also influence how fast we
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can detect an effect. Last, but not least, although we have shown that we do not need all
observations after the intervention, collecting more observations still increases the confidence
in the result (as the BF still increases with more observations). For instance, for d = 0.0
the BF already provides evidence for the continuous model after the first few observations,
which means if we under time constraints it is possible to stop sampling early. However, the
evidence is much stronger (log BF more negative) if the sample sizes increases. This finding
directly relates to the trade-off between the speed at which we can conclude an effect and the
accuracy in our estimates as mentioned in 2.4.
3.2.2

Model comparison using nonlinear data

The generative model of the data is defined as follows:
xi ∼ U(−3, 3)
i ∼ N (0, σ 2 )
yi ∼ 0.8 sin (xi ) + 0.2x2i + 0.2 cos (

xi
) + d[xi > b] + i i = 1 . . . N
4

(10)

σ = 1.0
b = 0.0,
where b is the intervention point and N = 100 the total number of observations. Figure 4
presents the output of S-BNQD averaged over 100 simulations on 3 different discontinuity
sizes. Again the left panels contain the data sets all generated from the model in equation
(10) and the right panel the corresponding log Bayes factors as a function of time. Similar as
above, S-BNQD is applied using the 4 different covariance functions described in section 3.1
and the black line indicates the total BF across kernels from equation (3). Again the standard
error over the 100 simulations is represented as the shaded regions. The linear kernel was
shown in a separate window as the Bayes factor was too large to see the values of the other
kernels clearly. The fact that the Bayes factor of the linear kernel is the largest and even
shows evidence for the presence of a discontinuity, when no discontinuity is present (d = 0.0),
can be attributed to its poor fit of the data (Hinne et al., 2019).
First of all, the results show that if there is no effect (d = 0.0) then the RBF kernel and
the Matern kernel correctly find evidence for the absence of a discontinuity indicated by the
negative log Bayes factor. This evidence is weak (around −0.5 for NI < 10) for the very first
data points but is strengthened as more observations arrive (NI > 20) leading to a log Bayes
factor of −1.5 which can be interpreted as strong evidence for the absence of a discontinuity.
The black line, the total BF, resembles the predictions of the RBF and the Matern kernel,
which indicates that they fit the data best. This makes sense as they are both known to
predict rather smooth nonlinear functions (Duvenaud, 2014).
Similar as in the previous simulation, the exponential kernel consistently estimates a log
BF around 0 for small and large sample sizes, indicating that it does not provide evidence
in either direction. Again in contrast to the non-smooth prior of the exponential kernel,
the underlying function of the data is still relatively smooth and the same reasoning can be
applied as in the previous section.
If a discontinuity exists (d = 2.0) and (d = 4.0), one can see that there appears to be a
trend that the log Bayes factor increases rapidly for the first data points after the intervention
(NI < 10) providing strong evidence for the presence of a discontinuity. Notice, the larger d,
the stronger the evidence, indicating more confidence in the estimate for the same number of
data points after the intervention.
However, after this rapid increase the BF decreases by a small amount and which is
represented as a little ”bump” and after that only slowly increases (NI > 20). One can
interpret the findings in the following way. Since the BF only slowly increases after the
bump, one could therefore draw a conclusion about the effect of the intervention at this
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Figure 4: Simulations with a nonlinear latent function. A Again the left panel shows
example generated data sets for the different discontinuity sizes d and the latent function is
indicated in blue. The right panel shows the log Bayes factors as a function of the time points
after the intervention for three different d for the 4 covariance functions from section (3.1).
Note that the linear kernel was shown in a separate window as is overestimates the effect and
made it difficult to clearly see the results of the other kernel. The black line indicates the
total BF from equation (3). B The estimated discontinuity for each kernel as a function of
time points after the intervention, calculated according to equation(2). Again, the solid lines
represent the estimates conditioned only on the discontinuous model and the dashed lines on
the Bayesian model average. The black dashed line represents the estimated effect size across
both models. The true effect size is represented as a horizontal blue line. In both A and B
the shaded regions indicate the standard error over 100 simulations.
point, as the estimate of the BF does not change significantly anymore but instead only
becomes more confident. For this data set, this point seems to be independent of the size of
the discontinuity as for both cases the BF is relatively stable after approximately 5 − 10 data
points after the intervention.
The exact reason for this bump remains an open question. Possible explanations include
that it depends on the noise-discontinuity ratio. For example, if there is a lot of noise present in
the data then with very little data points after the intervention, say NI = 3 the discontinuous
model might predict a straight line through the post-intervention points, resulting in a large
discontinuity and thereby completely overestimating the true discontinuity. Only if a certain
amount of data points are added, the model would be able to pick up the underlying form
of the data which then reduces the estimate of true discontinuity. However, it might also
depend on how much data points are available before the intervention which will be explored
in section 3.5.
Still, it is an important finding because it tells us that a certain amount of data points
before and after the intervention are necessary in order to establish a causal effect.
For both model comparisons, the results also demonstrate that not all observations were
needed to draw a causal conclusion and that one could have already established a causal effect
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earlier. Furthermore, they have shown that different kernel can lead to completely different
results, which means if prior knowledge about the underlying functional form is available, this
knowledge should be incorporated in the choice of the kernel. In the case that a healthcare
provider is agnostic about which kernel to use, multiple different kernels should be used and
the total BF should serve as a final decision metric.

3.3

BMA Effect size estimate

Although the Bayes factor serves as a good method to establish whether a discontinuity
is present or not, it might still be unclear at what time point exactly one can draw this
conclusion. For this reason, a test was conducted to compare the BMA effect size estimates
for the same data sets from Figure 3A and 4A.
The idea is that if the total BMA estimate “converges” then one could conclude that additional data points do not influence the estimation of the effect size anymore. The estimated
BMA effect size can then serve as an additional tool that can give insight into the exact time
point when ”sufficient evidence” in favor or against a discontinuity is available.
Figure 3B and 4B demonstrate how this idea is put into practice. Again the plots represent
an average over 100 simulations and correspond to the same data sets used in A. The shaded
regions represent the standard error over the 100 simulations indicating the uncertainty in the
estimated discontinuity sizes. The true discontinuity size is illustrated as a blue horizontal
line. The solid lines represent the effect size estimates conditioned on only the discontinuous
model for the different kernels and the dashed lines represent the effect size estimate of the
mixture model (BMA) for the different kernels, which are computed with equation (2).
Interestingly, the shape of the BMA effect size estimates resembles the shape of the Bayes
factor curves. For the nonlinear data, the linear kernel largely overestimates the true discontinuity size especially for the first few data points (NI < 10) again this is most likely due to
the poor fit of the data. However, for the linear data, the linear kernel approximates the true
effect size perfectly and does so already when (NI < 10) until all data points have arrived.
Note here the exponential kernel overestimates the effect size, which is consistent with the
results of the model comparison. The reason is that the exponential is so flexible, that it fits
the noise instead of the signal.
Finally, for data sets with a nonlinear underlying form from Figure 4B the BMA effect
size estimate ”converges” at around the same point (around NI = 5 − 10 ) for the different
d. This means that one could now draw a conclusion because additional data points to not
change the effect size estimate anymore. For the linear data, on the other hand, the point
of convergence seems to differ among discontinuity sizes and most certainly it converges a
bit later approximately after NI = 20 when the discontinuity sizes increase. In the two
simulation studies so far, the Matern and RBF kernel seem to be the best choice as they were
able to model both data sets. Nevertheless, these two data sets still have a relatively smooth
underlying function and functions that are characterized through more fluctuations might be
better represented with a different kernel. This will be explored in section 3.4.
Similar to the model comparisons, multiple kernels can be tested, and the total BMA
represents the effect size estimate across model. Again, if no prior knowledge about the data
is available, one should make use of the multiple kernels and conclude an effect based on the
total BMA effect size estimate across all kernels.
All in all, the simulations have demonstrated that for both data sets, not all observations
were necessary and one could have concluded an effect earlier.
3.3.1

BMA convergence point

The above findings have shown that the effect size estimates can indeed tell us that at a
certain time we have reached sufficient evidence and increasing the sample size will not have
a large effect on the effect size estimate anymore.
A simple function was implemented to quantify the exact time point at which the BMA
effect size estimate converges. This function takes the total BMA effect size estimate (the
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BMA convergence point measure
discontinuity size
Linear true model Nonlinear
(Figure 3B)
model 4B)
d=0
1
5
d=2
10
5
d=4
19
5

true

Table 1: Results of the BMA convergence point measure for the simulations in 3B and 4B
which indicate the exact point after which the BMA estimate (black line in plot) converges.

black dashed line in the plots) as input, loops through the whole list (the total BMA effect size
estimates for all time points after the intervention) and checks for each value if the difference
between that value and the mean of all the following estimates is below a predefined threshold.
After a lot of testing, it was found that the threshold 0.05 serves as a good decision boundary.
However, more research needs to be conducted to see in which situations this threshold might
be more or less applicable. Finally, the function returns that time point at which the effect size
estimates do not significantly change anymore and we can conclude that it has ”converged”.
For the rest of the paper, this point will be referred to as ”BMA convergence point”. Table
3.3.1 illustrates the average convergence point over the 100 simulations based on the total
BMA effect size estimate 3B and 4B. The results from the table are in line with the findings
from the plot.
It is important to realize that in reality, we do not know the true effect size d. For this
reason, we look at when the BMA estimate ”converges”. Still, this measurement might be
subjective and also depends on the chosen threshold mentioned above. In addition to that,
while the BF can tell us how confident we are in our results (e.g. larger Bayes factor indicates
more certainty), the BMA convergence point is not able to do that. Therefore, this decision
metric should only be used in combination with the model comparison.
The Bayes factor can tell a healthcare provider how strong our evidence is in favor of or
against a discontinuity and the BMA convergence point can tell us at what point we could
have made that conclusion.

3.4

Influence of the lengthscale

This simulation study explores whether the lengthscale parameter has an influence on how
fast we can detect an effect. It should be noted that not all covariance functions have a
lengthscale. Of the considered covariance functions in this study, only the RBF kernel, the
Matern kernel and the exponential kernel have one.
The length scale hyperparameter describes how fast the function values change. As an
example, a short lengthscale encodes a non-smooth function with lots of fluctuations. This
means that the function values change quickly e.g if you move from xt to xt+1 then although
xt to xt+1 are close in space, the corresponding function values f (xt ) and f (xt+1 ) can be
completely different. On the other hand, a long lengthscale tells you that if one time point
xt+1 is added, the function values f (x) and f (x0 ) are similar, therefore the function changes
rather slow. For these reasons, the lengthscale parameter is often interpreted as the distance
you have to move along some axis before the function values change significantly (Rasmussen
& Williams, 2006).
Since the lengthscale parameter encodes how quickly the function changes, it directly
affects the detection of a discontinuity which is a sudden change that can only be captured
well by a short lengthscale. For the continuous model, this means in order to fit the data
that was drawn from a function with a discontinuity, it must have a short lengthscale.
Now in the two extreme cases, the underlying function is either very smooth or very nonsmooth (characterized through lots of fluctuations). In general, it is easier to detect an effect
if the latent function is smooth with low noise. The assumption is that if the latent function
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is non-smooth with low noise then many observations are required in order to correctly detect
this, otherwise, we might mistake it for a smooth latent function with high noise.
In the first case, where the latent function is smooth, although the continuous model
needs a short lengthscale to detect a discontinuity, the observations further away from the
intervention might support a very smooth function. This will result in the continuous model
predicting a smooth function and learning a large lengthscale. However, this also means the fit
at the threshold will be rather poor, which reduces the marginal likelihood for the continuous
model. In contrast, since the discontinuous model is split into two sub-models, it does not
have the problem that it must have a short lengthscale to detect a discontinuity. It will
predict two smooth regressions for the pre-intervention and post-intervention observations
respectively resulting in a larger marginal likelihood, which means the discontinuous model
will be more likely and the model comparison will indicate a discontinuity.
In the second case, where the underlying function is non-smooth, the continuous model
will learn a short lengthscale anyway and is able to model the jump pretty good as well. So,
it will be harder for the discontinuous model to ”overrule” the continuous model.
This leads to the assumption that for non-smooth functions (quick-changing signal) it will
be much harder to detect a discontinuity then for smooth functions. However, it might also
depend on how many observations we have prior to the intervention. This is because, if we
have too little observations, we might incorrectly infer a smooth function with high noise,
while the true latent function is non-smooth with low noise. To test this idea the following
generative model for the data is defined:
xi ∼ U(−3, 3)
i ∼ N (0, σ 2 )
π
yi ∼ 1.2 + 2 sin ( xi ) + d[xi > b] + i i = 1 . . . n
p
σ = 1.0

(11)

b = 0.0,
where d = 2.0, N = 100 referring to the true discontinuity, the total sample size respectively
and p = (6, 3, 1) corresponds to the period which influences the number of fluctuations present
in the data. The three data sets are presented in Figure 5. The period is the only thing
that changes in order to test the influence of periodic data on how fast we can detect an
effect. Moreover, it should be pointed out that we assume stationary which means that
the lengthscale stays the same before and after the intervention. For each data set, the
performance of the Matern kernel, the RBF kernel and the exponential kernel will be compared
using the model comparisons presented in A, effect size estimates presented in B and the
learned lengthscales presented in C. Additionally, we would assume that the exponential and
the Matern kernel might be able to fit the non-smooth data better as their priors fluctuate
more, as can be seen in section 3.1, however, since the RBF kernel is infinitely differentiable
(Rasmussen & Williams, 2006) it should be able to fit the data as well.
First, the results of the model comparison show that the more fluctuations present in the
data, the less confident the BF becomes in his estimates for all 3 kernels. For p = 1.0 the
estimates of the kernels differ greatly. While the Matern kernel and the exponential kernel
predict a stable Bayes factor of 0 as the sample size increases, the RBF kernel jumps between
an extremely large Bayes factor and one that is 0, as shown in a separate window. Although
the total Bayes factor computed using Bayesian model averaging is gives most weight to the
flexible kernels, the Matern and the exponential kernel, it is still greatly influenced by the
shape of the RBF kernel.
These findings are underlined by the BMA effect size estimates visualized in B where a
similar trend is noticeable. For p = 6 and p = 3 the BMA effect size estimates are relatively
stable after around 10 data points which also shows that in this case an effect could be
concluded equally fast. However, the estimated effect size is substantially lower as the number
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Figure 5: 3 example data sets simulated from the generative model from equation (11) with
different periods p indicating increasing periodicity
of fluctuations increase. Again for p = 1 the effect size estimate is extremely unstable from
which we can conclude that the effect size estimate has not converged and additional data
points still influence the effect size estimate. Note, that the exponential kernel overestimates
the true effect size (blue horizontal line) for all periods p. For p = 6 and p = 3 this can be
attributed to the poor fit of the data, as the latent functions are still smooth in contrast to
the very non-smooth prior of the exponential kernel.
Lastly, the learned lengthscales visualized in C support the previous findings. As to be
expected the more fluctuations, the lower the learned lengthscales. Interestingly, while the
Matern and RBF kernel are stable in their estimates for p = 6 and p = 3, the exponential
kernel predicts a very smooth underlying function first with a larger lengthscale and only after
about 30 data points after the intervention, it reduces to the same lengthscale as the RBF and
Matern kernel. This directly relates to the finding that the exponential kernel overestimates
the true effect size, as it seems to get stuck in a local optimum of a very smooth function (a
straight line), and only if more observations are added, it is able to estimate the underlying
function well. On the contrary, for p = 1 the exponential kernel is consistently predicting
short lengthscale, which makes sense as it is now able to fit the data much better. On the
other side, the RBF kernel jumps between predicting an extremely large lengthscale or an
extremely low lengthscale for as the number of data points after the intervention increase,
which its unstable estimate of the Bayes factor for p = 1.
One explanation for these unstable estimates lies in the way the hyperparameters are
optimized. As this optimization is not a convex problem it is possible that when the model
maximizes the marginal likelihood w.r.t the hyperparameters that it finds two local optima
that are equally likely but predict completely different underlying functions (Rasmussen &
Williams, 2006). For each new data point after the intervention, a new point estimate that
maximizes the marginal likelihood is found. Due to this point estimate, it is possible that
one data point can completely change the prediction of the model to jump from one local
optimum to another optimum. Either the model predicts a smooth line corrupted by a lot
of noise which then leads to an extremely large Bayes factor or it predicts a very wiggly
underlying function that has lower noise and leads to a Bayes factor close to 0.
To summarize, the more fluctuations in the data the lower the BF becomes, indicating less
confidence in the estimate. If the data is characterized by a lot of fluctuations, such as when
p = 1 it becomes much harder to identify reliable results of whether a discontinuity is present
or not. At the same time, it has also been shown that as the number of fluctuations increase,
the estimates between the kernel differ greatly. Moreover, choosing the wrong kernel can lead
to come to the wrong conclusion (e.g. RBF kernel for a p = 1). This finding has important
consequences, as it means prior information about the underlying signal (e.g whether we
expect a smooth or a non-smooth one) is of great importance as it gives valuable information
on how fast and how reliable we can detect a discontinuity.
Finally, the way the hyperparameters are optimized with MLE can become a pragmatic
issue for sequential settings if the data is very non-smooth and further research needs to be
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Figure 6: Results of simulation to investigate the influence of the lengthscale on 3 different
data sets generated for 3 different values for p = [6.0, 3.0, 1.0]. S-BNQD was applied using
the 3 flexible covariance functions: the RBF (Gaussian) kernel, the Matern kernel and the
exponential kernel. The shaded regions represent the standard error over the 50 simulations.
A. Visualizes the log Bayes factor as a function of time point after the intervention for the
different kernels applied to the different data sets. B. Illustrates the BMA effect size estimates
as a function of time point after the intervention. C. Displays the learned lengthscales as a
function of data points after the intervention
conducted to address this problem. Possible solutions include sampling the hyperparameters
using Hamiltonian Monte Carlo (HMC). It has been shown that HMC can greatly improve the
performance on parameter spaces where multi-modality is an issue (Heinonen, Mannerström,
Rousu, Kaski, & Lähdesmäki, 2016). Another option could be, smart initialization of the GP
with the initial hyperparameter values set to those learned in the previous iteration. This
solution might also reduce convergence speed and could solve some local optima issues. Last
but not least, one could try to approach this updating of the hyperparameter values fully
analytically. Since each time only one observation is added, re-using some information from
the previous time-points would make the predictions more robust and avoid getting stuck in
local optima. A first analytical approach to address this problem is presented in section 4.

3.5

Influence of the number of data points before the intervention

It has been repeatedly noted that in situations where fast inference is essential, we often only
have a small number of observations prior to the intervention due to limited time. Going
back to the emergency room example, if the patient’s condition is critical then a healthcare
provider does not have infinite time to make multiple assessments before he or she applies
a medication. In these situations, it is crucial to know, how many observations before the
intervention are necessary to obtain a reliable estimate of the effect of an intervention.
The simulation studies of section 3.2 and 3.4 suggest that the number of data points
before the intervention can directly influence the time point at which we can conclude an
effect. It has been shown, that if many observations before the intervention are available,
then the two models are more likely to correctly pick up the underlying function of the data.
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However, if the number of observations before the intervention is small, it can happen that
the model mistakes a non-smooth underlying function with low noise for a smooth function
with high noise. Conversely, it can happen that if the latent function is smooth, the model has
not enough observations and learns a non-smooth function with a short lengthscale instead
of a smooth function with a discontinuity. Thus, if the number of observations before the
intervention is too low, then the estimates can become very unstable.
The goal of this simulation study is to investigate how much data before the intervention is
necessary in order to avoid these unstable estimates that can lead us to the wrong conclusion.

Model comparison
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Figure 7: S-BNQD applied to the 10 generated 10 data sets according equation (9) with each
N = 300 observations in total. The left panel indicates the results of the model comparison
for varying pre-intervention sample sizes NC = [30, 60, 100, 150] and up to NI = 150 postintervention points. The right panel illustrates the corresponding estimated discontinuities
conditioned using the Bayesian model average. The blue horizontal line indicates the true
effect size of d = 2.0. In both plots, the shaded regions indicate the standard error over the
10 simulations.
Figure 7 presents the results S-BNQD approach averaged over 10 simulated data sets with
N = 300 observations, each generated according to the generative model of equation 9 where
we set d = 2.0 and σ = 1.0. Here, the only thing that differs is the number of pre-intervention
observations NC = [30, 60, 100, 150], so the intervention is basically just shifted in time. A
linear latent function was chosen, such that the discontinuity should be equally easy to pick
up everywhere and one can clearly see the influence of the number of pre-intervention points.
The left panel shows the results of the model comparisons for the first 150 time points
after the intervention. First, there is a clear trend noticeable between the number of preintervention points and the size of the Bayes factor. Confirming the above assumptions, the
more data available before the intervention, the higher the Bayes factor for the same number
of observations after the intervention. This directly shows, that the more observations are
available before the intervention, the more confident we can be in the results. Still, even if
NC = 30, the Bayes factor rapidly detects the presence of a discontinuity. Again, the Bayes
factor rapidly increases, then stabilizes and after that slowly increases.
The right panel indicates the estimated effect sizes using the Bayesian model average from
equation (2). Surprisingly, although the model comparisons showed strong evidence for the
presence of a discontinuity already after few observations after the intervention, the effect
size estimates converge rather late for all values for NC . This is consistent with the results of
the BMA convergence point measurement presented in table 3.5 and indicates that additional
data points still influence the estimated effect size. Nevertheless, even for few data points
after the intervention the estimated effect sizes are close to the true d.
The results show that indeed the higher the number of pre-intervention points, the more
confident we can be in the our estimates. Still, if we have only very little data points before

19

NC
30
60
100
150

BMA convergence point measure
Convergence point
110
98
96
94

Table 2: Results of the BMA convergence point measure from section 3.3.1 on simulated
data generated from equation (9) with d = 2.0 for different number of data points before the
intervention NC .

the intervention, the model is still able to find an effect quickly, however is less confident in
this effect. This finding confirms that there is a trade-off between the speed at which it is
possible to detect an effect and the accuracy of our estimates which was already mentioned
by in section 2.4. This is explicitly shown in the plots as already for 30 data points before
the intervention it is possible to establish an effect, however the Bayes factor is much lower
than if more observations were sampled before the intervention. It should be pointed out,
that the time point at which we can conclude an effect can not be solely attributed to the
number of pre-intervention points. Rather, it presumably depends on multiple things, such
as the signal-to noise ratio in the data, the periodicity, and the choice of the kernel, as we
have shown in the previous simulation studies. Moreover, this study focuses on data with a
linear latent function which might not generalize directly to nonlinear data.

4

Analytical approach

Section 3.4 already indicated that if we can train the model in a more efficient manner, we
might be able to solve some of the issues presented above, such as the convergence speed
and the multimodality issue. Another related issue concerning GP inference in general, is
its computational complexity. GP inference scales (N 3 ) with respect to the number of data
points (M. M. Zhang et al., 2019; Rasmussen & Williams, 2006) due to the inversion of the
kernel matrix. In the S-BNQD approach, each time one new data point arrives sequentially
in time the model needs to be refitted. For large data sets the inversion of the kernel matrix
Kn makes this computationally too expensive. Instead of refitting the models from scratch,
a more efficient way would be to re-use some information from the previous runs. This could
then be a possible solution to the aforementioned problems.
For this reason, this section tries to derive an analytic solution to the updated Bayes factor
after an additional data point has been observed. This can help understand what exactly
changes when one new data point is added and whether previously computed information
could be re-used. The Bayes factor is given by equation (1). Writing out this formula results
in:
p(DC |M1 )p(DI | M1 )
p(D | M0 )
= (log p(DC | M1 ) + log p(DI | M1 )) − log p(D | M0 ).

BF10 =
log BF10

(12)

Note that each of the three marginal likelihood terms in the second step can be rewritten into
the analytical form introduced in equation (7). If one wants to understand what happens
when one new data is added, one has to inspect how the components of the marginal likelihood
change as a result of the addition of that data point. Therefore, the next section tries to find
the change in the individual terms as we observe one additional data point. Note that it does
not matter which data point after the intervention exactly this is, it could be that this is first
data point after the intervention, but the same principle applies if we already observed 4 data
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points after the intervention and we know observe what happens when we add the 5th data
point.

4.1

Change in Log marginal likelihood

According to Rasmussen and Williams (Rasmussen & Williams, 2006) the analytical formula
of the marginal likelihood from equation (7) can be separated into 3 components which have
specific roles:
1.

1 T
−1
2 y Kn y

can be seen as the data fit and is the only component that includes the
observations y

2. − 21 log | Kn−1 | can be seen as the complexity penalty which depends solely on the
inputs and the covariance function
3. − n2 log(2π) is the normalization constant and depends only on the number of data
points available
How do the individual components change if one new data point is arriving? The change of
each term will be explained individually below starting with the normalization constant and
ending with the data fit term due to increasing complexity.
4.1.1

Change in Normalization constant

The change in this term is simple as it only depends on the number of data points available. If
n is the number of data points in D, and D is increased by one element as one new data point
arrives, so n = n + 1, then this results in the following normalization term − n+1
2 log(2π).
Therefore, if one new data point is added to the data set this results in a change of the
marginal likelihood of:

−
4.1.2

n+1
n
1
log(2π) + log 2π = − log(2π).
2
2
2

(13)

Change in Data fit

Each time a new data point arrives sequentially in time the model needs to be refitted.
−1
Instead of recomputing Kn+1
from scratch, a more efficient way would be to make use of the
previously computed inverse Kn−1 . Since the new kernel matrix differs from the old one in
that only one new row and one new column is added for the new data point, the question
arises what exactly changes in the data fit as a new data point is added. It should be pointed
out, that this approach only holds if we assume, we can use the same hyperparameters that
we have learned, based on earlier data. This assumption is valid, since it follows from the
stationarity assumption anyway, see section 2.2. One can reuse Kn−1 to efficiently update
−1
Kn+1
by making use of the Matrix Inversion Lemma (Hager, 1989; Bernstein, 2009) and
the Schur Complement (F. Zhang, 2005):


A
M=
C


B
,
D

(14)

where A, B, C, D are submatrices of the size n × n, n × p, p × n, p × p respectively and A and
D are square matrices and invertible. Thus the shape of M is n + p × n + p. Then it follows
that the inverse of M is given by:

M

−1

 −1
A + A−1 BS −1 CA−1
=
−S −1 CA−1
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−A−1 BS −1
,
S −1

(15)

where S is the Schur complement and is given by: S = (D − CA−1 B) with shape p × p. This
can be easily translated to the S-BNQD approach by choosing:
A = Kn−1
B = kn = [k(x1 , xn+1 ), k(x2 , xn+1 ), ..., k(xn , xn+1 )]T

(16)

C = kTn = [k(xn+1 , x1 ), k(xn+1 , x2 ), ..., k(xn+1 , xn )]
D = k(xn+1 , xn+1 ).

Hence, the new kernel matrix (with one data point added) Kn+1 can be represented as a
block matrix consisting of the 4 sub matrices from equation (16):

Kn+1 =

"
Kn

kn

#

kTn

k(xn+1 , xn+1 )

.

(17)

From this and equation (15) the inverse can be efficiently computed by:
"
−1
Kn+1

=

Kn−1 + Kn−1 kn S −1 kTn Kn−1

−Kn−1 kn S −1

−S −1 kTn Kn−1

S −1

#
,

(18)

where again S can be computed with the Schur complement and is given by:
S = k(xn+1 , xn+1 ) − kTn Kn−1 kn . However, it is important to realize that these calculations
do not take into account that the observations are usually corrupted by noise. If we account
−1
by
for the noisy observations (Kn = Kn + σn2 I), we can efficiently update Kn−1 to Kn+1
(Perez-Cruz, Van Vaerenbergh, Murillo-Fuentes, Lazaro-Gredilla, & Santamaria, 2013):

−1
Kn+1
=

 −1
Kn + Kn−1 kn kTn Kn−1 /σy2
−kTn Kn−1 /σy2


−Kn−1 kn /σy2
,
1/σy2

(19)

where σy2 can be computed with the Schur complement and is given by:
S = k(xn+1 , xn+1 ) − kTn Kn−1 kn
σy2 = S + σn2
Kn = Kn +

(20)

σn2 I.

Note that if Kn−1 was already computed, we can simply update that matrix instead of re−1
computing the inverse Kn+1
from scratch. Although these calculations may look complex,
with a closer look one can see that updating the matrix only requires simple matrix-vector
multiplication, which is much more computationally efficient than the initial matrix inversion
with complexity O(n3 ). Finally, if we observe one additional observation then the observation
vector y increases by a single element y as one new observation is added, such that the vector
y becomes:
 
y
=
.
y

(21)

Consequently, the change of the data fit component is given by:

=


1 Kn−1 + Kn−1 kn kTn Kn−1 /σy2
y
−kTn Kn−1 /σy2
2

where S, σy2 and Kn are defined as in equation (20).
22


−Kn−1 kn /σy2
y,
1/σy2

(22)

4.1.3

Change in Complexity penalty

The determinant of the kernel matrix makes it harder to investigate the change of the complexity penalty when one new data point is added. Due to the sequential design one has
already computed | Kn−1 |, so if one data point is added, it would be very inefficient to cal−1
culate | Kn+1
| from scratch. The problem was approached in a similar way as with the data
fit component. The idea was that by using the formula for the determinant of partitioned
matrices it would be possible to re-use the previously computed determinant. Suppose we
have the same matrix M as in (14) which consists of the 4 submatrices A, B, C, D. If D is a
1 × 1 matrix, B an n × 1 column vector, C is a 1 × n row vector and A a n × n matrix then
the following formula holds (Powell, 2011):

det(M ) =

A
C


B
= (D − CA−1 B) · det(A).
D

(23)

It is important to note that if det(A) was already computed before then the whole computation
of det(M ) can be reduced to a simple scalar-matrix multiplication as (D − CA−1 B) is a 1 × 1
matrix and det(A) was computed before. Although it is possible to use this formula to update
the determinant of the kernel matrix from | Kn | to | Kn+1 | using the transformations from
(16), where again Kn−1 ,kn , kTn and k(xn+1 , xn+1 ) have shapes n × n, n × 1, 1 × n and 1 × 1
respectively and represent the old kernel matrix, a new column vector, a new row vector and
a scalar:

det(Kn+1 ) =

!

Kn

kn

kTn

k(xn+1 , xn+1 )

= (k(xn+1 , xn+1 ) − kTn Kn−1 kn ) · det(Kn ),

(24)

it is not possible to use this approach to update the inverse of the old kernel matrix Kn−1
−1
towards the new kernel matrix Kn+1
. This is because when partitioning the inverse matrix
−1
Kn+1 into 4 submatrices, although one has already computed Kn−1 one does not have the
column and row vector of the inverse available. Unfortunately, an efficient way to update
the determinant of the inverse could not be found. This leaves us to assume that the whole
matrix determinant changes, as one additional observation arrives and we end up with the
same equation for the complexity penalty as in section 4.1 where the determinant of the
inverse matrix needs to be computed from scratch.
4.1.4

Putting it all together

The question that remains now is how we can integrate the above findings. In order to do
that we can now go back to out initial equation in (12). If one data point is added, then:
nC = nr. of points before the intervention (control group)
nI = nr. of points after the intervention incl. the additional data point (intervention group)
n = nC + (nI − 1) (total nr. of points excluding the additional data point)
(25)
1
nC
1
nI
1
1
y − log | Kn−1
|−
log(2π) − y T Kn −1
log | Kn −1
log(2π))
= (− yT Kn−1
I y−
I |−
C
C
2
2
2
2
2
2
|
{z
}|
{z
}
log p(DC |M1 )

 
1 y Kn−1 + Kn−1 kn kTn Kn−1 /σy2
+
−kTn Kn−1 /σy2
2 y
|

log p(DI |M1 )

−Kn−1 kn /σy2
1/σy2
{z

 
n+1
1
y
−1
|+
log(2π)) .
+ log | Kn+1
y
2
2
}

log p(D|M0 )

(26)
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The main idea was now to see if some of the terms cancel out or could be simplified. Since we
always only update one point, one would assume that much of the terms stay the same and
therefore do not change the Bayes factor. If the terms that stay the same then cancel out, one
would be left with the ones that actually contribute to the change in the Bayes factor and one
could possibly see whether a certain number of data points is necessary in order to conclude
an effect. For example, if one takes out all the components that belong to the normalization
term:

=−

nI
n+1
nC
log(2π) −
log(2π) +
log(2π)
2
2
2

(27)

= 0,
where n = 50 and nC = 50 and nI = 1 which means we already have 50 data points and we
add the first point after the intervention. We then end up with −50 − 1 + (50 + 1) = 0 which
means that the normalization term cancels out. Note again, that the same principle holds if
nC = 50 and nI = 14 so we add the 14th data point after the intervention.
This means the formula from equation (26) can be reduced to:
1
1
1
1
log | Kn −1
= − yT Kn−1
y − log | Kn−1
| − y T Kn −1
I |
I y−
C
C
2
2
2
2
{z
}|
{z
}
|
log p(DC |M1 )

log p(DI |M1 )

 
 
1
1 y Kn−1 + Kn−1 kn kTn Kn−1 /σy2 −Kn−1 kn /σy2
y
−1
+ log | Kn+1
+
|.
y
1/σy2
−kTn Kn−1 /σy2
2 y
2
|
{z
}

(28)

log p(D|M0 )

Unfortunately, for complexity penalty and the data fit component, such easy cancellation
could not be found. Up to my knowledge it is not possible to add | Kn−1
| and | Kn−1
|
C
I
−1
in a way that results in | Kn+1 |. Rather, the whole matrix determinant changes if one
new observation arrives. Similar for the data fit component, its quadratic nature made it
difficult to reduce the terms. Consequently, I conclude that this is still an open issue that
invites for further research. If these issues can be addressed, then it might be possible to
find a relationship between the number of data points available after the intervention and the
possible effect sizes that can be detected with the log Bayes factor.

5

Applications

Due to the obvious relevance of a method that allows us to do causal inference in sequential
settings, this section will demonstrate how the proposed method can be applied in practice.
In order to do so, it will be tested on two empirical data sets. First, it will be applied to the
Sicily smoking ban data set (Francesco Barone-Adesi, 2011) and additionally to a data set
provided by the European Environment Agency (EEA) (EEA, 2020).

5.1

Effect of the Sicilian Smoking Ban on hospital admissions for
acute coronary events (ACE)

The study was initially conducted to find out whether the introduction of a national smoking
ban in 2005 in public areas in Italy has an effect on hospital admissions for acute coronary
events (ACEs). Many studies have been conducted reporting varying results (Francesco
Barone-Adesi, 2011; Lorenzo Richiardi, 2014), however, what all of these studies have in
common is that they try to find an effect assuming that the whole data set is available
beforehand. The contribution of this paper lies in giving insights into the time point at
which we could have drawn a causal conclusion. We hereby assume that each month after
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Effect of Sicilian Smoking Ban in 2005 (complete data set)
Kernel
log p(D|M0 ) log p(D|M1 ) log BF10
Linear
-78.1
-77.82
0.29
Exponential
-74.18
-73.93
0.25
RBF
-73.27
-72.87
0.4
Matern32
-73.67
-73.40
0.27
Table 3: Marginal log likelihoods and log Bayes factors for different kernels applied to the
complete Sicilian Smoking Ban data set

Std ACE rate x 10,000

the smoking ban introduction in 2005 a new measurement arrives, which allows us to update
our beliefs about the presence or absence of an effect. The sequential approach then enables
us to draw a conclusion as fast as possible which can have important implications for public
health. For instance, if the results would show a large reduction in hospital admissions for
ACE’s then it would be crucial to have this information as fast as possible such that one can
extend the duration of the ban or other countries could introduce similar smoking bans to
improve public healthcare.
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Figure 8: Sicily smoking Ban data set (Francesco Barone-Adesi, 2011) which shows standardized ACE rate as a function of time. The implementation of the smoking ban is represented
by a dashed line.

Conveniently, we do have the whole data set at hand so we can first apply the BNQD approach
to the complete data set and later compare whether we could have come to the same conclusion
earlier. Figure 8 shows the ACE rate as a function of time and Table 5.1 presents the results
of the model comparison for the following four kernels: the linear kernel, the exponential
kernel, the RBF kernel and the Matern kernel. When applied to the complete data set the
Gaussian kernel seems to fit the data set best indicated by the largest marginal likelihood. All
four kernels show very weak evidence in favor of the discontinuous model, but since the log
Bayes factor is so close to 0, we cannot favor either direction. Although there is no conclusive
evidence for the absence or presence of a discontinuity, the S-BNQD approach was applied to
investigate the estimates of the log Bayes factor as a function of time. S-BNQD is applied to
the same data set. The results are presented in Figure 9.
The left panel represents the Bayes factor as a function of the data points available after
the intervention where each new data point represents one month. It becomes immediately
obvious that around approximately 13 data points all kernels find a log BF of 0 similar to
the results of the complete data set. However, for very little points after the intervention
the estimated log Bayes factors differ across the considered kernels. While the log Bayes
factor of the Matern and exponential kernel are stable over time, indicating evidence in favor
of the continuous model, the Gaussian and the linear Kernel only come to this conclusion
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Figure 9: The results of S-BNQD applied to the Sicily smoking ban data set. The left
panel indicates the log Bayes factor as a function of time points after the intervention for 4
different kernels from introduced in section 3.1. The right panel demonstrates the estimated
discontinuity sizes using the Bayesian model average. The black dashed line indicates the
estimated discontinuity across all models.
after approximately 13 data points. It should be noted, that when only little data after
the intervention is available the linear kernel even shows strong evidence for the presence
of a discontinuity. On the contrary, the RBF kernel shows moderate evidence against a
discontinuity, thus both kernels overestimate the true effect.
Furthermore, the left panel shows that the total log Bayes factor computed using the
Bayesian model average (indicated by the black line) and introduced in equation (3) demonstrates how the evidence of one kernel can dominate all others (Hinne et al., 2019). This can
be seen as the BMA estimate resembles the estimate of the Matern kernel and the exponential
kernel completely over time indicating that they fit the data best. This is underlined by the
individual regressions as can be seen in Appendix A. This again is an advantage of the approach and shows that even without prior knowledge of the shape of the data one can simply
apply multiple kernels and the total log Bayes factor will resemble the results of the kernels
that best fit the data. The right panel shows the BMA effect size estimates. A similar trend
is noticeable as the estimates differ for few data points after the intervention and stabilize as
the sample size increases.
To understand the differences in the kernels when only little data is available, the individual regressions for the first time points were shown. The predicted regressions for the first
20 data points as they would arrive sequentially in time are visualized in Figure 10. Here,
the continuous model is indicated in grey and the discontinuous model in orange and the
regressions are inferred using the RBF kernel. For direct comparison, a similar plot using
the Matern kernel is shown in Figure 11 and the same plot for the linear kernel and the
exponential kernel can be found in Appendix A.
The plot shows that indeed when the amount of data points after the intervention is small the
predictions of the two sub models take a completely different form. The discontinuous model
infers a relatively smooth underlying function of the data while the continuous model is able
to capture the underlying nonlinear form of the data well as new data arrives. The reason
for this is that for the first data points after the intervention, the discontinuous model does
not have enough observations to learn the nonlinear underlying function that the continuous
model seems to learn. Instead, it predicts a smooth function with high noise.
As the sample size increases, the discontinuous model seems to make a sudden “jumps”
from predicting a smooth regression line to a non-smooth underlying form, which can be
directly observed after time point 9 has arrived. As already discussed in section 3.4 these
”sudden jumps” are most likely a result of the way the hyperparameters are optimized. In
this case, one optimum seems to be a relatively simple model (a straight line) with high noise
and a long lengthscale (NI = 1 − 8) while the other optimum seems to be a rather complex
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Smoking Ban Sequential analysis: RBF kernel
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Figure 10: Individual regressions inferred with the RBF Kernel for the continuous model
(grey) and the discontinuous model (orange) for the first 20 time points after the introduction
of the smoking ban in 2005 in Italy. Each individual plot visualizes the ACE rate as a function
of time points after the smoking ban introduction. The results of the model comparison
represent the title of the individual plots.
model (nonlinear underlying function) characterized by little noise and a short length scale
(NI > 13).
Interestingly, the Matern kernel does not show these sudden jumps and seems to be rather
stable in predicting that the underlying form of the data is nonlinear. Figure 12 displays the
learned lentghscales as a function of time.
Confirming the above observations, the RBF kernel switches between a large and a short
length scale until data point approximately 12 (which is in line with the results of the BMA
convergence point), while the Matern and the exponential kernel continuously predict a short
length scale. The fact that the Matern kernel does not show these sudden jumps is interesting
and might indicate that in general although the RBF kernel is so popular it might be ”too
smooth” to detect reliable discontinuities in the data. Research supports this idea, as it has
been shown that although the RBF kernel and Rational Quadratic kernel are so widely used
for many applications, their performance greatly decreases as soon as the function the GP tries
to model contains a small discontinuity. Even for small discontinuities, the lengthscale will
be determined by the ”smallest wiggle” in your function, so even if all the other observations
support a smooth function, the small discontinuity can make the model incorrectly predict a
short lengthscale (Duvenaud, 2014).
This suggests that the Matern kernel can be a better choice, especially for sequential
settings. Nevertheless, further research is needed to understand the exact reason why the
Matern kernel seems to perform better in these situations. In addition to that, the application
again shows that prior knowledge about the underlying function should be incorporated in the
kernel choice. This is because by using different kernels we can arrive at completely different
conclusions. Finally, it may seem strange that the log Bayes factors are closer to 0 as more
observations are added. The reason for this is still unclear. One possibility is related to a
challenge of the Bayes factor discussed in section 2.3. If the Bayes factor is close to 0 but not
exactly 0 it might stay in the undecided region for many observations before it has enough
observations to provide for the absence/presence of a discontinuity. From this, it follows that
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Smoking Ban Sequential analysis: Matern kernel
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Figure 11: Individual regression inferred with the Matern Kernel for the continuous model
(grey) and the discontinuous model (light green) for the first 20 time points after the introduction of the smoking ban in 2005 in Italy. Each individual plot visualizes the ACE rate
as a function of time points after the smoking ban introduction. The results of the model
comparison are presented in the title of the individual plots.
more observations would be needed and that if we stop too early, we might end up with
misleading evidence. Nevertheless, since we do not know the true effect size, this remains an
open issue.

5.2

Effects of the Covid-19 lockdown on the air quality in Barcelona

Various media sources as well as scientific papers reported that the implementation of the
lockdown to prevent the coronavirus from spreading has led to a sudden decrease in air
pollution as a consequence of the reduction in road transport in various cities (Tobı́as et
al., 2020; Nakada & Urban, 2020). The European Environment Agency (EEA) (EEA, 2020)
which measures different air pollutants concentrations hourly in various cities in Europe makes
this data publicly available. Spain is one of the countries that has enforced a strict lockdown
for all citizens starting on March 16th, 2020. This study tries to investigate whether the
lockdown indeed led to a reduction in air pollution in the city of Barcelona and if this is the
case how fast we could have concluded this effect. It is important to note that the whole data
set used for this study belongs to the measurements of one air quality monitoring station
(ES − 1983A) in Barcelona that is labeled as a ”traffic” station (EEA, 2020) and contains the
hourly concentration levels of the air pollutant NO2 which is known to be released by road
transport. The data was taken from the time period of January 1st, 2020 until May 28th,
2020.
The data was prepossessed by averaging the hourly values to produce daily means. Some
individual hours were missing which were then replaced by the mean of the rest of the hours
corresponding to that day. Figure 13 displays the NO2 concentrations as a function of time
where each data point represents one day. The implementation of the lockdown is represented
as the dashed line.
Following the same procedure as in the previous application, the method was applied to the
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Figure 12: Optimized lengthscales using Maximum likelihood estimation (MLE) with the
Exponential kernel, RBF kernel and Matern kernel for the Sicilian smoking ban data set
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Figure 13: Daily NO2 concentration (ug/m3) measured by station (ES −1983A) in Barcelona
for the time period from January 1st, 2020 until March 28th, 2020 (149 days in total) (EEA,
2020). The implementation of the lockdown on March 16th, 2020 is represented as a dashed
vertical line. The red vertical line indicates the result of the BMA convergence point from
section 3.3.1 at which a causal effect could have been established.
complete data set first. The estimates for the linear, RBF, Matern and exponential kernel
are shown in table (5.2). The table shows that only the linear kernel supports a discontinuity
with a BF10 of 4.39. However, from the marginal likelihoods, one can observe that this
is most likely due to the poor fit of the data. All other kernels provide evidence against
a discontinuity indicating that the lockdown did not reduce the concentration of the air
pollutant NO2. This result might be a bit surprising given that the data seems to suggest a
clear reduction. Possible explanations include nonstationarity signals or confounders which
will be discussed later. The exponential kernel has the highest marginal likelihood which
means that the data is most likely under the model with the exponential kernel.
Figure 14 visualizes the results of the S-BNQD approach. Again the left panel displays the
log Bayes factors computed with equation (2) for the different kernels and the total log Bayes
factor computed with equation (3) indicated as the black line. In contrast to the findings for
the Sicilian smoking ban data set, the estimates of the BF seem relatively stable over time and
there is no ”jumping” noticeable. For the first few data points after the intervention the linear
kernel provides evidence for the absence of a discontinuity indicated by the negative log Bayes
factor, but as the sample size increases it is the only kernel with a positive log Bayes factor
providing substantial evidence for the presence of a discontinuity. The exponential kernel
provides weak evidence for the continuous model already with only a few data points after
the intervention and its estimate is stable over time. The estimate of the exponential kernel
(light green line) and the BMA completely overlap over all time points which is consistent
with the findings for the complete data sets as it was the best fitting model given the data
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Effect of lockdown on NO2 concentration (complete data set)
Kernel
log p(D|M0 ) log p(D|M1 ) logBF10
Linear
-530.52
-527.09
4.39
RBF
-523.27
-526.12
-2.48
Matern32
-523.62
-525.91
-1.74
Exponential
-518.96
-520.12
-1.49
Table 4: Marginal log likelihoods and log Bayes factors for the 4 considered kernels applied
to the complete air quality data set
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Figure 14: The results of S-BNQD applied to the air quality data set. The left panel indicates
the log Bayes factor as a function of time points after the lockdown for the 4 considered kernel
introduced in section 3.1. The right panel demonstrates the estimated discontinuity sizes using
the Bayesian model average. The black dashed line indicates the estimated discontinuity
across all models. Only the linear kernel shows strong evidence for a reduction in the air
pollutant(NO2). All other kernels provide evidence for the absence of a reduction.
and therefore can dominate the BMA estimate. As more data arrives the log Bayes factor for
the Matern kernel seems to approximate the one of the exponential kernel. The RBF kernel
provides evidence for the continuous model as well but deviates from the BMA estimate
indicating poorer fit of the data.
The right panel shows the BMA effect size estimates as a function of time. Consistent
with the model comparison the BMA effect size estimate of the linear kernel for the very first
is around 0 but after approximately 10 data points the model estimates a strong reduction
in the air pollutant. With a close look, one can see that for the very first data points the
more flexible kernels show a weak reduction as well (NI < 5). Nonetheless, as the data size
increases their estimates all indicate an effect size close to 0 which is in line with the negative
log Bayes factors.
The individual regressions for the first 20 days after the intervention can be found in
Appendix B. From the individual regressions, we can see that the only kernel who picks up
the non-smooth function with low noise is the exponential kernel and all other kernels predict
a smooth function with high noise for the first 20 data points after the intervention.
Using the BMA convergence measure from section 3.3.1 the total BMA has converged
after 50 days after the introduction of the lockdown which corresponds to May 5th, 2020.
One can, therefore, conclude that after 50 time points one could have seen that the lockdown
did not lead to a reduction of the air pollutant NO2. Note that these findings only apply to
one of many monitoring stations in the city of Barcelona, thus they can neither be generalized
to the whole city nor to European cities in general.
The estimates for the lengthscales presented in Figure 15 range from a very short lengthscale
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Figure 15: Optimized lengthscales using Maximum likelihood estimation (MLE) with the
exponential kernel, RBF kernel and Matern kernel for the air quality data set
inferring a very wiggly underlying function by the exponential kernel to a large lengthscale
inferring a relatively smooth underlying function by the RBF kernel. Interestingly, for the
Matern and RBF kernel, the estimates of the lengthscales for the two sub-models of the seem
to diverge. This finding suggests that the data might be non-stationary and is also supported
by Figure 13 as the noise level seems to be reduced after the intervention. In general, if we
cannot assume stationarity, we cannot attribute the effects solely to the intervention. Another
possibility that would explain why the data suggests a reduction and the model does not, is
that the possible confounders such as weather conditions or meteorology can also contribute
to reductions in the air pollutant concentration (Borge, Requia, Yagüe, Jhun, & Koutrakis,
2019). All in all, this study shows that applying different kernels can lead to completely
different results. Moreover, in contrast to the previous data set it also shows that much more
data points were necessary to be able to conclude a causal effect.

6

Discussion

Although quasi-experiments have been increasingly utilized in many different domains (Marinescu,
Lawlor, & Kording, 2018; Eliopoulos et al., 2004), the field still lacks a principled framework
on how to draw a causal conclusion when observations arrive sequentially in time and we want
to establish an effect as quickly as possible. In this paper, a new method called Sequential
Bayesian non-parametric quasi-experimental design (S-BNQD) was presented which allows
us to handle streaming data by integrating ideas from sequential hypothesis testing, ITS and
Bayesian non-parametric quasi-experimental designs. By means of simulations, four different
ways were identified that give insight into the time point at which one can establish a causal
effect.
The following section will first discuss the advantages and practical recommendations of
the proposed method by using the running example from the healthcare domain. In addition
to that, potential drawbacks that invite for future research will be presented.
First, in contrast to frequentist approaches to hypothesis testing, the model comparison
framework via the Bayes factor allows for unlimited testing until sufficient evidence in favor
of or against an effect has been reached. The simulations have indicated that in most cases,
not all observations after the intervention were necessary and early stopping would have been
possible. In addition to that, the Bayes factor does not only tell us whether a discontinuity is
present or not but also how confident one can be in the results, as a larger Bayes factor also
indicates higher confidence. Another key feature of the S-BNQD approach is that it allows
to provide evidence for the null model (the treatment did not have an effect) which has a
profound impact in real-time monitoring situations in the health care setting as non-effective
treatments can be detected fast and alternative treatments can be initiated.
Second, the BMA effect size estimate can serve as an additional tool in the decisionmaking process of a health care provider as it can tell us at what point new observations
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do not increase the estimated effect size anymore. By making use of the “BMA convergence
point” method this convergence point can be quantified.
Third, the simulations have shown that the influence of the lengthscale parameter of the
GP directly affects the detection of a discontinuity. For data that is characterized by many
fluctuations, it is much harder to detect an effect and more observations are necessary to
reliably come to a causal conclusion. In practice, this means that if the underlying function
is known to be non-smooth, a healthcare provider should expect to sample for a longer time
such that sufficient observations are available for the two models to correctly pick up the
underlying function.
Fourth, the use of Gaussian process regression in the S-BNQD framework is not only
advantageous because of its flexibility to model complex functions and uncertainty quantification but also because it allows for a very intuitive way to incorporate prior knowledge in
the decision-making process. All simulations have shown that the time point at which one
can detect the effect of an intervention, is still largely influenced by the choice of the kernel.
Therefore, it is important to stress that if prior knowledge about the underlying function of
the data is available, it should be integrated into the choice of the kernel as it can greatly
improve the speed and accuracy at which one can detect an effect. However, if a healthcare
provider does not know which kernel would be the best fit for the data, he or she should apply
multiple different kernels and the total Bayes Factor computed by Bayesian Model averaging,
can serve as a final decision metric.
Last but not least, the simulations have demonstrated that the number of observations
before the intervention have a direct influence on how reliable one can detect an effect. In
practice, however, this can result in a trade-off for the healthcare provider between how fast
an effect can be established and how confident one can be in the results.
Beyond these clear advantages, the S-BNQD approach has potential challenges that need
to be addressed.
First, section 3.4 has shown that the way the hyperparameters are currently optimized
could be a pragmatic issue for sequential settings. This is because when the amount of
observations after the intervention is small, the maximum likelihood estimates can become
very unstable and the model can suffer from local optima. Possible solutions include sampling
the hyperparameters using Hamiltonian Monte Carlo (HMC) as it has been shown to be a
more robust solution if the likelihood is multimodal (Heinonen et al., 2016). Another option
could be to initialize the hyperparameters of the GP with the hyperparameter values set
to those learned in the previous iteration. Moreover, setting priors on the hyperparameters
itself, could also be a potential solution. For instance, if the function is to be expected very
wiggly, it is not only possible to incorporate prior knowledge in the choice of the kernel, but
also to set a small value as a prior on the lengthscale parameter which may prevent the model
from incorrectly inferring a smooth underlying function when the sample size is low.
Second, in the current approach, the whole model is refitted at each step. Although this
study focuses on the context where the number of observations is limited, a more efficient
way to update the hyperparameters could greatly computational complexity, increase convergence speed, and avoid getting stuck in local optima. Recent studies have explored ways to
update GP models parameters as new observations arrive instead of refitting the model from
scratch each time (Csat, 2002; Nguyen, Bui, Li, & Turner, 2017; Gramacy & Polson, 2011).
These approaches might also make the S-BNQD framework more practical in online settings.
Another way to overcome the aforementioned challenges could be to extend the analytical
approach presented in section 4. Even though it did not lead to definite results, it can be
seen as a first approach to address this updating process in a fully analytical way.
Third, the assumption of stationarity could also be considered a disadvantage as the data
in real-world problems is often non-stationary (M. M. Zhang et al., 2019). Recent studies
have been conducted that allow online inference using Gaussian process regression for nonstationary data (M. M. Zhang et al., 2019; Heinonen et al., 2016; Plagemann, Kersting, &
Burgard, 2008). In the current framework, the hyperparameters are forced to be the same
before and after the intervention which then allows us to attribute an effect directly to the
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intervention. Whether this feature will be lost if one extends the S-BQND approach to
non-stationary data is a subject for further research.
Last, despite the many advantages of using the Bayes factor in sequential designs, in the
Bayesian paradigm, it is not possible yet to fix the false-positive and false-negative rate at a
certain value such as NSHT (Schönbrodt et al., 2015). Therefore, more research on proper
error control for Bayes factors in sequential settings could give more insight into the rate of
misleading evidence in S-BNQD.
More research is needed to see whether and how some of the proposed solutions can be
applied in the S-BNQD framework. It should also be pointed out that although this study
has largely focused on the healthcare domain, due to privacy and security concerns, it was
not possible to apply S-BNQD to a medical data set. However, the findings and practical
recommendations are still valid and further research should test the performance of S-BNQD
on such a data set. Additionally, it is important to note that S-BNQD is not restricted to the
healthcare domain but is equally applicable in other domains as has been shown in section 5.
All in all, the S-BNQD approach has both advantages and potential disadvantages that
invite for more research on this topic. Nevertheless, it offers a valid approach with some desirable properties that enable us to establish causal effects in sequential settings. With further
research being conducted, the S-BNQD framework has the potential to improve decisionmaking in patient care where fast inference is essential.
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Appendices
A

Individual regressions Sicily Smoking Ban
Smoking Ban Sequential analysis: Linear kernel
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Figure 16: Individual regression inferred with the linear kernel for the continuous model
(grey) and the discontinuous model (blue) for the first 20 time points after the introduction
of the smoking ban in 2005 in Italy. Each individual plot visualizes the ACE rate as a function
of time points after the smoking ban introduction. The results of the model comparison are
presented in the title of the individual plots
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Smoking Ban Sequential analysis: Exponential kernel
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Figure 17: Individual regression inferred with the exponential kernel for the continuous model
(grey) and the discontinuous model (purple) for the first 20 time points after the introduction
of the smoking ban in 2005 in Italy. Each individual plot visualizes the ACE rate as a function
of time points after the smoking ban introduction. The results of the model comparison are
presented in the title of the individual plots
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Individual regressions Air Quality in Barcelona

Effect of lockdown on air quality in Barcelona: Exponential kernel
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Figure 18: Individual regression inferred with the exponential kernel for the continuous model
(grey) and the discontinuous model (purple) for the first 20 time points after the introduction
of the lockdown on March 16th, 2020 in Spain. Each individual plot visualizes the concentration rate of the air pollutant NO2 as a function of time points after the implementation of the
lockdown. The results of the model comparison are presented in the title of the individual
plots.
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Figure 19: Individual regression inferred with the Matern kernel for the continuous model
(grey) and the discontinuous model (light green) for the first 20 time points after the introduction of the lockdown on March 16th, 2020 in Spain. Each individual plot visualizes the
concentration rate of the air pollutant NO2 as a function of time points after the implementation of the lockdown. The results of the model comparison are presented in the title of the
individual plots.
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Figure 20: Individual regression inferred with the RBF kernel for the continuous model (grey)
and the discontinuous model (yellow) for the first 20 time points after the introduction of the
lockdown on March 16th, 2020 in Spain. Each individual plot visualizes the concentration
rate of the air pollutant NO2 as a function of time points after the implementation of the
lockdown. The results of the model comparison are presented in the title of the individual
plots.
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Figure 21: Individual regression inferred with the linear kernel for the continuous model (grey)
and the discontinuous model (blue) for the first 20 time points after the introduction of the
lockdown on March 16th, 2020 in Spain. Each individual plot visualizes the concentration
rate of the air pollutant NO2 as a function of time points after the implementation of the
lockdown. The results of the model comparison are presented in the title of the individual
plots.
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