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Introduction
Many fields of research are becoming increasingly interested in broader research
topics, this is especially evident in cognitive neuroscience, where the recent
resurgence of machine learning has ushered in a new way of exploring research
questions. The analogous advances in neuroimaging methods, such as fMRI and
EEG, provide previously inaccessible access to the human brain. Consequently,
high quality experimental data has become more readily accessible than ever before, yet uncovering this data from other low quality sources is not always easy.
As such researchers should aim to obtain not just large quantities of data, but
high quality data, as their models do not instinctively distinguish between good
and bad quality data. As such, to collect good data researchers need to present
the proper conditions during their experiments, and when exploring broad research questions, not present only a narrow band of experimental conditions.
Narrow stimuli ranges can quickly lead to experimental bias or incorrect associations between input and output [1,2]. Similarly, researchers want to avoid
areas of stimuli space that are not relevant to their research, as these just increase the number of trials needed to extract a model, while also increasing the
chance of introducing erroneous inputs. The current reproducibility problems
facing many papers is evident of the widespread effect of incorrectly performing
these steps during experimentation [3].
Picking stimuli to present during an experiment however is a non-trivial
part of the process. In neuroscience stimuli are selected in a fashion so as to
best probe the underlying neural models characteristics, function, and structure. Generally, stimuli are either pre-selected by the researchers or sampled at
random from a fixed distribution. When picking stimuli researchers base their
choices on previous experimental outcomes or domain knowledge. This however,
can be a source of experimental prompted bias [7], as a researchers expectations
may influence their choices. Picking stimuli that are specifically intended to confirm a researcher’s hypothesis can be described as a sort of SHARKing1 . Such
actions not only narrow the breath of the research, but lead to faulty posterior
inferences - such as inflated associations between brain regions - that don’t rely
on a representative selection of the stimulus space.
1 Selecting Hypothesized Areas after Results are known [27] – or in our case, selecting a
subset of our stimuli region as this is will best confirm our hypothesis
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We can consider an artificial neural network to highlight the dangers of erroneous sampling. Specifically if a network is reliant on only a small subset of
input stimuli or a small set of homogeneous inputs then it can quickly end up
in a state referred to as over-fit. This leads to catastrophic performance loss
[28] during validation testing as the nodes in the network are overly tuned to
the features or even noise in the input stimuli. We would expect, and do see,
similar problems in neurophysiological research if the experiment doesn’t adequately probe a representative stimuli space when defining a model. One way
of correcting over-fitting in neural networks is to increase the amount of unique
inputs, however, it is infeasible to present a human participant with thousands
or even millions of trials.
So much like in neural networks, neuroscience researchers wish to sample
their models in a way that maximises the accuracy of the model while minimising the number of trials needed to do so. Being able to reduce the number of
trials has many benefits. Firstly, for the likes of an fMRI experiment a large
number of trials leads to artefacts in the data due to the participant adapting
to the task, getting board, moving within the machine. Limiting the number
of trials reduces the strength with which these artefacts affect the experiment.
Similarly, by needing less trials to identify models, more complex task can be
explored where previously too many trials where needed to maintain the necessary conditions to extract an accurate model.
As such, we need to consider a method of optimally selecting stimuli for both
time and accuracy, to allow us to extract the most accurate model possible in
the least amount of trials.
In this paper I will explore a method of Bayesian adaptive selection[4] for
optimal stimuli selection. This is a closed-loop experimental setup where a
machine learning algorithm analyses neural responses to a stimulus so as to
pick an optimal stimulus to present on the subsequent trial [5]. The strength of
such a system is that, if properly implemented, it is able to maximally exploit
both the exploration, as well as the exploitation phases of model probing.
Generalisation Curves
To analyse Bayesian adaptive sampling we are going to consider it in a specific use case, namely for probing generalisation curves. Generalisation curves
provide an authentic example to showcase the strengths of such a method as
generalisation curves are popular in all fields of research. From biologists who
want to learn about the behaviour of low-level mechanisms, to AI researchers
who wish to better understand how their model reacts to novel, or more abstract inputs. Generalisation curves are especially popular in motor movement
research [15,16,17], where they are used to show the ability of an underlying
kinematic plan to adapt to novel movement patterns. For example, carrying a
heavy bag requires adjusting our stance and movement behaviour to compenPage 2
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sate for the added weight. In such a case we may wish to analyse how different
weights affect trained movement behaviour. And if there is an algorithm that
can improve our ability to extract an accurate model in such work, it should be
transferable2 to models in other work, such as medical research on drug dosage
[10].
A general definition of a generalisation curve can be defined as a systems
ability to apply what it has learned in one context to another context. Usually,
a system would be presented with a small number of stimuli to be trained on
before being tested on some set of novel stimuli, the response to which would
be compared to the trained stimuli. The system during such an experiment
can range from a single neuron in a visual discrimination task [11], too a robot
[16] or human in a more complex reaching task [12,13,14]. The latter explores
how a human participant learns to adapt to reaching tasks in a dynamical force
environment.
A participant grips a mechanical arm which allows free 360◦ horizontal movement [13]. The mechanical arm can also be programmed to apply a force in a
specified direction. This force field is inferred, by the participant, as a kind
of environmental force acting on their arm as they make a planned movement
- distorting its result. During an experiment the participant is first trained
to make accurate movements from a resting point to a target location. After
they have learned to make this movement - this goes quickly as it is a simple
movement, with no external factors - the mechanical arm is set to apply a force
perpendicular to the movement direction. The participant then re-performs the
movement, and their ability to compensate for the applied environmental force is
measured. Since the applied force field significantly changes the dynamics of the
movement, performance is understandably reduced. However, after a few trials
the participant should be able to recover their performance to pre-distortion
levels. After some additional training in the new environment - note: this training is sometimes skipped - the participant is then tested in reaching to novel
target locations offset from the training target by different distances/degrees.
For example, if the initial target is straight ahead ( 0 degree offset ) then a novel
target may be 5 degrees to the left or right.
If we now sample several novel target locations a number of times, and plot
the accuracy of the participants ability to compensate for the environmental
force at different target locations we get the so called generalisation curve, which
plots how our participants learned kinematic plan generalises to new actions.
2I

have just realised that our algorithms ability to work for different types of
curves/different fields of research is in itself our models ability to generalise and as such,
there is a Divine purpose to showing its ability on generalisation curves first.
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Classical Sampling
Classically, prior to running such an experiment the researcher would need to
choose what stimuli(targets) to present during each trial, and would then analyse
the data afterwards. Ideally, they would present every stimulus several times
so that we can explore the entire stimuli space, while accounting for the noisy
responses. This however, is rarely the best way - if it is even possible 3 - to
go about it as it means needing to gather enough data for the analysis, even
though much of the data we gather may be worthless in this regard. The more
common way of picking stimuli is either, randomly selecting a subset from the
total set of stimuli, or picking a subset that the researcher believes best probe
the underlying model and will give the best results. Pre-defining a set of stimuli
can be an effective method if the researcher aims to explore only a small region
of an otherwise large stimuli space, has strong a priori assumptions about the
location of the model, or contrarily, has no prior information that might inform
them as to what type of model they are even searching for ( Gaussian, Linear,
...). On the other hand, pre-defining a set of stimuli can open the experiment
up to experimenter bias, as they can force an expected outcome, such as in the
case where statistically significant results are desired over an outcome that may
contradict a hypothesis - a common problem in the current reproducibility crisis
[18]. Likewise, the experimenter may simply pick a poor representation of the
stimuli space based on false assumptions. An experimenter also cannot normally
adjust their choice of stimuli during the experiment to react to observed response
changes, either because this would interfere with the participant or because
stimuli are presented at a rate too fast for the researcher to analyse in time.
Another option, is to use a random subset of stimuli, this however has its
own issues. Primarily, randomly sampling leads us back to the topic of gathering a lot of data that may not be relevant during our analysis. If we have a
large stimuli space, or complex model, randomly sampling stimuli may return
many data points that are uninformative about the shape or location of the
underlying model. In contrast to a hand picked selection of stimuli that may be
too exploitative in their sampling, random sampling may be to explorative.
As such, there is a clear motivation to explore a method that optimises the
approach of selecting stimuli during an experiment. Specifically, we want to
improve the synergy between exploration and exploitation.
The exploration-exploitation continuum is the relationship between gathering more data that may give us new insight and using the information we have
to improve our current decision. More specifically, we want to use the data we
have to exploit the limit of our current model while exploring the larger stimuli
space for any information that may be more promising than what we have at
hand. The more we do one, the less we can do the other, as such we want to
find the perfect balance of the two, and too do this we will be implementing a
method of Bayesian active learning.
3 Deep learning networks are often trained on millions of inputs, as such, presenting each
input a number of times is often not feasible when training times are of consideration.
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Bayesian Adaptive Sampling
Bayesian adaptive sampling is a closed-loop, real-time data analysis experimental setup. Its use attempts to solve some of the issues discussed previously, such
as limiting input from the experimenter in the sampling process, hence reducing
possible bias. Predominantly, it tries to find a balance between the exploration
and exploitation processes, reducing the number of necessary trials during an
experiment, so as to maintaining a viable set up and ensure precise results.
As the name suggests Bayesian adaptive sampling, also more generally referred to as Bayesian active learning, uses Bayes rule to update beliefs about a
set of models that may explain the data and uses these to pick stimuli to present
that are the most informative about which model explains the data. By making
strong assumptions about the shape of the datas underlying model Bayesian
adaptive sampling can rule out many functions prior to the experiment, as well
as more quickly explore regions of interest. For example, if we believe our data
will have an underlying Gaussian model then we can simply explore all possible
models between some bounds where we believe one will explain our data. And
once we find a bump we can explore around this area knowing there won’t be
another one that we might miss. This can have large benefits to the speed at
which a model might be found - as we avoid unnecessary exploration - but on
the other hand if the data violates our assumptions then we may not converge
at all. I will further discuss these limitations later on.
While in this paper I am exploring the application of Bayesian active learning in the context of generalisation curves in neuroscience, to fully appreciate
the strengths of such a method it is worth looking at the field of computer
science. Here researchers are constantly creating models or other systems that
rely, often, on hundreds of free parameters. These can range from complex
deep convolutional networks [20], compression algorithms [22], to programs for
planning worker schedules4 . When such a system has dozens of parameters,
tuning one - or even many - may have no visible effect, and finding an optimal
setup can be well out of range of human cognitive ability. Conversely, we can
use Bayesian active learning - a subdivision of supervised machine learning - to
efficiently and accurately evaluate different parameter tunings. Not only can
this speed up [21] and improve the accuracy of training a powerful general network, but it can take some of the burden of the research in trying to pick these
values themselves. Furthermore, Neal [6] states that any network, given enough
inputs, will tend towards poorer performance, as inevitable one such input will
be incorrectly classified as a target, changing the future classification of inputs.
This concept further reiterates the idea that limiting the number of inputs while
giving an accurate representation of the stimuli space can act to improve the
generalisation of a model.
4 IBMs

ILOG CPLEX - with 76 free parameters
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Above I defined Bayesian adaptive sampling as closed-loop, with real-time
data analysis. These two terms are in our context are really synonyms as they
both refer to the methods process of analysis responses from a system as they
are recorded during an experiment and using this information to select the next
stimuli based on a utility function. Figure 1 shows a roughly the process such
a closed-loop experiment follows. This process is not unique to neuroscience
either, but the fundamental process of Bayesian active learning. That is to say
we see a similar process in any application of Bayesian active learning, the only
real difference being in the type of system we are sampling, and the response
we observe. A process that very much mirrors figure 1 is the classical BCI cycle
[29]. BCI research also aims to implement complete closed-loop online methods
which are able to work in real time. However, the challenges of comparing different models is complicated due to the changes in the participant, either though
fatigue, learning effects, or simply boredom. Offline analysis on the other hand,
doesn’t reflect reality such as the co-adaption of the user and the system. As
such, a closed-loop cycle that is able to combat the effects that arise due to
large training periods in BCI experiments could be critical to improvements in
performance. Also being able to reduce the number of trials needed to train a
participant to use a BCI device.

Figure 1: Shows the process of a closed-loop experiment. First we present a stimuli to
our system: either random or selected. The system will then return a response to the
input which we observe and analyse. Based on this analysis, our algorithm outputs a
stimuli based on some utility function. Finally, we present this stimuli to the system,
thereby closing the loop.
Taken from: Benda, J., Gollisch, T., Machens, C. K., & Herz, A. V. (2007).
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Method
In this section I will talk in-depth about the Bayesian sampling algorithm implemented in this paper. The algorithm itself is based on the 1999 ψ-algorithm
from Kontsevich and Tyler [23], albeit using a different utility function for calculating the optimal stimuli. A complete implementation of the code can be
found at: https://github.com/seang123/BachelorThesis
With this method I will be exploring the hypothesis that Bayesian adaptive
sampling can extract a more accurate model in fewer trials, as compared to
random sampling.
Before diving into the method I need to redefine what exactly I mean by a
model. Till now I’ve talked of Bayesian adaptive sampling as searching through
a set of models to see which one best explains our data. While this is the intuitive way to think about it, on a technical level we actually have only one model,
a Gaussian, and what we search through is different combinations of tuning the
parameters of the model function. So really, what a model is, is a vector V
which holds the parameters of a function that defines that model.
Equation 1 shows a Gaussian function; such a function returns responses to
stimuli sampled along a Normal distribution, the centre, width, and height of
which is controlled respectively, by three parameters: A, µ, and σ

g(x) ∼ Ae

−(x−µ)2
2σ 2

(1)

When we want to fit a Gaussian function to different data shapes, we tune the
three parameters and subsequently the shape of the model to fit the data, and
we can define this model as V : [A, µ, σ]
In practice the underlying function modelling our data isn’t always so simple,
but rather a convolution of several different functions with dozens of parameters.
Similarly, the responses from the system are themselves often high-dimensional,
such as when exploring the responses from neuronal populations [19]. Finally,
we usually also need to account for the noise in our responses.
In this paper I will be modelling the noise of responses using another Gaussian (2). In this equation σ is locked to a value of 0.1. µ refers to the mean
response from the true generalisation curve, based on which a new responses x
is returned, which is said to be the noisy response sampled from our system.

r(x) ∼ √

1
2πσ 2

e

−(x−µ)2
2σ 2

(2)
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Assuming our data will be modelled after a Gaussian we want to compute
the optimal parameter values for equation (1), and to for this I will use Bayes
rule seen in equation (3). Bayes rule is composed of four components: prior
P (θ), likelihood P (r|θ, x), marginal likelihood P (r|x), and posterior P (θ|x, r).

P (θ|x, r) =

P (r|θ, X)P (θ)
P (r|x)

(3)

Starting with the prior, this is the probability we assign to every possible
model, or more specifically every vector [A,µ,σ] that defines a model. I’ve already mentioned that Bayesian adaptive sampling can rule out many functions
a priori, we do this by placing a bound for each parameter. For the experiments
in this paper I will be using the bounds seen in table (1:Appendix) which limit
us to 7320 (12 ∗ 61 ∗ 10) models.
Next, for everyone of our possible models we can calculate the probability
of a response if we present a certain stimuli, our likelihood. For this we need to
discretise our responses. In this paper I have bound the responses to 21 values also seen in table (1) - meaning that if I present a stimuli x there are 21 possible
responses, each with a certain probability. If we calculate the probability for
every stimuli-response pair across everyone of our 7320 models we get our likelihood. A 3-dimensional matrix of 7320*49*21 values, which can be computed
prior to the experiment being started and is a large factor in speeding up the
calculations between trials.
Once we have computed our likelihood, the next step is to calculate the
marginal likelihood as seen in equation (4). The marginal likelihood, also called
evidence, gives the probability of a response contingent on only the stimuli that
we present, and not the model variable. Essentially, this involves weighing each
model in the likelihood matrix by its prior probability and then summing them
all up into a single model. More specifically, we are marginalising out the model
variable, so that we can get the response variable conditioned on only the stimuli
variable. This effectively, gives us a goodness-of-fit measure across our data for
our unknown - model - variable.
As an aside, the marginal likelihood calculation is regularly referred to as
being intractable, mainly due to the often high dimensional integral calculation
that needs to be computed. To approximate such an integral usually mean
computing over a considerable number of samples or iterations, and as we want
to limit the number of samples in our experiment this is no good. However,
in this case, we don’t need to worry about the intractability of this calculation
as we have placed a bound on the number of possible models, resulting in a
closed-form calculation. This drastically limits the computational complexity
of the calculation, as we only need to sum over n models.
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Z
P (r|x) =

P (r|θ, x)P (θ|x)P (θ)dθ =
θ

X

P (r|θ, x)P (θ)

(4)

θ

Once the marginal likelihood has been calculated, we have everything needed
to calculate the posterior distribution, as seen in equation (3). For this we quite
simply weight each of our models in our lookup table by their prior probability
and then normalise by our evidence. The posterior now tells us the probability
of a response conditioned on a stimulus, as well as a model.
Using the posterior, the next step is to calculate the utility of every stimuli.
I will further discuss the utility function in the next section. For now we simply
assume there is a utility function u(θ, r, x|D) which returns the expected utility
value for each stimulus. Based on this utility we pick a stimuli x, which we will
present to the system on the next trial, which will then return a response r. We
now have a stimuli-response pair (x, r). We then set the prior probability - p(θ)
- for every model equal to the value of p(θ|x, r)
The process of calculating a new marginal likelihood and posterior, based on
the updated prior, can be then repeated.

Utility functions
The Bayesian adaptive sampling process can practically be split into two distinct
parts. Firstly, the Bayesian process discussed above, and secondly, the utility
calculation. While both need to work together, we can slot different utility functions into our calculation based on the problem domain. The utility functions
role is in quantifying the usefulness of a stimulus for learning about a model.
This quantity is called the expected utility. The expected value of a variable is
a probability-weighted average of all its possible values, also sometimes referred
to as mean. The general equation for a utility function in this case is shown in
equation (5).
Z Z
U (x|D) = Eθ,r [u(θ, r, x|D)] =

u(θ, r, x|D)p(r, θ|x, D)
r

(5)

θ

Based on the problem domain, we should consider using different utility
functions as there may be a different specification for what defines an optimal
stimulus.
In a single cell recording experiment, an optimal stimuli might be defined as
one that elicits the fastest firing rate of the neuron. When optimising a neural
network, an optimal stimuli might be one which provides the greatest increase
in classification accuracy, or any other number of factors depending on what
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our goal is.
For this paper I looked at two potential utility functions: maximum mutual
information, and minimum mean squared error. Both of these are also discussed
in the paper by Pillow Park [9].
Maximum mutual information
Also commonly referred to as infomax, this utility function aims to maximise
the gain in information about model parameters [24, 25]. A infomax expected
utility function is shown in equation (6), which is equivalent to dividing the
posterior distribution by the prior.

U (θ, r, x|D) = Er,θ log

p(θ|x, r, D)
p(θ|D


(6)

What this utility tells us is the expected information gain, which is equivalent
to the expected change in entropy of the poster when we present a stimuli x
and observe a response r.
Minimum mean squared error
Minimum mean squared error [9] is another type of utility function, and the one
I implement in this paper. MMSE selects stimuli in a way so as to minimise
the least-squares estimation. MMSE is based on a root-mean squared error
calculation commonly found in data analysis tasks where a model is being fit to
data, such as linear regression. Since this is effectively what we are doing, simply
in an incremental approach, it makes sense to use the same error function. The
standard RMSE calculation (7) in a post-experiment data analysis task, such
as linear regression, tells us the standard deviation of the residuals. A residual
being the distance between a data point and another point of interest. This
point of interest could be the expected value, or more commonly it is the mean
of all data points at that location and the point where the line of best fit runs
through. The standard-deviation of the residuals then tells us how spread out
the data is around this line, and by calculating the RMSE for every point along
the x axis we can pick a line that best fits all the data.
"

N
X
rmse =
(z0 − zi )2 /N

#1/2
(7)

i=1

Like in linear regression, on the issue of adaptive sampling in generalisation
curves we want to know how well our different models fit to the data, additionally
however we wish to know where we should sample next so as to find the best fit
next trial. In this regard, we can define the utility function first as in equation
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(8). In this equation, θ(r,x,D) is the mean of the posterior, which we subtract
from each model, centring them around the mean - expected - model.
u = −||θ − θ(r,x,D) ||2

(8)

Now we can consider each model in our posterior as a set of residuals, for
which we can calculate the squared standard-deviation from the current expected model. Then we can sum across our models and pick a stimulus that has
the minimum expected variance. Or in other words, the stimulus that eliminates
the most models from contention.
Ummse (x|D) = −

X

Er [var(θ|x, r, D)] = −

θ

XX
r

[var(θ|x, r, D)]

(9)

θ

A better way to understand how this helps us learn about which model is
best, and what the optimal stimulus does in this case, we should think of the
unknown variable θ not as the set of models but as the three parameters A,
µ, and σ. Each of these parameters has its own distribution across its possible values - see table 1. If we set the prior distribution p(θ) to be a uniform
distribution, then the parameters also have a uniform distributions, ie. every µ
is equally likely to be the correct one. However, we want to learn which value
is the most probably. So with this in mind, what we want to do is minimise
the variance within each parameters distribution. To do this, we pick a stimuli
that on the next trial is expected to minimise the posterior variance of the parameters. Figures 2 and 3 show the effect of picking an optimal stimuli on the
distribution of the µ parameter, and how the distribution converges on a value.

Figure 2: Graph shows the probability of
different µ values after the first stimuli is
presented and after the second.

Figure 3: Like 2 shows the change in the
µ parameter over several trials in a different simulation. After the first two trials
the distribution is still relatively uniform,
but after trial 3 it starts to converge on a
probably value.
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Appendix figures 10 through 12 also show, using a contour plot, how over
trials the parameters of the Gaussian function converge on the most probable
values given the data collected up to that point.

Results
With the above discussed method in mind, we can now analyse the results to
see if Bayesian adaptive sampling is worth the added effort of implementation.
Figure 4 plots two simulations, the top row a simulation using adaptive sampling, and the bottom row using random sampling. Each stimulation consisted
of 100 trials, the first three of which were randomly sampled, and with a uniform starting distribution across models, p(θ). During each adaptive trial the
posterior matrix was calculated and used to compute utility values across stimuli, the minimum utility stimuli being used in the next trial. For the random
sampling trials the posterior was also calculated, however instead of computing
an optimal stimuli, a random one was presented in subsequent trials.

Figure 4: A single simulation of 100 trials for adaptive and random sampling

The left most column plots the accuracy of the expected model, the one we
believe to explain our data based on posterior probabilities, across trials. The
accuracy is based on an R2 calculation between the expected model and the true
underlying model of the data, with a maximum value of 1 - implying perfect
overlap of the two models. It should be noted that in a real experiment the
true model isn’t known so it wouldn’t be possible to calculate such an accuracy
value. The accuracy graphs also have some wild drops in accuracy at the start,
this is due to the nature of the R2 calculation being very high when there are
no stimuli sampled yet as the expected model still overlaps a lot with the true
model. However, once the first stimuli is sampled there is a large change in the
probabilities of the different models changing the expected model and hence the
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accuracy quite extremely. Furthermore, something to note is that a model with
95% accuracy is practically perfect, as the R2 calculation is very precise and in
a real experiment the last couple points might not make a difference, at least
for the experiment described in this case.
The next three columns in the plot show the sampled stimulus-response
pairs, as well as the true model ( in blue ) and the expected/estimated model
( in orange ). There are a number of interesting conclusions we can draw from
this figure. Firstly, an most obviously we can see the exploration-exploitation
trade-off discussed earlier in this paper. Compared to the random sampling,
the adaptive algorithm samples almost exclusively around points of interest,
these being inflection points of the model and the main body. As a result the
adaptive algorithm reaches a higher accuracy in fewer trials, 95% in under 10
trials, and 100% in under 20 trials. However, we can see that the random
sampling approach also converges on 100% accuracy in roughly 50 trials and
is very stable, while the adaptive approach fluctuates a lot more, losing 5%
accuracy at around the 95th trial. I am not entirely sure of the reason for the
fluctuations, however I believe they come from the algorithm sampling a certain
stimuli over and over, constantly getting a noisy response leading it to increase
the probability of a non optimal model, this leads the algorithm into a sort of
negative feedback loop until a better response is observed.
Similarly, the high accuracy of the random sampling approach can be explained by the small stimuli space. There are 49 possible stimuli, in a 100
trial simulation that means every stimuli could potentially be sampled twice.
In practice, some are sampled a little more, some a little less, however it still
leads to a response space that can be used to extract a practically perfect model.
Figure 5 shows the same R2 accuracy values as above, comparing adaptive
and random sampling methods, this time for 100 simulations each of 100 trials.
The bottom row plots the mean of accuracy of the adaptive method against the
mean of the random method. The vertical error bars are calculated as the variance in accuracy at each trial. As can be see quite clearly the adaptive sampling
algorithm out-performs random sampling for roughly the first 25 trials. However, the bottom plot is a grand average, and single trial performance might tell
a different story. And indeed if we compare the top two plots the adaptive algorithm has some clear failures. Again I believe these are due to noisy responses
leading the algorithm down a bad path where the noisy response increase the
probability of a non-optimal model, which in turn leads to a minimum utility
valued stimuli that is not optimally informative. Further work should try explore methods of preventing such a negative feedback loop.
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Figure 5: 100 trials averaged across 100 simulations for adaptive and random sampling

Another way of analysing the results is to look at the distribution of the parameters of our models. Recall that a model is defined as a vector V which holds
parameters A, µ, and σ, each of which has its own distribution across a possible
set of values (table 1). Plotting so called contour plots of one parameter against
another, with the 3rd one marginalised out, shows how the parameters converge
on the values of the true models parameters. Figure 6 shows the contour plots
for µ against σ across 8 trials of a single simulation. While the previous figures
showed intuitively the accuracy of the adaptive method in fitting a model to the
data, the below contour plot is a more accurate representation of what is being
learned by the algorithm. That is, the probabilities of the different values for a
parameter, ideally converging on one value with a high probability. Similarly,
we can also marginalise out one of the two remaining parameters in a contour
plot to get a marginal plot across just one parameter. This is shown in figures
10 through 12 in the appendix, and further shows how the process converges on
the true values of the underlying distribution.
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Figure 6: Contour plot showing the convergence of the µ and σ parameters over 15
trials.

Furthermore, using the marginal plots we can compare the true value of a
parameter to the current most probably - expected - value in the distribution.
This gives another way of comparing random sampling to the adaptive method.
Figure 7 shows the squared difference between the true value and the expected
value across 70 trials and averaged across 100 simulations. During the adaptive
trials, the first 3 samples were always chosen randomly, this is shown my the
grey vertical line. The figure shows once again how the two methods, adaptive
and random, converge on the true value. For µ and σ both methods perform
relatively well, in line with the previous results showings. The adaptive method
is especially good at figuring out the width of the underlying model. The A parameter plot is also interesting as it shows that the adaptive method performs
a little worse than random. This is however not unexpected for two reasons.
First, the peak of the Gaussian is only a small area of the total stimuli space
and as such the adaptive method takes some time to find it as it is also probing other areas of interest, while random sampling might luckily stumble upon
it. Secondly, when looking at single simulations the adaptive method tends to
spend very few trials actually sampling close to the peak. This appears to be a
consequence of the algorithm and based on the results that I have I can’t say
for certain what the negative effects of it may be if any.
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Figure 7: Squared difference between the expected parameter value and the true parameter value for A, µ, and σ.

Another way to inspect the performance of the adaptive algorithm is to look
at what stimuli it is sampling across trials as shown in figure 8. The vertical grey
line again separates the initial 3 random samples from the adaptively sampled
values. The figure also demonstrates the exploration vs exploitation paradigm,
where the algorithm first samples a wider range of points before exploiting sampling many times - areas of interest.

Figure 8: Stimuli sampled during a single adaptive simulation of 100 trials. The first
3 values, shown by the grey line, were randomly sampled
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Finally, I also tried varying the initial conditions of the adaptive algorithm
to see how this would affect performance. Figure 9 shows the performance over
25 trials averaged across 200 simulations for either 2, 3, or 5 random samples at
the start of a trial. There doesn’t appear to be a large difference between the
3 conditions, 5 random samples does perform somewhat better, however like I
have mentioned before, in regards to this experiment that difference is negligible. Either way, the improved performance of 5 initial random samples can be
explained since the adaptive method will have broader knowledge about the location of a model in stimuli spacing starting off, better informing its subsequent
choices for stimuli. In other words, the larger set of random stimuli will carry
the burden of exploration, allowing the algorithm to focus on exploitation.

Figure 9: The difference in accuracy for either 2, 3, or 5 random stimuli at the start
of an adaptive simulation compared to a random only simulation, across 25 trials.
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Discussion
Bayesian adaptive sampling has shown that it is able to perform quite well on
probing generalisation curves. By making strong assumptions5 about the form
of the model such an adaptive sampling method can readily identify regions of
stimuli space that are informative about the nature of the underlying data model
[9]. In a best case scenario adaptive sampling out-performs random sampling
early on, and in the worst case matches its performance in later trials. Considering the research hypothesis: can adaptive sampling out perform random
sampling in extracting an accurate model in few trials; these results are in line
with what we hoped to see. Looking back at figure 5, we can conclude that given
an experiment where the researcher wants to limit the number of trials to around
20, adaptive sampling will largely out-perform random sampling. When comparing the two sampling methods it’s worth noting that random sampling does
perform exceptionally well due to the relatively small stimuli space. In larger,
more complex experiments with higher-dimensional inputs and responses adaptive sampling would have even greater performance relative to random sampling.
For example, estimation of visual receptive fields, which is itself only slightly
more complex already shows a greater difference between adaptive and random
sampling [26].
Considering the performance of adaptive sampling on higher dimensional
problems does bring into question the computational tractability of such a
method. The ψ method which was implemented in this paper using the python
programming language took roughly 100 ms to calculate an optimal stimulus.
Similarly, the lookup table took roughly 2.3 seconds to calculate, which crucially
could be pre-computed prior to the start of an experiment. Such times may be
within acceptable limits for the motor task modelled in this paper; however for
more complex experiments such as rapid serial visual presentation tasks this
may not be the case. Additionally, uncertainty about the possible shape of
the model, or stimuli-response space, prior to the experiment means computing
a larger lookup table across more models, responses, and stimuli. This would
further increase the per-trial computation time. On the other hand, greater certainty about the model would allow for further tightening of the assumptions,
reducing the size of the lookup table and hence reducing computation time.
However, as the response model becomes more complex with more parameters
that need to be tuned the computational cost will inherently also grow.
As such, the lookup table enforces a strong static nature upon an experiment
which can have clear uses in situations where the researcher already has strong
assumptions about the location and shape of a data model. While exploration
into unknown domains should first apply methods of either tailored- or randomsampling, or other methods that do not enforce such a static nature upon the
experiment.
5 assumptions

being the bounds of the possible parameter values
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A consequence of a large search space created by prior uncertainty is the affect this has on the tractability of the Bayesian inference process, primarily the
marginal likelihood calculation. The marginal likelihood’s often intractable nature has given rise to a whole new method of approximating functions known as
Markov-chain Monte Carlo sampling [31]. These methods are especially popular
for obtaining information about distributions such as the posterior in a Bayesian
computation. They have also already proven to be very powerful, while also reducing some of the limitations that come from having a lookup table [9]. Neal
[31] introduced an especially powerful method called slice sampling. The primary advantage of such an MCMC method is the computational cost. They
work with fewer models at a time reducing the number of calculations that need
to be done. This is an obvious advantage over a lookup table calculation where
models that are highly improbable still need to be included in the calculations.
Furthermore, slice sampling can adapt the scale at which changes are made to
the values of the distributions. Reducing the number of models being applied
at any one time also reduces the time needed to compute the utility function,
which at least for the MMSE method applied in this paper accounted for a large
part of the per-trial computation time.
Besides these computational concerns, future research into Bayesian adaptive sampling in neuroscience, as well as other applicable fields, should consider
a number of other concepts. Firstly, the ψ method implemented in this paper
as well as other common methods assume that a response on trial ti is conditionally independent of a response on the previous trial ti−1 . While this may
be the case for certain computer models, for biological system such as the brain
this is rarely the definite case, as neurons adapt. Figure 8 shows that the adaptive sampling method would regularly probe a single stimulus several times in a
row. In biological systems the repeated presentation of a single stimulus could
”misattribute the effect of adaptation to a reduced response to certain stimuli”
[9]. A simple solution to this problem could be to attach weights to models that
capture dependence between them and the responses [9].
Next, there is also the concept of greediness of the utility function. The
method in this paper picks an optimal stimulus that maximises the expected utility only on the next trial. While this greedy method already performs quite well,
it could be possible to improve performance of an adaptive sampling method
even more by picking stimuli that maximise utility some n trials into the future.
This idea however carries with it strong computational challenges as it would, at
least for this implementation, linearly increase the per-trial computation time
with the number of trials that we compute ahead.
Finally, pivotal to the success of adaptive sampling in practice is the use
of optimum stopping criterion [32]. For the experiment modelled in this paper
figure 5 shows that up to roughly 20 trials adaptive sampling will largely outperform random sampling, yet at around 30 trials they have practically equal
performance. As such an experiment which runs for 30 or more trials will lose
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the advantage of the adaptive sampling algorithm. For this purpose any realworld implementation would want to set a stopping condition for the adaptive
sampling algorithm. One solution is to run simulations and based on the results
set a hard limit to the number of trials for the actual experiment. Another, is
to stop the process when there are no improvements in parameter distribution
over some number of trials. This method however risks overshooting a global
optima after the model can’t improve anymore. As such future research into
the application of adaptive sampling needs to consider the optimum stopping
criteria for the application in question.

Conclusion
In this paper I have presented the ψ method of Bayesian adaptive sampling,
originally proposed by Kontsevich & Tyler [23], applied to the neuroscientific
application of generalisation curve estimation. By making strong prior assumptions about the shape of the expected data model, adaptive sampling has shown
to be able to out-perform random sampling in fewer trials. The effects of reducing the number of trials needed during an experiment while maintaining, or
even increasing, the accuracy of the extracted model are numerous. Primarily,
it allows researchers to explore more complex hypotheses, such as the connection between different brain regions involved in cognitive tasks [27]. In this way
adaptive sampling aims to allow neurological exams to be performed akin to an
eye test, where it usually only takes a couple of minutes to determine the results,
with no offline, or post experimental analysis. Similarly, reducing the number
of stimuli during an experiment can also help save on costs, especially when
expensive machinery such as fMRI machines are involved. Furthermore, adaptive sampling also aids in maintaining a consistent experimental setup, as well
as reducing the possibility for experimental bias introduced by the researchers
choice of stimuli.
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Appendix
Parameter
A
µ
σ
responses
stimuli

lower bound
0.1
-30
0.1
-0.5
-120

upper bound
1.2
30
45.1
1.5
120

step size
0.1
1
5.0
0.1
5

Table 1: The bounds placed upon the parameters limiting the number of model. Also
shows, as bounded intervals, the stimuli that are presented during an experiment and
the possible responses to these.

Figure 10

Figure 11

Figure 12

Figures 10 through 12 show the distribution of the µ and σ parameters across
3 trials during a single experimental simulation. It shows how over trials the
parameters converge on the most probable values.
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