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Abstract

Since a few years convolutional neural networks are
state of the art for image recognition tasks. However
training these networks is time and computationally
intensive and there are a lot of optimizable parame-
ters involved. There is a lot of literature describing
the best network structures and parameters to get
the best results on well known and large datasets
after hours of training time. In contrast much less
is known on how to get fast and good results on a
small dataset. In this paper we present approaches
to quickly train good performing convolutional neu-
ral networks on a small dataset so we can solve a
problem with brain data (for which the amount of
available data is limited in most cases). We found
that network structure related parameters together
with learning rate (and its decay) are the best choice
of parameters to optimize your network with.

Introduction

Brain reading on the visual cortex uses the responses
of multiple voxels in the brain in order to recreate
the input. Brain reading can, for example, serve as a
useful addition to research in cognitive neuroscience
or be used to develop ways to help patients with the
locked-in-syndrome. To deal with the noise in brain
data a Bayesian framework is made that incorporates
signals from different brain regions to one stronger
brain signal. [1, 2] Now we need good filters for the
input data so it better fits to various brain regions.
The deeper we go in the layers of the visual cortex
the more difficult this task becomes. It is shown that
convolutional neural networks filters produce layers
that shown relatively good congruence to visual areas
V2 and V3. [3] The main goal of the research project
this thesis is part of is to improve brain reading on
the visual cortex with convolutional filters.

This thesis focuses on the training of convolutional fil-
ters on a dataset which consists of almost 40.000 im-
ages of handwritten characters with 56 ∗ 56 grayscale
pixels [4]. The handwritten characters are distributed

across 24 classes. The dataset is unevenly dis-
tributed across all classes and balancing it results in
a dataset of 3024 characters. In comparison with the
well known and considered ’small’ MNIST dataset of
handwritten digits, consisting of 70.000 images and
10 classes, this makes a much smaller dataset to work
with. One of the biggest challenges with the creation
and training of (convolutional) neural networks are
the amount of hyperparameters. A neural network
consists of many parameters and almost all of them
influence each other. This makes the creation and
optimization of neural networks a difficult problem.
This task is not made easier due to the computational
intensity and time it takes to train a single neural net-
work. Combined this makes optimizing neural net-
works a very computational and time intensive task.
State of the art networks on huge data sets can take
hours up to days and weeks to train whilst using fast
GPUs, which are much better suited than CPUs for
this task, to train them on.

Dealing with the small dataset, the amount of hy-
perparameters and long training times in order to
achieve the best results possible are the main goals.
The research question treated in this thesis is ”How
to find good parameters to improve the performance
of a convolutional neural network trained on a small
dataset?”.

(Convolutional) Neural Networks

A single neuron, shown in figure 1, receives multiple
input signals (x1, x2, etc.) and has its own weight for
each of these input signals (w1, w2, etc.). Summing
the multiplication of each input signal with its cor-
responding weight gives the activation of the neuron.
The output of a single neuron is determined by apply-
ing a function on its activation, called an activation
function.

Neural Network

Combining multiple neurons creates a neural network
as you can see in figure 2. A network layer is a fully
connected layer if each neuron of a layer receives the
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Figure 1: single neuron [5]

output of all neurons of the previous layer as its in-
put. The network in figure 2 consists of only fully
connected layers and these kind of networks are called
multilayer perceptrons when they consist of multiple
layers. Multilayer perceptron networks are capable of
learning, training and performing image recognition
tasks.

Our character dataset uses 56 ∗ 56 pixel black and
white images. This can be seen as 56 ∗ 56 = 3136
input signals for a multilayer perceptron where each
input value would be the grayscale of the correspond-
ing pixel, which varies for the different images that
go through the neural network. Whilst being able
to perform fairly well on image recognition task the
biggest problem with multilayer perceptrons when
used for this purpose is the loss of spatial informa-
tion. The network receives 3136 input signals and
it will train the best it can on various features, rela-
tionships, etc.. in order to get the best output results
and thus predictions possible. It does not know these
3136 input signals represent an 56∗56 matrix and, in
the case of image recognition, it could use this spatial
information to improve its feature detection and thus
overall performance.

Convolutional Neural Network

A solution to include spatial information is to use
convolutional neural networks, which are a biolog-
ically inspired variant of the multilayer perceptron

Figure 2: multilayer perceptron [5]

networks. A convolutional neural network uses the
whole 56 ∗ 56 image as input for the neural network.
A convolutional layer uses convolutional filters which
are slid across the image, resulting in a feature map
which contains the activation of the convolutional fil-
ter on different positions of the input image. An ex-
ample convolutional filter which activates the most
around diagonal edges is shown in figure 3. The re-
sulting image after convolution can be used as input
for the next convolutional layer. Convolutional neu-
ral networks are the best way to solve image recogni-
tion problems and are responsible for the best results
on popular image data sets like MNIST and Ima-
geNet. [6, 7, 8]

Figure 3: Weights of a 5x5 convolutional filter which
activates strongly around diagonal edges

Besides the retaining of spatial information another
advantage of convolutional neural networks over mul-
tilayer perceptron networks is the possibility to get a
visualization of the convolutional filters of each layer
with deconvolution. This gives insight in how the

2



network treats the images. Deducing what a multi-
layer perceptron network has learned is much harder
and almost impossible to understand.

Rectified Linear Units

Convolutional neural networks and other deep net-
works often use the relatively simple rectified linear
units for an activation function, also called ReLU. A
default ReLU activation function keeps all positive
values, sets all negative values to 0 and can be writ-
ten as f(x) = max(0, x). An alternative to ReLU
is ”Leaky ReLU” as introduced by Maas et al. [9]
Leaky ReLUs allow a small , non-zero gradient when
the input is negative: if x < 0, output becomes 0.01x.

Pooling Layer

Pooling layers in a convolutional neural network re-
duce the spatial dimension of an image. The most
common form, shown in figure 4 is a max pooling
layer with 2 ∗ 2 filters and a stride of 2. This means
dividing the image in 2 ∗ 2 blocks, keeping the maxi-
mum value and discarding the rest.

Figure 4: max pooling [10]: reduce the spatial dimen-
sion of an image by only keeping the maximum value
of 2x2 subsets

Convolutional Neural Network Archi-
tecture

Convolutional, pooling and fully-connected layers de-
termine the main architecture of a convolutional neu-
ral network. In 1998 Yann LeCun′s used his con-
volutional neural network, LeNet, to read zip codes
and digits. [11] While LeCun used outdated tech-
niques LeNet′s architecture, as seen in figure 5,
forms the basis of todays convolutional neural net-
work architectures. LeCun used convolutional lay-
ers alternated with sub-sampling layers, like pooling,
and ended with some fully connected layers (multi-
layer perceptron).

In 2012 convolutional neural networks suddenly
became state-of-the-art at computer vision when
AlexNet [6] won the ImageNet LSVRC competition
by performing much better than the competition. In
comparison to the previously discussed LeNet archi-
tecture, besides being bigger and deeper, a big im-
provement was the stacking of convolutional layers
without a pooling layer between them. Later im-
provements on the AlexNet architecture showed that
adding more layers improved performance while keep-
ing the same layer pattern as AlexNet and LeNet.
[7, 12] A comparison between AlexNet and the two
year younger VGGNet can be seen in figure 6. The
layer pattern, shown in figure 7, is the current most
common used neural network architecture. Multiple
convolutional layers are stacked together followed by
a single pooling layers. This pattern is repeated until
the image has been reduced spatially to a small size.
At this point there is a transition to fully-connected
layers of which the last one gives the output.

While we will use the layer pattern of figure 7 later
on there are various successful network architectures
which differ from this. A noteworthy variation is the
GoogLeNet network [8] which, besides using special
’inception’ modules as layers, replaces all fully con-
nected layers with a single average pooling layers. An
inception module follows the idea to use 1x1, 3x3 and
5x5 convolutions and 3x3 max pooling in parallel to
capture a variety of structures. We chose to not use
the GoogLeNet architecture because it is less pop-
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Figure 5: leNet-5 architecture [deeplearning.net]

Figure 6: comparison between AlexNet and VGGNet [13]
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Figure 7: network architecture [10]

ular than the chosen VGGNet architecture, mainly
because the latter performs better at transfer learn-
ing tasks. [10]

Convolutional Filter Size

Convolutional filters often have an uneven dimension
such as 3 ∗ 3, 5 ∗ 5, 7 ∗ 7, etc. Reason behind this is
that the spatial dimension stays the same after con-
volution when adding one or multiple padding layers
to the input image. This leaves only pooling layers
capable of reducing the spatial dimension of the input
image. Simonyan & Zissermann [7] showed that more
convolutional layers with small 3 ∗ 3 filters perform
better than fewer convolutional layers with bigger fil-
ters. Multiple smaller convolutional filters can cover
the same part of an image as a single bigger convolu-
tional filter but it would include more non-linearity
rectification layers which makes the decision function
more discriminative.

Amount of Convolutional Filters

The amount of filters/neurons in a convolutional neu-
ral network increases when you reach deeper convo-
lutional (only when preceded by a pooling layer) and
fully connected layers. The most used approach is
an exponential increase such as in VGGNet. [7] A
variation on this is using an addition of the starting
layers amount of layers. The amount of layers in the
starting layers is problem and network specific and
has, as expected, a big influence on the amount of
parameters and thus training time of a network.

Network Training

Learning Rate

The most important hyper parameter of a convolu-
tional neural network is the learning rate. The learn-
ing rate determines how fast the network trains. Us-
ing a learning rate set to high makes the network
unable to find the global minimum due to the big
step size or may not converge at all. Settings your
learning rate to low results in undesirably long train-
ing times and comes at the risk of getting stuck in a
local minimum. This trade off is visualized in figure
8.

Figure 8: learning rate optimization [10]

Learning Rate Decay

Further improvement can be achieved by adding a
learning rate decay, momentum and/or batch nor-
malization. Learning rate decay means the learning
rate decreases over time. Reasoning behind this is an
initial higher learning rate is well suited to get close
to the global minimum where a small learning rate is
better at finetuning the global minimum. Decreasing
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the learning rate over time can be done in various
ways. AlexNet and VGGNet decrease the learning
rate by factor 10 when the network stopped learn-
ing at a certain learning rate. [6, 7] GoogLeNet uses
a function to decrease the learning rate by 4% after
each 8 epochs. [8]

Momentum

Momentum adds, as the name reveals, momentum
or velocity to the learning rate in any direction that
has consistent gradient. Just like a ball rolling down
a hill increases speed. When a ball hits the global
minimum it initially overshoots this due to the build
up of velocity. This is also useful for a neural net-
work where the build up momentum helps the gradi-
ent step overcome local minima. Convolutional neu-
ral networks commonly use a momentum value of 0.9.
[6, 7, 8, 12]

Batch Normalization

Batch normalization as introduced by Szegedy & Ioffe
increases the speed of training by normalizing the
training batch after certain layers. [14] This reduces
the amount of re-training weights within deeper lay-
ers of a network have to do as a result of earlier layers
changing their weights and thus their output values.
Furthermore, the inventors claim batch normaliza-
tion also increases performance and reduces the net-
works sensitivity to weight initialization.

Dealing with Overfitting

Overfitting means the network overreacts to minor
fluctuations in the training data which results in the
network memorizing the training data and not learn-
ing the correct features within the data. This results
in a higher error and lower accuracy on the validation
set. As shown in figure 9 it could happen that the
validation performance reduces over time whilst the
training performance keeps improving. To minimize

the amount of overfitting you can either increase reg-
ularization or increase the amount of training data.
As explained before the amount of training data
available for this project is quite small and increas-
ing the amount of training data via pre-processing is
not within the scope of this thesis project. This leaves
regularization techniques such as dropout and weight
decay to manage possible overfitting. A neural net-
work without regularization techniques does not al-
ways overfit. Non-regularization techniques such as
max pooling layers or batch normalization also reduce
overfitting of a network. Using batch normalization
can even make the need for dropout regularization
unnecessary. [14]

Figure 9: overfitting [10]

Dropout

Another way of trying to reduce overfitting could be
to train multiple neural networks on the same data.
These networks would not become identical and could
gives different results. When averaging the validation
results of multiple networks it is expected to improve
performance and contain less overfitting. The idea
behind this is that different networks may overfit in
different ways. We do not use this but we use dropout
layers instead. A dropout layer tries to simulate the
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training of multiple networks in order to reduce over-
fitting. [15, 16] Figure 10 shows how dropout works.
Each training batch the dropout layer randomly and
temporarily ’deletes’ a certain amount of neurons
from the layer it is applied to by setting their activa-
tion to zero. AlexNet, VGGNet and ZF net all apply
dropout with p = 0.5 to their first two fully con-
nected layers, where p = 0.5 is the chance a neurons
activation gets set to zero. The training batch is feed
forwarded with the remaining neurons and trained
with the appropriate weights. After this the deleted
neurons are restored and reselected for the following
training batch. This way the network trains each
batch with a different set of neurons to simulate the
training of multiple networks. When applying valida-
tion or testing on the network the network no longer
applies dropout and uses all neurons to determine the
predictions to simulate the combining of predictions
over multiple trained networks.

Figure 10: dropout [5]: Use only a random subset of
the amount of filters in a layers each epoch to reduce
overfitting

Weight Decay

Weight decay reduces overfitting by making sure the
network ends up with small weights. Small weights
are assumed to be less complex and thus provide a
simpler explanation of the data. Figure 11 explains
this assumption with a simple problem where you
need to build a model which predicts y as a function
of x. While the upper 9th order polynomial function
perfectly intersects/predicts the given data points
you would expect the less optimal linear function
to be a better representation of the ’real’ world and
thus better at prediction the y−value of newly given
x − values. Noise of the data could explain the non
exact fit of the linear model on the given data points.
You would want the network not to change much if
we slightly altered the input here and there repre-
senting local noise. In comparison networks which
larger weights could change its behaviour much more
by the result of local input changes. This would make
the network with larger weights better at fitting the
training data and thus the noise in the training data.
Smaller weights are thus preferred due to learning less
complex repeating patterns excluding noise as much
as possible.

Method

Software

MatConvNet [17] is used to train convolutional neural
networks.

Dataset

We use the dataset provided by van der Maaten.
[4] Te dataset consists of almost 40.000 handwrit-
ten characters of 56x56 pixels. Besides the ′q′ and
′x′ all characters of the alphabet are included in the
data giving 24 classes. But in reality this dataset
is even smaller since the character images are not
evenly distributed across each character. Training
on an evenly distributed dataset is preferred when
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Figure 11: weight decay [5]: smaller weights (bottom
figure) are assumed to give a better representation of
the ’real world’ than large weights (top figure)

using neural networks to prevent them to optimize
and lean towards classes which are more represented
in the dataset. The character ′j′ only exists 126 times
in the dataset and this makes the evenly distributed
across all classes and thus usable dataset not bigger
than 24 ∗ 126 = 3024 characters.

Initial Problems

Initial pilot tests revealed three issues which had to
be dealt with, we discuss them in the following para-
graphs.

Ceiling Effect

It appeared that using the smaller 3024 dataset (di-
vided in 2400 train, 312 validation and 312 test char-
acters) resulted in 98% test accuracy across multiple
combinations of network architectures and parame-
ter values. On a small test set, which consisted of
only 312 images, this meant only 6 images are pre-
dicted wrong. Due to multiple networks achieving
the same results it became difficult to tell which one
performed better. To solve this problem we used all
other image from the original unbalanced dataset and
added them to the test set. The final data sets used
consisted of: 2400 training images evenly distributed
across 24 classes, 312 validation images evenly dis-
tributed across 24 classes and around 37.000 test im-
ages unbalanced across 24 classes.

Training Time

All networks are trained on an Intel i5 2500K CPU
which is a lot slower than using a GPU for this. We
select the network on the epoch with the lowest val-
idation error and this meant that training for more
epochs could only results in a possible better perfor-
mance due to a new validation error minima being
found. At first this major influence of the amount
of training epochs and the long training times was
solved by settings the amount of training epochs to
a fixed amount of 20 epochs. But this did not solve
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the problem. Bigger convolutional filters and espe-
cially the amount of filters in each layer still greatly
increased the training time to multiple hours at the
cost of a minimal increase in performance. To fur-
ther eliminate this computational-time effect of al-
ways having a minor improvement at a high cost we
limited the training not on the amount of epochs but
on a certain amount of minutes to be trained. An
initial pilot showed that 5 minutes gave good results
with different architectures and parameter settings.

Random Initialisation

Random initialisation has a big impact on the perfor-
mance of a neural network. Weight initialisation, the
selection of training batches and the use of dropout
are all based on random initialisations and they differ
each time a network is trained. The results, especially
with such a small training dataset and limited train-
ing time and epochs, can differ up to 2% between
runs of the same network as a result of different ran-
dom initialisations. In order to get a good estimate
of performance we train each network N = 5 times
and average the results. As you can see in figure 12
training different networks only once (N = 1) gives
unclear results where training each of the same net-
works five times (N = 5), figure 13 increases read-
ability of results.

Choosing Parameters

Optimizing convolutional neural networks can be
done on an endless amount of parameters, from the
learning rate to the amount of convolutional layers,
different weight initializations or batch size. Taking
all of these variables and their combinations into ac-
count is impossible and so we declared the bound-
aries of certain chosen parameters based on literature
whilst keeping a broad spectrum. In Table 1 you can
see which nine parameters are included in this test
and their respective possible values. The first layer
filter parameter is based on a small pilot test to deter-
mine we could train between 5 and 30 epochs within

Figure 12: N = 1 (each different network trained
once)

Figure 13: N = 5 (each network trained five times
and averaged performance) with confidence bounds

9



the five minutes of training time for each network
structure.

Dealing with Boundary Values

In case of a boundary value giving the best results,
for example a learning rate of 0.001, we extend the
range of values of this parameter till an optimal value
is found which has at least two higher/lower values
tested.

Network Architecture

We are going to optimize the parameters of Table
1 for four premade network architectures and based
on the currently popular AlexNet/VGGNet architec-
ture, as mentioned in the introduction and shown in
figure 7. Abbreviating a convolutional layer with ’c’,
pooling layer with ’p’ and fully-connected layer with
’f’ in this formula and we can describe the four pre-
made architectures as: ’cpcpff’, ’cpcpcpff’, ’ccpccpff’
and ’ccpccpccpff’.

This leaves other possible optimization parameters or
network structures out of this test such as batch nor-
malization, weight initialization, different error func-
tions and batch size.

Optimizing Order

Having selected 9 parameters to train on four net-
work structures is still a lot of work. Having to train
all possible combinations of parameters, for each net-
work structure and with N=5 would require more
than 400 year. In order to reduce this to a few weeks
we grouped parameters which influence each other
the most together as you can see by the color group-
ing in Table 1. Based on literature [18] and by group-
ing parameters which highly influence each other or
are used for the same purpose we decided the order
of testing which is the same as the order in which
the colored groups are presented. Learning rate is
the most important parameter of each network and
is highly influenced by its decay and the momentum

used. The blue group in Table 1 mostly consists of
network structure specific parameters and the green
group in Table 1 consists of parameters which are
mostly used to prevent overfitting.

Limiting Cross-Optimizing

Testing all possible parameter combinations within
each group and testing the groups sequentially would
still take more than 1200 hours or 50 days total. To
further reduce this we decided to train each group in
a specific manner we explain using the red group as
an example. We take the first parameter from the
group, in this case learning rate, and train networks
until we find the optimal parameter and note this
down together with both adjacent values. For exam-
ple we could find a learning rate of 0.003 to be op-
timal so we keep the values: 0.002, 0.003, 0.004. We
now train each value of the next parameter for each
of these saved values and save the optimal values of
the parameters with its neighbours. For example we
could find a learning rate decay of 0.99 to be optimal
so we save, in addition to the learning rate values,
0.98, 0.99, 1. We continue doing this until all param-
eters of the group are trained. Note that if we would
find the optimal learning rate decay 0.99 to appear
with the not previously found optimal learning rate,
0.004 we would also test the new adjacent-to-optimal
learning rate 0.005 for each learning rate decay value
until we find the best combination again. In this case
we would save the learning rates 0.003, 0.004, 0.005
and learning rate decays 0.98, 0.99, 1 after the sec-
ond parameter even though initially we saved learn-
ing rate values 0.002, 0.003, 0.004.

Theoretic vs Minimalistic

The last thing to do is setting the initial values for
each parameter. This is very important since we op-
timize the first few parameters for the initial values of
the other parameters and since almost all parameters
influence each other in a certain way this could have
a huge influence on the final results. We chose to use
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learning rate 0.001,0.002,0.003,0.004,0.005,0.006,0.007,0.008,0.009,0.01
learning rate decay 0.96,0.97,0.98,0.99,1
momentum 0,0.1,0.2,0.3,0.4,0.5,0.6,0.7,0.8,0.9
first layer filters 6,7,8,9,10,11,12
filter increase method exponential, linear
convolution filter size 3,5,7,9
activation function relu, leakyrelu
dropout 0,0.1,0.2,0.3,0.4,0.5,0.6,0.7
weight decay 0,0.0001,0.0005,0.001

Table 1: parameter training values

a two way approach for this problem: a minimalis-
tic and a theoretic approach. The theoretic approach
would set initial parameter values on the most com-
mon values and techniques found in the literature (see
introduction) such as momentum and regularization
parameters. The minimalistic approach starts with
an almost blank neural network with only the manda-
tory parameters. Some parameters, mandatory and
not able to base them on literature, have initial values
based on the results of small pilot tests. The initial
parameter values can be seen in Table 2.

Results

Figures 14 to 22 shows the optimization for each pa-
rameter during this experiment with the minimalis-
tic approach with the ccpccpccpff network structure.
Figures 23 to 31 show the same for the theoretic ap-
proach with the ccpccpccpff network structure.

The results are shown in Tables 3 to 6. As you can
see in Table 6 the best result, 93, 06% test accuracy,
is found on the ’ccpccpccpff’ network structure with
a theoretic approach for the initial parameter values.

Figure 14: Learning rate optimization with minimal-
istic approach
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Minimalistic Theoretic
learning rate 0.01 0.001
learning rate decay 1 1
momentum 0 0.9
first layer filters 9 9
filter increase method exponential exponential
convolution filter size 5 5
activation function relu relu
dropout 0 0.5
weight decay 0 0.0005

Table 2: initial parameter values

Minimalistic Theoretic
learning rate 0.009 0.0009
learning rate decay 0.98 1
momentum 0.1 0.9
first layer filters 9 10
filter increase method exponential exponential
convolution filter size 9 5
activation function relu relu
dropout 0.3 0.5
weight decay 0.0005 0.0005

Accuracy 89,23% 89,14%

Table 3: cpcpff results

Minimalistic Theoretic
learning rate 0.008 0.004
learning rate decay 1 0.97
momentum 0.4 0.9
first layer filters 10 9
filter increase method exponential exponential
convolution filter size 9 5
activation function relu relu
dropout 0.2 0.5
weight decay 0 0.0005

Accuracy 91,60% 92,06%

Table 4: cpcpcpff results
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Minimalistic Theoretic
learning rate 0.02 0.003
learning rate decay 0.99 0.96
momentum 0 0.8
first layer filters 9 9
filter increase method exponential exponential
convolution filter size 7 5
activation function relu relu
dropout 0.4 0.5
weight decay 0 0.0005

Accuracy 90,13% 89,64%

Table 5: ccpccpff results

Minimalistic Theoretic
learning rate 0.009 0.003
learning rate decay 0.99 0.99
momentum 0.4 0.9
first layer filters 9 9
filter increase method exponential exponential
convolution filter size 5 5
activation function relu relu
dropout 0.5 0.5
weight decay 0 0.0005

Accuracy 92,77% 93,06%

Table 6: ccpccpccpff results
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Figure 15: Learning rate decay optimization with
minimalistic approach

Figure 16: Momentum optimization with minimalis-
tic approach

Figure 17: First layer filters optimization with mini-
malistic approach

Figure 18: Filter increase method optimization with
minimalistic approach
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Figure 19: Convolution filter size optimization with
minimalistic approach

Figure 20: Activation function optimization with
minimalistic approach

Figure 21: Dropout optimization with minimalistic
approach

Figure 22: Weight decay optimization with minimal-
istic approach
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Figure 23: Learning rate optimization with theoretic
approach

Figure 24: Learning rate decay optimization with
theoretic approach

Figure 25: Momentum optimization with theoretic
approach

Figure 26: First layer filters optimization with theo-
retic approach
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Figure 27: Filter increase method optimization with
theoretic approach

Figure 28: Convolution filter size optimization with
theoretic approach

Figure 29: Activation function optimization with the-
oretic approach

Figure 30: Dropout optimization with theoretic ap-
proach
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Figure 31: Weight decay optimization with theoretic
approach
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Discussion

The first parameter is not optimized for all combi-
nations of the other eight parameters but it is opti-
mized for the initial values of these parameters. This
is the same for all other parameters and the ques-
tion arises if this approach prevents certain parame-
ters from changing because of their mutual influence
on other parameters which are optimized towards a
certain setting. For example we can take the last pa-
rameter to optimize: weight decay. In seven out of
eight cases the initial value for this parameter also
proved to be the optimized value. This could be due
to good initialization, but maybe this is because other
parameters are optimized with regards to this last pa-
rameter. A clear example of this is found with the
learning rate and momentum parameters. In Tables 3
to 6 we can see that the minimalistic approach always
has a higher learning rate and a lower momentum in
comparison with the theoretic approach.

Parameters such as weight decay, activation function,
first layer filters and filter increase method rarely var-
ied from their initialized values after the optimiza-
tion. This could indicate these parameter values do
not have much influence on the test accuracy but it
could also mean other parameters, as just explained,
could be optimized for their specific values masking
their potential usefulness.

During the collection of these results we had a few
parameters which showed two peaks in their graph
as shown in figure 32, where a learning rate of 0.002
and 0.009 give almost the same optimal result. In this
case we continued training with the slightly better
value but it is a point of discussion what the impact
on the other parameters would have been if we chose
the other value and if it would have a better accu-
racy in the end. You could opt to split the optimiza-
tion process in this case into two branches but this
could in turn greatly increase time/computational
consumption due to subbranches.

Looking at the results in Tables 3 to 6 we can con-
clude that between the four network architectures the
amount of pooling layers seems to have the biggest
impact on accuracy where the structures with three

Figure 32: Branching problem: Two spaced peaks
after training multiple values with almost the same
optimal result, which is better?
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pooling layers perform better than those with only
two pooling layers by 3%. Increasing the amount of
convolutional layers given the same amount of pool-
ing layers increases accuracy with 1%.

When comparing Tables 3 to 6 with Table 2 you
can see that the minimalistic approach has results
which differ more from the initial values than the
theoretic approach. Most of this follows from mini-
malistic parameters changing in the direction of the
theoretic approach (using momentum and dropout).
The theoretic approach values do not change that
much during optimization resulting in less total net-
works trained. Furthermore, whilst the average ac-
curacy is only slightly better than the minimalistic
approach (90, 98% versus 90, 93%), on the two best
performing and thus most interesting network struc-
tures the theoretic approach outperformed the mini-
malistic approach (92, 06% versus 91, 6% and 93, 06%
versus 92, 77%).

The research question, ”How to find good parame-
ters to improve the performance of a convolutional
neural network trained on a small dataset?”, would
be hard to answer based on these discussion points.
The theoretic approach is preferred and certain pa-
rameters such as learning rate are very important but
due to various possible influences and the chosen or-
der of parameter testing this is hard to determine for
weight decay or the choice of activation function. To
reduce these points of discussion we decided to do a
follow-up study with less parameters.

Follow-Up Method

In order to decide which parameters to omit we took
a deeper look at each parameter based on the first
test (Tables 1 till 6) and theory. This is a follow-up
on the previous test and we use all the same train-
ing conditions, network structures and techniques as
mentioned before. The only difference will be the
parameters to be trained.

Training parameters

Learning rate and learning rate decay are very spe-
cific for each network and have a big influence on its
performance. Together with momentum they were
the first set of parameters to optimize. Where learn-
ing rate and its decay are somewhat network specific
(and thus not removed from the list of optimizable
parameters), this can be said less for momentum.
The theoretic approach of 0.9 momentum did clearly
not differ much from this initial value during opti-
mization as you can see in figure 33. The minimal-
istic approach started without the use of momentum
and optimization did differ more from this value than
in the theoretic approach as you can see in Tables 3
to 6. You can also see in the graphs of the training
results, figure 34, that the optimal momentum value
is not as clear as in the theoretic approach. Since
the theoretic approach is concluded to be better and
one of the main differences between the minimalistic
and theoretic approach is the momentum parameter,
we remove momentum from the list of optimizable
parameters and set its default value to 0.9.

Figure 33: Theoretic approach momentum optimiza-
tion
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Figure 34: Minimalistic approach momentum opti-
mization

Network structure parameters

The second set of parameters consists of the first layer
filters, filter increase method, convolution filter size
and activation function parameter. The exponential
filter increase method was unanimously favoured in
our results over the linear approach (Tables 3 to 6).
We decided to stop optimizing this parameter and use
the exponential filter increase method from now on.
The same could be said for the activation function
parameter: in all cases the ’relu’ activation was pre-
ferred the ’leaky relu’ (Tables 3 to 6). This result was
initially unexpected: in very early pilot tests where
we still trained for a certain amount of epochs instead
of minutes these results were not found. While relu
performed slightly better overall it was more or less
a coin flip in most cases. Eventually it appeared that
the ’leaky relu’ activation function increased training
time by up to 30% over the ’relu’ activation function
which can be explained since it not sets half the val-
ues to zero making further calculations more difficult.
When we trained for a certain amount of minutes in-
stead of epochs this meant it trained less epochs and
as a result of this ’relu’ became clearly better. We re-
moved the activation function from optimization and
used ’relu’ from now on. The results found for the
first layer filters and convolution filter size parame-

ters were not what was expected. These parameters
influence each other a lot when training for a limited
time: Both are related to the networks structure and
have a big influence on the training time or in this
case the amount of epochs the network could train
within the given time. Therefore the optimization
was expected to make a trade-off between a bigger
filter size with less filters in each layer or a smaller
filter size but more filters in each layer. In addi-
tion we would also expect smaller networks structures
(such as ’cpcpff’) to use both a bigger convolutional
filter size and more filters in each layer in relation
with the bigger network structures (such as ’ccpc-
cpccpff’). But the results only showed an increase in
convolution filter size in the minimalistic approach
in comparison with all initial values. Since especially
the trade-off between these parameters expectations
were not met we decided to do a pilot tests which
trained a lot of combinations of these values in order
to check whether this trade-off existed. Some of the
results are shown in figures 35 and 36. These results
confirmed that the trade-off existed even though the
previous results did not show this effect. Reasons
for this could be that earlier optimized parameters
were optimized specifically for these parameters or
that there was not enough cross-parameter testing
between these two parameters. Because of this we
decided to keep both these parameters for optimiza-
tion.

Regularization parameters

The last two parameters optimized initially are
dropout and weight decay. The weight decay, as
discussed in the previous discussion section, results
could be due to various circumstances. In liter-
ature weight decay is almost always used with a
small value of 0.0005 but we did our own pilot
test as well and these showed, for various other pa-
rameter combinations (to exclude influence as much
as possible), that not using weight decay gave bet-
ter performance. An explanation for these find-
ings could be the use of enough other regularization
(dropout, batch normalization), the dataset not need-
ing weight decay regularization or weight decay not
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Figure 35: Convolution filter size 3

Figure 36: Convolution filter size 9

having enough influence when training for only a lim-
ited time. We decided to remove weight decay as
an optimizable parameter and not use it at all from
now on. Dropout regularization, also in contrast to
expectations, proved to be a useful parameter. We
did not expect this because of batch normalization
apparently reducing the need for dropout [14] and
because dropout increases the training time by up
to two times [15, 16]. The theoretic approach kept
the initial 0.5 value and the minimalistic approach
started using dropout as well even though it was the
last parameter to be optimized. Dropout appeared
useful and we removed it as an optimizing parameter
and used 0.5 as its value from now on.

Selected parameters approach

Table 7 is the result of the previous in depth anal-
ysis and reduction of parameters. The four parame-
ters we still use for optimization are shown in Table
8 with there initial possible values. As you might
see based on the color segmentation we grouped the
parameters in training sessions. We now fully train
each possible combination within a parameter group.
This is achievable now with only two parameters in
each group and also preferred in order to get the best
possible picture of the parameters influences on each
other within a group. Note that, in contrast to the
previous test, first layer filters and convolution filter
size are now optimized before learning rate and its
decay. Initial testing with both combinations showed
that this gave the better results. Total training time
for this test is around 5 times faster as the minimal-
istic and 3 times faster than the theoretic approach.

Follow-Up Results

The results of the follow-up test are shown in Ta-
bles 9 and 10. The best result, 92, 95% is once again
found with the ’ccpccpccpff’ network structure. Av-
erage accuracy (91, 09%) is slightly better than the
previously tested theoretic (90, 98%) and minimalis-
tic (90, 93%) approach.
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momentum 0.9
filter increase method exponential
activation function relu
weight decay 0
dropout 0.5

Table 7: determined parameter values

first layer filters 6,7,8,9,10,11,12
convolutional filter size 3,5,7,9
learning rate 0.001,0.002,0.003,0.004,0.005
learning rate decay 0.96,0.97,0.98,0.99,1

Table 8: optimizable parameter values

Filter size cpcpff cpcpcpff ccpccpff ccpccpccpff

3
first layer = 11
accuracy = 88,38%

first layer = 9
accuracy = 90,91%

first layer = 10
accuracy = 88,93%

first layer = 8
accuracy = 91,85%

5
first layer = 12
accuracy = 88,92%

first layer = 8
accuracy = 91,74%

first layer = 10
accuracy = 88,96%

first layer = 8
accuracy = 92,07%

7
first layer = 13
accuracy = 89,35%

first layer = 6
accuracy = 91,53%

first layer = 9
accuracy = 88,29%

first layer = 8
accuracy = 89,43%

9
first layer = 9
accuracy = 88,89%

first layer = 9
accuracy = 90,53%

first layer = 6
accuracy = 85,91%

first layer = 6
accuracy = 83,13%

Table 9: first layer filters versus convolutional filter size

learning rate learning rate decay accuracy
cpcpff 0.005 0.96 89,49%
cpcpcpff 0.005 0.96 92,14%
ccpccpff 0.004 0.97 89,77%
ccpccpccpff 0.002 0.99 92,95%

Table 10: learning rate versus learning rate decay
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Follow-Up Discussion

The best result is slightly worse (92, 95% versus
93, 08%) but the overall accuracy is slightly better
(91, 09% versus 90, 98%) than the previous found
best results with the theoretic test. From this we
can roughly conclude that the results are somewhat
similar whilst using 4 parameters instead of 9 and
around three times as less time needed. Whilst the
problem of parameters optimizing on the initial val-
ues of later to be optimized parameters (preventing
those from changing from their initial values and thus
possible better values) is reduced a lot (all cross-
combinations tested within a group), it is not com-
pletely disabled due to the training in two parameter
subgroups. However we are now more certain that
the found parameter values are close to their possible
optimized values. Take note that with this we mean
the best results within these settings and optimized
parameters. With dozens of possible parameters and
millions possible combinations of their values it is im-
possible to conclude these are the best results possi-
ble.

Again we find the result that between the four
network architectures the amount of pooling layers
seems to have the biggest impact on accuracy where
the structures with three pooling layers perform bet-
ter than those with only two pooling layers by 3%.
Increasing the amount of convolutional layers given
the same amount of pooling layers increases accuracy
with up to 1%.

Regularization parameters such as dropout and
weight decay are no longer used for optimization. We
still believe this are important parameters for opti-
mization but that their optimal values are specific
for each dataset/problem and not for different net-
works within the same problem. This could explain
our contradictory determined values when compared
with literature sources which are almost all based on
the ImageNet dataset. We do not have the results to
support these thoughts so this remains a speculation.

The results (Table 9) now clearly shows the expected
trade-off between the convolution filter size and first
layer filter parameters. A bigger filter size results

in less filters in the first layer and vice versa. It also
meets the expectation that a bigger network structure
optimizes with smaller first layer filters and filter size
values than a smaller network structure. Table 10
appears to show correlations between learning rate,
learning rate decay and the size of the network struc-
ture, but a deeper look at the results, for example
that a learning rate of 0.004 had three out of five of
the best results on the ’ccpccpccpff’ network struc-
ture, showed that this is not enough to make any
conclusions on.

Conclusion

Recall the research question ”How to find good pa-
rameters to improve the performance of a convolu-
tional neural network trained on a small dataset?”.
An useful addition to this question should be that you
want a feasible solution since otherwise you would
simply want to test an unlimited amount of possi-
bilities. A second remark on this research question
is that it is better to speak of ”What are the best
parameters to focus on” instead of ”How to find the
best parameters” and this follows from our finding
that it is better to focus on a few parameters that
highly influence performance than to divide those re-
sources to a lot of parameters including much less
relevant ones. To further answer the question ”What
are good parameters to focus on..?” first note that
this cannot be said globally and is also problem and
data specific. Some data sets are bigger than others
or need more regularization.

In case of our small handwritten character dataset
and based on our findings on limited training time
we conclude that it is best to focus on the network
structure (amount of convolutional and pooling lay-
ers), its related parameters (convolutional filter size
and first layer filters), learning rate and its decay.
Within the focus on the network structure especially
the amount of pooling layers had a big influence on
performance and therefore we conclude that it is very
important to spatially reduce the image until it has
a small size.
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Based on our results the recommended parameter val-
ues and network structure for this problem are shown
in Table 11.

Further Work

If we would do another follow-up on this research
(same data and training conditions) we would want
try and see how a network structure with four pool-
ing layers would perform. Based on the findings that
three pooling layers perform much better than two it
would be interesting to find when an image is spa-
tially reduced ’enough’. Varying the amount of con-
volution and fully connected layers within the net-
work structures would also be interesting, same as
the replacement of fully connected layers with a sin-
gle average pooling layer as done by Google. [8]

Another point of interest and possible improvement is
about the convolutional filter size parameter. While
it is a good parameters to optimize for our four net-
work structures, most researches prefer sticking with
very small, 3x3 convolutional filters and further in-
crease the amount of convolutional layers. From this
perspective it would be interesting to see how a cc-
cpcccpcccpff network structure would perform.

To increase the robustness of these results it would
be interesting to see which parameters perform good
across different problems (multiple image classifica-
tion datasets) and which are more problem specific.
Our research is all based on the same problem and
for example regularization parameters are set across
the board and not optimized in our second approach.
Probably not because they are not important but be-
cause they are problem-specific and we did not test
on multiple problems. It would be interesting to bet-
ter determine which parameters are network specific,
problem specific or have good general performance.

Because of the computational/time related problems
appearing when training neural networks it would be
interesting to do further research on whether opti-
mal settings trained with limited epochs would cor-
relate to optimal settings when using more epochs.

Since almost all parameters are influenced by the
time restraint with respect to our own research we
speak of epochs instead of time. Besides learning
rate and its decay our expectation would be that a
network structure with its parameters optimized for
20 epochs should be close to optimal when doing the
same for 100 epochs. Found approaches are more
based on training smaller networks with less filters
in each layer (both so they train quicker) at first in-
stead of reducing the problem by limiting the amount
of epochs.
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