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Abstract

Brain-computer interfaces (BCIs) measure brain activity and convert it to
commands that can be executed by a device. A good BCI enables users to
control a device by means of thought. In this thesis we consider two types
of brain-computer interfacing: static BCI and mutually adaptive BCI.

Research on static BCI generally proceeds as follows: 1. Data are col-
lected; 2. a mapping is learned from these data that converts brain activity
to commands; 3. the learned mapping is evaluated on test data. Care must
be taken to fairly compare different methods that learn such a mapping.
First, the quality of a method can only be estimated fairly if all decisions
are independent of the test data. Second, to test for significant differences
between methods, the variance of each method’s performance over data sets
needs to be considered. We discuss why it is difficult to compare methods
using a sample validation or a k-fold cross-validation design. Furthermore,
we discuss the 5 × 2 cross-validation design proposed by [12], which con-
trols for variation in performance caused by the selection of training and
test data.

The BCI group of the Nijmegen Institute for Cognition and Information
(NICI) [18] collected data using an imagined time-locked hand tapping de-
sign. To these data we applied a number of different methods that deal with
channel and time information and we compared their performance. The re-
sults were not satisfactory. Besides low performance overall, methods that
we expected to perform relatively well, performed relatively poor, and vice
versa. Most notably, using a selection of channels never performed better
than using all channels. Furthermore, most differences between methods
were not significant. We conclude that the data are of low quality and that
we should not use it to choose a method for further usage.

We argue that static BCI does not suffice for real-world applications.
In order to make possible efficient communication between a user and a de-
vice, a BCI needs to adapt. First, adaptation is needed to avoid decreases in
performance due to unintended changes in brain activity [60]. Second, adap-
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tation is needed to profit from the adaptive capacities of the human brain,
thereby improving communication over time. Interestingly, at this moment
there are few BCIs that combine continuous adaptation with feedback based
on their resulting dynamic state. We believe that this combination is essen-
tial to make BCI successful.

It is difficult to model the dynamics of a user’s brain explicitly. How-
ever, models can be build that react to adaptation on behalf of the user by
assigning higher relevance to data that have been measured more recently.
We introduce a new method which realizes this for regressive Gaussian pro-
cesses: optimized decrease of relevance (ODR). ODR uses a kernel that
takes into account each data point’s time of measurement. This temporal
kernel induces a graded window over the training data. The steepness of
this graded window corresponds to the speed by which the relevance of data
points for making new predictions decreases over time. This steepness can
be learned automatically from the data. Furthermore, by placing a regular
sliding window on top of the graded window, the relevance of time itself can
be made dynamic. As a proof of concept, we apply ODR to artificial data
and show its advantages.



Introduction

The use of tools is one of the most essential characteristics of the human
species. It all started out with the sharpening of a stick, the invention of
the wheel, and the discovery of how to control fire. Within mere millennia,
tool use grew from a modest help in daily routine to an inseparable part
of our existence. Most obviously, modern day man uses tools to perform
all kinds of tasks: cutting bread, going to work, typing a report; but even
more prominently, many of the objects that make up his surroundings have
been crafted using tools: houses, stuff inside these houses, food, clothes,
toys, roads, bridges, and, of course: more tools. Not much of what we do
does not involve usage of tools. And if we were to be deprived of our tools,
for example being dropped in a large forest without compass or clothes, we
probably would not survive for long. Or at least we would get bored.

It’s great to have tools. They provide us with a power to shape and
control our environment in a manner that no other species can. There
is, however, one great weakness to our use of tools: our body. Or more
precisely: the dependence on our body; a knife is useful to cut bread, but
it needs hands to be handled; a car lets us travel much faster, but it needs
hands and feet to be driven; a computer – well, the point is so obvious
that it does not need more examples. To make something happen in our
environment, we must do something with limbs, torso, or head. We cannot
just think it to happen.

However, with proper preparation we can! The idea is simple: use equip-
ment to measure brain activity, such as an EEG cap, hook it up to a com-
puter, and convert the picked up signal to some useful actions. There has
been research on this idea since the nineteen seventies and it is called brain
computer interfacing (BCI). Potentially, BCI can greatly reduce the depen-
dency of action on bodily movement, since to produce brain activity we only
need to think. Using the right connection, tools can be handled by mere
thought, just like how our body is controlled by means of thought (be it con-
scious or unconscious). In a sense, this could put tool use in parallel to our
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x INTRODUCTION

body use – in contrast to its ordinary subordinate role to bodily movement.
This idea is exciting, but is it feasible? Doubt is in order. First of all,

what information is in a brain’s activity? Even if we think of the brain
as the realm of emotion, thought, and will, we need to consider how its
functioning depends on the interaction with the rest of the body. Second,
we can only measure part of what goes on in the brain. BCI is dependent
on the measurement equipment, both on what it picks up and on its ease of
use. Third, we must interpret the signal and in one way or another use it
to set up a meaningful connection. In Chapter 1 we will discuss these three
issues, providing a general introduction to BCI. Readers familiar with BCI
can skip this chapter.

In subsequent chapters we delve deeper into the third issue: how a mean-
ingful connection can be set up. Unfortunately, BCI analogies such as ‘mind-
reading’ or ‘wire-tapping’ do not illustrate the hardness of the technique. As
formulated by [60], “the goal is not simply to listen in on brain activity . . .
and thereby determine a person’s wishes”; rather, the goal is to set up a
connection that enables user and machine to learn over time how to com-
municate with one another.

While early BCIs mainly relied on the user’s adaptability to feedback
[38], most current research focuses on learning on behalf of the machine.
Advanced machine learning (ML) techniques are being applied to learn map-
pings between brain signals and intended commands automatically, reliev-
ing the user a great deal from his learning task. In Chapter 2 we provide
a general introduction to machine learning and discuss some specific ML
techniques in preparation of subsequent chapters. Readers familiar with
machine learning may wish to skip this chapter or parts of it. Please note
that some notation is introduced that will be used throughout the remaining
chapters.

In Chapter 3 we present results from a static experiment in which ML
techniques were applied to data collected by the BCI group of the Nijmegen
Institute for Cognition and Information (NICI) [18]. The goal of this exper-
iment was to get more insight in how a BCI can best translate these specific
data to commands and also to examine the quality of these data.

In Chapter 4 we lay out our view that BCIs should be mutual adaptive.
We argue that a continuous interaction between user and device is essential;
that both user and device continuously must learn and adapt. Furthermore,
anticipating on the difficulties that accompany the transition from a static
context to a mutual adaptive one, we present a new method that models time
information: optimized decrease of relevance (ODR). ODR is a Gaussian
process that induces a flexible, graded window over the data which adjusts
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itself to the dynamic characteristics of the data.
Chapters 3 and 4 are independent and hence can be read separately.
In Chapter 5 we summarize the main conclusions of Chapters 3 and 4.

We also give suggestions for future research.
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Chapter 1

A General Introduction to

BCI

This chapter provides a general introduction to BCI. We start out with a
very general discussion of the brain (Section 1.1), aimed at readers with no
or almost no knowledge of neuroscience. Subsequently we discuss how brain
activity can be measured (Section 1.2). Finally, we kick off the discussion
on how a connection can be set up that enables successful BCI use (Section
1.3).

1.1 What’s in a Brain?

We humans may tap ourselves on the shoulders, for a long way we have
come. Once we thought that the brain merely functioned as stuffing. The old
egyptians regularly removed the brain in preparation for mummification,“for
it was the heart that was assumed to be the seat of intelligence” [3]. The
brain got a little bit more credit during the 4th century BC, when the great
Aristotle hypothesized that the brain was a cooling mechanism for the blood:

“He reasoned that humans are more rational than the beasts
because, among other reasons, they have a larger brain to cool
their hot-bloodedness.” [3]

Now we have come so far as to recognize that the brain lets us think,
feel, and act. We see it as the primary organ responsible for the phenomena
of consciousness and thought, and we believe that by unravelling its inner
workings, insight can be gained into our very own being. The scientific field
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2 CHAPTER 1. A GENERAL INTRODUCTION TO BCI

devoted to this study of the brain – and with it also the rest of the nervous
system – is called neuroscience. In the following two sections we will discuss
some of the basics of this field. This will set the stage for a more elaborate
discussion of BCI later on.

1.1.1 Microanatomy of the Brain

Let us again consider some history. In the late nineteenth century, the italian
neuroanatomist Camillo Golgi made one of the greatest breakthroughs in
neuroscience ever. He discovered a method to stain a limited number of
individual neurons at random, in their entirety, thereby making it possible to
fully visualize single neurons. Although Golgi himself kept thinking that the
brain was a syncytium (“a continuous mass of tissue that shares a common
cytoplasm” [17]), this method led the spaniard Santiago Ramón y Cajal to
find out that neurons are discrete entities. This subsequently led to the
acceptance of the neuron doctrine, the fundamental idea that neurons are
the basic structural and functional units of the nervous system. In Figure
1.1 a diagram of a neuron is depicted [4].

Like other cells, the neuron contains a nucleus and some other metabolic
machinery, such as ribosomes and mitochondria. In addition, neurons have
dendrites and an axon, processes that extend away from the cell body. Den-
drites represent the input side of the neuron, taking in information from
other neurons, and the axon represents the output side, sending information
to other neurons. Typically, neuronal signalling takes place as follows: A
neuron receives a signal from another neuron in the form of a neurotrans-
mitter (a chemical substance), which causes electrical currents to flow in
and around the neuron. These currents act as signals within the neuron,
travelling from the various dendrites to a region generally referred to as the
spike triggering zone. Here the accumulation of incoming signals can cause
a spike: a signal that travels down the axon to its terminals, where it causes
new neurotransmitters to be released. These neurotransmitters then sig-
nal subsequent neurons by crossing the small gaps (synapses) between one
neuron and the next and triggering the same process to happen again. So,
essentially a neuron is an information processing unit; it takes in informa-
tion, makes a ‘decision’ about it and then, by changes in its activity level,
passes it along to other neurons.

A human brain contains about 100 billion of these information process-
ing units, with between them approximately 100 trillion connections. Then
there are the glial cells – even more numerous than neurons – which have
supportive functions like protecting the central nervous system from intrud-
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Figure 1.1: Diagram of a Neuron [4].

ers, removing damaged cells, and helping the conduction of action potentials
down the axon. Neurons are wired together to form circuits that perform
tasks; it is this organization of neurons that gives rise to cognition and that
enables BCI.

1.1.2 Gross and Functional Anatomy of the Brain

Long before scientists even thought about neurons, they investigated the
brain on a more global level. In the beginning of the nineteenth century, a
great debate took off about the degree to which function relates to location.
On one extreme were the phrenologists, who thought that all functions –
ranging from language and colour perception to hope and self-esteem – were
each supported by a specific brain region, and that these regions grew bigger
with the use of their associated function. On the other extreme were the ones
who shared the view that the brain participates in behaviour as a whole.
This view was most prominently advocated by the experimental physiologist
Pierre Flourens, who in 1824 wrote:

“All sensations, all perceptions, and all volitions occupy the same
seat in these (cerebral) organs. The faculty of sensation, percept
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and volition is then essentially one faculty.” [15] in [17]

This view was supported by his lesion studies: no matter where he made
a lesion to the brain of a bird, the bird would recover. However, in subse-
quent years also more empirical evidence for the localisationists’ view ap-
peared. The English neurologist John Hughlings Jackson found first evi-
dence for the existence of topographic maps in the cerebral cortex, a now
well-known and fascinating organization: particular cortical areas represent
maps of the body. Frenchmen Pierre Paul Broca found that damage to a
certain area of the left frontal lobe – now called Broca’s area –, can cause a
person to loose the ability to speak, while maintaining the ability to under-
stand language. German neurologist Carl Wernicke found a complementary
area: patients with damage to this area – Wernicke’s area – maintain the
ability to speak, but loose the ability to understand language – they speak,
but what they say makes little sense. A very adequate summary and resolu-
tion of the conflict between localizationists and holists was made by Stephen
Kosslyn:

“The mistake of early localizationists is that they tried to map
behaviours and perceptions into single locations in the cortex.
Any particular behaviour or perception is produced by many
areas, located in various parts of the brain. Thus, the key to
resolving the debate is to realize that complex functions such as
perception, memory, reasoning, and movement are accomplished
by a host of underlying processes that are carried out in a single
region of the brain. Indeed, the abilities themselves typically
can be accomplished in numerous ways, which involve different
combinations of processes. . . . Any given complex ability, then, is
not accomplished by a single part of the brain. So in this sense,
the globalists were right. The kinds of functions posited by the
phrenologists are not localized to a single brain region. However,
simple processes that are recruited to exercise such abilities are
localized. So in this sense, the localizationists were right.” [26]
in [17]

Localization is an essential part of what makes current BCIs work. The
complexity of the brain’s structure, the way in which processing is dis-
tributed over various brain regions, and the many ways in which a task
can be carried out, is part of what makes BCI difficult.
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1.1.3 Uncertainty in the Brain

In the last couple of decennia, our knowledge about the brain has increased
tremendously. However, the brain’s functioning still is quite a mystery, and
we are far from understanding it in its full complexity. Many findings con-
cerning the brain have to be interpreted with caution, because often they
point at trends rather than rules. Considering findings on the brain’s func-
tional anatomy, for example, where focus lies on the parts of the brain that
are active during the execution of certain tasks, we must be aware of the fact
that there is great variance between people, moments, and environments.

Each brain is unique and although there are many commonalities across
human brains, there are exceptions to each of them. Part of this can be
explained by the great plasticity of the brain. Throughout life, the structure
of our brain shows considerable change. First of all, this means that young
brains are different from old brains. Second, because these changes are
influenced by our environment, there are vast differences between the brains
of different people. This plasticity of the human brain is nicely illustrated
by an experiment of Vilayanur Ramachandran [45]:

Ramachandran was studying the sensory abilities of a young man who
had lost his left arm in an accident, but for the rest was completely healthy.
Ramachandran stroke parts of the man’s body with a Q-tip and asked him to
say where he was being touched. When he stroke various parts of the man’s
cheek, the subject reported that he was being touched in his left finger, or
in his left thumb! Apparently, after the accident the man’s somatosensory
topographic map had reorganized itself. The cerebral cortex that previously
represented his left hand, was now being applied to represent his cheek.

Although this example concerns a rather special case – a case of reor-
ganization resulting from an accident – the presence of differences between
different people’s brains is a fact that needs to be taken into account. As we
will argue later on, the uncertainty that results from these differences – and
also from our lack of knowledge about the brain – is essential to the task of
successfully implementing a BCI.

1.2 Brain Activity Measurement

The goal of this section is to give a general idea of the signal on which we
will try to base our BCI. In later sections we will go into some more detail,
relating the measurement technology more directly to its application in BCI.

There are several ways to measure the brain’s activity. The most direct
way is to surgically insert one or more very thin electrodes into the brain,
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so that electrical changes in or nearby separate neurons can be measured.
This method has the advantage of probing the brain on a very low level and
hence it can provide very precise information. However, its need for surgery
forms an enormous drawback.

Luckily, neuronal processing also has several effects that can be picked
up and be used as a signal from outside of the brain. Although much less
precise, most BCI research is restricted to the use of such effects, for it makes
possible the development of noninvasive and therefore easier to use BCIs. In
this thesis we will focus on Electroencephalography (EEG), a relatively easy
to use technology that measures changes in electric potentials. In current
BCI research this method is most widely used [5].

1.2.1 Electroencephalography

When large populations of neurons are active together, they produce electri-
cal potentials that are large enough to travel through brain, skull, and scalp.
By measuring the resulting differences in potential between a reference elec-
trode and a couple of recording electrodes – placed at various locations on
the scalp –, we get information on what’s going on in the brain.

This information is rather vague, however. Each electrode picks up a
signal caused by hundreds of thousands of neurons; the contribution of each
neuron depends on its distance to the electrode and on the conductive char-
acteristics of the surrounding tissue, such as cerebrospinal fluid, skull, and
scalp. Furthermore, the signal suffers from the presence of artefacts. These
can be due to physiological sources, such as eye movements, heart activity,
or transpiration, or due to non-physiological sources, such as power sup-
ply line noise, noise generated by the EEG amplifier, or noise generated by
sudden changes in the properties of the electrode-scalp interface [21].

Despite of this crudeness, the continuous recording of overall brain ac-
tivity that EEG provides can be used to set up a BCI. Compared to other
methods, it is simple and cheap, and requires little preparation.

1.2.2 Time-Frequency Representation

We can get a more insightful picture of the EEG signal using Fourier anal-
ysis, which decomposes a periodic waveform into a sum of harmonically re-
lated sine waves [44]. These sine waves represent the frequency components
of the signal.

Although the EEG waveform is not periodic, a fairly precise approxi-
mation of the evolution of frequency components over time can be obtained
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using a fast Fourier transform (FFT). A FFT takes consecutive, overlap-
ping parts of a waveform and – assuming periodicity – calculates each part’s
frequency components. The result is a spectrogram, or time-frequency rep-
resentation, and contains for different combinations of time and frequency
a corresponding amplitude.

There is a trade-off between the spectrogram’s precision over frequency
and its precision over time: if shorter intervals of time are used, the resulting
spectrogram represents more precise how the signal changes over time, but
the frequency information is less precise (especially for lower frequencies,
because fewer of their periods fit in the intervals). If longer intervals of
time are used, the separate frequency components can be determined more
precisely, but the spectrogram becomes blurred in the direction of time.

1.3 Setting Up a Connection

To convert the picked up signal to useful actions, the user’s intent needs
to be deduced from the signal. As mentioned in the introduction, this is
not ‘simply’ a matter of mind-reading: First, the EEG signal is merely a
reflection of the brain’s activity. Second, even if we knew each separate
neuron’s activity, we would not know how to interpret it. A detour needs
to be taken: instead of trying to deduce the user’s intent from his brain
signal directly, we use a communication protocol. Certain commands are
tied up to properly chosen brain patterns – patterns that can be produced
voluntarily and that can be distinguished by a computer –, in order to equip
the user with a lexicon of commands.

At first this means that the user needs to ‘think a certain thing’ each
time he wants to send a certain command. This is quite a terrible situation,
if you think of it. However, previous studies on BCI have fulfilled the hope
that after using a BCI for a longer period of time, this ‘extra step’ seems to
fade away; users become less aware of the thoughts they use to command
and develop the experience of controlling the BCI directly [60].

1.3.1 Thoughts as Commands

So what brain patterns are suitable to be used as commands? To answer
this question, we need to take into account the gigantic gap between EEG
measurements and the actual thoughts they are stemming from. If we choose
some ‘random thoughts’, like picturing elephants with various colours, it is
unlikely that a computer can distinguish between the resulting EEG pat-
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terns. What has proven to be a more successful approach, is to start from
neuromechanisms with known effects on the EEG signal.

One such mechanism is that of event-related synchronization (ERS) or
desynchronization (ERD) [43]. When populations of neurons perform tasks,
they may exhibit an increase or decrease in synchronous firing. This is
reflected in increases or decreases of amplitudes in specific frequency bands
of the EEG signal. Using a FFT we can keep track of these changes, thereby
gaining detailed information about the brain’s processing.

1.3.2 Imagined Hand Tapping

An activity which is known to cause a relatively prominent pattern of ERD is
the activity of hand movement. During hand movement, there is desynchro-
nization over sensorimotor cortical areas in the frequency range from 8 to
12 Hz (µ-rhythm) and from 13 to 28 Hz (central β-rhythm) [43]. µ-rhythm
desynchronization is sharply focused at lateral postcentral sites (CP3 and
CP4, see Figure 1.2), while β-rhythm desynchronization has a more diffuse
focus centered at the vertex [34]. Interestingly, this pattern of desynchro-
nization is also observable during imagined movement, although with mod-
erated intensity. Furthermore, the pattern is slightly lateralized: imagining
left hand movement causes more desynchronization on the right side of the
brain, while imagining right hand movement causes more desynchronization
on the left side of the brain.

This effect has been applied in various BCI experiments (e.g. in [61],
[49], and [16]). In Section 3.2.1 we will go into more detail on the time-
locked imagined hand tapping design used by the BCI group of the Nijmegen
Institute for Cognition and Information (NICI).

1.3.3 Action

Until now, in order not to undervalue BCI’s broad hypothetical utility, we
have been rather unspecific about its foreseeable applications. We have
introduced BCI as a technique by which tool use can be put in parallel to
the use of our body, leaving blank what kind of tools. We will now give a
couple of concrete examples of currently viable BCI applications, indicating
the current state of BCI research and hopefully shedding some more light
on the issues playing a role in the successful development of BCIs.

Most obviously, BCI may help people with severe motor disabilities, af-
fording them capabilities they otherwise lack. BCI holds an especially great
promise for people that partly or completely have lost the ability to speak.
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Figure 1.2: 64-channel layout.

This loss may be caused by a degeneration of efferent nerves from the mo-
tor cortex to the muscles (Amyotrophic Lateral Sclerosis [18]), brainstem
stroke, or movement disorders that abolish muscle control, such as cerebral
palsy [60]. Most poignant are locked-in patients, who are completely paral-
ysed. These patients cannot communicate anything to the outside world,
but generally their sensory nerves and cognitive functioning have remained
spared. Enabling communication by thought, by means of BCI, would be
incredibly useful to these people.

Other applications of BCI for disabled people are steering a wheelchair,
or operating a simple prosthesis. An application which quite clearly puts
tool use on a keel with bodily movement, is to provide people with cervical
spinal cord injuries with the ability to grasp objects (for example, see [29]
and [42]).

From these applications of BCI – communication, moving around, phys-
ical manipulation of the environment – healthy people do not yet benefit.
However, there has been some interest in the use of BCI for gaming and
virtual reality (for example, see [28] and [30]). For the rest, focus for the
greater part lies on helping the disabled.
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1.3.4 Basic Design

We have now come across all the basic building blocks of a BCI:

1. a person with a brain,

2. a brain activity measurement device, and

3. a device that interprets and executes the user’s commands.

Central to the interaction between these building blocks is the notion of
communication: “the process of transferring information from a sender to a
receiver with the use of a medium in which the communicated information
is understood by both sender and receiver” [2]. Using this terminology, we
view the person as the sender of information – thoughts –, the measurement
device converting these thoughts to an EEG signal as the medium, and the
device that interprets and acts on the EEG signal as the receiver. The cen-
tral question then is: how can we set things up so that the communicated
information is understood by both sender and receiver? As discussed pre-
viously, a communication protocol needs to be used, which defines a set of
pairs of thoughts and corresponding commands. The sender needs to know
these commands, and how to elicit the corresponding thoughts. The receiver
needs to know how to recognize and interpret these thoughts, converting the
received brain signal to the intended commands.

In Chapter 4 we will discuss mutually adaptive BCI, in which both user
and device continuously adapt in order to improve communication. We will
draw a comparison between BCI and another form of communication – com-
munication by means of speech – in order to argue that mutual adaptivity
is essential for successful BCI.



Chapter 2

Static Pattern Recognition

This chapter provides an introduction to Machine Learning (ML) in general
(Section 2.1) and to a number of ML algorithms specifically (Sections 2.2 -
2.7). We will come back to some of these algorithms in Chapter 3, where we
discuss the application of ML to static BCIs. Other algorithms are discussed
in Chapter 4, where we look into the application of ML to mutually adaptive
BCIs.

2.1 Machine Learning

In order to execute the commands that the user sends, patterns of brain
activity need to be mapped onto interpretations. These interpretations can
either be categorical (for example yes or no), in which case the mapping
is called classification, or continuous (for example a real number specifying
a location on an axis), in which case it is called regression. Furthermore,
interpretations may be multi-dimensional; interpretations may be locations
on a computer screen (continuous horizontal and vertical position), or for
example locations on a checker board (categorical row and column). In any
case, the task of interpretation can be described as the application of a
mapping f from input x to output t:

f : x �→ t. (2.1)

We will use F to denote the family of possible functions f , and X to denote
the family of possible inputs x.

As discussed in Section 1.2.2, x consists of a time-frequency representa-
tion (TFR) of each channel’s EEG signal, describing a few seconds of time.
This representation is a high-dimensional vector, containing a real number

11
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for each combination of channel, time interval (as chosen in the FFT), and
frequency band. We will refer to the length of x with D.

In this chapter we presume t to be one-dimensional (and therefore use
the notation t instead of t).

A simple choice for f would be to extract a small number of informative
features from the TFR and then, using a simple formula, combine them
into an interpretation t. For example, using an imagined hand movement
design, we could take the µ-rhythm amplitude and map it directly onto
cursor movements. This approach has indeed been undertaken, amongst
others by [62]. However, as [62] already noted, it is difficult for a human
to specify this mapping manually – which, because of the great variance
between people, needs to be done for each subject separately. Furthermore,
µ-rhythm is just a crude indication of the frequency range in which ERD
takes place. The optimal frequency band varies across people, and ideally
gets optimized for each person. If many features are used, it is impossible
to choose f manually and we need a computer to search the large solution
space.

To this end, a ML algorithm learns a mapping f automatically from
data. More specifically, we will make use of supervised machine learning
algorithms, which learn a mapping from a set of N inputs with known cor-
responding outputs, {(x1, t1), . . . , (xN , tN )}. These pairs are also referred
to as trials, or samples from the distribution p(x, t). This initial set of data
from which the mapping is calculated is called the training set, and will be
referred to as D. After training, the learned mapping can be applied to
other data points, {x̃1, . . . , x̃Ñ}, predicting their corresponding, unknown
output values, {t̃1, . . . , t̃Ñ}. This set often is referred to as the test set.

2.1.1 Data Collection

A training set can be acquired by instructing the user to perform some
prescribed actions, such as imagining left hand movement a few times and
imagining right hand movement a few times, and recording the accompany-
ing EEG patterns. On this set the mapping f can be based. We can also
view f as a model of what brain patterns correspond to what commands.

Most ML algorithms assume that the input trials are independent and
identically distributed (i.i.d.), meaning that they have been obtained in-
dependently from each other, and from sources with the same probability
distributions (typically simply from the same source). This assumption of
independency is hard to substantiate. However, it generally does not pay off
to take dependencies into account. First, they are accompanied by too much
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uncertainty. Second, it may be computationally very expensive to do so. As
a result, we must take care that our training trials satisfy the assumption
of independency as much as possible.

2.1.2 Cost and Expected Cost

To evaluate the quality of different possible models, we can make use of a
loss function, l(t, f(x)), which measures the cost of the model’s predictions
f(x) by comparing them to the correct outputs t. The expected cost (or
risk) R associated to our mapping f is defined as

R(f) ≡ E[l(t, f(x))] =
�

l(t, f(x))p(x, t) dxdt, (2.2)

Sensible loss functions contribute more cost to wrong predictions, so that the
model with the lowest risk – the best model – makes as few wrong predictions
as possible.

For example, for a classification problem we may choose

l(t, f(x)) =
�

0 if t = f(x)
1 if t �= f(x), (2.3)

which implies that the best model predicts output values that are most likely
to co-occur with the input x:

f(x) = arg max
t

p(x, t). (2.4)

A loss function which often is used for regression problems, is the squared
error

l(t, f(x)) = (t− f(x))2. (2.5)

This loss function implies that for each input, the best model predicts the
conditional expectation of the output:

f(x) =
�

t · p(t|x) dt. (2.6)

Risk functions can be used as criteria for choosing models. Suppose that
F consists of a set of functions {f(x,w)} that are specified by a parametriza-
tion w ∈ RD, then the best model f∗ ∈ F can be found by minimizing the
expected cost given by Equation (2.2) with respect to w:

f
∗ = f(x,w∗), for which w∗ = arg min

w
R(f(x,w)). (2.7)
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We can also state this expression more generally, for any finite or infinite
set F of functions. For this we make use of the fact that any two functions
can be kept apart by means of parametrization, whether they are paramet-
ric functions or not1. If any two functions can be kept apart by means of
parametrization, then all functions of any set F can be kept apart by means
of parametrization. From this it follows that for any set of functions F , there
exists a corresponding set of parametrizations Θ, such that each f ∈ F cor-
responds to one specific parametrization M ∈ Θ. Conceptually we can view
a parametrization as a description of a mapping, while the corresponding
function is the mapping itself.

Denoting the function that corresponds to the parametrization M as
fM, and by making use of (2.2), the best model can be expressed as

f
∗ = fM∗ , for which M∗ = arg min

M∈Θ

�
l(t, fM(x))p(x, t) dxdt. (2.8)

This equation reflects what is needed to successfully apply machine learn-
ing:

1. A criterium to evaluate the quality of predictions (l(t, fM(x))).

2. Knowledge on the real relationship between the model’s input and
output (their relationship in the real world, p(x, t)). For convenience
we call p(x, t) the user’s behaviour.

3. A set of possible models to choose from (Θ or F).

4. A method to choose a model from this set that satisfies our criterium
as much as possible (arg minM∈Θ R(fM)).

The next paragraph relates to the second of these points, the relationship
between input and output.

2.1.3 The Issue of Generalization

The problem with respect to the second of the above points is that we do
not know p(x, t). We can only hope to find a good model – a model that
resembles the best model, or real model – by generalizing from available

1This parametrization could simply be a binary variable discerning between two values,
functionA and functionB , but it could also be given a more meaningful interpretation,
directly related to the way in which functions work. For example, we might choose pa-
rameters to represent the order of a polynomial, the weights of a linear discriminant, or
the kernel being used in a gaussian process (see subsequent sections).



2.1. MACHINE LEARNING 15

Figure 2.1: Polynomial curve fitting. Grey line: expectation of generative
function. Black line: model based on samples.
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training trials. In other words: we must do the best we can just by using
samples of p(x, t) (note how the assumption of i.i.d. input trials plays a role
here).

The simplest way to do this, is to replace the expected risk by the em-
pirical risk R̂, which is the average cost based on the training set:

R̂(f) =
1
N

N�

i=1

l(ti, f(xi)). (2.9)

This quantity can be calculated from the available data, so that – according
to the chosen criterium – from any two models the best model can be chosen.
(This does not guarantee that we will find the best model!)

However, a model with low empirical risk – low cost for known samples –
may have high cost for unknown samples, and therefore high expected risk.
For example, consider a process described by the following Equation:

ti = log(xi) + �i, (2.10)

where �i is a random noise variable whose value is chosen independently
for each observation i. Suppose that we were not aware of the relationship
between x and t underlying this process, and that we had possession over
five samples. Then we could acquire zero empirical risk by exactly fitting
a fourth order polynomial f(x, θ) = θ0 + θ1x + θ2x

2 + θ3x
3 + θ4x

4 to these
five points. However, as can be seen in Figure 2.1a, this can result in very
bad generalization to unknown points. This problem is called overfitting,
because the model is shaped to the traindata in too high a degree.

The risk of overfitting depends on several issues: the number of training
points (Figure 2.1a versus Figure 2.1b), the complexity of the model (2.1a
versus 2.1c), and the amount of noise (2.1a versus 2.1d).



16 CHAPTER 2. STATIC PATTERN RECOGNITION

Figure 2.2: Polynomial curve fitting. Grey line: expectation of generative
function. Black line: model based on samples.
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2.1.4 Regularization

To deal with this risk of overfitting, we need to find a model that not only
explains the training data, but whose predictions also apply to new data.
One way to do this is to add a regularization term to our risk function – a
term that penalizes complexer models:

R̂reg(f) = R̂(f) + λΩ(f), (2.11)

where Ω : F �→ R is a regularization functional whose value is proportional
to the complexity of f , and λ ∈ [0,∞) is a constant that determines how
strongly complex functions are being penalized.

For example, extending our fourth order polynomial to model the process
described by Equation (2.10), we could choose Ω =

�4
i=1 θ2

i . This would
cause smooth functions to be preferred over functions that strongly oscillate
(see Figures 2.2a and b). Reason to choose such a regularization term is the
expectation that the real process also is smooth – that similar inputs should
give similar outputs.

However, if we choose our model to be too smooth, it may model the
process less precise than possible, making more mistakes on the training
data as well as on the testing data. This problem is called underfitting,
because the model’s fit to the available data is too low (Figure 2.2d).
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2.1.5 The Curse of Dimensionality

As discussed previously the difficulty of generalization depends on the num-
ber of available training points: With less points, we have less information
on the actual process. We can also say that our sampling of p(x, t) is sparse,
meaning that the number of available data points is small relative to the
number of data points that could have been sampled. If we picture the
points that indeed have been sampled as little lights lying in a dark space
of possible samples – illuminating their surroundings –, then all space that
remains dark corresponds to unknown structure of the modelled process.
(Note that we are talking about sample space, not input space.)

We can use this analogy to illustrate the curse of dimensionality. In
Figures 2.3a and b two spaces are depicted: a one-dimensional space and
a two-dimensional space. As can easily be seen: To obtain a density of
N lights over each dimension, N times as many lights are needed in the
two-dimensional space than in the one-dimensional space. Generalizing to
higher dimensionality, this implies exponential growth: for a D-dimensional
space, we need ND lights.

Luckily, lights shine their light over a certain range. Although we need
ND lights to obtain a density of N lights over each dimension, less lights
may be required to obtain equal overall lightness (see Figure2.3c). This
effect of diffusion is stronger for higher dimensional spaces, where areas
get illuminated by more different lights. The more smooth the modelled
process, the more that training points tell us about other, similar points.
Interpreting the range in which lights shine as the smoothness of the real
process, we can see how the curse of dimensionality becomes less severe
due to smoothness. This emphasizes the importance of regularization –
making use of smoothness –, especially whenever the input space is high-
dimensional and many of the test points are significantly different from any
known training point.

Still, the curse of dimensionality remains a major problem. Its promi-
nence gets amplified by a fact ignored in the previous examples: Our samples
of p(x, t) will not be as nicely distributed as the lights in Figures 2.3a-d. We
can control t – instructing the user to perform certain actions –, but we can-
not control x. Since only one of the sample space’s dimensions corresponds
to t and all other dimensions correspond to x, chances are high that certain
areas will not be sampled at all (see Figure 2.3e).

Fortunately, we can deal with this problem using prior knowledge. In
subsequent sections we will discuss various ways of doing this. These ways
all have in common that expectations about the relationship between x and
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Figure 2.3: The Curse of Dimensionality.

(a) (b) (c) (d) (e)

t are used to make machine learning more viable.

2.1.6 The Model Selection Problem

In Section 2.1.4 we explained how regularization can be used to circumvent

overfitting. However, we also saw that regularization can cause underfit-

ting. Apparently, we must apply regularization in such a degree, that we do

not overfit nor underfit. The degree of regularization is controlled by the

constant λ (Equation (2.11)): By choosing λ, we determine how strongly

a model’s complexity should be penalized. For good generalization perfor-

mance, we thus need to choose a proper value for λ. Since each choice of

λ corresponds to a specific choice of model, this is an example of the model
selection problem: the problem of choosing one model out of a set of possible
best models.

Split-Sample Validation

A general solution to the model selection problem is to try out different

possible models. The simplest way of doing this is by means of split-sample
validation. In split-sample validation a sample of training trials is kept

apart as a validation set. For different models – e.g. models with different

values of λ – a model is trained on the remainder of training trials, and

this model is then evaluated on the validation set. Since the validation set

is not used for training, it gives an estimate of generalization performance.

whether this estimate is good depends on whether the validation set is a

good representation of p(x, t). In a domain such as BCI, where generally

few labelled trials are available and the signal is relatively complex, this

seldom is the case [38].



2.1. MACHINE LEARNING 19

A better estimate of generalization performance can be obtained using
resampling techniques. These techniques apply the split-sample validation
procedure multiple times, with varying sets of data used as validation set.
This gives a more robust estimate of generalization performance.

K-Fold Cross-Validation

K-fold cross-validation is a resampling technique that works as follows: The
training set is divided in k > 1 random subsets of (approximately) the same
size. In k subsequent folds, each of these subsets is used for validation and
the remaining training trials are used for training. Finally the resulting k

estimates of generalization performance are averaged. This average gives a
more robust estimate of the overall generalization performance than sample
validation [6].

In order to choose between different models {Mi}, cross-validation can
be applied to estimate each model’s generalization performance. The model
with the highest estimate is selected.

Sometimes we do not need to cross-validate all models. For example,
if we need to choose between values λi ∈ {0.1, 0.2, . . . , 1} and performance
drops significantly after λi = 0.3, then we do not need to cross-validate
the elements {0.4, . . . 1}. More generally, we can use outcomes of tests on
previous models to choose which other models to try out.2 We will see an
example of such a scheme in the next section.

Cross-validation is a powerful technique. Using a limited amount of data
it gives a robust estimate of generalization performance of any algorithm.
However, there are several disadvantages to its application:

1. It may be difficult to choose which values of parameters to evaluate,
especially if they are continuous. For example, in the case of λ we
may not know which interval to evaluate, and the degree to which
small differences matter.

2. It may be computationally expensive: Parameters may have many
possible values (categorical), or have a large possible range (contin-
uous). And there may be interactions between parameters, so that
many combinations of values need to be considered.

3. Cross-validation can waste valuable data. Often we want to use as
much data for training as possible. However, this leaves less data

2For one thing this means that we may not need to evaluate all elements of {Mi}.
Moreover, we can change {Mi} along the way, removing as well as adding models that
we want to evaluate.
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points for validation so that more folds are needed for equal statistical
significance.

4. There are difficulties in applying cross-validation in an online setting.
We will come back to this in Chapter 4.

Despite of these disadvantages, cross-validation provides a powerful mech-
anism to select between models.

2.1.7 Feature Selection

Until now we have looked at ML in general. For practical reasons we now
talk about ML in direct relation to BCI.

Recall that our task is to find a mapping f from input x to output t,
where x is a high-dimensional TFR and t corresponds to an interpretation
of the user’s thoughts (generally commands). This task is made difficult
by the fact that we have at our disposal only a very sparse sample of the
distribution p(x, t). We need to combine the information provided by this
sample with prior knowledge (expectations about the distribution p(x, t)),
in order to find a mapping that can be expected to be in accordance with
the true distribution p(x, t). We can distinguish between different types of
prior knowledge:

1. Locality versus coherence: Feature selection comes down to either dis-
carding features or combining features. Discarding features is espe-
cially useful if the signal resides in a certain subset of the initial set of
features, while the rest of the input mainly contains noise (locality).
Combining features is especially useful if various features covary and
thus also covary with t in similar ways (coherence). By combining such
features into one feature, their combined noise is decreased, while their
informativeness about t is increased.

2. Groups: We can also make use of the fact that x has structure. If x is a
TFR, its elements can be split up according to the channel, frequency,
and time they correspond to: x ∈ RD = RDc×Df×Dt , where Dc is
the number of channels, Df the number of frequency bands, and Dt

the number of time intervals of the TFR. We use the term ‘groups’ to
refer to sets of elements xi that correspond to specific values of channel,
frequency, and/or time. For example, {xi}c=1 ∈ RDf×Dt denotes the
group of features from channel 1 and {xi}c=1,f=2 ∈ RDt denotes the
group of features from frequency band 2 of channel 1.
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We can apply the concepts of locality and coherence also within groups
and with respect to or between groups. For example, certain channels
may be more informative than others (locality with respect to groups);
within a certain channel certain frequencies may be more informative
than others (locality within groups); the distribution over frequencies
may be similar for a number of channels (coherence between groups);
within a certain channel certain frequencies may covary (coherence
within groups).

3. Supervised versus unsupervised : Prior knowledge can be very specific.
For example we may know that certain channels are relevant and that
others are not. In this case we can discard the irrelevant channels and
use the relevant ones for classification. However, prior knowledge can
also be less specific. For example, we may know that certain channels
are more relevant than others, but not which ones. We may use data
to decide which channels to use and which ones to discard. If these
data are labelled, it is called supervised feature selection. If they are
not labelled, it is called unsupervised feature selection.

Incremental Group Selection

We now discuss one specific feature selection method in more detail.
As discussed in Chapter 1, many cognitive tasks are associated to specific

areas of the brain. Therefore, in setting up a BCI, we expect that certain
channels are more informative than others. If we do not know which channels
are most informative, or what number of channels to use, then we can apply
the following iterative procedure:

Let Si be the set of selected channels after iteration i, and let Ci be the
set of candidate channels after iteration i (Ci being the complement of Si,
Ci = SC

i ). Typically S0 = ∅, but channels may also have been selected in
advance. In each iteration i, the effect of adding each separate channel to
Si is determined:

1. For each set Si−1 ∪ {cj}, in which cj ∈ Ci−1, the corresponding gen-
eralization performance CR(Si−1 ∪ {cj}) is determined using cross-
validation and some classification method (where “CR” stands for
classification rate).

2. Let cbest be the best candidate channel (cbest = arg maxcj CR(Si−1 ∪
{cj})).
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3. If this best channel has raised the performance with a certain minimal
quantity ∆p (so that CR(Si−1 ∪ {cbest}) ≥ CR(Si−1) + ∆p), then
it is added to the selected channels and iteration is repeated with
Si = Si−1 ∪ {cbest}.

This incremental selection scheme is applicable to any grouping of fea-
tures. However, in a BCI context it seems most useful for channel selection,
because high locality can be expected with respect to channels and high
coherence can be expected within channels.

Any classification method can be used to calculate the subsets’ CR-
values. This method does not need to be the same classification method as
the one that will be used once channel selection is complete; ideally it is
faster, while it selects the same channels as the final, slower method would
have done.

Last, note that this method can be very expensive.

2.2 Classification Algorithms

In the next sections we will discuss classification algorithms that learn a
mapping f : x �→ t from D-dimensional continuous input x ∈ RD to one-di-
mensional categorical output t ∈ {−1, 1}. The classes to which points can
belong are denoted by C1 for t = 1 and C2 for t = −1.

In this chapter we only consider static models: models that do not change
after they have been learned from a set of training examples. In Chapter
4 we will also consider models that do change over time, learning from a
growing body of available data.

2.2.1 Linear Versus Non-Linear Classifiers

Let us first consider the difference between linear and non-linear classifiers.
Any linear classifier can be expressed as follows: First a weighted sum of
the input variables xi is taken (i ∈ {1, . . . ,D}), thereby projecting x down
to one dimension z ∈ R:

z = wTx, (2.12)

where w is a D-dimensional vector of weights.
On this one-dimensional projection space z ∈ R there is a threshold, −w0;

points for which z ≥ −w0 are classified as C1 and points for which z < −w0

are classified as C2.
The corresponding decision boundary in input space is defined by the

relation z(x) = −w0, which corresponds to a (D − 1)-dimensional linear
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hyperplane within the D-dimensional input space. Points lying on one side
of this hyperplane are classified as C1 and points on the other side as C2. Any
classification algorithm that cannot be expressed in this way is non-linear,
because it makes use of a decision boundary that is non-linear.

Mahalonobis Distance

One way to choose the threshold −w0 is to assign new points to the class
with the smallest Mahalonobis Distance. For a new input x that is projected
on z, this distance d to class k is defined as

d(x, mk, sk) =
(z −mk)2

s2
k

, (2.13)

where mk and sk are the class’ mean and standard deviation in the one-di-
mensional projection space [57].

2.3 Fisher’s Linear Discriminant

As discussed in Section 2.1.2, we can evaluate the quality of different possible
models by using a loss function, which measures the cost of the model’s
predictions f(x) by comparing them to the true outputs t. Given such a
loss function, the ideal model is the model that minimizes the expected cost
R. However, because we do not know p(x, t), we cannot use R directly to
search for this ideal model.

An approach which gets round this problem in a simple and intuitive,
yet effective way, is that proposed by Fisher in 1936 [7]. Rather than rea-
soning from loss and risk, this approach chooses a linear projection of the
input data to a one-dimensional projection space, such that there is maximal
separation between the projected class means and simultaneously minimal
variance within each projected class. Subsequently, in this projection space
a boundary is chosen, for example at the projected overall mean of the data.
New data points whose projections lie on one side of this boundary are clas-
sified as C1, while points whose projections lie on the other side are classified
as C2. This method is called Fisher’s linear discriminant analysis (FLDA).

The reason that the variance within the projected classes also is taken
into account is illustrated in Figure 2.4. As can be seen in Figure 2.4a, if the
data are simply projected onto the line joining the two class means, then
there is considerable class overlap in the projection space (which corresponds
to the colour). In Figure 2.4b, where equal importance is ascribed to min-
imizing the projected within-class variance as to maximizing the projected
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Figure 2.4: Projection from two dimensions (x-axis and y-axis) to one di-
mension (colour), such that there is only maximal separation between the
projected class means (a), or also minimal variance within each projected
class (b).
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between-class variance, the projected class-overlap is smaller (although the
resulting difference between the projected class means also is smaller).

2.3.1 Calculating Fisher’s Discriminant

We can obtain Fisher’s discriminant by maximizing the Fisher criterion.
Before stating this criterion, let us first introduce some notation: The num-
ber of points in a class Ck will be denoted by Nk. The class’ mean vector
will be denoted by mk = 1/Nk

�
i∈Ck

xi, its projected mean will be de-
noted by mk = wTmk, and its (within-class) variance will be denoted by
s2
k =

�
i∈Ck

(zi −mk)2, where zi = wTxi.
Now we can state the Fisher criterion as

J(w) =
(m2 −m1)2

s2
1 + s2

2

. (2.14)

If we write this criterion in terms of the data, differentiate with respect to
w, and rewrite the result, then regarding the weights w∗ that maximize this
criterion, we find that

w∗ ∝ S−1
W (m2 −m1), (2.15)

where SW is the total within-class covariance matrix, given by

SW =
�

k∈{1,2}

�

n∈Ck

(xn −mk)(xn −mk)T. (2.16)
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(See [7] for a more elaborate discussion of these steps.) Subsequently we can
choose a threshold −w0 and classify new points xi as C1 if zi ≥ −w0 and as
C2 if zi < −w0 (as discussed previously). Generally, the weight vector w∗

itself is called Fisher’s linear discriminant, although a threshold is needed
to actually discriminate.

The critical step in calculating Fisher’s discriminant is the inversion of
SW. First, if the determinant of SW is 0, then no matrix A can satisfy
SWA = I and hence SW cannot be inverted. In this case SW is said to be
singular. We can solve this problem by adding a small amount of value to
the diagonal of SW:

SW,reg = SW + λID, (2.17)

where ID is the D×D identity matrix and λ ∈ R is a value small relatively
to the entries of SW. This method is called regularized FLDA (rFLDA), and
forms a simple way to prevent that the variance over any dimension becomes
zero, even if it is zero in D (which typically occurs if the number of features
is larger than the number of available training points).

More importantly, inverting SW may be computationally very expensive.
The size of SW is D ×D and the computational complexity of its inversion
is O(D3). The resulting maximum number of features that can be used
therefore runs in the order of hundreds, or even less if fast computation is
required. In Section 2.5 we will discuss another way to implement FLDA
that does not suffer from this limitation. However, as we will see, this comes
at the cost of other disadvantages.

2.4 Kernel Methods

FLDA is an example of a method in which the training data can be dis-
carded once certain parameters have been calculated – that is, w and w0

are sufficient to classify new data points3. However, there is also a class of
pattern recognition techniques that keep the training points and use them
directly for making new predictions. These are called memory-based meth-
ods. A simple and well-known example is the nearest neighbour algorithm,
which classifies new points as belonging to the same class as the most similar
training point.

In this section we will introduce a particularly interesting set of memory-
based methods, going by the name of kernel methods. In subsequent sections
a number of specific kernel methods will be discussed.

3In Section 2.5 we will discuss kernelized FLDA, for which the data points cannot be
discarded.
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First, let us look at a specific example, in which we obtain a kernel-
based model from a linear regression model that minimizes a regularized
sum-of-squares error function. By kernelizing a non-kernel method, we will
elucidate the relationship between non-kernel- and kernel-based methods.
Hopefully this example will make clear why it makes sense to use kernel
methods – as opposed to just being fun. After this example, it should be
easier to understand kernel methods in general.

2.4.1 An Example Dual Representation

We will consider the following regularized sum-of-squares error function:

J(w) =
1
2

N�

i=1

{wT
φ(xi)− ti}2 +

λ

2
wTw. (2.18)

The first term of this error function is equal to the empirical risk of Equation
(2.9), using the squared error loss of Equation (2.5), and the mapping f(x) =
wTφ(xi).

The φ(xi) are known as basis functions, which perform a fixed, either
linear or nonlinear mapping: RD �→ RM , where M is the length of each
vector φ(x).

Although the mapping φ causes f to be non-linear in x, f is linear in
φ(x) and we can still view it as a linear model. We can interpret the mapping
φ as a way of incorporating some fixed pre-processing or feature extraction
into the actual regression, without affecting its linear characteristics. In the
next section we will discuss this more extensively.

Because φ is fixed, the step of applying it to x does not directly seem to
matter for the regression – it seems that we could just as well first convert all
xi to φ(xi) – or φi – and then turn to the regression problem. However, as we
will see, this is not the case; incorporating this mapping into the formulation
of the regression problem will prove to be the key to kernel methodology.

The second term of Equation (2.18) is a simple regularizer Ω(f) = wTw,
weighted by λ and divided by 2 for convenience that will become apparent
later on.

The following steps are taken from [7]. They form a rather lengthy
example, but also an example that illustrates nicely the magical as well as
simple nature of kernel methods.

To minimize J(w), we set its gradient with respect to w equal to zero,
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resulting in

w∗ = − 1
λ

N�

i=1

{(w∗)Tφ(xi)− ti}φ(xi). (2.19)

This is a linear combination of the vectors φ(xi) (second appearance), weight-
ed by coefficients that are functions of w∗.

We now define Φ as the design matrix, whose ith row is given by φ(xi)T.
Furthermore, we define

ai = − 1
λ
{(w∗)Tφ(xi)− ti}, (2.20)

which can be viewed as the best possible errors of the separate data points
(“best”, because w∗ is optimal). Together these errors form a vector a =
(a1, . . . , aN )T. Now we can elegantly express the solution for w∗ in terms of
‘input’ (the design matrix Φ) and corresponding ‘best errors’ (a):

w∗ =
N�

i=1

aiφ(xi) = ΦTa. (2.21)

By reformulating the least-squares expression in terms of a – substituting
w∗ = ΦTa into Equation (2.18) – we obtain the dual representation

J(a) =
1
2
aTΦΦTΦΦTa− aTΦΦTt +

1
2
tTt +

λ

2
aTΦΦTa, (2.22)

where t = (t1, . . . , tN )T. If we define K = ΦΦT, which is called the Gram
matrix, this becomes

J(a) =
1
2
aTKKa− aTKt +

1
2
tTt +

λ

2
aTKa. (2.23)

Now again we set J ’s gradient equal to zero, only this time with respect
to a. This results in

a∗ = (K + λIN )−1t, (2.24)

where IN is the N × N identity matrix. Note that the right-hand side of
Equation (2.24) does not depend on w, while the right-hand side of Equation
(2.21) did.

If we substitute Equation (2.24) back into the linear regression model,
we obtain a mapping that only depends on the training data:

z(x) = wT
φ(x) = (a∗)TΦφ(x) = k(x)T(K + λIN )−1t, (2.25)
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where the vector k(x) = (k1(x), . . . , kN (x))T is defined with elements ki(x) =
φ(xi)Tφ(x).

Note that we got rid of w: We have combined Equation (2.18), which
relates training data to the weights of a linear model, and Equation (2.12),
which relates new inputs to predictions using these weights, into an equa-
tion which uses the training data directly to make new predictions. The
importance of this feature will become clear in the next section.

2.4.2 Feature Space and The Kernel Function

Previously, we have introduced the mapping φ(x) as a way of incorporating
some fixed pre-processing or feature extraction into the actual regression
process. Within the subject of kernel methods this mapping is known as a
mapping to feature space.

The key feature of kernel methods, like the one derived in the previous
section, is not just that new predictions z(x) are expressed in terms of the
old points {(x1, t1), . . . , (xN , tN )}. The key point is that the relation to
known points only enters through inproducts in feature space: Concerning
the example of the previous example, both k(x) and K of Equation (2.25)
can be expressed in terms of a kernel function k(xi,xj) defined as

k(xi,xj) = φ(xi)Tφ(xj). (2.26)

Since the inproduct of two points is a measure of their similarity, the kernel
function calculates the similarity of two data points in a feature space. The
vector k(x) of Equation (2.25) thus contains for each known point xi its
similarity to the new point x in feature space, φ(xi)Tφ(x). And the matrix
K contains for each pair of known points {xi,xj} their respective similarity
in feature space, φ(xi)Tφ(xj).

For the actual regression problem it does not matter how k(x) and K are
constructed – for Equation (2.25) it does not matter how k(xi,xj) is defined,
as long as it calculates inproducts in some feature space. This makes it
possible to implement all kinds of variations of the original linear regression
model, simply by adjusting the kernel function, or kernel. Adjusting the
kernel is known as the kernel trick, or kernel substitution, and as we will see,
it gives rise to a wide range of possibilities.

So, instead of choosing φ – a mapping to feature space –, we now choose
k(xi,xj) – a measure of similarity between two points in feature space. This
actually makes a lot of sense; by choosing k(xi,xj) we directly determine
what similarities between points cause them to be assigned to the same class
(because of the use of smoothness in feature space).
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Figure 2.5: Non-linear classification problem becomes linearly separable us-
ing kernel k(xi,xj) = (xT

i xj)2.
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Interestingly, for many well-known models there exists a dual represen-
tation. In Section 2.5 we will discuss a kernelized version of FLDA, kernel -
FLDA (kFLDA), and in Section 2.7 we will discuss a kernelized version of
probabilistic linear models for regression.

As a simple example, consider the classification problem depicted in
Figure 2.5. The two classes are not linearly separable in input space (Figure
2.5a), but if we choose k(xi,xj) = (xT

i xj)2, then the classes become linearly
separable in feature space and therefore also separable in input space (Figure
2.5b). The corresponding feature space is φ(x) = (x2

1,
√

2x1x2, x
2
2)T.

This choice of kernel illustrates the fact that domain knowledge may be
necessary to choose a suitable kernel. Or, more opportunistically put: it
shows that the kernel trick can function as an instrument to incorporate
prior knowledge. In subsequent sections we will come across a number of
other, more widely applicable kernels. One of those kernels is the Gaussian
kernel (Section 2.7.2), which can be used for a wide range of classification
problems (including the one depicted in Figure 2.5). Also see [7] for a
summary of techniques for constructing new kernels.

2.4.3 Complexity of Kernel and Non-Kernel Methods

Consider again the model of Equation (2.25). There are two operations that
may require significant computational effort: the calculation of K and the
inversion of (K + λIN ).

Since K is a symmetric N × N matrix, we need to apply the kernel
function about 1

2N2 times. The cost of each application depends on the used
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kernel, but suppose, for example, that its order is linear in D. Furthermore,
the complexity of inverting the N ×N matrix (K+λIN ) is of order O(N3).
Taken together, this results in a complexity of order O(N2D + N3).

For comparison, consider the solution for w for the non-kernelized ver-
sion, taken from [7],

w∗ = (λI + ΦTΦ)−1ΦTt. (2.27)

The first matrix product has a cost of order O(D2N), the matrix inversion
has a cost of order O(D3), and the second matrix product has a cost of order
O(N2D). Taken together, this results in a complexity of order O(D2N +
D3 + N2D).

The most notable consequence is that the kernelized version of our ex-
ample is better at handling many input features than the non-kernelized
version, but worse at handling many training points. This difference gener-
alizes to other kernel methods.

In Chapter 3 we will come back to this issue of complexity, relating it
more directly to BCI.

2.5 Kernelized Fisher’s Linear Discriminant

As we have seen in Section 2.3, FLDA has the following advantages:

1. “The existence of a global solution and the absence of local minima.

2. A solution that can be found in closed form.

3. A clear interpretation.” [35]

However, since FLDA uses a linear discriminant, it can only handle input
which is linearly separable in input space. This downside can be overcome
using the kernelized version of FLDA, kernel -FLDA (kFLDA).

2.5.1 The Representers Theorem

We begin our derivation of kFLDA by assuming that new predictions can
be made by the following predictive equation:

z(x) = wT
φ(x) =

N�

i=1

αik(xi,x) = αTk(x), (2.28)

where α = {α1, . . . ,αN} ∈ RN and k(x) has elements ki(x) = φ(xi)Tφ(x).
This assumption says that all we need to do to make predictions, is to take
weighted sums of similarities between old points and the new point.
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Note that this equation forms a generalization of Equation (2.25), with
α (which for now remains undefined) replacing (K + λIN )−1t. In fact, this
predictive formula is applied in a wide range of kernel methods, which all
have in common that they make use of a criterium of the form

J(w) =
wTS+w
wTS−w

, (2.29)

where S+ and S− are symmetric matrices that respectively measure the
desired and the undesired information along the direction of w [35].

Demšar [57] explains the logic behind applying Equation (2.28) as fol-
lows:

“It [the assumption] says that although the feature space is very
high (or even infinite) dimensional, with a finite number of data-
cases the final solution, w∗, will not have a component outside
the space spanned by the data-cases.”

For a more elaborate discussion of this assumption – which is a case of
the representers theorem –, see [57]. For more information on when this
assumption exactly holds and on kFLDA in general, see [35].

2.5.2 Calculating the Weights

Until now we have left α of Equation (2.28) undefined. To derive its value,
a criterion of the form of Equation (2.29) needs to be applied to the training
data in feature space and subsequently be rewritten so that all dependence
of new predictions on the training data can be expressed in terms of the
kernel function.

First, we apply the fisher criterion in feature space:

J(ẇ) =
ẇT

ṠBẇ
ẇT

ṠWẇ
, (2.30)

where ẇ is a weight vector of length M in feature space and where ṠB and
ṠW are the input data’s between-class and within-class covariance matrices
in feature space. (The dots are used to emphasize that these variables exist
in feature space.)

Next, we express this criterium in terms of the kernel function. This
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leads to the following expressions for the covariance matrices [35]:

ṠB =
�

k

(κkκ
T
k − κκT) (2.31)

ṠW = K2 −
�

k

Nkκkκ
T
k , (2.32)

where κ is a vector with elements κi = 1
N

�
j Kij , and for each class k, κk

is a vector with elements κk,i = 1
Nk

�
j∈Ck

Kij .
We now need to solve a generalized eigen-problem of the form

Ṡ
−1
W ṠBα = λα, (2.33)

which corresponds to solving the following regular eigenvalue problem:

Ṡ

1
2
B Ṡ

−1
W Ṡ

1
2
Bv = λv, (2.34)

where v = Ṡ

1
2
Bα, and Ṡ

1
2
B is constructed from the eigenvalue decomposition

of ṠB (which is symmetric positive definite):

ṠB = UΛU
T ⇒ Ṡ

1
2
B = UΛ

1
2 U

T
. (2.35)

We have now succeeded to formulate everything in terms of the kernel
function, since

Kij = (ΦΦT)ij = φ(xi)φ(xj) = k(xi,xj) (2.36)

Note that the calculation steps whose costs grow the fastest with their
arguments’ dimensionality – inverting ṠW, calculating the eigenvalue de-
composition of ṠB, and solving the eigenvalue problem of Equation (2.34) –
all act upon matrices of size N ×N , rather than of size M ×M .

2.6 Bayesian Methods

We will now take a probabilistic approach to modelling the relationship
between x and t. As [7] puts it,

“probability theory provides a consistent framework for the quan-
tification and manipulation of uncertainty and forms one of the
central foundations for pattern recognition. When combined
with decision theory . . . it allows us to make optimal predictions
given all the information available to us, even though that infor-
mation may be incomplete or ambiguous.”
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As discussed previously, uncertainty plays a major role in setting up a BCI.
To begin with, we are uncertain about how the brain functions and what
states of brain activity can be expected to occur during the execution of
tasks. Furthermore, states of brain activity will vary from person to person,
from day to day, and even from trial to trial. Last, there is uncertainty in
the EEG signal itself, caused by various sources of noise. Taking a prob-
abilistic approach, we can deal with these problems in a principled and
well-understood way.

More specifically, we will take a Bayesian approach, making use of Bayes-
ian probabilities. In contrast to the classical or frequentist interpretation of
probabilities, the Bayesian probability of a certain event is “a person’s de-
gree of belief in that event” [19]. One of the great benefits of the Bayesian
approach is that prior knowledge – such as an expert’s domain knowledge
– and new knowledge provided by data, can be combined into one decision.
We will shortly see how this exactly works.

For a more extensive, slightly philosophical discussion of the Bayesian
approach to probabilities, see [19].

2.6.1 Some Basics

The general shape of Bayes’ theorem is

p(X|Y ) =
p(Y |X)p(X)

p(Y )
, (2.37)

where X and Y are random variables. We can apply this theorem to the
problem of basing a mapping f : x �→ t on a set of training data D. Suppose
that our mapping f is governed by a set of parameters M and that we can
express our prior knowledge about M in terms of a probability distribution
p(M), then Bayes’ theorem tells us that

p(M|D) =
p(D|M)p(M)

p(D)
. (2.38)

This equation contains two probability distributions over M: Distribution
p(M) is called the prior and corresponds to our belief in M before having
observed the data. Distribution p(M|D) is called the posterior and corre-
sponds to our belief in M after having observed the data. Furthermore,
p(D|M) is called the likelihood, or more precisely, the likelihood of M given
the data.

Applying this terminology to Equation (2.38), we find that

posterior ∝ likelihood× prior, (2.39)
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which tells us exactly how to combine prior knowledge with new knowledge
from data. Generally, the fact that this equation expresses proportionality
rather than equality is irrelevant for making predictions, because we only
need models’ respective probabilities.

2.6.2 The Maximum Likelihood Solution

In Section 2.1.3 we discussed the issue of generalization. We saw how the
use of empirical risk can result in a model that fits the training data points
perfectly, but that generalizes badly to new data points. Equipped with
Bayes’ theorem, we can now see this overfitting problem from a different,
more general perspective: To choose from different models, we should not
only consider the likelihood; we should also take into account prior infor-
mation. Part of our prior information is that complexer models are less
probable than simpler models. Our previous choice to use regularization
can be seen as an implicit choice of prior.

If we ignore the prior and simply choose the model for which the likeli-
hood is the largest, then we obtain the maximum likelihood solution

MML = arg max
M

p(D|M). (2.40)

Because this solution does not take model complexity into account, it can
lead to severe overfitting.

In the next sections we will see how Bayesian methods incorporate a
prior in the modelling process explicitly. First, we turn to a discussion of
Bayesian Linear Regression, which is a simple Bayesian method. This will
lay the foundation for a discussion of the framework of Gaussian Processes
(Section 2.7).

2.6.3 Bayesian Linear Regression

In Section 2.1 we used the risk function R̂reg(f) = R̂(f) + λΩ(f) to fit a
polynomial on data generated by a simple, but noisy process. This led to
the problem of choosing a proper value for λ, which, since each choice of λ

corresponds to a specific choice of model, can be viewed as a model selec-
tion problem. In Section 2.1.6 we introduced cross-validation as a possible
solution for this problem, but we also discussed some disadvantages of using
cross-validation.

Bayesian methodology offers a way to get around the model selection
problem altogether. Instead of choosing one specific model – one value of
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M –, Bayesian methodology considers multiple possible models simultane-
ously. In the case of Bayesian linear regression, this amounts to calculating
a probability distribution over the model parameters w and integrating out
w for making predictions.

Let us first have a look at how the distribution p(w|D) can be obtained.
Bayesian linear regression assumes that the target variable t is given by a
deterministic function y(x,w) with additive Gaussian noise, so that

t = wT
φ(x) + �, (2.41)

where � is a zero mean Gaussian random variable with precision (inverse
variance) β. The likelihood therefore is given by

p(D|w, β) =
N�

i=1

N (ti|wT
φ(xi), β−1), (2.42)

whereN (ti|wTφ(xi), β−1) denotes a Gaussian distribution over ti with mean
wTφ(xi) and variance β−1.

Next, we choose a prior over w, expressing our belief that the weights
should not be too high:

p(w|α) = N (w|0, α
−1I), (2.43)

which is a zero-mean isotropic Gaussian distribution, governed by a single
parameter α. This specific choice of distribution is taken from [7]. For an
explanation of this choice, and also a more general discussion of sensible
probability distributions, see [7].

By applying Bayes’ theorem and making use of the fact that our prior
is conjugate to the likelihood, we find the posterior to be

p(w|D) = N (m,S), (2.44)

where

m = βSΦTt (2.45)

S−1 = αI + βΦTΦ. (2.46)

Next, we can find the predictive distribution for a new input-output pair
{x, t} by integrating out w:

p(t|x,D, α, β) =
�

p(t|x,w, β)p(w|D, α, β) dw

=N (t|mT
φ(x), σ2(x)), (2.47)
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where the variance σ2(x) is given by

σ
2(x) =

1
β

+ φ(x)TSφ(x). (2.48)

The easiest way to make use of this predictive distribution is to predict
for t the value that gets assigned the most probability (t = mTφ(x)). How-
ever, the variance σ2(x) may also be useful, for example to enable adaptive
stopping [21].

2.6.4 Hyperparameters

By integrating out w in Equation (2.47), we have circumvented the problem
of choosing one specific value for w. However, we now have two new vari-
ables to choose values for: α and β. These parameters, which control the
probability distribution p(w|D), are called hyperparameters, because they
control the predictive process on a more abstract level than w itself.

We can choose values for these hyperparameters using cross-validation,
but as discussed before there are several disadvantages associated with this
approach.

Alternatively, we can take a fully Bayesian approach, in which the hy-
perparameters are handled in the same manner as w: over each unknown
variable a prior is defined and all known information is combined into one
prediction by means of integration. If we denote our hyperparameters by θ,
this way our predictive distribution becomes

p(t|x) =
��

p(t|w,θ)p(w|D,θ)p(θ|D) dwdθ.4 (2.49)

If we manage to construct priors that properly represent our beliefs, then
Equation (2.49) expresses the best possible way to combine all available
knowledge into one prediction. Generally, however, full marginalization over
parameters is not possible because of analytical intractability.

In this thesis, we will consider the evidence approximation, also known
as type 2 maximum likelihood. This approach gives up on marginalizing
over θ and instead uses its most likely value given the data, θML, while still
marginalizing over w.

4In principle more than two ‘levels’ of parameters could be used: model parameters,
hyperparameters, hyperhyperparameters, etc.
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2.7 Gaussian Processes

In this section we will discuss a method that is kernel-based as well as
Bayesian – what could a person want more?

Bishop [7] defines a Gaussian process as “a probability distribution over
functions y(x) such that the set of values of y(x) evaluated at an arbitrary
set of points x1, . . . ,xN jointly have a Gaussian distribution”. This means
that we will not be using probability distributions over parameters (such as
w), but directly over functions.

At first sight a probability distribution over functions may sound odd
– and in a way it is odd. Therefore, we will start with a simple example.
We will follow [7] and first construct a Gaussian process from the linear
regression example of Section 2.6.3. By doing this, we will see how kernels
arise naturally in a probabilistic setting.

2.7.1 Linear Regression Revisited

We begin with the same deterministic function as in Section 2.6.3, y(x) =
wTφ(x) (without noise) and the same prior distribution over w, p(w|α) =
N (w|0, α−1I). However, this time we notice that – since each value of w
corresponds to a particular function y(x) – these two equations together
induce a probability distribution over functions y(x).

Let us first evaluate this probability distribution p(y(x)) for specific val-
ues x1, . . . ,xN . Later on we will see how this translates to making predic-
tions for new points. If we put the function values y(x1), . . . , y(xN ) together
in one vector y, then we can write

y = Φw, (2.50)

where Φ is the design matrix with rows given by φ(xi)T. Since w is Gaussian
distributed, p(y) also is a Gaussian and we only need to find its mean and
covariance:

E[y] = ΦE[w] = 0 (2.51)

cov[y] = E[yyT] = ΦE[wwT]ΦT =
1
α
ΦΦT = K, (2.52)

where K is the Gram matrix with elements

Kij = k(xi,xj) =
1
α

φ(xi)Tφ(xj). (2.53)

We have now expressed the probability distribution over y in terms of the
kernel function. As we will see later on, we can also choose this kernel
directly.
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2.7.2 Gaussian Processes for Regression

In the previous section we have seen how a simple probabilistic linear model
leads to a Gaussian probability distribution over y. Generalizing from y
– which denotes function values at specific points x1, . . . ,xN – to y(x) –
which denotes a function value at any point –, Gaussian processes assume
that the probability distribution p(y(x)) also is Gaussian. Since a Gaussian
distribution is specified by its mean and covariance, to specify p(y(x)) a
Gaussian process only needs a mean function, E[y(x)], and a covariance
function, cov[y(x)]. We will now extend the previous example to derive
these functions for a more general approach to the problem of regression.

Just like we did in Section 2.6.3 for Bayesian linear regression, we assume
that the target variable t is given by a deterministic function y(x) with
additive Gaussian noise, so that

p(t|y) = N (t|y,β
−1), (2.54)

where β is a hyperparameter representing the precision of the noise. (Notice
that this noise was not yet present in the example of the previous section.)

However, we say farewell to the parametric approach and leave the func-
tion y(x) undefined. The reason why we do not need to define y(x) is the
same as why we did not need a weight vector w for kFLDA (Section 2.5):
rather than to construct a parametric model from known points first and
subsequently use this model to make predictions, the relationship between
known points and predictions can be expressed directly, using a kernel func-
tion. To this end, we make use of the distribution

p(y) = N (y|0,K), (2.55)

where K is constructed from the training points, using a kernel function.
As before, we should choose the kernel function such that it measures the
similarity between points. As a result, the greater the similarity between two
points xi and xj , the stronger the correlation between their corresponding
values y(xi) and y(xj).

By means of integration and making use of the fact that both p(t|y) and
p(y) are Gaussians, we can combine Equations (2.54) and (2.55) into the
marginal distribution

p(t) =
�

p(t|y)p(y) dy = N (t|0,C), (2.56)

where the covariance matrix C has elements

C(xi,xj) = k(xi,xj) + β
−1

δij , (2.57)
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and δij = 1 if and only if i = j. Citing [7], “this result reflects the fact that
the two sources of randomness, namely that associated with y(x) and that
associated with �, are independent and so their covariances simply add.”

The Predictive Distribution

We will now use the joint distribution given by Equation (2.56) to calcu-
late the predictive distribution over t for new inputs. Deviating from the
notation used previously, we will now denote the new input-output pair by
{xN+1, tN+1}, so that by tN+1 we can denote the vector of target values
inclusive tN+1 and by tN we can denote the vector of target values exclusive
tN+1.

First, we use Equation (2.56) to write down the joint distribution over
tN+1 (as if we do not know tN ):

p(tN+1) = N (tN+1|0,CN+1), (2.58)

where CN+1 is a (N + 1)× (N + 1) covariance matrix with elements given
by Equation (2.57).

Since p(tN+1) = p(tN )p(tN+1|tN ) and since p(tN+1) and p(tN ) both are
Gaussian, the conditional distribution p(tN+1|tN ) also is a Gaussian, whose
mean and covariance can be calculated from CN+1. To do so, we partition
CN+1 as follows:

CN+1 =
�

CN k
kT

c

�
, (2.59)

where CN is the N ×N covariance matrix with elements given by Equation
(2.57) for i, j = 1, . . . , N , the vector k has elements k(xi,xN+1) for i =
1, . . . , N , and the scalar c = k(xN+1,xN+1) + β−1. Using this partitioning,
the conditional distribution is given by

p(tN+1|t) = N (tN+1|m(xN+1), σ2(xN+1)), (2.60)

with mean and covariance – which are functions of xN+1 – given by

m(xN+1) = kTC−1
N t (2.61)

σ
2(xN+1) = c− kTC−1

N k. (2.62)

In Figure 2.6 this predictive distribution is depicted for the process described
by Equation (2.10), using the kernel k(xi,xj) = exp(−0.5�xi − xj�2) and
with the Gaussian process’ noise β−1 set equal to the true noise. Each
triple of black lines corresponds to a distribution’s mean, its mean plus its



40 CHAPTER 2. STATIC PATTERN RECOGNITION

Figure 2.6: Regressive Gaussian processes.
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(c) Less noise.

standard deviation, and its mean minus its standard deviation. The grey line
represents the generative distribution. In the next section we will generalize
this kernel.

kernel functions and The Covariance Matrix

In Section 2.7.1 we showed how a Gaussian process can be obtained from a
linear regression model with a Gaussian prior distribution over the weights
w. We saw that the covariance matrix over a finite set of output values
y can be expressed in terms of a kernel function k(xi,xj) = 1

αφ(xi)Tφ(xj)
(Equation (2.53)).

Subsequently we have abstracted from this specific example, defining a
Gaussian process as a probability distribution over functions y(x) such that
the set of values of y(x) evaluated at an arbitrary set of points x1, . . . ,xN

jointly have a Gaussian distribution. The end result of this approach was
a predictive model in which the kernel function fulfils the role of expressing
what characteristics make two points xi and xj similar and that thereby
determines the correlation between function values y(xi) and y(xj).

As already mentioned in Section 2.4, the use of kernels opens up a wide
range of possibilities. For certain methods, such as kFLDA (Section 2.5),
we can view the use of kernels as a way of efficiently dealing with a mapping
φ(x) from original input space X to some high, or even infinite-dimensional
feature space. From the Gaussian process viewpoint, however, this notion
of a mapping to feature space is not particularly relevant. The choice to use
p(y) = N (y|0,K) as a probability distribution over function values exists
apart from an implicit mapping to feature space. Therefore the restriction
that the kernel function should correspond to inproducts in some feature
space becomes superfluous. The only restriction on the choice of kernel
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Figure 2.7: kFLDA using a Gaussian kernel.
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function to use in a Gaussian process is that it yields a non-negative definite
covariance matrix for any set of points x1, . . . ,xN , because otherwise we
cannot use it for making predictions.

The possibility of choosing the kernel function directly is very powerful,
but also brings along the task of choosing it properly. Depending on the
specific problem, this task is simpler than the task we are faced with in the
parametric approach: the task of choosing a family of functions y(x|M),
governed by a set of parameters M. However, by choosing the kernel func-
tion, implicitly we still choose to consider a particular family of functions
y(x|M), namely all functions that could have generated covariance matrix
C.

Rather than choosing one specific kernel function, often it makes more
sense to consider a parametric family of kernel functions. For example, we
may choose to use the kernel

kg(xi,xj) = exp

�
−�xi − xj�2

2σ2

�
, (2.63)

and leave the specific choice of value for σ open. This specific kernel function
is known as the Gaussian kernel. The effect of its free parameter σ is
depicted in Figures 2.7 and 2.8.

As illustrated in Figure 2.7, both classification problems discussed previ-
ously (in Sections 2.3 and 2.4.2) can be solved using kFLDA with a Gaussian
kernel. However, as Figure 2.7c shows, a proper choice of σ is of the essence.

In Figure 2.8 the predictive distributions of three regressive Gaussian
processes are depicted, using respectively σ = 0.01, σ = 0.2, and σ = 0.5.
The true noise was Gaussian distributed with standard deviation 0.2, while
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Figure 2.8: Regressive Gaussian process using a Gaussian kernel.
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the noise level β−1 fed to the Gaussian process was 0.5. Again these figures
illustrate that σ should not be chosen too low (Figure 2.8a), nor too high
(Figure 2.8c).

The use of free parameters in the kernelfuction is similar to the use of
hyperparameters in Section 2.6; in fact, we will also refer to these parameters
as hyperparameters and denote them by θ.

In the next section we will discuss how a Gaussian process’ hyperparam-
eters can be learned automatically from data.

2.7.3 Learning the Hyperparameters

In Section 2.6.4 we discussed different ways to handle hyperparameters in a
parametric setting. Essentially, the problem is the same for hyperparame-
ters in a Gaussian process. The optimal solution still can be described by
marginalization over hyperparameters:

p(tN+1|xN+1,D) =
�

p(tN+1|xN+1,D,θ)p(θ|D) dθ. (2.64)

Since this equation is analytically intractable, we must use a sub-optimal
solution. In this thesis we restrict to making a point estimate of θ by
maximizing the likelihood p(D|θ) (which is equivalent to maximizing the
posterior p(θ|D) with a completely flat prior p(θ)). This is equivalent to the
type 2 maximum likelihood approach discussed in Section 2.6.4.

Instead of maximizing the likelihood, we can just as well maximize the
log likelihood ln p(D|θ), because the logarithm is a monotonically increasing
function. Following [7], the log likelihood is given by

ln p(D|θ) = −1
2

ln |CN |−
1
2
tTC−1

N t− N

2
ln(2π). (2.65)
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We use conjugate gradient descent to optimize this function [20]. For this
we also need the function’s gradient, which, again following [7], is given by

∂

∂θi
ln p(D|θ) = −1

2
Tr

�
C−1

N

∂CN

∂θi

�
+

1
2
tTC−1

N

∂CN

∂θi
C−1

N t. (2.66)

The inversion needed to obtain C−1
N is costly, but was needed for the predic-

tive distribution anyway (Equations (2.61) and (2.62)). The cost of calcu-
lating ∇CN = {∂CN/∂θi} depends on the used kernel function. In Chapter
4 we will go through these steps in more detail for the choice of a particular,
newly developed kernel.
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Chapter 3

Static BCI

This chapter discusses the application of some of the previous chapter’s ma-
chine learning techniques (ML) to static brain computer interfaces: BCIs
that do not change anymore after they have been trained on a fixed data
set D. In Section 3.2 we will discuss results from a static experiment con-
ducted for the BCI competition held internally at the Nijmegen Institute
for Cognition and Information (NICI). However, we start with the method-
ology that is needed to compare the performance of different classification
methods (Section 3.1). This discussion on methodology is quite extensive,
because we believe that the BCI community has not paid it a proper amount
of attention.

3.1 Comparing Classification Methods

In this section we give some theoretical background on an essential part of
BCI research: the task of comparing different classification methods. In fact
we already came across this task in Section 2.1.6, where we treated the use
of split-sample and k-fold cross-validation to do model selection. Recall that
these two procedures estimate a model’s generalization performance. In the
case of model selection these estimates are used to fulfil the following goal:

The goal of selecting from a number of models the model that is
most likely to perform best on new, unseen trials {(x̃i, t̃i)}.

In this section however, we discuss the comparison of classification methods
with a goal in mind that is different in two ways:

45
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1. In order to do model selection the generalization performance of each
model is estimated. For model selection making such estimates is
subordinate to selecting one of the models; it does not matter whether
estimates are optimal or fair, as long as the model selected is the
same1. However, now we will consider the estimation of generalization
performance as a goal on its own. Not only are we interested in which
model probably is best, but also in how good we can expect it to be.

2. Furthermore, we will consider the question whether the performance of
classification methods differs significantly. The answer to this question
depends on the probability that found differences between estimated
generalization performances are not caused by actual differences be-
tween classification methods, but by the specific data set used.

Corresponding to these two points, we will discuss the following two tasks:
estimating a method’s generalization performance (Section 3.1.1) and – once
we have obtained such estimates for various methods – comparing them in
a statistically valid framework (Sections 3.1.2 and 3.1.3).

3.1.1 Generalization Performance Estimation

In this section we discuss the task of designing experiments in which each
method’s generalization performance is estimated.

Sample Validation

To estimate a method’s generalization performance using sample validation,
we use that method to base a model on the training set and then use the
resulting model to classify the trials of the test set. The percentage of
correctly classified test trials (the classification rate, or CR-value) is the
method’s estimated generalization performance.

Although this procedure might seem straightforward, it can be difficult
to completely follow through. According to [38], “a common error in the
evaluation of machine learning techniques is that some preprocessing steps or
some parameter selections are performed on the whole data set.” Although
such errors might seem innocent – and they may even go by unnoticed –,
they violate a basic criterium, which we state as follows:

1E.g., if each method’s estimated generalization performance has a 50% divergence
from the true generalization performance, then model selection based on these estimates
still selects the best method.
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A model’s performance should be evaluated on different data
than the data on which the model is based.

Violation of this criterium can lead to an overestimation of generalization
ability: the degree to which our method works well on the test set is a biased
predictor of how well it will work on new, unseen samples from p(x, t).

It can be especially hard not to violate the above criterium if multiple
factors are subject of research. For example, suppose that we want to in-
vestigate two things: whether one of two preprocessing methods A1 and
A2 is significantly better than the other (factor A) and whether one of two
classification methods B1 and B2 is significantly better than the other (fac-
tor B). We could use one of the following possible experimental designs to
investigate the effect of these factors on generalization ability, each of which
has its own disadvantages:

1. Estimates of generalization performance are made for each combina-
tion of A and B. This is the simplest way to make fair estimates.
However, as we will discuss in Section 3.1.3, there are difficulties to
comparing estimates from such a design in a statistically valid frame-
work.

2. Statistical comparison is performed for each factor separately. In this
case it must be assured that all comparisons being made are indepen-
dent of one another. This means that performance estimates used for
making different comparisons also need to be independent. This can
be difficult, because often the factors themselves are not independent.
For example, the performance of B1 and B2 cannot be evaluated with-
out using either A1 or A2. What’s more, A and B may interact: in
the worst case B1 is best if A1 is used, while B2 is best if A2 is used
(or vice versa). This problem can be dealt with in the following ways:

(a) It is chosen in advance which B is used to compare A1 and A2
and which A is used to compare B1 and B2. The disadvantage
of this design is that conclusions w.r.t. A and B are restricted
to the choices w.r.t respectively B and A made in advance, while
actually we would like to draw more general conclusions about
A and B. For example, we should not conclude that B1 is better
than B2, but only that B1 is better than B2 if A1 is used. If
in advance it is unknown which A is best, it remains unknown
which B is best in combination with the best A.
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(b) To examine the effect of one separate factor, the choice of other
factors is made part of the training phase. For example, to com-
pare B1 and B2, each B is applied in combination with a cross-
validation procedure that selects either A1 or A2 (Section 2.1.6).
The main disadvantage of this design is that it is more complex
and computationally more expensive.

Cross-Validation

To estimate a method’s generalization performance using cross-validation,
in each fold we use that method to base a model on one part of the data
and then use the resulting model to classify the trials of the remaining part
of the data. The mean percentage of correctly classified trials per fold, µCR,
is the method’s estimated generalization performance.

Now the criterium that a method’s performance should be evaluated on
different data than the data on which the model is based is even harder to
fulfil, because all steps of building a model should be performed within each
separate fold. For example, if the method itself uses cross-validation to do
model selection, then a nested cross-validation is needed, consisting of an
outer cross-validation to estimate the method’s generalization performance
and an inner cross-validation to do the model selection.

Practical Consequences

It seems that the machine learning community often neglects the criterium
that a model’s performance should be evaluated on different data than the
data on which the model is based (or partially at least). To illustrate:
Flexer [14] performed a survey of experimental neural network papers. Only
3 out of 43 studies in leading journals used a separate data set for parameter
tuning. According to [38], such a procedure is “conceptually wrong and may
very well lead to an underestimation of the generalization error”. Although
it can be used to demonstrate a method’s feasibility, or to show how bad a
method works, it cannot be used to show how good a method works, or at
least not with the degree of reliability that science generally demands.

The reason for this discrepancy between valid statistical comparison and
ML practice is that the ML community often is confronted with a limited
amount of data. Often it is not possible to evaluate ML techniques in a
statistically valid manner, especially not if multiple decisions need to be
based on data. A practical consequence is that we should restrict ourselves
to a small number of model decisions, whenever possible.
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For a more extensive discussion of these issues, see [48].

3.1.2 Statistical Comparison of Two Methods

To compare two methods, we need to test whether their estimated generali-
zation performances differ significantly. Traditional statistical tests, such as
ANOVA, are not fit for this task – they are designed for experiments with
a completely different setup. We need a test that controls the following two
sources of variation: the selection of training data and the selection of test
data2. As [12] puts it,

“A good statistical test should not be fooled by these sources of
variation. The test should conclude that the two algorithms are
different if and only if their percentage of correct classifications
would be different, on the average, when trained on a training
set of a given fixed size and tested on all data points in the
population.”

From various experiments, [12] concludes that two widely-used tests – a
test for the difference of two proportions and a paired-differences t test
based on taking several random train/test splits – have high probability of
Type I error and “should never be used”. His recommendation is to use
McNemar’s test, or the 5 × 2 cross-validation test (5 × 2 cv). These tests
have lower probability of Type I error and reasonable power. McNemar’s
test corresponds to a sample validation design and therefore needs a large
test set. The 5 × 2 cv test corresponds to a resampling design and can also
be used if fewer data are available. We will discuss a variant of the latter of
these tests, the combined 5 × 2 cv F test [1], which has even lower Type I
error and higher power than the original 5 × 2 cv test.

The Basic Problem for k-Fold Cross-Validation

To control for variation due to selection of training and test set, we need to
estimate the effect of this selection on the resulting CR-values. Our selection
of training and test set actually takes place in two steps: First, from p(x, t)
a sample is taken, D. Second, in each fold i from this data set D a training
set Ai ⊂ D and a non-overlapping test set Bi ⊂ D of fixed size are taken.

2Dietterich [12] identifies two more sources of variation, which we assume not to be
present: internal randomness in the learning algorithm and random mislabeling of the test
data points.
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Let U be an ‘utopian’ data set that is infinitely large and reflects p(x, t)
perfectly; let CRi

A,B be the classification rate of method i, trained on A and
evaluated on B; and let CRi

Aj ,Bj⊂D be the classification rate of method i in
fold j, using training and test sets from D. To test whether method 1 is
better than method 2, we can express the 0-hypothesis as follows:

EA,B⊂U
�
CR1

A,B
�
≤ EA,B⊂U

�
CR2

A,B
�

, (3.1)

where EA,B⊂U{.} is the expected generalization performance (denoting the
expectation with respect to random subsets A,B ⊂ U). Using k-fold cross-
validation, we can get an unbiased estimate of this quantity. Let Ei

D be the
estimated generalization performance of method i estimated from D:

E
i
D ≡

1
k

k�

j=1

CRi
Aj ,Bj⊂D (3.2)

ED⊂UE
i
D = EA,B⊂U

�
CRi

A,B
�

, (3.3)

Statistical testing consists of estimating the probability that the differ-
ence between estimates E1

D and E2
D is just a result of the specific selection

of data. From Equations (3.1), (3.2), and (3.3) we can see that two fac-
tors play an important role: the variance inherent in the domain itself, or
real variance, varA,B⊂U{CRi

A,B}, and possible dependencies between the es-
timates of separate folds CRi

Aj ,Bj⊂D. These two factors correspond to the
two steps of data selection discussed before. If the folds are independent,
we can get an unbiased estimate V i

D of the real variance. However, if we use
k-fold cross-validation with k > 2, then our folds use overlapping training
sets and thus are not independent. This causes the ‘regular’ estimate of the
real variance, V i

D, to be biased:

V
i
D ≡

1
k − 1

k�

j=1

�
CRi

Aj ,Bj⊂D − E
i
D

�2
(3.4)

ED⊂UV
i
D ≤ varA,B⊂U

�
CRi

A,B
�

. (3.5)

According to [6], for k > 2 there exists no universal unbiased estimator of
this variance3.

3However, in [41] two estimates are proposed for which it is argued that they perform
relatively well.
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The Combined 5 × 2 cv F Test

The solution proposed by [12] is to perform multiple replications of 2-fold
cross-validation. With k = 2, each replication’s folds use independent train-
ing sets and independent test sets and therefore provide an (almost) unbiased
estimate of varA,B⊂U{CRi

A,B} (almost, because the training set of fold 1 is
not independent of the test set of fold 2 and vice versa). However, because
k is low, each replication’s estimates may be far off. Therefore multiple
replications are performed, using random splits of data, and the estimates
are averaged: Let CRi

j,k be the classification rate of method i in fold k of
replication j, using 5 replications4. From each replication j estimates of the
generalization performance and the real variance can be obtained:

E
i
j ≡

1
2

2�

k=1

CRi
j,k (3.6)

V
i
j ≡

2�

k=1

�
CRi

j,k − E
i
j

�2
. (3.7)

By averaging over replications, more robust estimates are obtained:

E
i
D ≡

1
5

5�

j=1

E
i
j (3.8)

V
i
D ≡

1
5

5�

j=1

V
i
j . (3.9)

Although these estimates can be useful, the combined 5 × 2 cv F test
does not directly use them. Instead, it compares classification rates for each
fold separately: Let CRi

j,k be the classification rate of method i in fold k

of replication j; let δj,k = CR1
j,k − CR2

j,k be the difference in performance
between method 1 and 2 in fold k of replication j; and let µj = 1

2(δj,1 + δj,2)
and σ2

j = (δj,1 − µj)2 + (δj,2 − µj)2 be the respective estimated mean and
variance of these differences in replication j. Then the combined 5 × 2 cv
F test proposed by [1] uses the following statistic:

f =
1
10

�5
j=1

�2
k=1 δ2

j,k
1
5

�5
j=1 σ2

j

, (3.10)

4Dietterich [12] bases the seemingly arbitrary number of 5 replications on exploratory
studies, in which the use of fewer or more replications increased the risk of Type 1 error.
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which is approximately F distributed with 10 and 5 degrees of freedom. For
the derivation of this statistic and a discussion of the underlying assumptions
and approximations, see [1].

3.1.3 Statistical Comparison of Multiple Methods

There are two ways to test the significance of differences between three or
more means. The first is to use a statistical method designed specifically
for this purpose, such as ANOVA. However, to our knowledge none of these
methods deal with the issues typical of comparisons of classification methods
(Sections 3.1.1 and 3.1.2) and yet is efficient enough.

The second way to test the significance of differences between multiple
means, is to compare each pair of means separately, for example using the
combined 5 × 2 cv F test discussed in the previous section. However, in this
case we must be aware of the multiplicity effect : the more comparisons that
are being made, the higher the probability that in one of those comparisons
a Type I error occurs. This probability, which is known as the family-wise
error, must be controlled [11].

The multiplicity effect is the strongest for independent experiments. If
n independent experiments are performed and in each experiment a signif-
icance level α∗ is used, then the probability of making at least one Type I
error is α = 1 − (1 − α∗)n. Suppose for example that two methods have
been applied to each of 64 separate channels and that these channels are
independent of one another. Then the probability of accidentally finding
a significant difference between the methods for at least one channel when
using α∗ = 0.05, is α = 1− (1− 0.05)64 ≈ 0.96.

This effect can be compensated for by choosing α directly and for each
separate experiment use the corresponding adjusted significance level α∗:

α
∗ = 1− (1− α)1/n

. (3.11)

This is known as the Bonferroni adjustment [48]. For n = 64 and α = 0.05
this adjustment results in α∗ ≈ 0.0008.

Applying the Bonferroni adjustment clearly causes a tremendous drop in
power, especially because experiments generally are not completely indepen-
dent. The difficulty of controlling the family-wise error in a less ad-hoc way
lies in the fact that the exact nature of dependencies between experiments
is unknown.

A pragmatic solution to this problem is to make as few comparisons
as possible. Although it may be tempting to try out all kinds of methods
and parameter settings, the results from such an approach are not suitable
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to draw statistically valid conclusions from. If we do compare more than
two methods, then we must take into account the degree of independency
between experiments and decide whether to take measures.

3.2 The NICI Internal BCI Competition

In this section we will discuss the experiment that we conducted in response
to results of the BCI competition held internally at the Nijmegen Institute
for Cognition and Information (NICI). First we discuss the paradigm and
experimental setup used by the NICI BCI group and the goal and outcome
of the competition (Section 3.2.1). Second, we discuss the setup and results
of the response experiment (Sections 3.2.2 - 3.2.5).

3.2.1 Imagined Time-Locked Hand Tapping

Similar to many other BCI groups, the NICI BCI group uses an imagined
hand tapping paradigm (Section 1.3.2). It focuses on exploiting the pat-
tern of brain activity that arises when rest and movement are alternated
rhythmically [18]. To this end, a tight time-lock is induced by guiding the
(imagined) hand tapping with a continuous auditory stimulus. During the
time that the subject should imagine raising his hand, the sound rises in
frequency (over 750 ms); during the time that the subject should imagine
the falling of his hand, the sound falls back to its base frequency (over 250
ms) and is followed by a tick. For more details, see [18].

Geuze [18] performed an offline experiment to test whether this paradigm
can be used to create a BCI that does not need intensive training. Three
subjects performed multiple trials of both imagined as well as actual hand
tapping. Each group of six trials consisted of either left or right hand trials.5

The goal of the BCI competition was to find a method that can classify
whether a certain trial corresponds to left or to right hand imagined move-
ment. The hope was that one method could be selected to use in subsequent
online experiments.

Competition Outcome

Unfortunately, the outcome of the competition was not very satisfactory.
Besides lower classification rates than hoped for, it was unclear why certain

5Note that this does not go well together with the assumption that trials are i.i.d.
(Section 2.1.1)



54 CHAPTER 3. STATIC BCI

methods performed better than others. Especially the role of feature selec-
tion was not well-understood. For example, the competition winner used
the following feature selection method: for subjects 1 and 3 she averaged
over time and then took the maximum over frequency; for subject 2 she took
the maximum over frequency and then averaged over time. This resulted in
one feature for each of the 64 channels. However, from the theory behind
an imagined time-locked hand tapping design, we would expect that it pays
off to focus on specific channels, rather than to use them all. We would also
expect that it pays off to consider more specifically the power distribution
over time and frequency. In contrast, methods that learned from the data
what features to use, performed relatively bad.

The competition’s validity can also be questioned. To begin with, a
sample validation design was used, with for each subject a test set consisting
of 180 trials. As discussed in Section 3.1.1, it is only safe to compare methods
using a sample validation design if the test set is known to be representative
of the domain. With 180 trials this is not the case.

Moreover, participants were given not only a training set, but also the
test set. Although this was only meant to let participants determine their
method’s generalization performance preceding each meeting, it may have
caused violation of the criterium discussed in Section 3.1.1 (that a model’s
performance should be evaluated on different data than the data on which
the model is based). We do not accuse participants of cheating in the sense
that they trained their models on the test data directly, but they may have
done so indirectly, by accident. Flourens [48] discusses this risk extensively.
Each time that a person uses the test set to evaluate the performance of some
method, this tells him something about what works well for that specific
data set. It is inevitable that this newly acquired knowledge influences the
continuation of his search for better methods. As [48] points out, “when one
repeatedly searches a large database with powerful algorithms, it is all too
easy to ‘find’ a phenomenon or pattern that looks impressive, even when
there is nothing to discover.” The only certain way of avoiding this risk, is
to test on a different test set each time. Given the limited amount of data,
however, this was impossible.

Because of these weaknesses, we do not discuss the results of this compe-
tition in detail. Instead, we will discuss an attempt to investigate the used
data sets on a more basic level.
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3.2.2 Goal

The experiment was designed in order to answer the following three ques-
tions:

1. In what degree are certain channels more informative than others?

2. In what degree is time information informative?

3. With what degree of certainty can we draw meaningful conclusions
from these data sets?

The first two questions may help design a classification method for use in
subsequent online experiments. Moreover, they are relevant to the third
question: if no gain is obtained by selecting specific channels and/or by
making use of time information, we should question whether we can draw
meaningful conclusions from these data sets anyway. The argument behind
this reasoning is as follows: We expect that a good classification method for
online usage at least makes use of locality with respect to channels and of
coherence over specific time intervals (see Section 2.1.7). If a good method
for online classification is not good for offline classification, then neither can
we expect that a good method for offline classification is good for online
classification. This difference between good methods for offline and online
classification may lie in general differences between offline and online BCI
(Chapter 4), but it may also simply lie in the fact that the offline data sets
provide a weak signal. If this is the case, then conclusions drawn from these
data sets may hold no relation to successful classification in any setting
(neither online nor offline).

The third question is meant to investigate the data sets on the most
basic level. Hopefully it provides insight in how to proceed with the search
for suitable classification methods for online usage.

3.2.3 Experimental Setup

To answer the questions posed in the previous section, we varied the way
in which channels are selected (factor 1: channel selection method) and the
way in which features are combined over time (factor 2: time combination
method). Generalization performance was evaluated for all combinations of
values of these factors using 5 × 2 cross-validation.

Four channel selection methods were considered:

1. AllChannels: Use all channels (based on the competition winner’s ap-
proach),
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2. F3-F4 : Use channels F3 and F4 (suggested in [18], see Figure 1.2),

3. CP3-CP4 : Use channels CP3 and CP4 (suggested in [34]), or

4. Incremental : Select channels using incremental group selection (su-
pervised, see Section 2.1.7).

Channel selection methods F3-F4, CP3-CP4, and Incremental are alterna-
tives to the usage of all channels. The relevance of channels F3 and F4,
suggested by [18], is based on the same data sets as used for this experi-
ment and therefore violates the criterium discussed in Section 3.1.1. This
comes on top of the fact that this kind of method – choosing a small num-
ber of channels in advance – is given two chances to prove itself: the pairs
of channels CP3-CP4 and F3-F4 are quite far apart, so their independence
may be quite strong. However, we chose for higher power and did not apply
the Bonferroni adjustment. The results, which will be discussed in Section
3.2.4, show that the resulting increased risk of Type I errors is irrelevant to
our main conclusions. The incremental channel selection method is the only
supervised method. Note that if the answer to question 1 of Section 3.2.2
should be ‘high’ (meaning that certain channels are more informative than
others in high a degree), then we would expect this method to be consequent
in its choice of channels and perform relatively good.

Only two time combination methods were considered:

1. AllTime: Use all 31 time intervals separately, or

2. Ao2T : Average over two time intervals (0 - 0.75 and 0.75 - 1.5 seconds).

We chose to consider this limited number of methods in order not to
impede the reliability of comparison. As discussed in Section 3.1.3, a proper
statistical method to compare multiple classification methods simultaneously
is missing. The alternative is to make pairwise comparisons, but this only
works if not too many methods are being compared – if many methods are
being compared, the multiplicity effect raises the probability of either Type
I errors (if we do nothing) or Type II errors (if we apply the Bonferroni
adjustment).

The effects of the two factors were investigated as follows. For each time
combination method each pair of channel selection methods was compared,
resulting in 2×6 = 12 comparisons for each subject. For each channel selec-
tion method the two time combination methods were compared, resulting
in 4 comparisons for each subject. Since each of the three data sets was
evaluated separately, altogether 3× 16 = 48 comparisons were made6.

6Each data set was evaluated separately because of great variation between data sets.
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Controlling the Family-wise Error

To account for the multiplicity effect due to the consideration of three data
sets, the standard significance level α = 0.05 was adjusted using the Bon-
ferroni adjustment with n = 3 (Equation (3.11)), resulting in α∗ = 0.017.
Applying this adjustment is justified by the fact that experiments performed
on different data sets are highly independent (in fact they should be com-
pletely independent).

Since for each subject multiple comparisons were made, we could have
applied a stronger Bonferroni adjustment. However, we chose not to do so,
because comparisons between methods evaluated on the same subject can be
expected to be highly dependent. For example, if no Type I error occurs in
our evaluation of the effect of channel selection method when using AllTime,
it is unlikely that it does occur in our evaluation of this effect when using
Ao2T.

General Classification Method

On top of the feature selection methods discussed above – which work on
channel and time information –, we averaged over frequency bands. We chose
not to consider multiple methods of selecting or combining frequency bands,
because the addition of a third factor would have increased the experimental
design’s complexity. Once again: if too many factors are investigated simul-
taneously, if becomes very hard to draw conclusions that are statistically
valid. Reason to average over all frequency bands – reducing the number of
features with a factor 31 –, was a lack of knowledge on how to do it better.
Although we expect that the signal resides in certain frequency bands (Sec-
tion 1.3.2), the ranges of these bands may differ between subjects [60] and
it is difficult to deduce these bands automatically from the data, especially
without running into the kind of problems discussed in Section 3.1.1.

For the actual classification of selected features, we used regularized
FLDA (rFLDA, see Section 2.3). Whenever knowledge about the data sets
is limited, simplicity generally is best; therefore the use of linear methods
seems most appropriate7.

Furthermore, the statistical comparison of classifiers over multiple data sets is highly
problematic [11].

7As agreed on at the Second International Meeting on BCI [60], in some applications
non-linear methods can provide better results, but “it is always desirable to avoid reliance
on non-linear classification methods if possible, because they often involve a number of
parameters whose values must be chosen in an informed way”.
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rFLDA makes use of but one hyperparameter: the degree of regulariza-
tion λ (Equation (2.17)). FLDA does not easily suffer from over- or under-
fitting, therefore the exact value of λ generally is of limited importance, and
we kept it fixed at λ = 0.5.8

3.2.4 Results

Table 3.1 gives an overview of the eight expected generalization perfor-
mances Ei

D = 1
10

�5
j=1

�2
k=1 CRi

j,k, along with p-values for each comparison
between AllTime and Ao2T. Significant p-values are displayed boldfaced9.
To get some insight into how methods are compared using 5 × 2 cross-
validation, in Figure 3.1 all CRi

j,k are plotted separately. For example,
Figure 3.1a contains for each of the eight methods a ‘group’ of the following
elements:

1. Five small dots on the left to indicate the CR-values of each replica-
tion’s first fold and five on the right to indicate the CR-values of each
replication’s second fold.

2. Thin lines connecting each replication’s two CR-values. The middle
of each line corresponds to the estimated generalization performance
of method i for replication j, Ei

j . The absolute difference between the
left and right point corresponds to the square root of the estimated
real variance, V i

j .

3. Three larger dots connected by a thick line to indicate the mean and
the mean plus/minus the variance of the ten CR-values (ignoring their
distribution over replications). Note that this mean equals the mean
given by Equation (3.8), but that the variance does not equal the
variance given by Equation (3.9).

The methods’ results are displayed in pairs of two, so that AllTime and
Ao2T can easily be compared for each channel selection method. To indi-
cate that two time combination methods differ significantly, their means are
connected by a thin dotted line (this is only the case for subject 3, when
using AllChannels)10.

8This choice was based on an experiment in which two methods of selecting λ were
compared: using λ = 0.5; and choosing λ automatically from the data using an extra
inner-cross-validation procedure. Both methods had comparable results.

9A two-sided test is performed, so p < 1
2α∗ = 0.0085 is significant.

10Note that these figures do not provide all information necessary to perform 5 × 2
cross-validation: if methods 1 and 2 are being compared, then the δj,k and σ2

j in Equation
(3.10) depend on pairs of CR-values (CR1

j,k,CR2
j,k).
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Figure 3.1: CR-values grouped by channel selection method for comparison
of the following time combination methods: AllTime and Ao2T.
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In Figure 3.2 the same groups are displayed, only now they are ordered
so that the four channel selection methods – AllChannels, F3-F4, CP3-
CP4, and Incremental – can easily be compared for each time combination
method. To indicate that two channel selection methods differ significantly,
their means are connected by a thin dotted line. Because for each time com-
bination method multiple comparisons were made (six), the corresponding
p-values are displayed in two tables: Table 3.2 for AllTime and Table 3.3
for Ao2T. For clarity, these tables list again each method’s Ei

D.
Table 3.4 lists the channels that were selected by Incremental.

3.2.5 Conclusions

1. Channel selection: Although most pairs of channel selection methods
do not differ significantly, the results do show that each method that
uses a selection of channels (F3-F4, CP3-CP4, and Incremental) does
not perform better than AllChannels. In five cases AllChannels is even
significantly better. As discussed in Section 3.2.2, this is opposite of
what we hope for – we expect that a good classification method makes
use of locality with respect to channels. For this data each of our
attempts to take advantage of locality with respect to channels fails.
Therefore we conclude that the data probably provide a signal too
weak to test methods on for online application.

Table 3.1: Fixed channel selection.
ED ED

Subject Channels AllTime Ao2T p

AllChannels 0.5386 0.5722 0.1417
1 F3-F4 0.4875 0.5242 0.1005

CP3-CP4 0.5183 0.5653 0.0425
Incremental 0.5214 0.5375 0.4176
AllChannels 0.5433 0.5919 0.1349

2 F3-F4 0.5014 0.4869 0.3612
CP3-CP4 0.5197 0.4997 0.4968

Incremental 0.5300 0.5575 0.4355
AllChannels 0.5642 0.6139 0.0047

3 F3-F4 0.5319 0.4817 0.0367
CP3-CP4 0.4944 0.4886 0.5062

Incremental 0.5136 0.5178 0.7012
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Table 3.2: Fixed feature selection: AllTime.
Subject Channels ED p F3-F4 p CP3-CP4 p Incremental

AllChannels 0.5386 0.0222 0.1769 0.0005
1 F3-F4 0.4875 - 0.2068 0.0598

CP3-CP4 0.5183 - - 0.2729
Incremental 0.5214 - - -
AllChannels 0.5433 0.2060 0.4417 0.7567

2 F3-F4 0.5014 - 0.2183 0.2970
CP3-CP4 0.5197 - - 0.1107

Incremental 0.5300 - - -
AllChannels 0.5642 0.0524 0.0131 0.1577

3 F3-F4 0.5319 - 0.1888 0.3742
CP3-CP4 0.4944 - - 0.4036

Incremental 0.5136 - - -

Table 3.3: Fixed feature selection: Ao2T.
Subject Channels ED p F3-F4 p CP3-CP4 p Incremental

AllChannels 0.5722 0.1179 0.7065 0.1011
1 F3-F4 0.5242 - 0.2230 0.2747

CP3-CP4 0.5653 - - 0.4863
Incremental 0.5375 - - -
AllChannels 0.5919 0.0022 0.0048 0.3341

2 F3-F4 0.4869 - 0.5954 0.0538
CP3-CP4 0.4997 - - 0.0552

Incremental 0.5575 - - -
AllChannels 0.6139 0.0002 0.0000 0.0223

3 F3-F4 0.4817 - 0.5299 0.2877
CP3-CP4 0.4886 - - 0.2671

Incremental 0.5178 - - -
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Figure 3.2: CR-values grouped by time combination method for comparison
of the following channel selection methods: AllChannels, F3-F4, CP3-CP4,
and Incremental.
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Table 3.4: Channels selected by Incremental.
Subj. Fold AllTime Ao2T

1, 1 Oz FT7 O1 FC3

1, 2 T8 P10 F1 Oz

2, 1 P2 P4 P2 F3

2, 2 PO3 P7 O1 F7 T8

1 3, 1 CP5 CP4

3, 2 PO4 Fp1 PO4

4, 1 Oz FC2 FC3 P7 O1 FC3

4, 2 P10 PO4 Fp1 PO4

5, 1 P7 O1

5, 2 Fp1 Pz P9

1, 1 AF3 Fp2 FC4 Fp2 P8

1, 2 POz F8 TP7 CP1 Fp1

2, 1 CP2 F3 TP7 TP7 Oz FC2

2, 2 TP8 F5 CP1 T7 Iz TP7 F8

2 3, 1 AF3 Cz TP7 C5

3, 2 FC5 F8 T7 CP1

4, 1 POz FT7 AF8 Fpz TP7 PO3

4, 2 T7 TP7 Oz FC1

5, 1 PO3 AF7 T7 Fz F5

5, 2 CPz C6 AFz TP7 P3

1, 1 F3 CP1 FC1 AF3 AFz C2

1, 2 C1 Fz T7 AF7

2, 1 Fpz C2 F1 P5 O2 P4

2, 2 C1 CP2 T7

3 3, 1 FC1 C3

3, 2 P10 CP6 C4

4, 1 FCz C3

4, 2 FC1 T7

5, 1 C6 C1 CP3 C2

5, 2 FC1 C2 T7 CP4
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2. Time combination: For subject 1 Ao2T always outperforms AllTime.
For subjects 2 and 3 Ao2T outperforms AllTime if AllChannels or
Incremental is used. For the other cases (where AllTime outperforms
Ao2T ), the difference is relatively small (except for subject 3 using
F3-F4 ). Although Ao2T is significantly better than AllTime in only
one comparison, overall using AllTime does not seem to be very useful.
In Section 3.2.2 we argued that a good classification method should
make use of coherence over specific time intervals. Because neither
time combination method can be considered as a good way of doing
this, we cannot draw conclusions about the data’s quality as strongly
as we did from the comparisons between channel selection methods.
However, because the main difference between AllTime and Ao2T lies
in the fact that the former provides more detailed information than
the second, these results do suggest that for this data it does not pay
of to use very specific information.

3. Interaction: Although not very clearly, the results support the hy-
pothesis that there is interaction between the used channel selection
and time combination method. In general we expect this interaction
to be strong: probably it is better to use less information per channel
if many channels are used, while it is better to use more information
per channel if few channels are used. The relative good performance of
AllTime for subjects 2 and 3 when using a pair of predefined channels
(F3-F4 or CP3-CP4 ) is in accordance with this expectation.

Possibly this effect accounts for the superiority of AllChannels: would
a more precise feature selection method have been applied for each
separate channel, then using a selection of channels might have out-
performed the use of all channels. What’s more, channel selection may
interact with the use of frequency information: possibly, using a selec-
tion of channels only pays off if more detailed frequency information
is taken into account.

The previously drawn conclusion – that the data provide a signal too
weak to test methods on for online application, because channel se-
lection should be beneficial – thus may be invalid. However, first we
note that the superiority of AllChannels is relatively strong, so there
is a lot of catching up to do for alternative methods. Second, it may
be difficult to do per channel feature selection much better. If we
try to do it automatically (supervised), the classification method as
a whole gets more complex and an even stronger signal is needed. If
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we use these data sets to make more detailed choices in advance, we
need a new data set to test these choices on (because of the criterium
discussed in Section 3.1.1).

4. Overall : An important conclusion can be drawn from the lack of sig-
nificant differences. Since most of the considered methods do not differ
significantly, it is less likely that significant differences will be found
when other methods are compared. Again this is reason to question
the data sets’ quality. Overall performance is low and variance over
folds is high, so that CR-values to a large extent depend on ‘luck’.
In many cases this will prevent that strong conclusions can be drawn
from these data sets.
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Chapter 4

Mutually Adaptive BCI

This chapter focuses on an aspect of BCI that has been ignored in the previ-
ous chapter: while user and device interact, they both may show change. We
will argue that dynamic characteristics are essential to successful BCI use
(Section 4.1). We will also relate this proposition to current BCI research
(Section 4.2). Subsequently we present a new method to model time infor-
mation, providing a relatively simple way to make models adaptive (Section
4.3). Last, we show how this method can be used in an online setting ef-
ficiently (Section 4.4). We did not apply this novel method to actual BCI
data and therefore only discuss its theoretical advantages.

4.1 Communication and Adaptation

As discussed in Section 1.3.4, BCI is a form of communication. Its effec-
tiveness depends on two parties: the user – who needs to know commands
that can be send and how to elicit the corresponding thoughts – and on the
device – which needs to recognize and interpret these thoughts, converting
the received brain signal to the intended commands. An obvious analogy
is speech: a speaker needs to choose words that express the message that
he wants to convey and pronounce these words such that the listener can
recognize them and deduce the intended message.

One of the main reasons why communication by means of speech gen-
erally works very well, is that humans can easily adapt to one another. In
choosing what to say, a speaker takes into account what the listener can
understand, both semantically as well as morphologically. He also attends
to clues on how his message is received, such as the listener’s facial expres-
sions, and chooses subsequent actions accordingly (e.g. to clarify what did

67
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not come across). Furthermore, communication by means of speech gener-
ally proceeds bidirectional: messages are send back and forth (each party
functions as both speaker and listener).

In short, we say that communication is a mutual adaptive process: a pro-
cess which relies on the capacity of both parties to understand one another
and adapt accordingly.

Similarly, the success of BCI utilization depends on a continuous interac-
tion between user and device. Together they are responsible for their mutual
understanding. Adaptation of but one party cannot be expected to suffice.
According to [60], the interaction of two adaptive controllers, the BCI and
the user’s brain, is “the central fact of effective BCI operation” and a good
BCI “accommodates and engages the adaptive capacities of the brain”. In-
terestingly, many current BCIs do not bring this view into practice. This is
exemplified by the slogan “let the machine learn”, e.g. used by the Berlin
BCI-group [38]. This slogan fits many recent efforts to improve BCIs, but
covers only half of the story. The other half – that the brain constitutes
a highly adaptive controller of which a good BCI takes advantage (see also
Chapter 1) – has received much less attention.

4.1.1 Mutual Solution Space

To better understand the user’s role in setting up a BCI, we apply the con-
cept of solution spaces. A solution space contains all possible solutions for
a certain problem. Each dimension of a solution space corresponds to a
certain characteristic of solutions. Each point corresponds to one particu-
lar solution. Using this analogy, the search for solutions can be viewed as
movement through space.

Recall from Section 2.1.2 that p(x, t) corresponds to the user’s behaviour
(the relationship between the commands t that he tries to send and the
accompanying patterns of brain activity x). Furthermore, recall that the
task of Machine Learning (ML) is to find a mapping f : x �→ t which fits
this behaviour.

In the previous chapters we assumed p(x, t) to be fixed. If p(x, t) is fixed,
solution space corresponds to choices of the mapping f . Assuming that f

can be specified by a set of parameters F , optimizing f can be conceived of
as searching solution space F .

However, we will now take into account that the user has a certain
amount of control over p(x, t). We will incorporate the resulting flexibil-
ity into the solution space analogy.

Similar to the specification of f by a set of parameters F , we assume
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that p(x, t) can be specified by a set of parameters P. The success of BCI
depends on parameters P and F as follows: First, P should be such that
different intended commands lead to discernible patterns of brain activity.
Second, F should fit P: the mapping f should map x to t that are likely
according to p(t|x) (which depends on p(x, t)). As a result, P and F together
determine the BCI’s quality : the degree to which the device is able to deduce
from the user’s brain activity the intended commands. If we now apply the
term ‘solution’ to the combination of the user’s behaviour and the device’s
interpretation of this behaviour, we can refer to P × F as mutual solution
space.

This concept of mutual solution space can be used to visualize the im-
portance of mutual adaptivity. To make visualization easier, we look at a
simplified scenario. Although this scenario is based on unrealistic assump-
tions, we believe that the illustrated problem generalizes to realistic mutual
solution spaces. The assumptions are as follows:

1. P,F ∈ [0, 1]. This way P × F can be plotted in 2-d.

2. The degree to which different intended commands lead to discernible
patterns of brain activity is an increasing function of P. This is a
specific realization of the fact that there is some sort of dependence
on P.

3. The degree to which F fits P is an increasing function of −|P − F|.
This is a specific realization of the fact that the degree in which F fits
P depends on both F and P.

Given these assumptions, the relationship between solutions and their
quality can be depicted as in Figure 4.1a. In this figure the horizontal
axis corresponds to P, the vertical axis corresponds to F , and the colour
corresponds to the quality of solutions P × F (white is best). As can be
seen, the quality of a solution depends on how close it lies to the diagonal.
Along the diagonal, the quality of solutions is better close to the top-right
corner.

For this simplified mutual solution space the need for mutual adaptivity
is illustrated in Figure 4.1b. Suppose that we start from the signal provided
by the user. Because the user has not yet used the BCI, the degree to
which his patterns of brain activity are discernible probably is relatively
low. Given assumption 2, this means that P initially is low, e.g. P = 0.2,
illustrated by the blue line. Subsequently we apply ML to search for this
signal a proper mapping F , which corresponds to choosing a point along
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Figure 4.1: Simplified mutual solution space P×F and corresponding quality
(white is best).
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the blue line. Suppose that we find the best possible mapping, resulting in
the mutual solution (0.2, 0.2). If we want to make further improvements, we
need to move towards the top-right corner. However, we are now faced with
the following problem: to move over the diagonal, user and device both
need to change. If only one of them changes, the mutual solution moves
away from the diagonal and actually becomes worse. This illustrates that
neither adaptation just by the user, nor adaptation just by the device can
be expected to suffice. User and device need to adapt together.

Although this example is based on unrealistic assumptions, we believe
that the illustrated problem generalizes to realistic, high-dimensional mutual
solution spaces. In such spaces the diagonal of the previous example is
replaced by some subspace of mutual solutions. This subspace contains
solutions that correspond to optimal interpretations F by the device for
certain P, but not necessarily to strong signals P. Because the quality of a
BCI depends on the degree to which the user’s intentions and the device’s
interpretations match, optimization should proceed within this subspace.
This asks for mutual adaptation.
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4.2 Mutual Adaptivity in Current BCIs

In our opinion, few current BCIs support mutual adaptivity sufficiently
strong. A likely reason for this is that mutual adaptivity brings along an
increased level of complexity: if p(x, t) changes over time, then f(x) needs
to be changed accordingly; in turn, f(x) affects p(x, t) by providing feed-
back to the user; together these two relations form a closed loop, making
experiments less controllable.

Very little has been published on BCIs that both perform online adap-
tation as well as provide feedback that is based on this adaptation. To
begin with, many research efforts concern static BCIs, where a mapping f

is learned from a training set D and subsequently is applied to a test set
(e.g. [64] and [21]; see also Chapter 3).

4.2.1 Feedback Models

Once a BCI is used to perform a real task, the user will get feedback, simply
by observing his own efforts. However, in many experiments where feedback
is used, the test trials are classified offline, long after having been measured
(e.g. [52], [8], [10], [16], and [21]). In this case feedback is based either on
something else than a classifier’s interpretation, or on a different classifier
than the one that is used for actual performance evaluation. Both scenarios
deviate strongly from a realistic scenario, where feedback naturally occurs
as a result of using a classifier.

4.2.2 Adaptive Models

Besides providing feedback, a good BCI should improve over time. If it
does not, then the level of improvement that the user can reach by adapting
himself is limited. A BCI should not only learn during an initial training
session, but also once it is used to perform tasks.

Besides voluntary changes in brain signals meant to improve BCI control,
brain signals vary involuntary (e.g. as a result of time of day, hormonal
levels, changes in the environment, fatigue, or illness [60]). This is another
reason for a BCI to adapt. Shenoy et. al. [49] show that such changes play
an especially important role when the subject moves from training to online
control.

In general, we can state that there are two reasons to adapt: to avoid
decreases in performance due to changes in brain activity and to support
increases in performance due to changes in brain activity (that is: to engage
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the adaptive capacities of the brain). The latter reason has received little
attention – the dynamic character of BCI utilization more often is treated
as a problem than as an opportunity.

This ‘pessimistic’ approach to adaptivity is most visible in experiments
in which models do change over time, but do not provide feedback related
to these changes (e.g. [52], [8], and [16]). Furthermore, many of the adaptive
models that do provide model-related feedback are only updated in between
sessions (e.g. [49] and [36]). Although these occasional updates are useful
to avoid decreases in performance due to changes in “background activity”,
a more continuous interaction is needed to make the fullest out of a user’s
capabilities.

4.2.3 Adaptive Feedback Models

We found only two reports on experiments in which a model is applied that
both continuously adapts as well as provides feedback to the user.

In [61] a BCI is discussed that lets subjects perform two-dimensional
cursor movement. In this BCI four features (µ- and β-rhythm amplitude
over right and left sensorimotor cortex) are converted to two control signals
(vertical and horizontal movement). Each control signal is described by a
linear combination of one left-side amplitude and one right-side amplitude.
The weights of these two linear equations are updated after each trial, us-
ing a least-mean-square algorithm (LMS). According to the authors, this
adaptation “took advantage of, and thereby encouraged, improvements in
the user’s EEG control.” Although this assertion is in accordance with the
previous discussion of the role of mutual adaptivity, it must be noted that
this BCI for the greater part is not adaptive:

“The selection of µ- and/or β-rhythm bands was based on the
characteristics of each user’s previously developed one-dimen-
sional control; the form of their combination was based on initial
studies of two-dimensional control.”

In [55] a BCI is discussed that makes use of an adaptive version of
quadratic discriminant analysis (QDA). This classifier estimates the covari-
ance matrix adaptively by applying the Matrix Inversion Lemma. The au-
thors claim to be the first to apply automatic adaptation of a classifier during
feedback experiments. The classifier’s hyperparameters (window length and
an update coefficient) are optimized using previous data from six subjects,
using cross-validation. Furthermore, for some subjects the initial covari-
ance matrix is based on data from other subjects, getting rid of the need
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for training sessions without feedback. The results show a clear change of
the data’s statistical properties over time, confirming the need for adaptive
models. Furthermore, they show that this continuous adaptation performs
better than comparable, discontinuous adaptation.

4.3 Adaptive Pattern Recognition

In this section we will discuss some machine learning techniques that can be
applied in an adaptive context. We will not consider methods that explic-
itly describe a data set’s dynamic characteristics (such as Markov models);
instead, we will consider some adaptive variations of static methods dis-
cussed in Chapter 2. Normally these static methods assume an identical
independent distribution of training samples. Although this assumption ob-
viously does not hold in a mutually adaptive context, it may be very difficult
to deal with the distribution’s dynamic characteristics explicitly (Section
2.1.1). Therefore we will turn static methods into adaptive methods in a
rather informal manner, leaving in the middle how this exactly relates to
the methods’ initial assumptions.

4.3.1 Basic Architecture

In Chapter 2 we introduced supervised machine learning as the application
of algorithms that learn a model M from a training set D = {(x1, t1, . . . ,

(xN , tN )} and that subsequently apply this model to new data points {x̃1,

. . . , x̃Ñ}, predicting their corresponding, unknown output values {t̃1, . . . ,
t̃Ñ}. We will now consider models that change over time, so that data
points can no longer be clearly separated in training and test points.

For convenience, we assume that the effect of time only works through
the order in which data points are measured, so that at each moment the
current model can be indexed by the number of samples N on which it is
based, MN . Furthermore, we assume that data points become available
to the modelling process one at a time and that each data point (xi, ti) is
processed in the following two steps:

1. At first ti is ignored. The current model Mi−1 – based on (a subset
of) previous data points {(x1, t1), . . . , (xi−1, ti−1)} – is used to predict
ti. We will denote this prediction by zi.

2. Subsequently (xi, ti) is used to update the model, resulting in Mi.
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Note that this architecture corresponds to a training phase with realistic
feedback: the labels are known, yet feedback is based only on previous labels
(information that would also be available during actual BCI utilization).

4.3.2 Sliding Windows

One simple way to apply static methods in an adaptive context is to make
use of a sliding window : instead of calculating Mi from all available data,
we calculate it from the last l data points. This means that each prediction
zi becomes independent of points that have been measured more than l

measurements before:

zi ⊥⊥ {(x1, t1), . . . , (xi−l−1, ti−l−1)}. (4.1)

Ignoring computational cost, we thus can perform model updates by apply-
ing static methodology to a ‘moving training set’, which we can denote by
Di ≡ {(xi−l, ti−l), . . . , (xi−1, ti−1)}.

However, this approach has at least three possible disadvantages:

1. The window described by Equation (4.1) is hard : one moment a data
point is considered to be as important as all subsequent points, while
the next moment it is considered to be irrelevant.

2. Windowlength l forms a new hyperparameter, whose value needs to
be chosen appropriately. Choosing l too low may result in bad perfor-
mance because the training set becomes too small; choosing l too high
may result in bad performance because the model does not adapt fast
enough.

3. Possibly l should change over time. For example, p(x, t) may first
become more or less stable, so that a more exact classifier can be build
by using more training points. However, if this same distribution starts
to change again, for example because the user switches to a different
strategy, it may be better to decrease l.

In the following sections we will show how more advanced sliding windows
can be implemented that deal with these difficulties. For this we will make
use of Gaussian processes.

4.3.3 Graded Windows

In Figure 4.2a a hard window of length l = 40 is depicted for moment
N = 150 (the moment that 150 data points have been measured). The x-axis
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Figure 4.2: For different kinds of windows: the relevance of points for making
new predictions as a function of time of measurement.
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(b) Graded window.
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(c) Varying steepness.
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(d) Combination.

corresponds to a point’s time of measurement and the y-axis corresponds
to its relevance for making new predictions. As can be seen, to make a
new prediction data points measured before i = 110 are irrelevant (fact 1),
while all data points measured after i = 110 are equally relevant (fact 2).
Assuming that changes to p(x, t) proceed gradually, or that, if they do not,
the moment of change is unknown, both facts are unjust: Although the
predictive value of points indeed can be expected to decrease as a result of
changes to p(x, t), multiple old points still can be expected to have more
predictive value than one single recent point (1). And considering single
points, we always expect that the more recently measured one has most
predictive power (2).

It would be better to apply a window like the one depicted in Figure
4.2b. This graded window reflects better the expectation that the relevance
of data points for making new predictions decreases over time, because it
assigns to each data point a relevance weight that gradually decreases over
time.

But how can we implement such a window? The application of a hard
window does not depend on the classification or regression method being
used, because it simply consists of using a subset of the available training
samples. Contrary, to implement a graded window it does not suffice to
adjust the choice of D and the solution depends on the specific pattern
recognition method being used1. However, for a broad class of machine
learning methods a single trick can be applied: the kernel trick (Section
2.4).

1Many issues, such as cost and expected cost (Section 2.1.2) and the model selection
problem (Section 2.1.6), take on a different shape when the roles of data points vary.
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Gaussian Processes

More specifically, we will show how the kernel trick can be applied to im-
plement a graded window using Gaussian processes for regression (Section
2.7.2). As discussed previously, the only restriction to a Gaussian process’
choice of kernel function is that it should yield a non-negative definite co-
variance matrix. This feature opens up a wide range of possibilities and, as
we will show, it can be used to incorporate time information as well. The
degree to which a similar approach can be taken for other kernel methods
is a question left open for future research.

The key assumption to our approach is the following:

The longer the period in between measurement of two data
points, the weaker they can be expected to be related.

In any situation where the generative distribution p(x, t) changes over time
in some unknown way, this assumption holds. It should be noted that this as-
sumption is a generalization of the assumption that data points become less
relevant over time for making new predictions: not only does it concern the
relationship between any old point (xi, ti) and the next point (xN+1, tN+1),
it concerns the relationship between any pair of points, whether they have
been measured just recently, have been measured long time ago, or even yet
have to be measured. As we will see, this abstraction is important for mak-
ing predictions, since from relationships between old points, we can learn
about relationships between old and new points.

Using the kernel trick the above assumption can be incorporated into
the kernel directly. We simply take the original, time-independent kernel
k(xi,xj) and multiply it with a new, time-dependent kernel kτ (τi, τj) that
measures the data points’ similarity with respect to time of measurement τ .
In this thesis we will restrict ourselves to the choice of

kτ (τi, τj) = exp{−θτ |τi − τj |} θτ ≥ 0, (4.2)

where θτ is a hyperparameter governing the steepness of the graded window,
or the importance of time. The window depicted in Figure 4.2b corresponds
to this kernel, where θτ = 0.012, xi is measured at fixed moment τi = N +1,
and xj is measured between τi = 1 and τi = N . The relevance of previously
measured points now is expressed in terms of their similarity to new points
with respect to time of measurement. In Figure 4.2c graded windows are
depicted for different choices of θτ ∈ {0, 0.004, 0.008, 0.012, 0.016, 0.02}.
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Combining this kernel with the Gaussian kernel kg(xi,xj) given by Equa-
tion (2.63), we get

k((xi,τi), (xj , τj)) = kg(xi,xj)kτ (τi, τj)

= exp

�
−�xi − xj�2

2θ2
σ

�
exp{−θτ |τi − τj |}

= exp

�
−�xi − xj�2

2θ2
σ

− θτ |τi − τj |
�

θσ > 0, θτ ≥ 0, (4.3)

where the hyperparameter σ of Equation (2.63) now is denoted by θσ to
emphasize that θ = (θσ, θτ ). To appreciate the strength of this kernel ap-
proach, note that this kernel corresponds to a feature space φ(x, τ) for which
k((xi, τi), (xj , τj)) = φT(xi, τi)φ(xj , τj). New points get placed in this fea-
ture space further and further away from the first point, while simultane-
ously the effects of all other features (elements of x) on the distance between
points do not change with respect to one another.

General Procedure Simulations

We have run a number of simulations on artificial data. Here we discuss
the general procedure of these simulations. Subsequently we provide more
details for each separate simulation.

For each simulation data were generated as follows:

1. A static, noiseless data set was generated by taking random, one-di-
mensional inputs ri ∼ Un(a ∈ R, b ∈ R) and assigning them corre-
sponding outputs si via a fixed mapping f : r �→ s.

2. Random Gaussian noise was added to the outputs, giving ti = si + �i,
where �i ∼ N (0, β−1).

3. A fixed mapping g : (r, τ) �→ x was used to make the inputs time-
dependent: xi = g(ri, τi) = g(ri, i).

Note that by choosing f , g, and β a wide range of dynamic data sets can
be produced. In this thesis we will restrict ourselves to simple choices of f

and g, just to illustrate the main concepts. Furthermore, in all simulations
we use β = 10.

Data points became available to the modelling process one at a time
and each data point (xi, ti) was processed as discussed in Section 4.3.1 (us-
ing a specific regressor). At various moments n the predictive distribution
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p(tn|xn) was evaluated for the complete interval of xn ∈ [g(a, n), g(b, n)],
based on previous data points {(x1, t1), . . . , (xn−1, tn−1)}.

Simulation I

To illustrate the effect of using a hard window, a graded window, or no
window at all, we used data that were generated as follows:

ri ∼ Un(0, 1) (4.4)
τi = i (4.5)
xi = ri + 0.01τn (4.6)
ti = ri + �i. (4.7)

In the top row of Figure 4.3 samples {x1, t1}, . . . , {xn−1, tn−1} are displayed
for subsequent moments n ∈ {11, 31, 61, 101}. The darkness of each point is
proportional to how recently it has been measured. The optimal prediction
for a new point xn depends on the Gaussian distribution p(tn|xn), which also
is shown: the bold line corresponds to E[tn|xn] and the thin lines correspond
to E[tn|xn]± std[tn|xn]. The regressor does not know this distribution and
must approximate it using the available data. In the remaining rows E[tn|xn]
is plotted in grey, along with the corresponding predictive distributions for
the following methods:

1. No window,

2. A hard window of length l = 40, and

3. A graded window with steepness θτ = 0.001.

For methods 1 and 2 we used the gaussian kernel given by Equation (2.63)
and for method 3 we used the gaussian-temporal kernel given by Equation
(4.3) with fixed hyperparameter θτ . For all simulations θσ was optimized
after 10, 30, 60, and 100 data points, using conjugate gradient descent (Sec-
tion 2.7.3). Multiple starting values were used and the resulting θσ with
highest likelihood ln p(Dn−1|θσ) was selected. Starting values consisted of
θσ ∈ {0.01, 0.5, 1} and the value of θσ chosen in the previous optimization
round.

Conclusions

These simulations confirm the obvious fact that the application of a window
can improve performance when the modelled process changes considerably
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Figure 4.3: For subsequent moments n ∈ {11, 31, 61, 101}: distribution
p(tn|xn) (top row) and predictive distributions when using no window (sec-
ond row), a hard window (third row), and a graded window (bottom row).
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over time. However, they do not yet show the advantage of a graded window
over a hard window: maybe the graded window only performs better because
θτ = 0.001 is a better choice than l = 40. Although a graded window should
outperform a hard window in theory, the degree to which it does in different
kinds of practical situations is a question left for future research. In the next
section we will point out a more important advantage of graded windows:
the value of θτ can be optimized automatically.

4.3.4 Determining the Relevance of Time

Because k((xi, τi), (xj , τj)) changes smoothly as a function of θτ we can learn
θτ from the data using gradient descent2 (Section 2.7.3). By optimizing the
likelihood p(Dn−1|θτ ), we choose a value for θτ that best fits all currently
measured data points. The expectation is that this degree of change is also
suitable for making new predictions. We may also wish to incorporate a
prior p(θτ ), because a lot of data may be needed to approximate the optimal
window steepness precisely.

We call this new method to model time information optimized decrease
of relevance (ODR). ODR has two important characteristics: First, it as-
signs higher relevance to data that have been measured more recently for
making new predictions. This implies that the relevance of data points for
making predictions decreases over time. Second, the speed of this decrease
is optimized given the data and an optional prior.

Simulation II

To illustrate some of the up and downsides of learning the importance of
time θτ from the data, we consider a problem similar to the one discussed
previously:

ri ∼ Un(0, 2) (4.8)
τi = i (4.9)
xi = ri + cdriftτi (4.10)
ti = (1− |ri|) sin(cfreqri) + �i (4.11)

where cdrift and cfreq are constants controlling respectively the degree of
change over time and the degree of fluctuation of ti as a function of ri.

2In Section 4.4 we will calculate the gradient given by Equation (2.66) for the specific
choice of temporal kernel given by Equation (4.3) and discuss how it can be calculated
efficiently.
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Figure 4.4: For subsequent moments n ∈ {31, 91, 181, 301}: p(tn|xn) and
predictive distribution for no changes over time (top two rows) and for large
changes over time (bottom two rows).
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To model this problem, we used method 3 from the previous section,
but now θτ was determined automatically from the data using conjugate
gradient descent in the plane θ = (θσ, θτ ). Starting values consisted of
θ ∈ {0.01, 0.5, 1} × {0, 0.0001, 0.001, 0.01} and the value of θ chosen in the
previous optimization round. We did not use a prior p(θ).

The top row of Figure 4.4 depicts the generative distribution p(tn|xn)
and corresponding samples for moments n ∈ {31, 91, 181, 301}, using cdrift =
0 and cfreq = 15. The second row depicts the corresponding regressor’s
predictive distribution, along with the chosen values for θ. The third and
fourth row depict the same results for cdrift = 0.005 and cfreq = 5.
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Conclusions

In the first scenario – where p(x, t) stays fixed over time – θτ gets assigned
a value of zero. θσ also gets assigned a proper value and ODR manages to
model p(x, t) in quite much detail. In the second scenario – where p(x, t)
changes strongly over time –, once enough data points have been gathered,
θτ gets assigned a non-zero value. The resulting regressor does not manage
to model p(x, t) in much detail, but it does follow p(x, t) over time.

This example shows that ODR adapts itself to the stability of p(x, t).
Note that incorporating a prior p(θ) and maximizing the posterior p(θ|D) ∝
p(θ)p(D|θ) may make ODR more robust.

A weakness that shows in the second scenario is that ODR can under-
estimate its own uncertainty (the difference between the predictive distri-
bution’s mean and the actual function’s mean often is large with respect to
the predictive distribution’s variance). We expect that this is a consequence
of the fact that the assumption of i.i.d. samples no longer holds (Section
2.1.1). Although the mean of (tn|xn) corresponds better to the predictive
distribution than when no time information would have been incorporated,
its standard deviation seems to be somewhat arbitrary. This goes at the
cost of assessing the model’s (un)certainty.

4.3.5 Dynamic Relevance of Time

An extra advantage of learning the relevance of time θτ from the data is that
θτ itself can easily be made dynamic. By placing a second, hard window
on top of the graded window, θ becomes dependent on the more recent of
samples from p(x, t) and the model’s degree of flexibility adjusts itself to the
stability of p(x, t). We will denote this variant on ODR by dODR (where
“d” stands for “dynamic”).

dODR’s hard window should be large enough not to waste the advantages
of ODR discussed before (that is: a gradual decrease of relevance over time
and an automatic determination of this decrease’s optimal speed). However,
changes to the stability of p(x, t) can be expected to be a longer-term process
anyway. In Figure 4.2d the resulting window is depicted for l = 100 and
θτ = 0.012.

Another advantage of adding a hard window – or even a reason why we
may be forced to add one – is that points falling out of this hard window can
be thrown away; if only a graded window is being used, each point remains
relevant over time in at least some degree and C keeps on growing.

To summarize: if a long hard window is used more data are available to
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choose θ and model p(x, t), but θ becomes less flexible. Furthermore, using
a long window computationally is more expensive and may come at the cost
of less frequent updates.

Simulation III

To illustrate, we consider the following problem:

ri ∼ Un(−10, 10) (4.12)
τi = i (4.13)
xi = ri + gdrift(i) (4.14)

ti = (1 + exp{−ri})−1 + �i, (4.15)

where gdrift(i) controls the dynamics of p(t|x) as a function of i:

gdrift(i) =






0 if i ∈ {1, . . . , 100}
1
10τi − 10 if i ∈ {101, . . . , 200}
30− 1

10τi if i ∈ {201, . . . , 300}
0 if i ∈ {301, . . . , 400}

(4.16)

We used the same method as previously to model this problem, only
now with the addition of a hard window of length l = 100. Considering
the complexity of this problem, using all available data points seems to be
unnecessary; by using only the last 100, we can capture some of the dynamics
of the relevance of time.

In the first and third row of Figure 4.5 the generative distribution is de-
picted for the first 50 points and for each additional 50 points, up till a total
of 400 points. In the second and fourth row the corresponding predictive
distributions are depicted.

In Figure 4.6 the evolution of θτ itself is plotted (black line). θ has been
updated every 10 trials. The moments in time corresponding to the plots of
Figure 4.5 are indicated by vertical, dotted lines. The evolution of θσ has
not been plotted, because its changes are negligible (at all time θσ ≈ 1).
The grey line is proportional to gdrift(i), representing the actual dynamics
of p(t|x). (Note that the instability of p(x, t) is positively correlated with
|g�drift(i)|.)

Conclusions

From Figure 4.6 we can see that dODR reacts adequately to changes of
p(t|x): Once change sets in at i = 100, it takes about 40 trials before θτ
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Figure 4.5: For subsequent moments n ∈ {50, 100, 150, 200, 250, 300,

350, 400}: p(tn|xn) (first and third row) and predictive distribution using
dynamic relevance over time (second and fourth row).
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Figure 4.6: Dynamics of θτ .
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is raised above zero. After periods of maximal change – i ∈ {100, . . . , 200}
and i ∈ {200, . . . , 300} –, θτ correctly gets assigned its maximal value. In
between i = 200 and i = 300 the value of θτ decreases and then rises again,
in accordance with the amount of overlap between p(t|x) before and p(t|x)
after the ‘turning point’ at i = 200, where gdrift(i) changes direction.

From Figure 4.5 we can see that the resulting predictive distribution
does a pretty good job at following the generative distribution over time.

4.4 Incremental Modelling

Until now we have identified two reasons why it is useful to make BCIs
adaptive:

1. To avoid decreases in performance due to changes in brain activity.

2. To support increases in performance due to changes in brain activity.

However, even if there are no changes in brain activity (if p(x, t) stays the
same over time), models may take advantage of newly acquired knowledge.
In the simplest case the labels of new data points are given, so that these
new data points can be added to the training set D. The more samples D
contains, the better a model can be build. If the labels are not given, they
may be deduced from the context (possibly with some degree of uncertainty).
For example, in a game of Pong the user will generally want to move the
pad in the direction of the ball; in a spelling device the letters of words that
form correct sentences will generally be the letters that the user intended to
enter; and in the operation of a wheelchair collisions will generally not be
intended.

We view the gradual incorporation of newly acquired knowledge into
the model as a form of adaptation and we will refer to it as incremental
modelling. There thus is a third reason to make BCIs adaptive:

3. To make use of new information, building increasingly suitable models.

Especially in the early stages of BCI use, when little data are available and
the user still strongly adapts, we can expect that this form of adaptivity
plays an important role.

In the following we will discuss how ODR (and Gaussian process models
in general) can be build incrementally, yet efficiently. Again we will make
use of the temporal kernel given by Equation (4.3), but a similar approach
can be taken if a different kernel function is being used.
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4.4.1 Incremental Gaussian Processes for Regression

Again we assume that data points become available to the modelling process
one at a time and that for each new data point (xi, ti) first Mi−1 is used to
predict ti and then (xi, ti) is used to update the model, resulting in Mi (as
discussed in Section 4.3.1).

Growing the Covariance Matrix

Recall from Section 2.7.2 that the covariance matrix C is the key struc-
ture of a Gaussian Process and that its elements depend on inputs xi, the
kernel function k(·, ·), and noise β−1 (Equation (2.57)). As long as the hy-
perparameters θi are not adjusted k(·, ·) stays the same and we can apply
Equation (2.59) – which we originally used to derive the predictive distribu-
tion – to calculate CN+1 from CN (where subindices denote the number of
incorporated points). Luckily this update requires almost no extra effort: k
and c are needed to calculate the predictive distribution p(tN+1|t) anyway
(Equations (2.60), (2.61), and (2.62)).

Furthermore, to calculate p(tN+1|t) we need C−1
N+1. Instead of recal-

culating C−1
N+1 time and time again (which is expensive), we can calculate

C−1
N+1 from C−1

N more efficiently using the matrix-inversion lemma:

C−1
N+1 =

�
C−1

N + aC−1
N kkTC−1

N −aC−1
N k

−akTC−1
N −a

�
, (4.17)

where a = (c − kTC−1
N k)−1 [22]. Notice that the complexity of growing C

depends on the number of points N as well as on the number of features D,
while the complexity of updating C−1 only depends on N . Since this latter
step, which does not depend on D, can be expected to be the most costly, the
transition from static to incremental Gaussian processes is not particularly
relevant to the number of features that can be used. However, from Equation
(4.17) it is also clear that with growing N it becomes expensive to update
C−1 after each newly measured point. Therefore we may wish to (or be
forced to) perform updates less frequently. We will come back to this shortly,
but first let us discuss what happens if θ needs to change over time.

Updating the Hyperparameters

With an increasing body of information we may be able to find increasingly
suitable values for the hyperparameters θ. A very simple measure that can
speed up this learning process (Section 2.7.3) is to start the gradient descent
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procedure at the point where it ended in the previous update. For the rest,
frequent updates of θ are probably of less relevance than frequent updates
of C.

Each time that we do update θ we also need to update C. Of course
C can be recalculated using Equation (2.57) directly, but this may be too
expensive. Furthermore, we would like to maintain the quality that the
number of features D is of no greater importance for the cost of incrementally
building a Gaussian process than for the cost of building one statically. For
some kernels, we can achieve this by storing separate ‘building blocks’ of C
that do not depend on θ.

For example, if we define the building blocks k̂g(xi,xj) ≡ �xi − xj�2

and k̂τ (τi, τj) ≡ |τi− τj |, then we can write the Gaussian temporal kernel of
Equation (4.3) as

k((xi,τi), (xj , τj)) = exp

�
−�xi − xj�2

2θ2
σ

− θτ |τi − τj |
�

= exp

�
− k̂g(xi,xj)

2θ2
σ

− θτ k̂τ (τi, τj)

�
θσ > 0, θτ ≥ 0. (4.18)

Because k̂g(xi,xj) and k̂τ (τi, τj) can be stored separately and be grown
efficiently as discussed in the previous section (for they do not depend on
θ), changes to θ can now be propagated to C more efficiently and without
interaction with the number of features D.

These same building blocks can be used to calculate more efficiently the
gradient ∇CN (which is used to optimize CN (Section 2.7.3)):

�
∂CN

∂θσ

�

ij

= kgτ ((xi, τi), (xj , τj))
�xi − xj�2

θ3
σ

= ((CN )ij − β
−1

δij)
k̂g(xi,xj)

θ3
σ

(4.19)
�

∂CN

∂θτ

�

ij

= −kgτ ((xi, τi), (xj , τj))|τi − τj |

= (β−1
δij − (CN )ij)k̂τ (τi, τj) (4.20)

Updating Dissected

In the previous sections we noted that some update steps may take too long
to perform after each newly acquired data point. A simple alternative is to
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update the model once every 20 points, or, for example, every 5 minutes.
However, we may want to make use of available processing power more
efficiently.

As argued in Section 4.1, successful BCI use depends on a continuous
interaction between user and device. Updates should occur not only in be-
tween sessions, but concurrently with the BCI being used. At the same time,
updates should not go at the cost of immediate interpretation of current
brain activity, for this would affect proper feedback. Preferably, processing
power is smartly distributed over two separate threads:

1. A first thread consisting of ‘obligatory’ processes that need to be exe-
cuted immediately (recording brain activity, interpreting it, executing
the corresponding commands, etc.).

2. A second thread consisting of ‘optional’ processes: although immedi-
ate execution may be preferable, the BCI still functions properly if
execution of these processes is postponed.

Model updates can be categorized as optional processes: whenever time and
space permit it, the model should adapt itself to the user. Depending on
the model being used, this update process can be split into separate steps,
each with its own relevance and urgency. For example, it may be preferable
to incorporate newly measured points into the model as quickly as possible,
while the hyperparameters are updated only once in a while.

To implement BCIs that learn concurrently with being used to perform
tasks, it may be critical to have a flexible framework in which tasks can
be assigned their own relevance and frequency of execution. Possibly this
should even depend on the phase of BCI use, or e.g. the stability of certain
model parameters. Furthermore, when choosing a model to use, it should be
taken into account whether this model can be build incrementally, whether
updates can be divided in steps, and whether these steps can be executed
as often as necessary.



Chapter 5

Conclusions and Future

Research

Chapters 1 and 2 provided a general introduction to respectively BCI and
static pattern recognition. In this chapter we come back to the main conclu-
sions of Chapters 3 and 4. Chapter 3 considered static BCI, while Chapter
4 considered mutual adaptive BCI. We elaborate some more on where we
think BCI research should be going and we give a number of suggestions for
future research.

5.1 Static BCI

Although in Chapter 4 we have argued that BCIs need to be mutual adaptive
in order to work properly, we acknowledge the value of research on static
BCIs. Static BCI research has the advantage of clearly separated training
and test data. This makes it easier to build models and test them. However,
we must be aware of the fact that conclusions based on static experiments
may not hold for online applications. Most obviously, differences between
two settings – one in which a user is being trained, one in which the BCI
actually is used to execute some task – may cause differences in the user’s
brain activity. Furthermore, there are some common pitfalls to comparing
pattern recognition techniques in an offline setting.

5.1.1 Comparing Classification Methods

To compare classification methods each method’s generalization performance
is estimated and subsequently these estimates are compared.

89
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Generalization Performance Estimation

In Section 3.1.1 we discussed some of the difficulties that accompany the
task of estimating a method’s generalization performance. To summarize:

1. Sample validation is only safe to use if we are sure that the available
data D form a complete representation of the relation p(x, t) between
input x and output t. Usually this is not the case.

2. Resampling techniques may resolve this problem by providing an esti-
mate of the uncertainty caused by using a specific data setD. However,
techniques such as cross-validation may be difficult to apply since all
model building steps need to be performed within each separate fold.

3. If we work on one specific data set for a longer time, research decisions
may become dependent on that specific data set. This can make testing
biased.

Statistical Comparison of Generalization Performance Estimates

On top of these difficulties with respect to estimating the generalization
performance methods, in Sections 3.1.2 and 3.1.3 we discussed difficulties
with respect to comparison of such estimates:

4. To make a statistically valid comparison between two methods, we
need a test that takes into account the variation caused by selection
of training and test data. This can be very difficult, because the effect
of overlapping training or test sets is unknown.

5. To our knowledge no statistical test exists that is specifically designed
for the comparison of three or more classification methods (Section
3.1.3). Pair-wise comparison of methods suffers from the multiplicity
effect, which increases either the risk of making Type I errors or of
making Type II errors.

5 × 2 Cross-Validation

In Section 3.1.2 we discussed 5 × 2 cross-validation (5 × 2 cv). This de-
sign has relatively low Type I error and high power. Furthermore, it is
a resampling design and thus can be used with relatively small data sets.
The downside is that in each fold it uses only half of the available data for
training.
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Future Research

• An alternative to 5 × 2 cv is k-fold cross-validation. In this case the
true variance over performance can be estimated using heuristics pro-
posed by [41]. We chose to use 5 × 2 cv instead because statistical
literature indicates that the use of k-fold cv is more error-prone. How-
ever, it would be interesting to compare the associated increased risk
of k-fold cv to the advantage of having larger training sets.

• According to [11],

“comparing multiple classifiers over multiple data sets . . . is
still theoretically unexplored and left to various ad hoc pro-
cedures that either lack statistical ground or use statistical
methods in inappropriate ways.”

BCI can benefit from more research in this area, because its data
sets generally are small relative to the modelling task’s complexity.
Algorithms need to be tested on data from (slightly) different BCI
setups and from various subjects to vouch for their generic strengths
and weaknesses.

5.1.2 The NICI Internal BCI Competition

In Section 3.2 we discussed the results of an experiment conducted in re-
sponse to results of the BCI competition held internally at the Nijmegen
Institute for Cognition and Information (NICI). Data were gathered using
an imagined time-locked hand tapping paradigm [18]. Our goal consisted of
answering the following three questions:

1. In what degree are certain channels more informative than others?

2. In what degree is time information informative?

3. With what degree of certainty can we draw meaningful conclusions
from these data sets?

To answer these questions, we made pair-wise comparisons between different
combinations of channel selection and time combination method. We com-
pensated for the multiplicity effect using the Bonferroni adjustment (Section
3.1.3). For each of three subjects 16 comparisons were made. We averaged
all frequency bands and applied rFLDA.
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Channel Selection

The compared channel selection methods were: using all channels; using
pairs of channels chosen in advance (based on prior knowledge); and su-
pervised channel selection using an incremental cross-validation procedure.
Contrary to what we would expect, using a selection of channels did not
prove useful. Using all channels performed best in all cases, although most
effects were not significant.

In accordance, there was great variation in the channels that were se-
lected using the incremental channel selection method.

We hypothesize that these results are caused by low quality of the data.
Classification performance overall was low and differences seldom were sig-
nificant. Rather than to conclude that in the future we should try to use all
channels, we conclude that this specific research data has little to do with
real-world BCI applications.

Time Combination

The compared time combination methods were: using all time intervals
separately; and averaging over two time intervals. In most cases averaging
over two time intervals resulted in higher performance than using all time
intervals. However, this effect was only significant for one subject and only
if all channels were being used.

Quality of the Data

Our predominant conclusion is a paradox: no strong conclusions can be
drawn, because performance on the used data sets to a large extent depends
on chance. This provides us with a clear answer to question 3: we can only
draw conclusions based on these data sets with low certainty. As a result,
we conclude that questions 1 and 2 cannot be answered using these data.

Simple Experimental Design

The importance of a simple experimental design cannot be stressed enough.
It is tempting to try out various kinds of algorithms, to tweak their pa-
rameters and see if things improve, but rarely this leads to an increased
understanding of the signal. Statistically we can only deal with a simple
experimental design. If we ignore statistical validity, the probability is high
that chance renders us misinformed.
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Prior Knowledge

The strength of machine learning, on the other hand, is easily overestimated:
although processes can be modelled by learning from samples, knowledge
about their inner workings is needed to guide the modelling process. It is
convenient to throw a bunch of features on one pile x and let a computer
figure out what feature means what. However, often this does not suffice: if
noise conceals the true signal, only domain knowledge can help us disentan-
gle x.

Future Research

• A deeper understanding of the effect of imagined hand tapping on a
brain’s activity – and of voluntary control of brain activity in general
– seems needed to acquire a proper signal. Rather than aspiring high
classification performance given some signal, it may be wise to take
a number of steps back and first experiment more with the signal
acquisition itself. At first it may be necessary to focus on subject-
specific features. Once such features have been applied successfully,
methods can be developed that work for various subjects.

• In our attempts to build good models for the data sets gathered by the
NICI we have taken a strongly ML-oriented approach. In retrospective
we believe that we should have focused more strongly on informed fea-
ture selection. As a result, we would like to suggest that the following
approach is taken in similar future experiments:

1. The experiment is set up in order to modulate specific frequency
bands over specific time intervals in specific brain areas. First it
should be verified whether this has worked out as intended.

2. If the expected modulation is not present, or only weakly, it may
be present in slightly different frequency bands, over slightly dif-
ferent time intervals, or in adjacent brain areas. However, it
should not reside just anywhere in the signal. It is unlikely that
a small amount of data tells us anything radically new on the re-
lationship between imagined hand movement and brain activity;
rather than to reinvent the wheel, we need to work from what is
already is known.

3. If the expected modulation is present, then machine learning can
be used to optimize feature selection and classification. In this
stage prior information is still essential. Rather than feeding a



94 CHAPTER 5. CONCLUSIONS AND FUTURE RESEARCH

subset of presumably relevant features directly to a classification
algorithm, we can combine these features into stronger features,
using knowledge on their respective relationships.
For example, small frequency bands can be combined into larger
ones, cancelling out some of the noise. We know that the more
close two frequency bands are, the more likely they covary. It
would be a waste not to make use of this information. If, for
example, we combine all frequency information using a Gaussian
weighting of small frequency bands, then only the mean and vari-
ance of this weighting need to be learned (instead of the meaning
of each separate frequency band). The same holds for time and
channel information: using temporal and spatial filters, with a
shape based on prior knowledge, we can use prior knowledge to
let machine learning focus on what we do not know.

5.1.3 Gaussian Processes

In this section we present ideas for future research that are specifically re-
lated to Gaussian processes (GPs).

Future Research

• In this thesis we have only used GPs for regression tasks. Accord-
ing to [7] “we can easily adapt Gaussian processes to classification
problems by transforming the output of the Gaussian process using
an appropriate nonlinear activation function.” However, if we use,
for example, a logistic sigmoidal activation function, the integral that
defines the predictive distribution p(tN+1|t) becomes analytically in-
tractable [7].

Zhong et. al. [64] discusses a number of approximation methods that
deal with this problem and compare them to Support Vector Machines
(SVM) and K-nearest neighbour (KNN). Based on experimental re-
sults, Zhong et. al. recommend the use of GPs for the classification of
BCI EEG data. One important question for future research is whether
such an approximation can also be applied efficiently online.

• Another technique which we expect to be useful for BCI is automatic
relevance determination (ARD) [7] [53]. Applied to GPs, ARD applies
the kernel trick in order to assign each separate feature a relevance pa-
rameter : a hyperparameter determining that feature’s relevance. For
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example, the quantity �xi − xj�2 of the Gaussian kernel (Equation
(2.63)) – which equals

�
k(xik − xjk)2, where xlm denotes the mth

element of xl – can be replaced by
�

k ηk(xik − xjk)2, with the hyper-
parameters ηk determining the relevance of each separate feature. The
resulting kernel is

k(xi,xj) = exp
�
−

�
k ηk(xik − xjk)2

2σ2

�
. (5.1)

The added value of such a kernel depends on whether the ηk can be
optimized successfully.

Variations of this technique can be used to represent structure of x and
incorporate prior knowledge. For example, we can give features from
the same channel a shared weight, inducing coherence within channels:

k(xi,xj) = exp

�
−

�Dc
q=1 ηq

�
k∈q(xik − xjk)2

2σ2

�
, (5.2)

where Dc is the number of channels and
�

k∈q denotes the sum over
features {xi}c=q. The advantage of this approach is that each ηq can
be optimized using multiple features, making it less likely that features
get attributed relevance due to noise.

It would be interesting to investigate the value of this technique for
BCI.

• The previous formulas represent examples of how the kernel trick can
be applied to incorporate prior knowledge. A great advantage of this
kernel approach is that hyperparameters and corresponding priors can
be used to represent uncertain information. Furthermore, the feature
selection task, or part of it, can be incorporated into the regression or
classification task. This results in a more coherent workflow. Following
are a number of more general questions concerning the application of
kernels to represent prior knowledge:

1. What other possibilities does the kernel trick provide for incor-
porating prior knowledge?

2. How do adjustments to the kernel function influence hyperparam-
eter optimization?

3. To what degree can a similar approach be taken for other kernel
methods (e.g. kFLDA (kernelized Fisher’s linear discriminant
analysis)?).
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5.2 Mutually Adaptive BCI

In Chapter 4 we identified three reasons why it may be useful to make BCIs
adaptive:

1. To avoid decreases in performance due to changes in brain activity.

2. To support increases in performance due to changes in brain activity.

3. To make use of new information, building increasingly suitable models.

We have argued that for a BCI to work properly, it needs to adapt during
actual usage and provide feedback based on this adaptation (Section 4.1).
Few current BCIs do this (Section 4.2). The scarcity of adaptive BCIs can
be explained by the research community’s general wish to start simple. The
general opinion seems to be that a static BCI should be developed first,
before dynamic characteristics are being added. Of course this makes sense:
Adaptive systems bring along an increased level of complexity and therefore
are more difficult to investigate.

Future Research

• Despite of the above argument, we believe that more research on mu-
tual adaptive systems is needed:
First, we think that differences between static and dynamic BCI are
that large, that many findings form static BCI research will not hold
for actual BCI usage.
Second, building adaptive systems may actually make things easier : If
a BCI adapts and provides feedback online, the user can adapt in order
to provide a stronger signal. Possibly relative simple ML methods are
sufficient, as long as we give the user some time to figure out ‘how to
use his brain’ while he is actually using a BCI.

• We have applied the concept of a mutual solution space to describe the
three-way relation between user, device, and success (Section 4.1.1).
We think that this idea of mutual solution spaces is useful to under-
stand BCI better and to improve it.

5.2.1 Adaptive Pattern Recognition

We have argued that models need to be adaptive to engage the adaptive
capacities of the human brain. Ideally models adapt continuously, in order
to enable efficient movement through mutual solution space.
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Graded Windows

In Section 4.3 we have introduced a new and relatively simple method of
modelling time information: optimal decrease of relevance (ODR). ODR
induces a window by means of a kernel that takes into account the time of
measurement τ of data points. As an example, we looked at the specific
kernel of Equation (4.3):

k((xi, τi), (xj , τj)) = exp

�
−�xi − xj�2

2θ2
σ

− θτ |τi − τj |
�

,

where θτ is a hyperparameter governing the importance of time. We have
applied this kernel to regressive Gaussian processes.

This kernel has the following advantages:

1. The relevance of data points for making predictions decreases over
time gradually. We say that the induced window is graded. A graded
window makes more sense than a regular, hard window, because it
accurately represents the expectation that changes to p(x, t) proceed
gradually. (Section 4.3.3)

2. k((xi, τi), (xj , τj)) changes smoothly as a function of θτ . For Gauss-
ian processes this means that θτ can be learned from the data auto-
matically using standard hyperparameter optimization. This way the
steepness of the graded window is fit to the degree to which p(x, t)
changes over time. Optionally a prior over θτ can be incorporated.
(Section 4.3.4)

3. By placing a second, hard window on top of the graded window, θτ

itself easily can be made dynamic: θτ and other hyperparameters be-
come dependent on the more recent of samples from p(x, t). This
means that the model’s degree of flexibility adjusts itself to the stabil-
ity of p(x, t). (Section 4.3.5)

These advantages were illustrated by running simulations on one-dimen-
sional artificial data.

Future Research

More research is needed to examine how the proposed method works on real
data and whether it outperforms alternative methods. More specifically,
future research should focus on the following issues:
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• The application of temporal kernels to problems with high-dimensional
x. We expect that certain advantages of temporal kernels (such as the
one given by Equation (4.3)) are more strongly present if x is multi-
dimensional. (Section 4.3.3.)

• Improved optimization of θτ . A closer examination of the likelihood
p(D|θ) may help improve hyperparameter optimization. We expect
that a more advanced, constrained optimization procedure is useful.
Furthermore, it makes sense to incorporate a prior p(θτ ). (Section
4.3.4.)

• Since τ keeps on growing over time, the assumption of independent
and identically distributed (i.i.d.) samples is violated. As a result, the
temporal model may underestimate its own uncertainty. It would be
interesting to investigate whether the violation of the assumption of
i.i.d. samples has other practical consequences. (Section 4.3.4.)

• A graded window with proper steepness θτ can be expected to out-
perform a hard window with proper length l. However, we have not
examined the strength of this effect (not for real data nor for artificial
data). To correctly compare the two methods it would be necessary to
choose both θτ and l automatically. We already showed how θτ can be
optimized, but optimizing l is more difficult. On a large body of data
we could apply cross-validation to choose l. However, it is unclear how
l can be optimized in an online setting. (Section 4.3.3.)

• ODR does not model how p(x, t) changes, only how strongly it changes.
It would be interesting to examine whether it is viable to model the
dynamics of p(x, t) explicitly.

• We have applied the temporal kernel given by Equation (4.3) to Gauss-
ian processes. It would be interesting to examine whether this kernel,
or similar kernels, can be applied to other kernel methods, such as
kFLDA.

5.2.2 Incremental Modelling

In Section 4.4 we have shown how a Gaussian process model, such as ODR,
can be build incrementally, yet efficiently. We made use of the specific
temporal kernel given by Equation (4.3), but a similar approach can be
taken if a different kernel function is being used.
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Growing the Covariance Matrix

We have discussed how the covariance matrix C and its inverse can be
updated efficiently. If all hyperparameters θ stay fixed, the extra computa-
tional cost of building a Gaussian process model incrementally (as compared
to building it in one go) does not interact with the number of features that
is being used.

Updating the Hyperparameters

Updating the hyperparameters θ of a Gaussian process can be costly. How-
ever, this update can be performed less often than incorporating new points
into C.

Each time that θ is updated, C also needs to be updated. We have
shown that even in this case full recalculation of C may not be necessary.
Depending on the applied kernel function, C can be decomposed in ‘build-
ing blocks’ that do not depend on θ. These building blocks can be stored
separately and do not need to be updated if θ changes. For the temporal
kernel given by Equation (4.3) we have shown that this technique can be
used to maintain the property that the extra cost of incremental builds does
not interact with the number of features that is being used.

Updating Dissected

We have proposed that processing power is distributed over two separate
threads: one thread consisting of obligatory processes that are executed
immediately; one thread consisting of optional processes that are executed
as soon as processing power permits it. Using this design, an incremen-
tal Gaussian process can be applied in an online context as follows: The
covariance matrix is updated after each newly acquired data point. The
hyperparameters are updated in the processing time that remains. This
latter step is the most costly, but can be performed efficiently for a group
of new data points. Furthermore, usually it is unnecessary to update the
hyperparameters over short intervals.

Future Research

• Online BCI research can benefit from a flexible framework in which
processes can be assigned their own relevance and frequency of execu-
tion.
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• Furthermore, we want to emphasize that the use of a certain method
for online usage depends on whether it allows models to be build incre-
mentally, whether updates can be divided in steps, and whether these
steps can be executed as often as necessary.

• We hope that ODR will be applied in online experiments. The cost of
performing model updates needs to be evaluated in real-time applica-
tions.
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